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Abstract

Explainable Al (XAI) methods have traditionally aimed to provide people with an
understanding of why and how Al systems behave. Recognizing the potential benefits
this can have for Al-assisted decision-making, researchers, media, and funding agencies
have turned to XAl as a solution to help people validate, interpret, or justify Al outputs
in high-stakes decision-making contexts. We refer to this paradigm as output-oriented
XAI. While some controlled studies have shown that advancements in XAl techniques
can lead to improved human—AI decision-making, other studies have demonstrated
that these efforts have resulted in negative outcomes. Human-centered Al researchers
argue that these inconsistent findings stem from a “one-size-fits-all” approach that
ignores decision-makers’ diverse expertise, roles, and information needs. Building on
the one-size-fits-all critique, this thesis argues that these mixed results stem from two
additional limitations: the assumption that XAI methods lack imperfections and the
narrowly scoped design space centered on output-oriented XAI. The existing focus on
designing output-oriented XAI risks overlooking the emerging uses of Al explanations
that can support complex, human—AI decision-making processes beyond validating,
interpreting, or justifying Al outputs.

To address the ongoing challenges that XAl faces in human—AI collaboration, Part I
of this thesis presents two empirical studies with crowdworkers and domain stakeholders
that expose the impacts of existing output-oriented XAI designs. These studies show
how such explanations can be misaligned, misleading, or imperfect, shaping decision-
makers’ reliance on Al. Although these findings may suggest XAl is not well-suited for
human—AlT collaboration, Part II presents two exploratory studies that investigate the
emerging uses of Al explanations in two different human—AlI decision-making contexts.
Across two different Al systems, these studies highlight three emerging uses of Al
explanations: supporting sensemaking, augmenting communication, and facilitating
knowledge transfer. These emerging uses reveal needs that Al explanations could
support, but that are not well supported by existing output-oriented XAI designs.
However, recent work suggests that generative Al (GenAlI) may be able to support
such needs. Therefore, Part III first examines the explanatory potential of multimodal
GenAl in medical imaging interpretation workflows. Then, the second half of Part
IIT presents process-oriented XAl, a reframing of the XAI design space that positions
XAI techniques as a support tool for users throughout workflows. We build a process-
oriented XAI system for medical imaging interpretation and investigate its impact on
the clinical reasoning processes of medical students and radiology residents.

This thesis expands the design space for Al explanations by acknowledging the
impact of their imperfections, exploring their emerging uses, and proposing a process-
oriented XAl paradigm. Across six empirical studies, this work challenges traditional
conceptions of XAl and advances our understanding of how to design for, evaluate, and
think about XAI in human—AI collaborations. In conclusion, we encourage researchers
to design XAl for uses beyond validation, interpretation, or justification of Al outputs.
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Chapter 1

Introduction

Imperfect artificial intelligence (AI) systems are increasingly integrated into our
personal and professional lives, from predicting a person’s risk of cancer to identifying
relevant publications to cite. However, these imperfect systems can be misleading
to those on the receiving end. Imagine a high-stakes scenario where a radiologist
collaborates with an Al system to detect the presence of lung nodules in a chest X-ray
(e.g., [146]). The Al incorrectly predicts that there are no lung nodules, and the rushed
radiologist inappropriately relies on the Al, missing the presence of a nodule in the
patient’s lung. This can lead to delays in necessary follow-up imaging and treatment for
the patient. However, if the radiologist were shown why the Al predicted the absence
of lung nodules, they might have seen that the model focused on an irrelevant region
of the X-ray where nodules would never be present. Scenarios like these illustrate
why researchers, media, and funding agencies began investing in the development of
techniques aimed at explaining the reasoning behind Al’s predictions [34, 124].

Starting out as explanation facilities and explanation generators — built-in compo-
nents that could trace and present a system’s reasoning process — in expert systems (an
earlier term for Al-driven decision-support systems) [333], explanations were conceived
as a way to foster trust in, calibrate reliance on, and support users’ understanding
of expert systems. As expert systems evolved from interpretable rule-based models
to opaque black-box AI systems (like those we mainly interact with today), expla-
nation facilities gave way to more advanced mathematical techniques. For example,
researchers began visualizing the activated gradients for a given label during image
classification [307], as in the X-ray scenario above, to explain model behavior in place
of the rule-based reasoning traces provided by explanation facilities. This shift marked
the emergence of what is now known as explainable AI (XAI) [9, 91].

The initial hope with XAI was that, if we could explain black-box Al systems,
people could use AI more effectively and safely. One prominent definition of XAI
builds on this hope by defining it as “a set of processes and methods that allow human
users to comprehend and trust the results and output created by machine learning
algorithms” [4]. Guided by this definition, XAI research efforts have focused on a wide
range of applications, such as assisting data scientists with debugging and auditing
black-box models as part of their evaluation workflow [80, 141, 165, 285, 370, 381].
More popularly, efforts have focused on developing XAI tools that help non-technical
users understand when to consult and rely on predictive systems during high-stakes
decision-making [14, 90, 356]. Across both examples, XAl tools have carried forward
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Output-Oriented XAl in Human-Al Collaboration
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Fig. 1.1: A conceptual overview of output-oriented XAI in human—AI decision-making workflows.
CT scans generated using MedSyn [380].

the framing introduced by explanation facilities in expert systems, preserving the
traditional uses of explanations: fostering trust in the Al system, calibrating reliance
on Al outputs, and supporting users’ understanding of model behavior. These
traditional uses of Al explanations reflect an output-oriented XAl paradigm, in which
explanations are designed to help users interpret, validate, or justify Al outputs,
and are commonly evaluated through their effects on trust, reliance, and model
understanding (e.g., [49, 150, 200, 364]).

As depicted in Figure 1.1, output-oriented XAl positions decision-makers as valida-
tors of Al predictions, focused on interpreting the rationale behind the output for a
given input to determine whether they should accept or reject the Al’s recommenda-
tion. For example, an Al system reviewing a chest image might output the presence
or absence of an abnormality, followed by an explanation of that prediction (i.e., a
counterfactual explanation showing a chest that it predicted to have no abnormalities).
The human, such as a radiologist, must then review both the AI’s prediction and its
explanation while simultaneously reasoning backward about whether they align with
the evidence in the original image. In doing so, this workflow may unintentionally shift
the radiologist’s attention away from actively reasoning about the underlying data,
context, and decision itself. Recent literature has questioned whether these one-shot,
interaction paradigms commonly used in empirical studies of human—AlI collaboration
are appropriate, due to their lack of ecological validity [318] and lack of consideration
for decision consequence or multi-stakeholder influence [120]. Furthermore, a recent
survey found that explanations have no significant impact on the effectiveness of
human—AT collaboration [348]. Motivated by these critiques and limited positive
evidence for XAl this thesis argues for expanding the design space for Al explanations
in human—AI collaboration by challenging the output-oriented designs of XAI.

The widespread development of open-source interpretability toolkits (e.g., Srinivasu
et al. [328], Wexler et al. [370], and Nori et al. [257]) and XAI methods that are not for
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any particular purpose [112] has enabled many HCI researchers, designers, and product
developers to easily prototype with, integrate, and deploy XAl techniques into products
and workflows across a wide range of industries [152, 159]. Regardless of the domain,
explanation methods typically have focused on output-oriented uses with the goal of
helping people interrogate Al outputs at the instance and model level (i.e., referred to
as local and global explanations [306]). A plethora of empirical work has focused on
investigating the impact of levels of interactivity [26, 220], explanatory focus (i.e., local
versus global) [278], and explanation techniques (e.g., feature-based, counterfactual,
rule-based, example-based, etc. [60, 90, 149]) to determine which configuration best
helps different user groups judge a model’s recommendation correctness. However,
these empirical studies have reinforced the narrow focus on output-oriented XAI
designs, aiming to help decision-makers calibrate their reliance on or understand
model behavior when using recommendation-centric [389] Al systems.

1.1 Thesis Motivation

Despite years of empirical studies exploring the impact of XAl in human—AlI decision-
making, literature surveys have shown mixed results and conflicting findings on XAI’s
value [124, 290, 348, 354]. Some lab studies conclude that explanations are more
harmful than helpful when humans use Al to assist with classification tasks, while
other studies argue that explanations can improve task performance under certain
circumstances. Human-centered Al researchers argue that these inconclusive results
stem from taking a one-size-fits-all approach to explanations used in human—Al
collaboration, ignoring who would be “opening the black box” and why [96]. Ironically,
foundational research on explanations in expert systems echoes the importance of
tailoring explanations of rule-based algorithms based on who the explainee is [333].
Ultimately, a culmination of these critiques and stagnant progress laid the foundation
for focused efforts on human-centered XAI (HCXAI) [93, 95].

HCXALI efforts have comprised studies that seek to tailor the explanation’s pre-
sentation style (7.e., graphical vs. textual) [135], the timing of explanation delivery
(i.e., proactively vs. on-demand) [45, 59, 86], and the level of interactivity (i.e.,
static vs. dynamic) [23, 26, 29, 185] to who is requesting the explanation. The rise
of multimodal generative Al (GenAl) has supported these ongoing HCXAI efforts
by making it easier to generate natural-language explanations tailored to different
user groups [55, 249]. This use of GenAl to generate explanations for another Al
system’s predictions has been described in the literature as Explainable Generative
Al (GenXAI) [302]. Ongoing efforts with GenXAI in human—Al collaboration tend to
scope the XAI to output-oriented interactions (e.g., [239, 327]).

Recent work has grown critical of the ongoing HCXAI research in human—AlI
decision-making, noting that tailoring explanations to accurately model infinite user
preferences may still fail to address the ongoing challenges with XAl [255]. Drawing
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on Redstrom [282]’s perspective on user-centered design, we argue that efforts to
personalize XAI through user-centered design methods may yield overly restrictive
explanations. These overly restrictive designs can unintentionally limit users’ ability
to easily adapt and appropriate Al explanations into their domain-specific reasoning
processes and workflows for uses beyond validating, interpreting, or justifying the AI’s
outputs.

HCXATI studies also tend to assume that Al explanations are “perfect”, overlooking
the impact that imperfections may have on output-oriented XAl designs. As GenXAl
adoption increases, Al explanations are prone to imperfections. Although technical
researchers have pointed out that AT can be “right for the wrong reasons” [332] or
inconsistent even for the same input and regardless of the AI’s prediction accuracy [43,
186, 292], few empirical studies investigate the impact of imperfect Al explanations [136,
267] (i.e., when an Al explanation misaligns with the Al’s prediction [239]). Part I of
this thesis contributes to the literature by presenting empirical studies on how imperfect
output-oriented XAI can lead to inappropriate reliance and distorted reasoning.

Ultimately, the existing XAI literature on human—AT collaboration highlights XAT’s
ongoing challenge to help decision-makers validate, interpret, or justify Al outputs.
One conclusion may be that XAl is just not suitable for human—AI collaboration.
However, these limitations are evident only for output-oriented XAl and rarely consider
the imperfections of Al explanations in study designs. The design for and evaluation
of Al explanations beyond interpreting, validating, and justifying AI outputs is
underexplored. Together, these two gaps in the literature motivate the questions this
thesis is centered around:

(RQ1) How do imperfect, output-oriented Al explanations impact human—AT decision-
making?

(RQ2) How can Al explanations be used during human—Al collaboration beyond
interpreting, validating, and justifying Al outputs?

(RQ3) How can we expand the design space to support the emerging uses of Al
explanations in human—AlI collaboration?

1.2 Process-Oriented XAl Paradigm

This thesis argues that the application of HCXAI has largely focused on output-
oriented XAI [354], resulting in an overly restrictive design space in which XAI
is framed for interpreting, validating, and justifying Al outputs. Recent literature
suggests that the design of Al systems should depart from directly providing users with
a recommendation (recommendation-centric) and focus on providing process-oriented
support [389]. Designs for such process-oriented Al systems have emerged as a design
practice called Tools for Thought [339]. This design practice intentionally builds Al
systems that aim to protect and augment human cognition rather than replace or
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Process-Oriented XAl in Human-Al Collaboration
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Fig. 1.2: A conceptual overview of process-oriented XAl in human—AI decision-making workflows.
CT scans generated using MedSyn [380].

minimize it. However, this reframing leaves the role of XAI innovations unclear, as
XAI was initially designed to help decision-makers validate, interpret, and justify
outputs from recommendation-centric Al systems.

Much of the X AT literature has treated explanations as static artifacts for explaining
AT outputs. However, critiques have argued that explanations are a social [289] and
dialogic [234] practice where understanding is co-constructed. Malle’s seminal work
on explanations [228] (Chapter 3.2) supports these critiques, presenting explanations
as a vehicle to facilitate shared understanding among individuals. Complementing
this, work in cognitive psychology positions explanations as mechanisms that mediate
humans’ reasoning processes [222]. Using cognitive psychology of explanations [171,
222], social psychology of explanations [228], and Alan Dix’s emphasis on appropriation-
aware design [89] as a research lens, we introduce process-oriented XAI as a design
space that reframes XAl techniques as tools to support human processes throughout
workflows, such as reasoning, multi-stakeholder communication, or coordination. Such
workflow support can help users refine and shape their reasoning about the underlying
data, context, and decision space. This reframing is motivated by the fact that
many XAI techniques can emulate aspects of core human reasoning patterns (i.e.,
counterfactual evidence, example-based reasoning, and localization).

Rather than focusing on tailoring or personalizing explanations to user personas
to help people validate, interpret, or justify Al outputs, the latter half of this thesis
(Part I and Part III) explores how Al explanations can be designed for and oriented
toward different processes that arise throughout workflows. This perspective, depicted
in Figure 1.2 as process-oriented XAI, marks a conceptual shift: the role of end-users
shifts from validators of Al outputs to active thinkers, and Al explanations shift from
validation, interpretation, and justification tools to tools that can support domain-
specific sensemaking and reasoning. In contrast to the output-oriented XAI designs,
where the Al system predicts abnormalities in a chest image and then provides an
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explanation of that prediction for the decision-maker to validate, justify, or interpret
the output, a process-oriented XAl design leverages Al’s explanatory capabilities to
help the decision-maker iteratively shape and refine their reasoning process.

For example, the radiologist may request to see a variation of a chest with a
similar-looking abnormality to help them rationalize the abnormality in their patient’s
chest through visual comparison, refining their reasoning. This design introduces
friction by intentionally withholding the AI’s prediction or explanation of the data
to interpret, and instead facilitates an iterative reasoning process that forces the
radiologist to elicit their own reasoning process and use Al explanations to shape
it. Within this paradigm, imperfect explanations can be treated as a design goal, as
they can introduce friction into the reasoning process, encouraging decision-makers to
critically think and reflect on their own reasoning.

The key distinction between output-oriented and process-oriented paradigms is
the role Al explanations are designed to play in human—AlI collaboration. In output-
oriented XAI, the role of Al explanations is to verify, interpret, or justify Al outputs
in Al-assisted decision-making, positioning the human as a validator of Al outputs.
On the other side, we have process-oriented XAI, where XAI is reframed as a tool to
support workflow processes, positioning the human as an active thinker throughout
decision-making. Ultimately, these two paradigms address different design objectives
towards the same goal: improving human—AI collaborations.

1.3 Thesis Statement

The narrowly scoped design space for Al explanations risks overlooking the broader
impact that explanations can bring to human—AT collaboration. My work challenges
the traditional ways we think about XAI to expand the design space by exposing
the impact of imperfect explanations in output-oriented XAI designs, exploring the
emerging uses of Al explanations, and proposing process-oriented XAl as one approach
to support those emerging uses.

1.4 Thesis Overview

To address these questions, this dissertation is separated into three parts, depicted
in Figure 1.3: Part I evaluates the impact of imperfect, output-oriented XAI designs
in human—AT collaboration; Part II explores the emerging uses of Al explanations in
human—AI collaboration; and Part III explores process-oriented XAI as one approach to
expanding the design space for Al explanations in human—AI collaborations. This thesis
details studies across five different contexts: building damage assessment, bird species
identification, individual species population counts, chronic disease management, and
medical image interpretation.
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Fig. 1.3: This thesis consists of three parts: capturing the impact of imperfect, output-oriented
XAT (Part I), discovering emerging uses of AT explanations in human—AT collaboration (Part IT),
and expanding the design space for Al explanations through process-oriented XAI with explainable
generative Al (Part IIT). Figma Make was used to help design this figure.

Part 1 of this dissertation addresses RQ1 by presenting the impact of imperfect,
output-oriented explanations on human—Al decision-making when used to assist
decision-makers in Al-assisted building damage assessment and bird species classifica-
tion. Chapter 3 uses a wizard-of-oz Al setup to elicit human explanation strategies
and validate how this impacts decision-makers’ reliance on AI. Chapter 4 builds on
this study by exploring the impact of different types of imperfect XAI techniques (i.e.,
example-based and natural language) on Al reliance in an Al-assisted bird species
classification task for a diverse group of end-users, ranging from crowdworkers to
birding hobbyists and ornithologists. Across both studies, we show how imperfect,
output-oriented XAI can lead to overreliance on Al, even when the Al’s explanations
do not reflect the AI’s prediction.

To better understand how else Al explanations can be used, Part II addresses
RQ2 by conducting two exploratory studies with domain stakeholders who use Al
decision-support tools in their workflows. Chapter 5 presents a case study with a
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non-profit wildlife conservation organization in which we conducted semi-structured
interviews to observe how domain stakeholders currently operationalize and adapt
XALI in their decision-support tool for individual species population counting. We
continue this line of investigation in Chapter 6 with clinicians who care for patients
with chronic diseases. Using a design probe of an interactive XAl system, we probe
clinicians on how they might use it throughout their workflow. The findings of these
two studies mark a turning point in how we design for and conceptualize the use of
AT explanations: XAI can be used as a tool to augment processes throughout complex
human—human collaboration by supporting communication, enabling sensemaking or
reflection, and facilitating knowledge transfer.

Rooted in the emerging uses highlighted in Part II, we address RQ3 in Part 111
by expanding the design space for Al explanations by shifting from output-oriented
designs to process-oriented interactions using multimodal explainable generative Al
as a design medium. Chapter 7 captures the explanatory potential of multimodal
generative Al in the context of medical image interpretation. Chapter 8 then presents
a process-oriented XAI system for leveraging explainable generative Al techniques
for medical image interpretation. We capture the impact of process-oriented XAl on
reasoning processes through a think-aloud and semi-structured interview study with
clinicians-in-training.

Chapter 9 presents a discussion on the implications for output-oriented and process-
oriented XAI designs in human—AT collaboration contexts. This chapter also highlights
future directions for further evaluating and refining process-oriented XAI designs in
human—AT collaborations.

1.5 Prior Publications and Authorship

This thesis includes adapted versions of papers that I have already published:

Morrison, K., Shin, D., Holstein, K., & Perer, A. (2023). Evaluating the impact of
human explanation strategies on human—Al visual decision-making. Proceedings of the
ACM on Human-Computer Interaction, 7(CSCW1), 1-37.

Morrison, K., Spitzer, P. (co-first authors), Turri, V., Feng, M., Kiihl, N., & Perer, A.
(2024). The impact of imperfect XAI on human—AT decision-making. Proceedings of the
ACM on Human-Computer Interaction, 8 CSCW1), 1-39.

Turri, V., Morrison, K. (co-first authors), Robinson, K. M., Abidi, C., Perer, A., Forlizzi,
J., & Dzombak, R. (2024, June). Transparency in the Wild: Navigating Transparency in
a Deployed Al System to Broaden Need-Finding Approaches. In Proceedings of the 2024
ACM Conference on Fairness, Accountability, and Transparency (pp. 1494-1514).

Morrison, K., Mathur, A., Bradshaw, A., Wartmann, T., Lundi, S., Zandifar, A., Dai, W.,
Batmanghelich, K., Eslami, M., & Perer, A. (2025, July). Opportunities & Challenges
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in Designing Text-to-Image Generative Al for Medical Education, Training, & Practice.
Proceedings of the AAAI/ACM Conference on Al, Ethics, and Society. Vol. 8. No. 2.
2025.

Morrison, K., Li, Z., Kim, M., Hong, C., Kraisangka, J., Correa-Jaque, P., Fauvel, C.,
Sahay, S., Vanderpool, R., Everett, A., Lin, S., Kanwar, M., Benza, R., & Perer, A.
(2026, July). It’s Not Just for Trust: Designing for Emerging Uses of Explainable Al in
Clinical Decision-Making. Under Major Revisions at ACM HEALTH 2026.

Morrison, K., Mason, E., Chen, M., Lundi, S., Zandifar, A., Kim, D., Dai, W., Eslami,
M., & Perer, A. (2026, April). Reframing Explainable Generative Al as a Tool for
Thought. In ACM Conference on Human Factors in Computing Systems’ Workshop on
Tools for Thought (2026).

Morrison, K., Mason, E., Chen, M., Lundi, S., Zandifar, A., Kim, D., Dai, W., Eslami, M.,
& Perer, A. (2026, April). Augmenting Reasoning, Not Validating Outputs: Designing a
Process-Oriented XAl System with Multimodal Generative Al. Manuscript in submission
(2026).
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Chapter 2

Background & Related Work

This chapter is adapted from the related works of the following papers:

Morrison, K., Shin, D., Holstein, K., & Perer, A. (2023). Evaluating the impact of
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This thesis is built on the substantial body of prior work in explainable AT (XAI).
Section 2.1 provides an overview of the different types of XAI techniques that have
been developed, and Section 2.2 synthesizes the body of work on output-oriented
XAI, from efforts on evaluating XAI to designing human-centered XAI. Section 2.3
captures the extent to which literature has acknowledged imperfect Al explanations
in empirical studies. Motivating Part II, Section 2.4 highlights the existing gap in
literature on studies that design for or understand the emerging uses of Al explanations
in human—AT collaboration. Section 2.5 provides background for Part III and motivates
the design choice to use generative Al as an explanatory tool, and Section 2.6 reviews
the extent of process-oriented designs in (X)AI systems.

2.1 Explainable AI (XAI) Techniques

Explainable Al (XAI) techniques have long been framed as a way to explain Al
outputs. This output-oriented framing is captured by numerous literature surveys on
the advancements of XAT techniques (e.g., [9, 236, 275, 329, 331]). Grounded in the
terminology used by human-computer interaction (HCI) researchers [211], we organize
these techniques to be either solutions that intend to “explain why” or solutions that
intend to “explain why not/what if”. The XAI field has addressed these questions
through a range of techniques, including feature attribution, counterfactual, and
example-based explanations [290].

Explaining “Why”. Explaining why an Al made a certain prediction has been
addressed using several different explanatory techniques, including feature attribution,
counterfactual, and example-based techniques [211]. Among these, feature attribution
methods are a widely adopted approach for explaining why a specific output was
produced [290]. This class of methods is the most direct, as they focus on revealing
which features of the given input most contributed to the AI’s prediction [211].
An example of a feature attribution technique is SHAP [224], which is a model-
agnostic, local explanation method that attributes model predictions to individual
input features and produces a one-time, static output. Another approach, LIME [285],
fits an interpretable model to the black-box model to explain a given prediction.
While SHAP and LIME are two popular model-agnostic, feature attribution methods,
several model-specific methods have also been designed for specific architectures or
data types [250].

Explaining “Why Not/What if”. Although explaining “why” is a very popular
question to address, several techniques have also been motivated by trying to explain
“why not” or “what if”. Techniques for these questions, such as counterfactual explana-
tions and example-based explanations, are designed to explain Al outputs by providing
contrastive information that shows why an instance was not predicted to be a certain
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class or how changes to the input would result in a different output [357]. These tech-
niques have ranged from automated approaches [344] (e.g., DICE [241]) to interactive,
user-driven solutions [23]. However, the automated approaches may unintentionally
leverage irrelevant or non-actionable variables [29], making the explanations irrelevant
or difficult to interpret. There are also normative and comparative example-based
explanations [51] that can show examples from training data that closely match the
target class or closely match the predicted class. Beyond providing local explanations,
there are some global explanation techniques that aim to explain “why not”, such as
partial dependence plots (PDPs) [275]. PDPs capture the relationship between an
input feature and the prediction [275].

Explainable AT techniques have focused on explaining Al outputs from the start,
positioning end-users as validators and inspectors of Al systems. While those roles
are appropriate for data scientists or model builders, they may not align with domain-
specific decision-makers’ workflows. Few works have yet to explore the design space for
AT explanations with domain stakeholders beyond this output-oriented XAI paradigm.
In the next section, we synthesize the impact that these XAI techniques have on
human—AI decision-making.

2.2 Output-oriented XAI in Human—AI Collaboration

The predominant interaction design with XAI in human—AI collaboration systems
has been output-oriented, providing tools to help users verify or interpret Al outputs.
Human—AlI collaboration researchers have spent years manipulating the configurations
of XAI designs and interactions in hopes of finding the “best” configuration to help
humans verify or interpret Al recommendations more effectively (e.g., [59, 90, 135, 149,
266]). We provide a review of how XAT has been evaluated in human—AT collaboration
and highlight efforts towards making XAI more human-centered.

Several surveys in the literature capture the substantial amount of studies that
measure the success of XAl techniques by evaluating users’ trust, reliance, usability,
and model understanding during human—AT decision-making tasks [9, 109, 164, 236,
290, 331, 354]. Seminal works and early evaluations of XAT techniques helped establish
these evaluation practices. For example, in 2018, SHAP was presented as a way to
explain to clinicians why a risk prediction model classified a given patient as it
did [225]. The paper that introduced LIME in 2016 similarly situates its contribution
by evaluating its ability to foster trust and support model understanding [285]. Several
papers have followed by similarly evaluating how XAI techniques impact users’ trust,
reliance, model understanding, or task performance (e.g., [13, 117, 313, 349, 364, 365]).

Despite initial hopes that XAI would be the solution to challenges in human—AlI
collaboration, several studies have shown inconsistent benefits [348, 354] and docu-
mented XAD’s limitations [69, 70, 165, 191]. For example, XAI has been found to
be misinterpreted by data scientists [165], to lead people to misunderstand the Al’s
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behaviors [70], fail to highlight meaningful information [151], and fail to support
humans’ explanation needs of complex interdependent data points [191]. Papenkordt
[266] and Cau and Spano [59] add to this body of literature by finding that the timing
of when an Al explanation is shown (i.e., on-demand vs. immediate) had insignificant
effects on Al reliance.

Researchers have argued that these challenges stem from the lack of human-centered
XAI (HCXAI) techniques that consider end-users’ domain expertise, decision con-
text, and explanation needs [93, 98, 209]. Human-centered XAI (HCXAI) literature
acknowledges that explanations can be requested for a variety of reasons from a
variety of different end-users; incorporating who the explanation is being designed
for, and why is a core part of human-centered XAT [93, 97, 98, 209]. This sparked
a substantial number of empirical studies and need-finding work that explore what
human-centered XAI looks like. For example, several HCXAI efforts have defined
processes for setting XAl requirements and map these to needs and specific XAl
techniques (e.g., [47, 66, 71, 100, 101, 128, 158, 212]). Approaches used across prior
work include conducting interviews with end-users (e.g., [71, 212, 355]), prototyping
potential solutions with end-users (e.g., [71, 158, 177, 355]), or presenting scenarios to
stakeholders (e.g., [71, 95]).

Numerous empirical studies have been published on what information decision-
makers need from an Al explanation (e.g., [46, 75, 87, 201, 305, 379]). Other empirical
studies look at how decision-makers’ domain expertise impacts how they interpret
explanations, and in turn impacts their task performance, during human—AT collabo-
rations (e.g., [20, 54, 88, 111, 260, 261, 335, 343, 390]). And, many studies compare
and contrast different explanation techniques or modalities to see which results in
better human—Al team performance (e.g., [67, 90, 135, 149, 382]). Studies have even
explored the interactivity of Al explanations, finding that interactive counterfactual
explanations align with human-centered principles because they give users control
over changing the input features themselves (e.g., [29, 125, 366, 387]). However, many
of these studies similarly face negative impacts or insignificant findings.

Although HCXAT has contributed to expanding the design space for Al explanations,
there remains a narrow focus on designing XAl to explain Al outputs and evaluate
based on trust, reliance, or model understanding. Furthermore, HCXALI fails to capture
the impact that imperfect Al explanations have on human—Al collaboration.

2.3 Imperfect AI/XAI

Numerous studies in CSCW and HCI have investigated the impact that imperfect Al
has on human—AT collaboration (e.g., [16, 181, 351]). Kocielnik et al. [181] offer three
techniques for setting user expectations about the performance of an imperfect Al
system, including an accuracy indicator, example-based explanations, and performance
control. Several recent studies investigate how programmers collaborate with Copilot,
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an imperfect Al programming assistant (e.g., [19, 79, 351]). One of those studies
specifically examines how to convey the uncertainty of Copilot outputs [351]. Recent
technical work has proposed approaches to mitigate “noisy” or incorrect natural
language explanations [154] and Kroeger et al. [187] proposed metrics to algorithmically
evaluate the effectiveness of the generated post-hoc natural language explanations. Roy
et al. [292] propose metrics to capture the disagreements across explanation techniques.
However, fewer studies investigate the impact that imperfect XAI has on human—Al
collaboration [136, 267]. For example, Papenmeier et al. [267] investigate the impact
that explanation fidelity has on user trust. Nourani et al. [259] look at how meaningful
versus meaningless explanations (similar to, but different from imperfect XAI) can
impact users’ understanding of the AI’s accuracy.

2.4 Emerging Uses of AI Explanations

Relevant literature has identified emerging uses of XAI, such as Lundberg et al. [225],
who note that SHAP could improve clinical understanding of hypoxemia during surgery,
and Woensel et al. [375], who argue that Al explanations can help patients with a
chronic disease better understand their condition and motivate long-term behavior
change. However, neither of these works conducts an empirical study to ground these
emerging uses in stakeholders’ perspectives, workflows, or behaviors. Other work has
commented on or alluded to the potential of using XAl to mediate multi-stakeholder
communication [75, 158, 176]. Jin et al. [158]’s framework for designing user-centered
XAT exposed how patients might use XAl to communicate with their caregivers and
family members about their condition. In contrast, Corti et al. [75] observed clinicians
imagining how they could use XAI to communicate with other stakeholders and
justify their decisions. Literature surveys have also commented on Al explanations’
potential role in being used for knowledge discovery and learning [9, 232]. However,
the intentional design for and understanding of the current appropriation and emerging
uses of XAI in human—AlI collaboration is underexplored.

2.5 The Explanatory Potential of Generative Al

Generative Al (GenAl) is fundamentally reshaping how we conceive and design for Al
explanations in human—AlI collaboration. As GenAlI becomes increasingly competent,
researchers are now exploring (1) how to explain GenAl itself and (2) how to leverage
these models in advancing XAl techniques [31, 302, 350]. Together, these two goals
make up the subfield of Explainable Generative Al (GenXAI) [302]. This generative
aspect opens the door to exploring new interaction paradigms with XAI in human—Al
collaboration.

A growing body of literature has shown interest in using GenAl to augment
existing XAl approaches [31]. This transition towards GenXAlI is rooted in empirical
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findings that non-experts struggle to comprehend Al explanations and in mixed results
regarding the impacts on human—AlI collaboration. For example, a series of recent
technical papers have introduced explanation methods that leverage GenAl to explain
another AT model by generating natural language explanations (e.g., [55, 137, 249]) or
generating images as counterfactual explanations (e.g., [157, 169, 197]). Recent work
has also leveraged GenAl to augment the presentation of outputs from traditional XAI
techniques [254]. For example, Nguyen et al. [254] use GenAl to generate a natural
language explanation to further augment the interpretation of another explanation,
such as feature attributions.

Despite the potential of GenXAlI, research on it has primarily remained focused
on output-oriented interactions, framing GenXAI as another tool to help users verify,
interpret, or justify Al outputs. In fact, empirical studies exploring the impacts of
output-oriented GenXAI in human—AI collaboration face many of the same limitations
as traditional output-oriented XAl techniques, as they are prone to generating imperfect
explanations [239, 327].

In a separate thread of work, researchers have framed GenAl as a tool to support
workflow processes, such as domain-specific sensemaking and learning [295]. Numerous
prior works in the medical literature have explored foundation models’ ability to gener-
ate images suitable for medical education [182, 190, 256, 359, 391]. For example, Zhu
et al. [391] probe the potential of OpenAI’s DALL-E [280] to generate ECGs, including
ECGS that are abnormal. Although they do not present a study on stakeholder
probing or interviewing, the authors draw on their professional experience to offer
insight into DALL-E’s potential as a teaching tool. Ultimately, they deemed DALL-E
incompetent at generating medically relevant ECG illustrations. Noel [256] and Ku-
mar et al. [190] similarly probe different text-to-image GenAl models to evaluate
their capabilities for generating various medical images. Waikel et al. [359] ran an
educational intervention study with students to quantitatively evaluate the impact of
generative Al images in education about pediatric genetics. Although the participants
did not engage in the generation process, their main conclusion was that real images
were more helpful, while generated images played a more supporting role in learning.
Overall, the takeaway from this body of work is that few works explore GenXAI
techniques in these process-oriented contexts.

2.6 Process-Oriented (X)AI Support

A movement to protect human cognition in the design of human—AI collaboration
systems has recently emerged [338, 339]. Zhang and Reicherts [389] refer to this as
process-oriented support in a system they designed called EzxtendAlI, where users
were prompted to provide their own line of reasoning for a decision before the Al
gives feedback on their plan [283]. Although not explicitly tailored to a specific
workflow, Buginca et al. [45] experiment with different cognitive forcing functions,
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such as showing the AI recommendation only after the user provides an initial
decision or offering Al support as an on-demand feature. Kang et al. [160] foster a
similar interaction paradigm in their system, Synergi, where Al is used to expand
upon users’ initial reasoning when searching for relevant research publications. In a
similar vein, Sivaraman et al. [319] reframe decision support systems as a collection
of Intelligent Reasoning Cues and finds that different cues can play different roles
in decision-making. These studies align with the process-oriented XAI interaction
paradigm, which removes the Al’s recommendation and gives users agency over which
XAI techniques to use.

In the context of XAI systems, research has begun exploring process-oriented
interaction designs by introducing new frameworks, such as Evaluative AI [233] and
Hypothesis-Driven Al [21], or proposing new explanation designs, such as contrastive
explanations that aim to predict gaps in human reasoning [44]. Buginca et al. [44] even
observed improvements in human—AI decision-making from their new explanation
design, hinting at the value in aligning explanations with human reasoning processes.
However, the development and exploration of a process-oriented XAI system using
different XAl techniques remains underexplored.
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Chapter 3

The Impact of Human Explanation
Strategies for Output-Oriented XAI

This chapter is adapted from the following paper:

Morrison, K., Shin, D., Holstein, K., & Perer, A. (2023). Evaluating the Impact of
Human Explanation Strategies on Human—AI Visual Decision-Making. Proceedings of
the ACM on Human-Computer Interaction, 7 no. (CSCW1), 1-37.

3.1 Introduction

Artificial intelligence (AI) systems are increasingly being deployed with the aim of
helping practitioners make high-stakes decisions more quickly and accurately. For
example, computer vision enables the extraction of meaningful information from
images, such as classifying objects within an image or segmenting an image to locate
objects [334]. With computer vision models rapidly increasing in accuracy, several
tasks requiring image classification, segmentation, or object detection have been
automated to aid practitioners. For example, radiologists may work with Al-based
systems to evaluate medical images [52, 268], while humanitarian aid and disaster
relief workers may work with Al to assess building damage from satellite imagery after
natural disasters or civil unrest [126]. These are examples of visual decision-making
tasks that can be supported by advanced Al systems and are becoming increasingly
prevalent. However, human—AlI collaboration is not guaranteed to result in better
decision-making in practice.

To support more effective human—Al collaboration, several eXplainable AT (XAI)
techniques have been developed with the goal of providing insight into how an Al
makes its decisions, helping decision-makers calibrate their trust and reliance upon
AT'. For instance, some techniques yield saliency maps (heatmaps) indicating the most
important regions of the image that contributed to its classification [314]. However,

'Throughout this chapter, we distinguish between the terms reliance and trust: reliance is an
observable human behavior that can be measured, whereas human trust is a latent factor which
cannot directly be measured from observable human behaviors [81, 153, 199, 352]
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many of these methods have been designed for data scientists or machine learning
engineers instead of subject matter experts [211]. Furthermore, Brennen [41] and Liao
et al. [211] emphasize that several XAI techniques do not present the information that
decision-makers actually need to see to inform their decision-making. For instance, in
the context of medical imaging, Saporta et al. [298] report that existing XAl techniques
rarely highlight clinically meaningful image regions. These empirical findings highlight
the need for a more human-centered and empirically informed approach to designing
and evaluating Al explanation techniques to understand which explanation techniques,
or combination of techniques, can truly support effective human—AlI collaborative
decision-making.

To tackle this need, our research takes a broader view, shifting focus from current
XATI techniques to ask the question: What types of explanations do humans generate
and benefit from in the context of visual decision-making tasks? We argue there is
much to learn from human-generated explanations in the context of human—human
collaboration [362]. In many real-world decision-making settings, practitioners generate
explanations intended for other practitioners to consume to support their decision-
making. For example, when radiologists report findings in medical images, they often
characterize their observations and inferences for other radiologists or practitioners
in other care units [63]. By uncovering strategies humans use to explain decisions
effectively to others, we hope to inform the design of novel human-centered XAl
approaches that could emulate these strategies. Inspired by these observations, in this
study, we focus on three primary questions:

* RQ1. What strategies do humans use to explain, or rationalize, their reasoning for
a high-stakes image classification task?

* RQ2. How do different human explanation strategies improve humans’ accuracy
in a high-stakes image classification task?

* RQ3. How do different human explanation strategies impact decision-makers’
reliance on AI?

To ground our experiments in a real task requiring high-stakes decisions, we
focus on Al-assisted decision-making for assessing building damage after natural
disasters, utilizing satellite imagery. Assessing the damage is typically a bottleneck
before responders can help, and Al-based solutions have been proposed to solve this
bottleneck [126].

We address our research questions through a series of two studies. In the first
study, we address RQ1 by designing a system that shows participants several pairs
of images for a specific geographic location before and after a natural disaster. For
each image pair, participants assessed the level of damage and were asked to provide
convincing explanations using a wide range of tools that justified their assessment.
These results allowed us to uncover explanation strategies that humans employ when
explaining their decision to others, which can help inform the style and design of novel
human-centered XAI techniques.
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In the second study, we address RQ2 and RQ3 by conducting a follow-up study
in which the explanations elicited from participants in the first study are presented
under the guise of Al. This approach allowed us to evaluate how different explanation
strategies identified from the first study may impact decision-makers’ accuracy and
reliance on Al as if these strategies were implemented and deployed as human-centered
XALI techniques.

Across our two studies, we contribute the following:

* We provide insight into the types of explanation strategies that humans employ
when providing rationales for their decisions, in the context of a visual decision-
making task to inform the design of human-centered XAl techniques.

* We present a new approach to explore the impacts of prospective explainable Al
techniques on human—AlI decision-making by presenting participants with different
types of human-generated explanation strategies, where the human explanation
strategies are framed as Al-generated explanations.

* Using this approach, we conduct the first empirical investigation in the literature
into the impacts of different human explanation strategies on task accuracy and
reliance upon Al-based assessments.

3.2 Study Context: Building Damage Assessment

To ground our experiments in a real task requiring high-stakes visual-based decisions,
we focus on Al-assisted decision-making for assessing building damage after natural
disasters, utilizing satellite imagery. Assessing the damage is typically a bottleneck
before first responders and government funding agencies can help. As such, Al-based
solutions have been proposed to solve this bottleneck [126].

Satellite imagery is abundant, which has resulted in numerous computer vision
applications. For example, satellite imagery and computer vision techniques have
been used in various high-stakes scenarios, such as identifying economic growth
and stability [156, 263, 384|, detecting poachers and illegal fishing vessels [353],
and identifying damaged buildings after natural disasters, armed conflicts, or other
catastrophic events [126].

Natural disasters like hurricanes, floods, wildfires, and earthquakes often devastate
humans and their properties. Using satellite imagery to assess building damage after
a natural disaster is a critical task. The damaged structures put a huge strain on the
local and regional economies, forcing officials to rely on the government for funds to
support recovery efforts. Our interviews with HADR experts suggest that in certain
situations, rapid and accurate identification of the number of damaged structures is
crucial to receive funding in a timely manner for recovery efforts.
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3.2.1 Task Expertise

We chose building damage assessment from satellite imagery as our task to address
these research questions because prior work indicates that it is possible to train users
to perform this task with reasonable accuracy quickly, and platforms already exist to
crowdsource building damage assessment from laypeople [8, 172], as discussed above.
Unlike other visual decision-making domains, such as radiology, where professionals are
often required to have specialized expertise and crowdsourcing is not an option, prior
work for building damage assessment has successfully used crowdsourcing approaches
to help gather information more quickly after natural disasters [172, 312]. Furthermore,
many people have experience viewing and interpreting satellite images in their day-
to-day life unlike medical images, such as when using navigation systems or online
interfaces like Google Earth.

We had informal discussions with HADR experts to understand the domain better
while designing our studies. These discussions helped us understand what HADR
experts would look for in satellite imagery to determine if a building is damaged
and its level of damage. For example, analysts look for buildings where the roof had
completely collapsed or buildings that are partially or completely surrounded by water.
Analysts also look for displaced portions of buildings in the immediate surrounding
areas. These examples helped us create a change detection [341] training module to
quickly train our participants to assess building damage from pre- and post-disaster
satellite imagery. These discussions also provided our team with an understanding
of the skill level that people had to create the ground truth labels for the building
damage assessment dataset (xView2) [126]. The annotations were labeled by the
authors of the dataset, HADR experts, and imagery analysts from CrowdAl [126].
Lastly, we learned about the types of tools domain experts use in practice to identify
damaged buildings. Many analysts rely on ArcGIS, a general-purpose mapping tool,
to view and edit maps, including satellite imagery.

Various crowdsourcing platforms have been developed to engage the public in
assessing building damage through satellite imagery. Features from tools that ex-
perts use, such as ArcGIS, are included in many of these crowdsourcing platforms.
These include segmenting buildings and panning or zooming in on satellite images.
For example, MapSwipe provides a platform with such features for volunteers to
contribute to several tasks, including damage assessment and change detection in
satellite imagery [8]. CrowdAl also partners with governmental institutions, such
as the California Air National Guard, to leverage crowdworkers to assess building
damage in real-time during wildfires [7]. Given that platforms exist to crowdsource
initial building damage assessments, we determined that crowdworkers would be a
reasonable cohort for our study.
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3.2.2 Task Generalization

Localizing and grading damaged structures from satellite imagery is becoming a
popular classification and object detection task in deep learning and computer vision.
Building damage assessment in satellite imagery requires the analysts to pan and
zoom in on a pair of before and after images to identify any abnormalities. The task of
comparing two images to identify and annotate differences between images generalizes
beyond damage assessment. For example, radiologists compare multiple views to make
diagnostic interpretations in breast imaging [116]. Thus, we believe that the insights
derived from satellite imagery assessment tasks could be extensible to other domains
that involve computer vision applications.

3.2.3 Selected Dataset

Designed for supporting humanitarian assistance and disaster relief (HADR) research,
the xBD dataset covers a wide range of natural disasters that frequently occur, such
as floods, earthquakes, wildfires, and hurricanes [126]. This dataset offers before and
after images, ground truth assessments, and annotations for the damage. With the
ground truth labels available, we were able to train participants to get familiar with
the task at hand. This dataset is the official dataset used to develop state-of-the-art
object detection and classification models that are currently deployed in a limited
capacity in the real world to aid in initial building damage assessments.

Since most participants are likely to be new to assessing building damage from
satellite imagery, we deemed it not beneficial to present participants with images that
had more than one damaged structure with different levels of damage. This choice
was also made to reduce potential confounders. We filtered out 96.53% of images from
the xBD dataset that had more than one damaged structure with different levels of
damage or no damaged structures.

3.3 Study 1: Identifying Human Explanation Strategies

In this study, we address RQ1 by eliciting explanations from humans during a visual
decision-making task: building damage assessment from satellite imagery. To inform
the design of human-centered explainable Al techniques for visual decision-making
tasks, we address the following two questions:

* What kinds of strategies do humans employ to explain their rationale for their
damage assessment?

* What are the most prevalent strategies among those identified?

The main goal of this study is to uncover strategies that humans employ when
explaining their decision to understand human-preferred explanation strategies better.
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To uncover such strategies, we created an interface to elicit explanations from crowd-
workers while making decisions. Depending on the strategy used, one explanation may
reveal different information or features about the decision than another explanation
that uses a different strategy. Understanding these strategies and how contextual
information is incorporated into such strategies can inform new strategies for designing
novel human-centered explainable Al techniques.

3.3.1 Study Design

3.8.1.1 Recruitment & Participants. To collect explanations, we performed our study
on an online participant recruiting platform, Prolific. For a consistent participant
base, we recruited workers who use English as their first language, currently reside in
the United States, have an approval rate of 95%, and have a record of at least 50 task
submissions. After screening out incomplete responses, responses from a total of 60
workers (Myge = 34.07, SDy,. = 8.28, 26 female) were collected. Once the task was
completed, each worker was assigned an anonymous ID and paid 6.50 USD for their
participation. To motivate the participants, we offered a bonus payment of 1 USD to
those who received the highest scores on their assessments (25% of the participants
were awarded bonuses).

3.3.1.2 Data Selection Method. About half of the image sets in the xBD dataset
contain no building damage (46.37%). Furthermore, of the images with damaged
buildings, 89.47% contained multiple buildings. Our experimental design focuses
only on images with one damaged building (5.64% of images) or multiple damaged
buildings with the same damage level (18.26%), so we could isolate the assessment
and localization for one individual target. Furthermore, this allowed us to focus our
training on a single target. For the training session, we curated a set of 27 image
sets for various natural disasters (seven floods, 13 hurricanes, five wildfires, and two
tsunamis). For the main session, we curated a set of 10 cases for a variety of natural
disasters (four hurricanes, three floods, two wildfires, and one earthquake), each
containing pre- and post-disaster images of a damaged building. The chosen images
we used are available on our GitHub site: training set, main set.

3.83.1.3 Training Session. Before starting the main session, participants are required
to complete a training session. The objective of the training session is to ease
participants into the annotation interface and get familiar with the building damage
assessment tasks. Participants are provided with detailed criteria on how to assess
building damage to help them learn the differences between the levels of damage (i.e.,
no damage, minor damage, major damage, destroyed) [126]. With these criteria in
mind, participants are asked to complete the training session by assessing damage in
several sets of satellite images. The training interface seen in Figure 3.1 shows the
pre- and post-disaster satellite images with four different damage assessment options.

The training phase is composed of three sub-sessions, with slightly different func-


https://human-explanations-cscw2023.github.io/TrainingData.html
https://human-explanations-cscw2023.github.io/MainData/MainData.html
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Pre-Disaster Post-Disaster Damage Assessment

No Damage Minor Damage Major Damage Destroyed

(2) b) (©)

Fig. 3.1: Interface of the training session used to familiarize users with the task of building damage
assessment. (a) Two satellite images are presented side-by-side, and (c) the user assesses damage
based on four options: no damage, minor damage, major damage, and destroyed. For the first and
second sub-sessions, (b) users are shown an overlay in the image highlighting where the damage is
when hovering over the image to help them locate the building

tionalities in each to help familiarize participants with the task and navigate the
interface. Each sub-session shows nine pairs of satellite images in groups of three.
The participant is alerted of which damage assessments they got incorrect and correct.
The participant must select the correct damage assessment for each pair of images
in a group before seeing the next group. The first sub-session shows a clue (seen in
Figure 3.1-(b)) of where they should look to assess the level of damage when they
hover over the imagery. However, they do not have zoom or pan functionalities. The
second sub-session adds zoom/pan functionality with the clue. Finally, in the third
sub-session, the clue is taken away, but the zoom/pan functionality remains. The
sub-sessions were designed to help the participant understand what features to look
for in satellite images when assessing the damage. The average time each participant
spent completing training tasks was 13.26 minutes (SD = 5.52).

Even if the participants may have become sufficiently accustomed to the interface
and assessing damages in the training session, we presumed that they still may not be
familiar with generating annotations on top of the images. Thus, we let participants
go through a tour of the annotation interface designed for the main session. This tour
introduces participants to the different annotation tools offered and how to add text
to rationalize their annotations and assessments.

3.8.1.4 Main session. After successfully completing the training session, each partici-
pant was presented with a pair of satellite images of a specific geographical region
before and after a natural disaster. We presented 10 sets of satellite images that we
curated from the xBD data set [126]. Participants were asked to identify the damaged
structure in the post-disaster image, indicate the level of damage (i.e., no damage,
minor damage, major damage, destroyed), and explain why they think it has that level
of damage. Participants were told that their explanations would be shown to other
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has been removed. The remaining
ones have also been discolored.
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Fig. 3.2: Overview of the interface for the main task. Participants are presented with several different
annotation tools to highlight evidence that helps explain their damage assessment. Participants
provide explanations for each annotation they add and a global explanation for the overall pair of
images.

participants in the study and that their goal was to, “convince the other participants
that your judgment of damage is correct”. To mitigate possible biases that stem from
the sequence, we assigned each participant to one of four different sequences to present
pairs of images.

While assessing image sets, participants were offered a wide range of drawing
tools (rectangle, polyline, pin, circle, pen) and viewing functionalities (pan, zoom,
mirror-drawing) to help explain their assessment choice, as shown in Figure 3.2.
Mirror-drawing allows participants to synchronize their annotations for the pre- and
post-disaster images. When mirror-drawing is selected, the participant only has to draw
their annotation once, which will be reflected on the other image at the same location.
The annotation tools allowed participants to have flexibility in locating damaged
buildings and choosing how to generate visual components of their explanations (noted
as ‘Explanation’ on the bottom right side of the interface in Figure 3.2).

Once participants draw a particular markup using the provided drawing and viewing
tools, our system shows a text field to allow participants to explain the marked-up
region via text. We will refer to the marked-up region as the image-based annotation
and the accompanying text as the text-based annotation. Participants can reference
the image- and text-based annotations by citing them within their global explanation
(seen in Figure 3.2).

After completing the task, each participant was asked to assess the clarity of the
guidelines we offered, along with their performance based on the 5-point Likert scale.
Additionally, to identify possible enhancements for designing the interface, we asked
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them to freely note any tools that were difficult to use and challenging tasks, as well as
their comments on the study. The average time elapsed for the main phase was 23.71
minutes (SD = 12.19). The average number of image- and text-based annotations per
participant was 14.73 annotations (SD = 4.07) and an average of 1.47 annotations
per image (SD = 0.85).

3.3.1.5 Analysis. To develop codes that captured the participants’ explanation strate-
gies, we adopted a “coding reliability” approach to thematic analysis [40]. Two
members of our research team independently analyzed participants’ image- and text-
based annotations while taking notes on explanation strategies they observed. Our
research team discussed these notes and iteratively synthesized them into higher-level
codes. Once all team members agreed on a set of codes to characterize high-level
qualities of participants’ explanations, two team members went back through the full
dataset. They applied this set as a code book, labeling each response with one or
more of these codes.

3.3.2 Results

Although we provide quantitative results on the frequency of strategies used by
participants during decision-making (Figure 3.3), the main findings of this study
are the qualitative results summarizing the core strategies employed during decision-
making (Table 3.1).

Table 3.1: Summary of the strategies the research team identified from doing a thematic analysis on
the responses from Study 1. Grey rows indicate major codes, each of which is followed by the
sub-codes (except for code C, which contains no sub-codes.)

Code Definition Example

A Constructing a causal story to ex-
plain building damage

A-1 Use evidence of natural “From the evidence of flooding, the struc-
disaster/lower-level ~ cause to ture seems to have been affected”
argue that there was damage on
objects

A-2 Use evidence of structural/sub- “Since the structure seems to be underwa-
structural damage/surrounding ter, there must have been a flood”
area to argue that there was the ef-
fect of natural disaster/lower-level
cause

A-3 Multi-step causal chain argument “From the evidence of the flood, I sus-
pect the flood has moved and damaged the
structure”
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Code Definition Example

B Contrasting pre- and post-disaster
imagery

B-1 Comparison of the structure See Figure 3.4-(a)

B-2 Comparison of the surrounding See Figure 3.4-(b)
area

B-3 Comparison of the sub-structures See Figure 3.4-(c)

B-U Falls under B, but without using a See Figure 3.4-(d)
mirror-drawing or objects uniden-
tifiable

C Highlighting affected part of a See Figure 3.4-(c)
building

D Explanations based on the extent
of damage to a specific building

D-1 Based on the amount or propor- “The building is not completely destroyed
tion of the structure that appears but it has lost the majority of its roof”
to be damaged

D-2 Based on their inference about the “Looks like it can be recovered someday”
possibility of being recovered some-
day

E Explaining reasons for lack of con-
fidence in their own assessment

E-1 Due to confusing artifacts in im- “It’s hard to tell due to the shadow”
ages

E-2 Due to the changes irrelevant to “Seems like new buildings had been built”
disaster between pre- and post-, or
the elapsed time between them

E-U Other reasons or without any rea- “This image is a bit mystifying to decode”
son

F Using the number of damaged
structures in an image as the mea-
sure for severity of the disaster

F-1 Structures only “There are some structures remaining but

most have been very damaged”
F-2 Structure + surrounding area “Small area burnt. Home intact”
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Code Definition Example
F-3 Surrounding area only “Majority of the water has been removed”
F-U Non-identifiable Simply indicating region as ‘area’

3.3.2.1 Identified Strategies. We uncovered six explanation strategies and labeled
the responses based on these strategies with a high overall inter-rater reliability
(Krippendorff’s o) of 0.75. The definition and a concrete example for each strategy
are listed in Table 3.1. The table consists of three columns: code, definition, and
example. The code is a short identifier to represent the strategy. The definitions in
the gray rows represent the general strategy observed, and the definitions in the white
rows represent more specific subtypes of strategies. The frequency of each strategy
identified by the research team is shown in the Appendix of the published manuscript.

3.3.2.2 Representative Strategies. Although we identified six major strategies (A -
F), strategies C and E were so sparse (approximately 10% of overall user assessments)
that it was impossible to identify the exemplar case for certain pairs of satellite images.
Thus, strategies A, B, D, and F were curated as the core explanation strategies. In
Figure 3.3, we provide a breakdown of the number of participants who used a given
explanation strategy for each image. The four strategies for a given image may
exceed 60 because some participants used multiple strategies within their response.
We observed that code B (comparing pre- and post-disaster images) was the most
prevalent among the responses for all images. We acknowledge that this result may
be influenced by the interface design showing the two images side by side, making it
natural to compare them in their response. The frequency of a strategy observed in
Study 1 should not be associated with how that strategy will impact decision-making.

In the rest of this section, we provide detailed descriptions and examples of each
major explanation strategy we identified through our analysis.

Strategy A: Constructing a causal argument to explain building damage. Rather
than directly referencing the visual characteristics of a building, participants instead
pointed to visual evidence of a natural disaster in the surroundings of a building
to explain their assessment of building damage (A-1; e.g., “From the evidence of
flooding, I would say the building seems to have been affected”). In other cases, the
participants inferred that a particular type of a natural disaster had occurred based
on evidence of damage to a building and then explained their overall assessment of
building damage with reference to the type of disaster (A-2; e.g., “The building has
roof damage. Probably a hurricane came and hit it”). Some participants constructed
more complex, multi-step causal arguments (A-3; e.g., “(Step 1) There was a fire and
(Step 2) it was a wildfire that took everything from the building. (Step 3) You can
only see the outline of the building”).
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Fig. 3.3: The number of participants who used each core explanation strategy for each image set was
reported by both coders. Some participants used multiple explanation strategies in their response to
a given image set.

Strategy B: Contrasting pre- and post-disaster imagery. As seen in Figure 3.3,
most participants explained their damage assessments through direct comparisons
across image sets (e.g., by creating an annotation using the mirror drawing tool).
In more than 200 cases, participants referenced contrasts in the appearance of a
specific building between the pre- and post-disaster images (B-1; see Figure 3.4-(a)) or
contrasts in the appearance of specific substructures of a building (B-3; see Figure 3.4~
(c)). Additionally, participants often directly compared the appearance before and
after the disaster of the area surrounding a building (B-2; see Figure 3.4-(b)). Finally,
ambiguous cases in which people generated contrast-based explanations but did not
clearly specify which elements of an image they were comparing were marked with
the sub-strategy B-U (see Figure 3.4-(d)).

Strategy D: Explanations based on the extent of damage to a specific building. For
some cases, participants explained their assessment of the level of damage to a given
building based on the proportion of the building that appears to be damaged (D-1;
e.g., “Approzimately half of the building was collapsed”). Interestingly, even when
significant damage to the building was evident, some participants rationalized lower
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Post-disaster

¥ Pre-disaster
“Minor changes to the structures and
landscape in the post-disaster
pictures.”

Pre-disaster Post-disaster Pre-disaster Post-disaster Pre-disaster Post-disaster

“The structure is no longer there, all
we see is a outline of the former
building.”

“Post-disaster photo shows major roof
damage and appears that part of the
building is missing.”

“Flooding has completely surrounded
many of these structures.”

(a) Example of B-1 (b) Example of B-2 (c) Example of B-3 and C (d) Example of B-U

Fig. 3.4: Examples of sub-strategies B-1, B-2, B-3, B-U, and C

damage assessments by arguing that the damage appeared repairable (D-2; e.g., “One
part (of the building) was hit ... seems like it could be rebuilt”).

Strategy F: Using the number of damaged structures in an image as a measure
of the severity of the disaster. While strategy D captures cases where participants
explain their damage assessments with reference to the apparent extent of damage to
the building itself, strategy F is when participants explain their damage assessments
with reference to the overall extent of damage observed in the image as a whole. For
example, some participants explained their building damage assessment with reference
to the number of other buildings that appeared to be affected (F-1; e.g., “It appears
that one building has disappeared, leading me to believe it was destroyed. However, the
remaining buildings seen are unharmed”).

Furthermore, other participants explained their damage assessment with reference
to the extent of damage visible in the area surrounding a building, including building
damage (F-2; e.g., “None of the large buildings appear to be damaged, but there is
evidence of a large mud patch (in the surrounding area), indicating some minor flood
damage”) or excluding building damage (F-3; e.g., “All trees have been damaged
or destroyed” and “Flooding has completely surrounded many of these structures”).
Finally, ambiguous cases were marked as F-U (e.g., “Every area was totally destroyed”).

3.4 Study 2: Impact of Human Explanation Strategies

Before recommending that researchers start developing techniques to create explana-
tions in a similar manner to humans, as we found in the first study, we need to evaluate
whether they might actually be helpful. We uncovered several explanation strategies
that people use when explaining their decision for building damage assessment by
eliciting explanations from them in Study 1. Based on these core strategies from
Study 1, we conducted a follow-up study to explore whether and how each explanation
strategy impacts decision-makers’ performance if these strategies were to be imple-
mented as actual human-centered XAI (HCXAI) techniques. This study will allow
us to further inform the design of HCXAI techniques by quantifying their potential
impact on decision-makers during human—AT collaboration. A pictorial overview of



Chapter 3. Human Ezplanation Strategies for Output-Oriented XAI 31

'_ £l 9
Study 1 . . - . .
Surfacing human Tram.lng N Assess building damage  —| ::rl:":;’; tah:s::;ﬁ:‘r?t — Therlnat_lc > Ethmtt core
explanation strategies session r « ;o analysis strategies
 pesossing buiding damage Y
Understand how
Study 2 Trainin: Statistical sach explanation
Characterizing impact of ing = Stage1 > Stage2 > Stage3 | Stage4 | Stage5 || [ = strategy impacts
X . session analyses .
explanation strategies x10 reliance and
I accuracy

Fig. 3.5: High-level overview of the study design and data analysis done for the two studies.
Participants of both studies went through the same training session. Study 1 participants assessed
building damage and provided explanations for their assessment. We did a thematic analysis of the
explanations provided by participants and identified four core strategies. Representative explanations
of each core strategy from Study 1 participants were used in Stages 3 through 5 in the second study,
while a separate set of participants assessed building damage. We analyzed how the participants
assessed building damage throughout the five stages to understand how the core strategies impacted
accuracy and reliance.

how this study uses findings from the first study is shown in Figure 3.5.

3.4.1 Study Design

We explore RQ2 and RQ3 by framing the explanations from Study 1 as if they were
generated by Al and showing them to a new set of participants doing the same task,
building damage assessment. The study is designed as if we are using Al to identify
how the explanation strategies might impact decision-making if they were developed
and implemented as an XAI technique. Specifically, it allowed us to evaluate whether
and how particular human explanation strategies impact decision-makers’ accuracy
and reliance on Al

3.4.1.1 Recruitment & Participants. We followed the same recruitment procedures
as in Study 1: we collected results from 60 participants (M, = 34.93, SD,g = 12.51;
33 female) through Prolific, who have English as their first language, who currently
reside in the United States, who have an approval rate of at least 95%, and who have
a minimum of 50 submissions. We excluded workers who participated in Study 1 due
to the significant overlap in content. We also excluded two participants who failed
an attention check. Each worker was compensated 6.50 USD for their participation,
with an anonymous ID assigned to analyze their responses. To incentivize active
and high-quality participation, we offered a bonus of 1 USD for those who scored
within the top 50% of all participants. Of the 60 participants, 30 participants received
bonuses.

3.4.1.2 Training Session. The training for this study consisted of two phases: the
first phase was the same training phase from the first study (seen in Figure 3.1)
where participants were shown nine pairs of satellite images in groups of three to
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get familiarized with building damage assessment. In the second training phase, we
provide a walk-through of the damage assessment tool and highlight the additional
information that is provided in each stage. Each participant is assigned a pair of
satellite images based on the satellite images they will not see during the main task.
The visual and text-based annotations for the example task were manually created
and are available in the Appendix of the published manuscript.

3.4.1.8 Main Task. Participants were asked to assess building damage from several
pairs of pre- and post-disaster satellite images. During the task, participants in this
study were presented with human-generated outputs (framed as Al outputs) sampled
from four different scenarios that emerged in the data from the first study:

* Correct assessment with correct localization: The Study 1 participant’s assessment
and visual annotation matched the ground truth assessment and the ground truth
position of the damaged building.

* Correct assessment with partially correct localization: The Study 1 participant’s
assessment matched the ground truth assessment, while their visual annotation
included a portion of the ground truth position of the damaged building.

* Correct assessment with incorrect localization: The Study 1 participant’s as-
sessment matched the ground truth assessment, while their visual annotation was
completely wrong.

* Incorrect assessment: The Study 1 participant’s assessment was incorrect.

We identified a set of representative examples for each explanation strategy and
each scenario detailed in Section 3.4.1.4. Participants were randomly assigned to
one of four groups (Table 3.2) with a total of 15 participants for each group. Each
participant saw a total of four different image sets, each corresponding to one of the
four scenarios. Different explanation strategies were paired with different scenarios
across the four groups. In addition, within each group, these image sets were presented
to the participant in a random order to minimize possible order effects.

The user went through five stages within each scenario, as shown in Figure 3.6.
We identified five stages for the participant to go through so that we could observe
the impact of each component separately. Stage 1 shows the participants’ baseline
accuracy on the images presented in a given scenario before they are shown any
information from the Al. Stage 2 shows participants’ accuracy after being presented
with the Al’s damage assessment (but before they can see the Al’s annotations or
explanation). Stage 3 adds localization, Stage 4 adds local explanations, and Stage 5
adds global explanations. By isolating these types of explanations, we can quantify the
individual impact as if the Al presented them to the participant. These stages are the
same across the four scenarios, revealing the same type of information but for different
cases. In some scenarios, the ground truth label is incorrect, or the ground truth
localization is incorrect, so our study is realistic, like an imperfect AI. We compare the
reliance and performance in each stage across these scenarios to identify how the type
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Table 3.2: Four different groups were created to evaluate each explanation code in each scenario. We
show which code was assigned to which scenario for each group and which image set was used for
that explanation code/scenario.

Group | Scenario Explanation | Image Set
7# Strategy
Correct Assessment, Correct Localization A Hurricane Florence 22
1 Correct Assessment, Partially Correct B Hurricane Michael 530
Localization
Correct Assessment, Incorrect Localization D Midwest Flooding 96
Incorrect Assessment F Midwest Flooding 76
Correct Assessment, Correct Localization B Socal Fire 193
9 Correct Assessment, Partially Correct D Hurricane Florence 22
Localization
Correct Assessment, Incorrect Localization F Hurricane Michael 530
Incorrect Assessment A Santa Rosa Wildfire 246
Correct Assessment, Correct Localization D Hurricane Michael 530
3 Correct Assessment, Partially Correct F Midwest Flooding 96
Localization
Correct Assessment, Incorrect Localization A Hurricane Florence 22
Incorrect Assessment B Hurricane Florence 147
Correct Assessment, Correct Localization F Hurricane Florence 104
4 Correct Assessment, Partially Correct A Hurricane Florence 22
Localization
Correct Assessment, Incorrect Localization B Mezico Earthquake 8
Incorrect Assessment D Midwest Flooding 429

of information provided impacts the decision-making because the only factor changing
is the accuracy of the AI; the type of information provided remains unchanged.

At each stage, the participant was asked to provide their damage assessment and
use a pinpoint marker to identify exactly where they thought the damage was in the
image. For each image, we also asked the user to indicate how confident they felt in
their damage assessment (on a 4-point Likert scale from very unsure to very confident)
and how helpful they thought the added information was (on a 4-point Likert scale
from very unhelpful to very helpful) when making their damage assessment. Finally,
we provided an optional text box to allow the user to briefly detail whether and how
they believed the Al assessment and explanations may have affected their own damage
assessment. Since this was optional, not all participants responded. The task took on
average 28.79 minutes (SDyme = 13.37 minutes).

3.4.1.4 Data Selection Method. The satellite images and explanations presented to
participants in this study were selected from the responses from the first study. The
curated set is available on our GitHub site. One coder analyzed every response
from the first study to evaluate the quality of the image- and text-based annotations
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Fig. 3.6: The second study consisted of five stages. The five stages are shown four times, one time
for each scenario. Stage 1 shows the pre- and post-disaster image, with no information from the
AT; Stage 2 adds information by showing how the AI assessed the damage; Stage 3 adds visual
annotations, highlighting points or regions of the image where the AI thinks it is important to look;
Stage 4 adds local text-based annotations to elaborate on each visual annotation, and Stage 5 adds a
global explanation detailing why the Al made the damage assessment that it did. Each participant
went through these five stages for each of the four scenarios.

provided. The coder reviewed observations where the participant’s damage assessment
was correct, both coders from Study 1 agreed on the explanation strategy, and the
explanation strategy was a core explanation strategy from Study 1. From the filtered
observations, the coder mapped the image-based annotations into three categories:
* Correct Localization: The participant identified the ground truth position of the
damaged building with an image-based annotation.

* Partially Correct Localization: The participant’s image-based annotation included
a portion of the ground-truth position of the damaged building.

* Incorrect Localization: The participant’s image-based annotation does not include
any portion of the ground truth position of the damaged building.

After coding the annotations in each observation, the coder evaluated the quality of
the text-based annotations for observations where the participant’s damage assessment
was correct. We specifically selected observations that used only one explanation
strategy to allow us to isolate the effectiveness of each strategy by itself. We chose
from observations that did not cite the annotations? (66% of the observations and
63% of the participants did not cite the annotations®) to limit possible confusion in
references and separate the impact of text-based annotations from global explanations.

2As seen in the explanation in Figure 3.2
3See Appendix in the published manuscript for full results.
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3.4.2 Quantitative Results

We evaluated the core explanation strategies across different scenarios (correct, partially
correct, and incorrect localizations) to identify whether and how these may have
impacted participants’ assessment accuracy and reliance on Al assessments. To address
RQ2, we present participants’ accuracy across the five stages for each explanation
strategy and scenario in Figure 3.7. The accuracy of the assessment is calculated
by the percentage of participants who selected the ground truth assessment of the
damage. Localization accuracy is calculated by the percentage of participants who
placed the pinpoint on the ground truth damaged area.

Throughout the remainder of this section, we evaluate the impacts of a given
explanation strategy by examining the change in a given measure between Stage 5
(i.e., all Al outputs shown) and Stage 2 (i.e., AI damage assessment only). Where
appropriate, we also examine changes between other stages, for example, to understand
the impacts of presenting text-based annotations over and above visual annotations.
We provide a detailed interpretation of our results below.

3.4.2.1 Causal explanation strategies mislead humans less. In scenarios where the
Al damage assessment was actually incorrect, we found that causal explanations
(strategy A) misled humans less than other explanation strategies. An ANOVA for

(a) Difference between Stage 2 and Stage 5.
P-values from post-hoc Tukey HSD test for
the correct assessment, incorrect localization
scenario measuring localization accuracy from
stage 2 compared to Stage 5. There are
statistically significant differences between
strategies A to B and D for localization
accuracy.

Correct Assessment,
Incorrect Localization Scenario
Metric: Localization Accuracy

Strategy Pairs ‘ Tukey HSD p-value

A-B | 0.019
A-D | 0.019
A-F | 0.275
B-D | 0.900
B-F | 0.607
D-F | 0.607

(b) Difference between Stage 2 and Stage 5.
P-values from post-hoc Tukey HSD test for
the incorrect assessment scenario measuring
assessment correctness from Stage 2 compared
to Stage 5. There are statistically significant
differences between strategies A to B, D, and
F for the participant’s assessment correctness.

Incorrect Assessment Scenario
Metric: Assessment Accuracy

Tukey HSD p-value

Strategy Pairs

|
A-B | 0.008
A-D | 0.035
A-F | 0.001
B-D | 0.900
B-F | 0.900
D-F | 0.662

Table 3.3: Post-hoc Tukey HSD tests for determining statistically significant differences between the

participant’s localalization and assessment accuracy.
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Fig. 3.7: Assessment accuracy, localization accuracy, and the participants’ confidence. The facet on
the y-axis shows the four different scenarios that the participants were presented with. The percent
on the y-axis represents the ratio of participants (a) that got the damage assessment correct, (b) that
placed the pinpoint on the damaged structure, and (c) the confidence level for correct assessments.
The x-axis shows the five stages described in Figure 3.6.

the incorrect assessment scenario (p < 0.001) indicated a significant difference in the
impacts that different explanation strategies have on assessment accuracy. As shown
in Table 3.3b, a post-hoc Tukey HSD test for this scenario revealed a statistically
significant difference in the Stage 5 - Stage 2 slope between explanation strategy A
(involving a causal argument to explain a building damage assessment) and all other
core strategies. This may suggest that humans are better at calibrating their reliance
on Al assessments by reasoning about a causal argument versus by assessing other
kinds of explanations. In line with this interpretation, one participant who switched
back their assessment to their initial belief stated, “[I] disagree with the reasoning, but
it convinced me that my initial assessment was correct”. In this case, the participant
inferred that poor explanations might imply poor accuracy for Al assessments.

In contrast to strategy A, the accuracy for all other explanation strategies decreased
as participants switched their original correct assessments to agree with the Al’s
incorrect assessment in the incorrect assessment scenario. Strategy A shows a steep
increase in accuracy from Stage 3 to Stage 4 (Figure 3.7), suggesting that the local
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Fig. 3.8: Measurements to evaluate reliance on Al. The facet on the y-axis shows the four different
scenarios that the participants were presented with. The percent on the y-axis represents the ratio of
participants (a) who agreed with the AT’s assessment, (b) who changed their assessment to agree
with the AT’s assessment, (¢) who agreed with the AD’s localization of the damage, and (d) who
changed their pinpoint to agree with the AT’s localization of the damage. The x-axis shows the five
stages described in Figure 3.6.

text-based annotations revealed in Stage 4 may have played a large role in helping
participants calibrate their reliance on the Al

3.4.2.2 Incorrect localizations within causal explanations could lead to incorrect ra-
tionalizations. In cases where participants were shown a correct assessment, but an
incorrect localization from the Al, causal explanations (strategy A) misled human
localization more often than other explanation strategies. An ANOVA for the correct
assessment, incorrect localization scenario indicated a significant difference in the
impacts that different explanation strategies have on localization accuracy (p < 0.01).
A post-hoc Tukey HSD test revealed statistically significant differences in the Stage 5
- Stage 2 slopes between explanation strategies B and D versus A (see Table 3.3a).
Strategy A shows a sharp drop in accuracy from Stage 2 to 3 (Figure 3.7), suggesting
that the presentation of local visual annotations, as part of a causal explanation,
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may have played a large role in encouraging inappropriate reliance upon incorrect Al
localizations.

Interestingly, the presentation of the incorrect localization in Stage 3 resulted in
several participants changing the location of their pinpoint for strategy A, with a
strong increase in overall confidence (Figure 3.7; third row, middle column). In this
case, the participants could have associated incorrect features (corresponding to the
incorrect localization) with the correct damage assessment, potentially influencing
how they made damage assessments later in the study.

3.4.2.8 Causal explanation strategies decrease over-reliance on AI. When shown
causal explanations (strategy A), we found that humans relied less on Al when the
assessment was incorrect. Drawing on the prior literature, we report multiple related
behavioral measures in Figure 3.8 to better understand participants’ reliance on Al
(RQ3) [352, 388]:

* Assessment Agreement. How often participants’ assessments agree with the Al’s
assessment.

* Change Assessment to Agree. How often participants choose to change their
assessment to agree with the Al’s assessment.

* Localization Agreement. How often participants agree with the AI’s localization of
damage in the image (based on the location of the participant’s pinpoint).

* Change Localization to Agree. How often participants choose to change the location
of their pinpoint to agree with the AI’s localization of damage.

An ANOVA for the incorrect assessment scenario showed a significant difference
in the impact that different explanation strategies had on assessment agreement (p i
0.05). A post-hoc Tukey HSD test (Table 3.4) for this scenario revealed a statistically
significant difference in the Stage 5 - Stage 2 slope between explanation strategy A
(causal explanation) and B (comparing before and after features to explain a building
damage assessment) as well as between explanation strategy A and F (identifying the
number of damaged structures to explain a building damage assessment).

For strategy A in the incorrect assessment scenario where the Al localization is cor-
rect, we see a huge decline in assessment agreement when the text-based explanations
are presented in Stage 4. These trends are also observed in Figure 3.7. The increase in
disagreement with the Al at Stage 4 for strategy A could be the result of participants
judging that the causal arguments for the incorrect assessment actually do not make
much sense. In contrast to strategies A and B, in the incorrect assessment scenario,
strategy F shows an increase in reliance according to all four reported reliance metrics.
For instance, before showing the AI’s localization in Stage 3, 6.7% of participants
disagreed with the AI’s localization. However, after seeing the explanations in Stages
3 and 4, 33% of participants agreed with the AI's localization. The participants were
misled by explanation strategy F to adopt the incorrect localization, resulting in a
very low assessment accuracy as seen in Figure 3.7.
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Table 3.4: Difference between Stage 2 and Stage 5. P-values from post-hoc Tukey HSD test for the
incorrect assessment scenario measuring assessment agreement from Stage 2 compared to Stage 5.
There are statistically significant differences between strategies A to B and A to F for the
participant’s assessment agreement.

Incorrect Assessment Scenario

Metric: Assessment Agreement

Strategy Pairs ‘ Tukey HSD p-value

A-B \ 0.041
A-D \ 0.140
A-F | 0.002
B-D | 0.900
B-F | 0.675
D-F | 0.367

3.4.2.4 Strategy type is less important when the Al is accurate and explanations are
high quality. We found no significant differences in assessment accuracy or reliance
across explanation strategy types in the scenario when the Al assessment was correct.
By contrast, as described above in Subsection 3.4.2.1, different explanation strategies
had differential impacts on participants’ assessment accuracy and reliance in scenarios
where the Al was actually incorrect.

3.4.2.5 Pre- and post-disaster comparisons do not have a significant impact. Although
the most prevalent type of explanation strategy that the participants used was a
comparison between the pre- and post-disaster images, we did not observe that this
type of explanation significantly impacted task accuracy or reliance on Al across all
scenarios.

3.4.2.6 Participants perceive explanations as most helpful when the Al is accurate.
Overall, our results suggest that participants generally found the explanations to be
the most helpful in scenarios where the Al assessment and localization were correct,
confirming their initial damage assessment. Participants generally found explanations
less helpful when the AI’s localization was incorrect or when the localization was
correct and the assessment was incorrect.

3.4.3 Qualitative Results

In this subsection, we report on participant responses to an optional question that
was visible across every stage, asking participants whether and how they believed
the AT affected their assessment for that stage. Since this question was optional,
we did not have data for all participants. One coder analyzed the responses to
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get a general understanding of the themes that emerged from the optional question
responses. Overall, participants stated that the Al either confirmed their initial
damage assessment or, in the scenario where the localization was incorrect, that the
AT did not highlight meaningful regions. Below, we present examples of participant
quotes, illustrating trends that emerged for each scenario.

When correct, the “AI” increased participant’s confidence. Among participants
who selected the correct damage assessment from the very beginning in the correct
assessment, correct localization scenario, several noted that seeing the Al’s assessment
and explanations increased their confidence in their original decision. Participants who
initially selected an incorrect damage assessment also described why they changed their
assessment to match the AI’'s. For example, one participant who had originally selected
the incorrect damage assessment changed to agree with the Al’s assessment because
“...[the Al] came to the same conclusion and description of damage as me.”. A couple
of participants reported that they chose to agree with the AI’s assessment because the
AT pointed out specific damage that they previously had not noticed. Interestingly,
some participants noted that certain explanations were similar to their own line of
reasoning. Four out of 15 participants noted that the Al provides descriptions that
match their own thought process for strategy B and two out of 15 participants for
strategy D.

When partially correct, participants critiqued the “AI”. By contrast, in the correct
assessment, partially correct localization scenario, very few participants made comments
about the Al reinforcing their assessment or providing similar reasoning. Instead,
participants focused on pointing out pieces of information that the Al did not mention
or realizing a damaged area/structure they previously did not see. For example, one
participant who originally had selected the incorrect assessment and later agreed with
the Al said, “It appears that I was looking at the wrong thing, the section that the Al
has pointed out does have minor damage”. Another participant pointed out the flaws
in the Al’s assessment, saying, “/The Al] was correct about the damages. Al didn’t
notice the homes destroyed with what looks like only a foundation of a house after the
disaster”.

In the correct assessment, incorrect localization scenario, participants were split
between agreeing with or not agreeing with the AI’s localization. Four out of 15
participants for explanation strategies A, B, and D and three out of 15 participants
for explanation strategy F noted that the Al did not identify any meaningful regions.
One participant said, “[The] AI annotation is over an area that did not have damaged
structure”. However, a few participants were misled by the incorrect annotations,
resulting in behaviors such as moving the location of their pinpoint to agree with the
AT’s localization of damage or changing their damage assessment. One participant
stated, “[The Al] helped to direct the pin location instead of a general area”. Three
participants for strategy F, three for strategy D, and two for strategy A made comments
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about the Al reinforcing their damage assessment and increasing their confidence,
despite the Al being incorrect.

When the “AI” prediction was incorrect, the “ AI” incorrectly reassured or influenced
participants. For example, when the Al’s damage assessment was incorrect and the
participant’s initial damage assessment matched the Al’s assessment shown in Stage
2, several participants were incorrectly reassured by this and noted that the Al
reinforced their original assessment. One participant said, “It validated and reinforced
my assessment. It gave me more confidence”. However, this participant changed their
assessment to disagree with the Al and agree with the ground truth in Stage 4 and
Stage 5 when shown detailed explanations from the Al about the annotations and
overall assessment. The AI’s incorrect assessment not only reassured participants who
originally assessed incorrectly; it also incorrectly influenced participants who originally
assessed correctly. In one case, when the AI predicted ‘destroyed’ for an image that
only presented ‘minor damage’, the participant switched their correct assessment in
Stage 1 to agree with the Al in Stage 2 noting, “The AI made me reconsider, so
I looked even harder for a destroyed building”. Interestingly, one participant that
originally assessed the damage correctly and switched to agree with the Al’s incorrect
assessment then switched back to their original assessment because they disagreed
with the reasoning of the Al’s local explanations in Stage 4, stating, “[I] disagree
with the reasoning, but it convinced me that my initial assessment was correct”. The
reasoning presented in the text-based annotations helped the participant understand
the limitations of the AI. This example reflects a broader trend of strategy A (causal
explanations), helping participants judge when not to agree with the Al in the incorrect
assessment scenario, as shown in Figure 3.7.

3.5 Discussion

Through a sequence of two online studies, we identified explanation strategies that
humans use to describe their decisions for a visual building damage assessment task and
evaluated the impact of each explanation strategy on task accuracy and reliance on Al.
Our findings offer insight into the types of explanation strategies humans employ when
providing rationales for their decisions in the context of visual decision-making tasks.
We introduce a new approach for exploring the impacts that prospective explainable Al
techniques might have on human—Al decision-making by presenting participants with
different types of human-generated explanations framed as Al explanations. Using
this approach, we investigated the impacts of different human explanation strategies
on human accuracy and reliance upon Al-based assessments.

Through a thematic analysis, we identified strategies humans use to explain their
decision for a visual building damage assessment task. The most prevalent strategy
humans used in their explanations was comparing the pre- and post-disaster images.
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While this explanation strategy was the most prevalent strategy we observed in the
responses, some caution is needed in interpreting this observation, as this pattern may
be partially explained by the pre- and post-disaster images side by side.

3.5.1 The Mixed Effect of Explanations

Overall, we found that, compared to other explanation strategies, causal explanations
misled humans less and served to decrease over-reliance on Al damage assessments.
A wave of recent empirical results indicates that presenting Al explanations can
often backfire, failing to improve or even harming human—Al decision-making in
practice [16, 142, 165, 192, 194, 274]. For example, presenting explanations has
sometimes been shown to promote over-reliance on Al recommendations, whether by
lulling humans towards undeserved trust or by inducing cognitive overload [16, 194, 274].
In the context of this prior literature, our results help motivate the need to empirically
investigate the impacts of different types of explanations on human—Al decision-
making, across different real-world tasks and contexts. As others in the field have
highlighted, Al explanations are not a monolith: there are many possible kinds of
explanations, which may have different (potentially context-dependent) effects on
human—AT decision-making [218, 232, 363].

In our study, we found that causal explanations had unique impacts among the
explanation strategies we investigated: in the context of erroneous AI damage
assessments, causal explanations empowered humans to correctly second-guess
the AL Our findings suggest that humans are better at calibrating their reliance
on Al assessment by reasoning about causal arguments versus by assessing other
kinds of explanations. This interpretation aligns with prior research on human causal
cognition, which suggests that humans are predisposed to reason about the world in a
causal rather than purely statistical or associative manner. In fact, some errors and
fallacies that have been observed in human probabilistic or statistical reasoning can
be understood as symptoms of this tendency: instances where humans attempt to use
causal reasoning and assumptions in situations where these do not apply [15, 138, 193].
For these reasons, it may be that humans are better able to spot faulty reasoning in
causal explanations versus other explanation strategies.

Although causal explanations helped humans identify erroneous Al assessments of
the extent of damage, we found that causal explanations led humans astray when
the AI incorrectly identified the location of the damage. Interestingly, our findings
suggest that participants may have updated their own line of reasoning after seeing
only the visual annotation components of causal explanations presented in Stage 3.
The presentation of visual annotations did not have this effect on other explanation
strategies, suggesting that the types of visual annotations that human explainers
generate in the context of causal explanations are more persuasive than those associated
with other strategies. It may be, for example, that the visual annotations associated
with human-generated causal explanations tend to visually highlight potential causal
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factors that influence human damage localization.

Interestingly, we found that in our context of building damage assessment from
satellite imagery, causal explanations were most helpful in improving decision-making
in cases where the Al’s damage assessment was incorrect. On the contrary, when the
AT’s assessment was correct, the type of explanation strategy presented did not
significantly impact participants’ accuracy or their reliance on AI assessments. This
suggests that causal explanations may be particularly valuable in settings where Al
systems are likely to be highly imperfect, including high uncertainty settings or cases
where an Al system is particularly vulnerable to blind spots [48, 180, 195].

3.5.2 Limitations

In this section, we briefly highlight key limitations across both of our studies:

3.5.2.1 “Who is the explanation for?”. In Study 1, participants were asked to gen-
erate annotations and rationalizations for their damage assessment with the goal of
convincing another person that their answer was correct. However, recent discussions
in the human-centered explainable Al literature emphasize the importance of tailoring
explanations to particular stakeholder groups (i.e., model developers, business owners,
frontline decision-makers, decision subjects, and regulatory bodies), who may have
different use cases for Al explanations or different expertise through which to interpret
explanations (e.g., [165, 209]). In our study, we asked participants to convince “another
person.” However, it is possible that presenting a more specific prompt in Study 1 (e.g.,
explicitly specifying that the user of the explanation would be another participant
on the Prolific platform) would have yielded a different distribution of explanation
strategies.

3.5.2.2 Potential Effects of Image Selection on the Identified Human FExplanation
Strategies. We filtered the xBD dataset to only use image pairs with one damaged
structure or multiple damaged structures with the same damage assessment. This
constraint limited the number of images we had represented in the dataset for each
natural disaster. This also could have impacted the distribution of explanation
strategies that we observed in our study. For instance, it is unclear how and to what
extent the explanation strategies might differ when participants are presented with
images that include several damaged regions with different damage assessments.

3.5.2.8 Instructed to annotate, not localize damage. The participants in Study 1 were
not explicitly instructed to annotate the specific building they thought was damaged.
They were only advised to mark evidence relevant to the level of damage for which
they wanted to argue. Therefore, it is possible that some participants in Study 1
could have annotated evidence of damage to surrounding areas without annotating the
specific building they believed was damaged. When selecting images for the correct
assessment, correct localization scenario in Study 2, we only considered observations in
which a damaged building was clearly marked. This limited the number of observations
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we could choose from for the correct assessment, correct localization scenario.

3.5.2.4 Awailability of Fxplanations from Study 1. We wanted to evaluate different
explanation strategies and different variations of the explanation strategies. However,
not all explanation strategies were represented equally for each image set*. It is possible
that participants were naturally inclined to compare the pre- and post-disaster images
due to the design of the interface showing the two images side by side. Participants
in Study 1 were also limited by the tools we provided in the interface, which could
have hindered the type of explanation strategies they would employ. In addition, to
evaluate one explanation strategy at a time in Study 2, we were limited to observations
from Study 1 that only used one explanation strategy. Due to these constraints, most
image pairs within each scenario differ for each explanation strategy. This meant that
assessing the impacts of particular explanation strategies independently of particular
image pairs was not feasible. Thus, to control for baseline differences between image
pairs (that is, differences in stage 1 before any Al outputs were shown to participants),
our analyses compared changes in particular metrics (e.g., accuracy and confidence)
across stages, rather than comparing absolute values. Nonetheless, it is possible that
we were still unable to observe certain effects due to differences across image pairs.
For example, if participants’ baseline accuracy for a given image pair was near 100%
for a given scenario®, then this may have masked explanation strategy effects that we
would have otherwise observed (i.e., due to a ceiling effect).

Some participants noted in the end-of-task survey that some of the images were
low quality or hard to decipher due to the satellite images being taken at different
times of the day or in different seasons. Unfortunately, the quality of the images is
typical in this domain and a limitation of the open-source data set [126]. Participants
struggling with these images could also be due to the fact that they are not domain
experts and not used to analyzing lower-quality satellite imagery. Therefore, we
acknowledge that using participants from an online crowdsourcing platform may
impact the generalization of our findings to domain experts.

3.6 Future work

There are many opportunities for further work to build upon our bottom-up taxonomy
of human explanation strategies. We plan to prepare and release an open-source
dataset mapping explanation strategies to specific examples of human explanations
that we collected in our study. This dataset will allow researchers to explore ways to
generate explanations that are associated with a certain explanation strategy for image
classification tasks. Generating these explanation strategies will allow researchers to

4See appendix in the full paper to see the distribution of explanation strategies from Study 1.
®See assessment accuracy for correct assessment, correct localization scenario in Section 3.4.2, Figure
3.7
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evaluate the extent to which the explanation strategies impact a decision-maker’s
accuracy and reliance on Al on a larger scale.

Future work should consider running Study 2 on a larger scale. As discussed in our
Limitations, in this study we were only able to evaluate one explanation strategy per
image set. Future studies should consider evaluating all four explanation strategies on
the same image, to better separate out the potential impacts of particular image sets
versus explanation strategies. Furthermore, while this study focused on crowdworkers,
researchers should consider recruiting subject matter experts to see how different
explanation strategies impact their workflow and whether they have a preference for a
particular strategy. In general, XAl for building damage assessment and disaster relief
remains a critical yet underexplored research area. Future work is greatly needed to
better understand how Al-based decision support can be designed effectively for this
context.

Since the core explanation strategies we identified can be generalized to other visual
decision-making domains, such as radiology, we encourage researchers to explore the
impact that visual annotations paired with text-based annotations have on human
accuracy and reliance on Al in a broader range of contexts. For example, in med-
ical imaging, the majority of current explainable Al techniques focus on providing
saliency maps [284]. The kinds of human-generated visual and text-based explanations
presented to the participants in our study are much richer by comparison.

3.7 Conclusion

Explainable AI techniques are increasingly being evaluated to understand how they aid
practitioners during the decision-making process. Findings from numerous user studies
call for a more human-centered approach to explainable Al for human—Al decision-
making. To address the need for human-centered explainable Al and understand
its impact on the decision-making process, we conducted a series of two studies to
understand the types of explanation strategies that humans use during visual decision-
making tasks and to understand how presenting these explanation strategies (as if Al
generated them) to human decision-makers impacts their accuracy and reliance on Al.
We identified four core explanation strategies for building damage assessment from
satellite imagery: causal explanations (Strategy A), before-and-after comparisons
(Strategy B), the proportion of structural damage (Strategy D), and the number of
structures damaged (Strategy F). The most prevalent explanation strategy was com-
paring pre- and post-disaster images; however, this observation could be confounded
by the interface design. Based on those four core explanations, we evaluate whether
and how they impact humans’ assessment accuracy and reliance on Al assessments.
Our results show that causal explanations can help humans appropriately calibrate
their reliance on Al damage assessments when the Al prediction is incorrect. However,
causal explanations paired with incorrect Al localizations can also lead humans astray.
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Chapter 4

The Role of Human Factors on
Decision-Making with Imperfect XAl

This chapter is adapted from the following co-authored paper:

Morrison, K., Spitzer, P. (co-first authors), Turri, V., Feng, M., Kiihl, N., & Perer, A.
(2024). The impact of imperfect XAI on human—AT decision-making. Proceedings of the
ACM on Human-Computer Interaction, 8 CSCW1), 1-39.

Chapter 3 captures how humans can produce imperfect explanations for their
assessments, which opens the door to acknowledging that an Al system could similarly
produce imperfect explanations for its predictions. This chapter builds on Chapter 3
by capturing how a real Al system and Al explanations produced by that system
impact how domain experts and non-experts make decisions when assisted by an
imperfect Al system, where the XAl is designed to help users in verifying the Al’s
predictions.

4.1 Introduction

With the deployment of imperfect artificial intelligence (AI) in high-stakes decision-
making scenarios, decision-makers struggle with knowing when they should and should
not rely on Al advice, causing frustration and resulting in potentially harmful decisions.
As a result, designing and developing human-centered explanations has become a core
theme in computer-supported cooperative work (CSCW) and human—AT collaboration
research [98, 209, 363]. Tangentially, recent work has proposed new explanation
techniques that leverage machine learning models to explain the prediction of another
machine learning model [17, 25, 137, 166, 187, 294, 321, 337, 346, 367, 383]. A subset
of these studies propose to exploit language models to generate natural language
explanations for image classifications with the rationalization that natural language
is more “human-friendly” [137, 166, 337]. Aside from natural language explanations,
another subset of recent work proposes advanced content-based image recognition
techniques to generate example-based explanations [17, 294, 367]. These types of
approaches to explainability introduce another level of uncertainty in the collaboration
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between the decision-maker and the Al, as using another model to explain the original
model can be imperfect.

CSCW, and more specifically human—Al collaboration, is prevalent across high-
stakes scenarios [52, 216, 343, 361]. For instance, radiologists collaborate with Al
to identify abnormalities in medical imagery [343]; conservationists use Al to help
monitor biodiversity [24], and humanitarian aid workers use Al to help identify
damaged buildings after natural disasters or armed conflicts from satellite imagery
(238, 386]. While some of these human—AlI collaboration scenarios require the human
decision-maker to have several years of experience in the given domain, such as
radiology, monitoring biodiversity with the help of AI doesn’t necessarily require
domain expertise [24, 269]. Platforms, such as iNaturalist [3], Merlin Bird App [5],
and Wildbooks from WildMe.org [1], have allowed non-experts (i.e., citizen scientists,
hobbyists, or students) to partake in monitoring biodiversity alongside domain experts
(i.e., ornithologists and conservationists). While these platforms are valuable for
non-experts to use, the Al models backing these platforms are imperfect: they do not
always provide correct predictions [181].

Experts and non-experts interacting with the same imperfect Al and the same type
of explanations in human-Al collaboration scenarios, such as decision-making [299] or
learning systems [325], could result in some users misunderstanding or inappropriately
relying on/overriding the Al advice. Experts may have more context outside of the
AT’s classification and confidence that a non-expert may not have. This might result in
experts using their context information to appropriately rely on the Al when advice is
provided, such as correctly overriding when wrong Al advice is presented and correctly
using Al advice when it is correct. Non-experts, on the other hand, might not be
able to judge the correctness of the Al advice appropriately, as they are missing this
context information. For example, for bird species identification, ornithologists tend
to be more aware of information related to the visual differences between the male and
female birds for a given species, the bird’s habitat, and migration patterns, whereas
non-experts may not know some or all of that information. This same situation can
arise in radiology, where residents (“non-experts”) may initially be less familiar with
certain diseases than an attending radiologist (“experts”). However, both experts
and non-experts can struggle to identify certain instances. In this case, collaborating
with Al can result in complementary team performance (CTP), leveraging the unique
knowledge of both humans and Al, resulting in the human—AlI team’s task performance
being better than the human or Al alone [136].

Inappropriate reliance can also occur in the presence of imperfect XAl a term that
we introduce to represent the phenomenon where an explanation reveals evidence
that does not necessarily comply with the prediction. Papenmeier et al. [267] use
the term ‘explanation fidelity’” while Kroeger et al. [187] use the term ‘faithfulness’
to measure how “truthful” an explanation is. We use imperfect XAI to align with
existing terms, such as imperfect Al, in the CSCW and human-computer interaction
(HCI) communities. Specifically, we define imperfect XAl as explanation techniques
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that can potentially provide explanations that do not fit with the AI’s predictions.
We view explanation fidelity or faithfulness as a term that can be used under the
umbrella term of imperfect XAI; we view explanation fidelity as referring to the
continuum of explanation correctness, such as when explanations are partially correct.
Imperfect XAI can exist regardless of whether the Al’s advice is correct or not. Al
explanations may oversimplify or improperly estimate complex models in order to
make them more interpretable, deceiving and misleading the human decision-maker.
As a result, non-experts may be more prone to under- or over-relying on Al advice in
the presence of incorrect explanations. Within knowledge transfer scenarios, this could
cause the non-expert to learn incorrect information about a given class. Furthermore,
previous research shows that the language tone within natural language explanations
can impact decision-makers [54]. However, the effect of language tone on humans’
appropriate reliance when interacting with imperfect explanations is underexplored.
Therefore, it is necessary to investigate how the communication style of explanations
(e.g., the language tone, the information provided, and their representations) impacts
human—AT collaborations across levels of expertise [54, 179].

Collaborating with imperfect Al is not a new concept to the CSCW and HCI
communities [136, 181, 216]. Despite numerous user studies over the years investigating
human—AI collaborations and XAI, few have formally acknowledged the existence of
imperfect XAl in their studies [136, 267]. By formally acknowledging the existence
of imperfect XAl in human—AI collaboration, research has several new interesting
dimensions to explore. Although numerous user studies seek to understand how humans
align, perceive, and interact with different types of explanations in various human—Al
collaboration scenarios (e.g., [67, 177]), few studies explore the impact that incorrect
or “noisy” explanations have on human—AlI collaboration [136, 154, 267, 351]. Recent
work has used technical approaches to mitigate “noisy” or incorrect natural language
explanations [154], and Kroeger et al. [187] propose metrics to algorithmically evaluate
the effectiveness of the generated post-hoc natural language explanations. However,
to our knowledge, no studies investigate how the interaction between the correctness
of explanations and the decision-maker’s level of expertise impact appropriate reliance
on AI, human—AI team performance, and the extent to which Al explanations deceive
decision-makers.

With the growing use of machine learning models to explain other machine learning
models in high-stakes decision-making scenarios, we argue that it is necessary to
understand how humans interact with explanations that are incorrect, even when
the AI's advice is correct. We also argue that it is important to understand the
relationship that the level of expertise and the tone of explanations (i.e., assertive,
non-assertive, or neutral) have on a decision-maker’s reliance on Al. Understanding
these dimensions of human—AlT collaboration will provide insight to XAI and CSCW
researchers. With these topics under-explored in current literature, we present the
following research questions:

RQ1: How does the correctness of explanations affect appropriate reliance on Al, and
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to what extent do the decision-maker’s level of expertise and the explanation’s
assertiveness moderate this effect?

RQ2: How is complementary team performance impacted by the correctness of expla-
nations and the decision-maker’s level of expertise?

RQ3: How do different types of explanations change the effect that the correctness of
explanations has on appropriate reliance and complementary team performance?

RQ4: To what extent do incorrect and correct explanations deceive decision-makers
with different levels of expertise?

To address our research questions, we employ an imperfect AI model for a bird
species identification task [137]. We focus on bird species identification because the
use of Al for wildlife conservation efforts among experts and non-experts is a rapidly
growing field in research and practice [345]. Furthermore, it is less difficult to find
people with varying levels of expertise in birding than in radiology who will have time
to participate in our study.

Through a mixed-methods study, we answer our research questions by asking
participants to classify bird images in two phases: without any advice from Al (phase
1) and then showing the Al’s advice and explanation (phase 2). To answer RQ 1,
we design a research model based on phenomena from relevant research in CSCW
and conduct rigorous moderation analyses based on [134]. Our analyses leverage the
appropriate reliance metrics defined by Schemmer et al. [301]. We design our study
to be within-subjects for the correctness of the explanation and the assertiveness of
explanations, allowing us to answer RQ 2 and between-subjects for the explanation
modality, allowing us to answer RQ 3. Moreover, we calculate the magnitude of
deception caused by incorrect explanations compared to correct explanations across
both explanation modalities and levels of expertise to account for the impact of
imperfect XAI on humans’ decision-making behavior. This measurement gives us
insight into RQ 4. Lastly, we conduct an inductive content analysis based on Gioia
et al. [119] to assess the open-ended responses from participants to gain insight into
designing for imperfect XAI in human—AI collaborations.

As a result of our study, we contribute the following to the CSCW community:

* Research Model for Human—AI Collaboration with Imperfect XAI: We propose a
research model for the moderating roles of the decision-maker’s level of expertise
and the explanation’s assertiveness on the effect of the correctness of explanations
on appropriate reliance.

* Nowel Empirical Study: To validate our proposed research model, we conduct the
first empirical investigation that explores the moderation of assertiveness of expla-
nations and the level of expertise on the impact that the correctness of explanations
has on appropriate reliance. We do this on a human—Al collaboration scenario
across two different modalities of explanations: natural language explanations and
visual, example-based explanations. We also investigate the impact on complemen-
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tary team performance. Our findings inform designers of human—AI collaboration
systems on how to deploy imperfect XAl from a user-centric perspective.

* Novel Metric for Impact of Imperfect XAI: We contribute a novel metric to the hu-
man—Al decision-making field, accounting for the impact of incorrect explanations
on humans’ decision-making behavior when collaborating with AI. Specifically, we
propose the Deception of Reliance (DoR) caused by imperfect XAI. With DoR, we
investigate to what extent imperfect XAl deceives humans.

* Qualitative Insights: We provide insights on how decision-makers, regardless of
expertise, prefer the tone of explanations to align with factors related to the AI’s
behavior and the impact on decision-makers. These insights can inform future
works to conduct new evaluations.

4.2 Theoretical Development

The increasing use of explanations to reveal the rationale behind Al predictions has
led to a rise in research examining the impact of explanations on decision-makers’
behavior [82, 203, 299]. As imperfect Al is utilized more within high-stakes contexts,
such as decision-making in the medical sector, research has focused on the impacts of
potentially inaccurate AT advice on humans’ decision-making [181, 202, 287]. However,
there are very few works investigating how imperfect XAI impacts humans’ appropriate
reliance on Al advice [267].

Thus, in this work, we draw from the conceptualization of appropriate reliance
that previous research has established [16, 299, 301, 303]. We specifically build on
the conceptualization presented by Schemmer et al. [301] in Figure 4.1 by adding
a new dimension to consider when investigating appropriate reliance in human—AlI
collaboration: The correctness of XAl advice. In our conceptualization in Figure 4.1,
we simplified the correctness of XAl advice to be a binary case of correct or incorrect.

The introduction of this new dimension uncovers previously unexplored avenues
within the realm of human—AT collaboration in CSCW, thereby offering a conceptual
framework with a more profound comprehension of human decision-making behavior
when collaborating with an Al system. As a result, researchers can calculate more
specific metrics regarding human decisions after receiving the Al and XAI advice.
For example, the ratio of under-reliance based on a correct prediction and incorrect
explanation could be different than when based on a correct prediction and correct
explanation. These types of scenarios should not be overlooked when investigating
human-AlI collaborations in work settings'.

With this new dimension for analyzing human—AlI collaborations, we investigate
the effect that imperfect explanations have on humans’ decision-making. Specifically,
we investigate this relation in a sequential decision-making scenario. Based on the

IThe Appendix of the published manuscript provides additional details of these newly introduced
metrics.
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Fig. 4.1: Different paths that human decision-makers could follow based on receiving Al and XAI
advice. This figure expands the model presented by Schemmer et al. [301] by adding an XAT advice
dimension. Here, XAI advice is simplified into correct and incorrect explanations. Green check
marks represent correct advice or decisions, while red x marks represent incorrect advice or decisions.

constructs of relative Al reliance (RAIR) and relative self-reliance (RSR), we account
for the appropriateness of reliance [301]2. RAIR comprises the cases in which the
human corrects their initially incorrect decision by overriding it with the correct Al
advice. On the other hand, RSR comprises all cases in which the human initially
makes a correct decision, the Al system gives incorrect advice, and the human rightly
dismisses this advice. Thus, we use appropriateness of reliance as the dependent
variable in our research model (see Figure 4.2).

In the recent work of Schoeffer et al. [304], the authors investigate how explanations
affect distributed fairness in Al-assisted decision-making. Their study shows that task-
relevant explanations impact humans’ reliance behavior in increasing stereotype-based
errors. We apply these findings to our research model and assume that for the cases
in which the Al provides correct advice, explanations will affect RAIR. Accordingly,
we hypothesize:

Hypothesis 1: The correctness of explanations impacts humans’ relative Al reliance in
human—AlI decision-making.

2Appropriateness of reliance is the quantitative measurement for appropriate reliance. These terms
will be used interchangeably throughout the article.
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Fig. 4.2: Research model for collaborating with imperfect XAl systems. We analyze the moderation
of the level of expertise and assertiveness on the effect of the correctness of explanation on RAIR
and RSR.

Hypothesis 2: The correctness of explanations impacts humans’ relative self-reliance
in human—Al decision-making.

A human factor to consider in regard to the relationship between imperfect ex-
planations and humans’ appropriate reliance is the level of domain knowledge that
humans possess. Previous work shows that humans’ level of expertise can influence
their decision-making [20, 54, 88]. For example, Dikmen and Burns [88] provide
an imperfect Al and argue that higher domain knowledge leads to less trust in Al
With this impact of domain knowledge on human—AI decision-making, we intend to
examine how the effect of imperfect explanations on appropriate reliance is influenced
by humans’ level of expertise. Humans with high domain-specific knowledge have
demonstrated an enhanced ability to discriminate between erroneous explanations and
accurate ones with greater rigor [205]. This discernment is facilitated by their extensive
expertise, which empowers them to readily identify and discern false information [18].
Thus, in our study, we hypothesize:

Hypothesis 3: Humans’ level of expertise moderates the effect of the correctness of
explanations on RAIR.

Hypothesis 4: Humans’ level of expertise moderates the effect of the correctness of
explanations on RSR.

Humans’ information processing is not only influenced by what they are provided but
also by the way in which this information is provided. Previous research demonstrates
that language style can impact humans’ decision-making behavior [54, 147, 188]. For
example, Huang et al. [147] show that the level of assertiveness in reviews affects
humans’ online review persuasion. Similarly, Kronrod et al. [188] investigate the effect
of the level of assertiveness on the tone of language, and find that there is a relationship
between the tone of language and its level of assertiveness. Recent research in HCI
has examined how assertiveness in explanations affects humans’ performance when
interacting with Al [54], showing how the level of assertiveness does impact humans’
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trust when collaborating with AI. With those findings and related research on the
impact of assertiveness on humans’ decision-making, it is reasonable to hypothesize
that assertive explanations will impact humans’ reliance on Al. Hence, we hypothesize:

Hypothesis 5: Fxplanations’ level of assertiveness moderates the effect of the correct-
ness of explanations on RAIR.

Hypothesis 6: Fxplanations’ level of assertiveness moderates the effect of the correct-
ness of explanations on RSR.

Our research model, shown in Figure 4.2, summarizes the hypotheses that we
test in our mixed-methods study. Overall, with this research model, we test for the
moderating effects of the level of expertise and level of assertiveness on the effect of
the correctness of explanations on appropriate reliance.

4.3 Methodology

In this section, we describe the task of bird species identification, the experiment design,
the recruitment process of participants, and the development of the explanations we
use in the study. Finally, we end this section by outlining the data we select to use
for the study and the metrics we use to analyze the results.

4.3.1 Task Domain: Bird Species Identification

Computer-supported cooperative work is becoming core to wildlife conservation ef-
forts [38, 123, 345]. With mobile devices becoming increasingly powerful, non-experts
and experts alike can use Al-powered applications like the Merlin Bird ID app [5]
to identify bird species for monitoring biodiversity and learning about birds. The
popularity of both birding and Al-based image classification techniques suggests that
bird species identification would be a sensible domain to investigate our research
techniques. Furthermore, this is a task for people with a wide range of expertise.

While identifying bird species from images may not be posed as a high-stakes
task in our study, this task is imperative to conserving and managing species and
biodiversity [11]. Furthermore, the task of fine-grained image classification, such as
bird species identification, is comparable to higher-stakes tasks, such as identifying
diseases from medical imagery [343]. For example, radiologists collaborating with an
imperfect Al and imperfect XAl to diagnose diseases present in chest X-rays would
go through a similar visual decision-making process as if they were trying to classify
an image of a Bewick Wren in our study interface. Kayser et al. [166] and Hou et al.
[146] propose imperfect natural language explanations for chest x-rays, similar to the
explanation we implement in our study, which helps bridge our findings between bird
species identification and higher-stakes tasks.

Previous studies that focused on human-centered XAI and human—AI collaboration
also use the domain of bird species identification to better understand human—AlI
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Fig. 4.3: We conduct a rigorous mixed-methods study leveraging a mixed design. Before participants
start the task, they are shown a screening test (A). For the human—AI bird identification task,
participants are assigned an explanation modality (B). During the task, participants are shown
explanations with different levels of assertiveness and different scenarios of correctness (C). Lastly,
participants complete a post-survey (D).

collaboration (e.g., [49, 177, 253]). However, few previous works focus on human—AT
collaboration for decision-making in the wildlife conservation domain overall. Yet, the
field of Al for wildlife conservation is rapidly growing [345] and could benefit from
research related to CSCW and HCI.

4.3.2 Study Design

To answer our research questions, we design a mixed between- and within-subjects
study to examine various effects of explanations on appropriate reliance. Our study was
carefully reviewed by two experienced birders: one experienced birder is a migration
counter for a bird sanctuary, and the other experienced birder holds a graduate
degree in environmental science, conducted research at a nature center, and worked
at a nature conservancy. The procedure of the study follows the design outlined in
Figure 4.3 and is divided into four different parts (A — D), which we explain in further
detail below.

The study begins with part A in Figure 4.3: In a bird identification test, we assess
participants’ expertise in classifying six different species of birds®. We distinguish
the six bird images based on their level of difficulty. This level of difficulty is derived

3Specific birds used for the bird identification test are reported in the Appendix of the published
manuscript
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from discussions with an experienced migration counter from a bird sanctuary. While
previous work has collected participants’ self-perception of expertise [177], this method
is subjective, and participants may self-perceive their skills differently. Kazemitabaar
et al. [168] measure participants “experience-level” through log data instead of sub-
jective measures. Similarly, we try to avoid defining expertise subjectively. For the
purpose of our analyses, we identify two different levels of expertise: non-experts and
experts.

In the next section of the study (part B in Figure 4.3), participants are randomly
assigned to one of two explanation types. Similar to previous studies [62, 286, 287, 335],
the treatments differ in the explanation modality participants receive: Natural lan-
guage explanations or visual, ezample-based explanations. We use natural language
explanations because the AI model that we used for the study was specifically designed
to generate natural language explanations based on fine-grained image classifica-
tions [137]. We choose to also look at example-based explanations as recent studies
focus on this modality in human—AT collaboration [51, 67, 149, 177]. However, recent
studies show that example-based explanations have potential benefits. Chen et al. [67]
show that example-based explanations improve humans’ performance, so much so
that it leads to complementary team performance. With promising results from previ-
ous research and numerous clinical decision-support tools proposing to incorporate
example-based explanations (e.g., [17, 294]), we find it necessary to investigate the
effect of example-based explanations on humans’ appropriate reliance in the context
of imperfect XAI

The human—AlI bird identification task (part C of Figure 4.3) consists of two phases.
For each treatment condition, the participants are asked to initially identify the bird
species from an image (phase 1 in Figure 4.4). After submitting an initial identification,
they are shown the Al’s prediction along with the explanation, and again, they have to
submit an identification for the bird species in the image (phase 2 in Figure 4.4). The
structure of phases one and two is corroborated with previous work [122]. Initially,
participants must click on a button that shows “Show Al Explanation”. Without
revealing the explanation, the participant cannot proceed to the next question. This
is one way for us to ensure that the participant acknowledges the presence of an
explanation. Overall, participants do this process for twelve different random bird
images.

As the AT that we are utilizing for identifying the bird species is not perfect [137],
the predictions and explanations provided can be incorrect. In order to understand
how this affects participants’ appropriate reliance, we ensure that each participant is
shown three samples of the following four categories in random order:

* CC: correct prediction and correct explanation
* CI: correct prediction and incorrect explanation
e IC: incorrect prediction and correct explanation

* II: incorrect prediction and incorrect explanation
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Phase 1 Phase 2

How confident do you feel in your decision? How confident do you feel in your decision?

Fig. 4.4: Example of the two phases for a single bird image that a participant is shown in the
study. This specifically shows a Magnolia Warbler (correct prediction, correct explanation), and this
participant is assigned to the example-based explanations. For this bird, the participant is shown an
assertive explanation.

Overall, participants are shown twelve different bird species. For each of the four
categories we identified, we show three samples where each explanation is framed with
a different level of assertiveness: assertive, non-assertive, or neutral*. As a result, each
participant is shown one assertive, one non-assertive, and one neutral explanation for
each category. We ensure that the order is randomized for each participant. Moreover,
we also vary the samples shown, meaning that not every participant sees the same
bird images. This is to ensure that our results are not dependent on the difficulty of
the bird species.

After finishing the task, participants must fill out an additional questionnaire (part
D of Figure 4.3). Here, we qualitatively assess participants’ ability to properly rely on
the AI based on the explanations that they were shown. Thus, we ask them: “Under
what circumstances would you prefer assertive (e.g., “definitely”, “clearly”) versus
non-assertive (e.q., “might be”, “appears to be”) versus neutral explanations and why?”.
Aside from this open-text question, we also ask participants about their occupations
and the regions in North America that they are most familiar with in terms of bird
species.

4.3.3 Data Selection

We create a dataset of bird images and explanations to show participants by manu-
ally curating bird images from the well-established CUB-200-2011 [358] dataset and
explanations from the Generating Visual Explanations model [137]. The original
dataset consists of 11,788 images of 200 different bird species and is split into 5,994

4Figure 4.6 provides examples of assertive, non-assertive, and neutral explanations.
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training and 5,794 test images. Each bird species is represented with around 60 images
of the respective bird class. When curating birds, we first filtered for bird families
with several species in the CUB dataset. We specifically filtered out every bird class
that is not a part of the Warblers, Wrens, Swallows, Sparrows, or Finches/Grosbeaks
families. After applying this filter, we had 1,864 out of 5,794 images from the test set
of CUB-200-2011. Of those 1,864 images, 1,609 were predicted correctly by the Al,
and 255 images were predicted incorrectly by the model.

After filtering the bird species, multiple researchers on our team separately classified
the natural language explanations and the visual, example-based explanations for a
subset of the 1,864 birds as incorrect or correct. Cases of doubt were discussed by a
subset of the research team and excluded from consideration if an agreement was not
met. In total, we identified ten examples for each category® and explanation type. In
some cases, the example-based and natural language explanations for a single bird
are used. As a result, the dataset represents 66 different images and 43 different bird
species from the CUB-200-2011 dataset.

We define a correct natural language explanation to be when the explanation
aligns with the description of the predicted bird class. We define an incorrect natural
language explanation to misalign with all or part of the description of the predicted
bird class. Thus, an incorrect natural language explanation contains a factual error.
This type of incorrectness is present in different natural language techniques and
is a focus of current research [221, 378]. We use descriptions from the Cornell Lab
of Ornithology All About Birds Guide [2] to corroborate our classification for each
explanation. Examples of incorrect and correct natural language explanations are
provided in Figure 4.5.

For the example-based explanations, we define a correct explanation as the three
most similar images belonging to the predicted class (as shown in phase 2 of Figure 4.4).
We define an incorrect explanation to be most similar to at least one image that is
not of the predicted class. This means that incorrect example-based explanations
incorporate logical errors, as the examples shown are dissimilar from the predicted
class. Moreover, such incorrect explanations can have an inconsistency, as the examples
shown might differ in the classes shown. However, we only choose to show participants
incorrect explanations that have at least two images that are not of the predicted class.
For example, in Figure 4.5, the Al correctly predicts a Nashville Warbler; however,
the three most similar examples are a Painted Bunting, a Yellow-Breasted Chat, and
an American Redstart. In some cases where the advice is correct and the explanation
is incorrect®, the explanation may align with the ground truth class. For example, for
a Tennessee Warbler, the Al predicts an Orange-crowned Warbler (incorrect advice
since the wrong bird species is predicted), but the three most similar examples are
all of Tennessee Warblers (incorrect explanation since the examples’ bird species do
not align with the prediction). It’s possible that a model could be relying on spurious

5The four categories are identified in Section 4.3.2.
6The explanation does not align with the predicted class.



Chapter 4. The Role of Human Factors on Decision-Making with Imperfect XAI 58

Examples of example-based explanations for each scenario Examples of natural language explanations for each scenario

Al: Magnolia Warbler Al: Magnolia Warbler

"this is a bird with a yellow belly black
stripes on its breast and a grey head"

Correct Prediction Correct Prediction Correct Explanation

Al: Nashville Warbler Al: Cerulean Warbler

"this is a small bird with a white belly and
a "

American Redstart

Correct Prediction Explanation Correct Prediction Explanation

Al: Yellow-breasted Chat Al: Bewick Wren

"this is a small brown bird with a white
eyebrow and a downward pointing beak"

Prediction Correct Explanation Prediction Correct Explanation

Al: Dark-eyed Junco Al: Yellow-billed Cuckoo
l - :
"thisis a with a and
a "

it = 3

v 4

White-crowned Sparrow ~ White-crowned Sparrow Wi wned Sparrow
Prediction Explanation Prediction Explanation

Fig. 4.5: Representative examples of the example-based and natural language explanations for each
scenario: CC, CI, IC, and II. The class of the example-based images in the explanation is not shown
to participants during the study. The red and green coloring on the natural language explanations
was not shown during the study. This is only provided in the figure to guide the reader. The natural
language explanation for the Cerulean Warbler is incorrect because this bird species does not have a
grey head. The natural language explanation for the Yellow-billed Cuckoo is incorrect because this
bird species is brown with a white belly, has a gold and black beak, and does not have black wings.

patterns to make classifications [273]. Since we are dealing with an imperfect Al, we
do not choose to exclude such cases from our dataset.

4.3.4 Explanation Modalities

Natural Language Ezplanations. The natural language explanations were generated
by the model proposed by Hendricks et al. [137]. We followed the PyTorch implemen-
tation [12] of Hendricks et al. [137] model to obtain the natural language explanations
since the original model from Hendricks et al. [137] was unavailable. After running
the test images through the model, a natural language explanation is generated for
each classification. For example, the natural language explanation for the Magnolia
Warbler in Figure 4.5 is: “this is a bird with a yellow belly black stripes
on its breast and a grey head”

Ezxample-Based FExplanations. Previous work creates example-based explanations,
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specifically normative explanations, by calculating the Euclidean distance between the
given image and the images in the dataset [51]. Another study generates the example-
based explanation by calculating the Lo distance of the embedded features [252]. We
generated the example-based explanations by following methods used in previous
works [17, 343]. As done by Tschandl et al. [343] and Barata and Santiago [17], we
calculate the cosine similarity between the extracted feature vector of the given image
and the rest of the extracted feature vectors of the images in the training set. Unlike
Barata and Santiago [17], we choose not to take the example’s ground truth class into
consideration. The extracted features from the images were provided by Hendricks
et al. [137]. Because the model is not perfect, the example-based explanations are also
not perfect. For example, even though the model correctly predicted an image of a
Nashville Warbler in Figure 4.5, the three most similar images are of three different
birds. For this study, we consider an example-based explanation to be incorrect if two
of the three examples are of a different class than the predicted class. Inspired by Ford
and Keane [111], we choose to show participants the three most similar examples.

Assertiveness of Explanations. Following previous studies [54, 264, 374], we define
assertive explanations to include words and adjectives such as “definitely” and “clearly”.
We define the non-assertive explanations to include words and adjectives such as “might
be” and “appears to be”. For the neutral condition, we omit the adjectives to maintain
the same structure of the information being presented. For the natural language
explanations, we append the assertiveness to the beginning of the explanation generated
by the model to read like a sentence. For the non-assertive and assertive conditions,
we removed the text “this is a” from the generated explanation in order to incorporate
it into the sentence structure we designed. The three versions of assertiveness for
both explanation modalities are shown in Figure 4.6. To our knowledge, there is
no literature to rationalize how to appropriately present assertiveness visually for

‘ Format of Natural Language Explanations ‘

This might be a {predicted class}, This is definitely a {predicted class} This is a {predicted class}
since it appears to be a {explanation} because it clearly is a {explanation} because {explanation}
non-assertive assertive neutral

‘ Format of Example-Based Explanations ‘

This might be a {predicted class}, This is definitely a {predicted class} This is a {predicted class}
since it appears to be ... because it is clearly ... becauseitis ...
non-assertive assertive neutral

... similar to the birds in the following three examples

Fig. 4.6: The three different language tones that an explanation could have in terms of assertiveness for
the natural language and example-based explanation modality. Non-assertive explanations included
the words “might be” and “appears to be”. Assertive explanations included the words “definitely”
and “clearly”. Neutral explanations did not include any additional adjectives.
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example-based explanations, so we opt to use natural language in combination with
the example-based explanations.

4.3.5 Recruitment

We recruit the participants through several communication channels that are related
to the environment and conservation, such as the Al for Conservation Slack, Birding
International Discord, Climate Change Al community forum, WildLabs.net community
forum, and Audubon Society mailing lists. Additionally, we use Prolific as previous
research has indicated that this platform is a reliable source of research data [265, 270].
We apply a custom filter on Prolific to target individuals who currently work in a
field related to nature, science, the environment, or animals. Participants receive
compensation that is above minimum wage.

Overall, we try to limit recruitment to only address people with prior knowledge
of birding to minimize the prevalence of novices randomly guessing bird species
identification. After excluding participants who provide incomplete and fake responses
(i.e., lorem ipsum response to our survey question), we have 136 people complete our
study. In order to determine if a participant is familiar with birding, participants take
a bird identification test (phase A in Figure 4.3). The participant’s score on the bird
identification test is used to determine whether they are considered a non-expert or
an expert. Details related to clustering participants based on their test scores are
provided in Section 4.4.

4.3.6 Quantitative and Qualitative Metrics

Quantitative Metrics We quantitatively calculate appropriate reliance across the four
dimensions defined by Schemmer et al. [301]: correct Al reliance, correct self-reliance,
under-reliance, and over-reliance. Accordingly, correct Al reliance measures the
number of correct decisions when the human’s initial decision is incorrect, and the
human is rightly taking over the correct Al advice. Correct self-reliance is when the
human initially makes the correct decision and does not overwrite their decision with
the incorrect Al advice. On the other hand, under-reliance reflects the case in which
the human initially makes an incorrect decision and does not adhere to the correct Al
advice. On the other hand, over-reliance represents the scenario in which the human
makes an initial correct decision but overrides their own decision with incorrect Al
advice. Following the appropriate reliance metrics defined by Schemmer et al. [301],
we calculate RSR and RAIR to account for the appropriateness of reliance.

With the new dimension for XAI advice, we can separately measure RAIR and
RSR for correct and incorrect explanations and derive their impact on appropriate
reliance. In order to measure this impact, we look at the Deception of Reliance (DoR)
caused by imperfect XAI. For RAIR, we can apply the following:

DORRA[R = RA[RC — RA[R[ (41)
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In this equation, the subscript I represents incorrect explanations, whereas the
subscript C' represents correct explanations. We can compute the same for RSR:

DORRSR = RSRC - RSR[ (42)
In order to measure the overall deception impact of explanations on humans’ decision-

making behavior, we compute the deception on appropriate reliance by calculating the
Gaussian distance in the RAIR-RSR space between incorrect and correct explanations:

DoR(RAIR, RSR) = \/ (RAIRc — RAIR;)” + (RSRc — RSR;)?.  (4.3)

According to Schemmer et al. [301]’s conceptualization of Appropriateness of Reliance,
this results in the following:

DoR . = AoRc(RAIR, RSR) — AoR;(RAIR, RSR). (4.4)

This difference represents the deception between the correct and incorrect expla-
nations. If the deception is a positive value, then incorrect explanations are more
deceptive; if the difference is a negative value, then correct explanations are more
deceptive.

Lastly, as defined by previous work (e.g., [16, 122, 136]), we can calculate the
human—AI team performance to determine if CTP exists. Following the constructs
defined in those previous works, we determine if CTP exists by calculating the
participants’ performance in identifying the bird species before and after they see
the Al advice and compare this to the performance of the model on the twelve bird
images shown to the participant. We utilize accuracy as a performance metric. Since
every participant is shown six birds that the Al correctly classifies and six that the Al
incorrectly classifies, the model performance is 50%.

Qualitative Metrics We also conduct an inductive content analysis of the open-ended
responses to better understand the participants’ preferences regarding assertiveness.
As a reminder, in the end-survey, we ask participants specifically “ Under what circum-

» o«

stances would you prefer assertive (e.g., “definitely”, “clearly”) versus non-assertive
(e.g., “might be”, “appears to be”) versus neutral explanations and why?”. To analyze
these responses, we follow the established procedure of Gioia et al. [119] and screen
the answers in three coding workshops. In the first workshop, the first and second
authors of this article initially screened the answers and applied open coding [143] to
extract and aggregate core constructs of participants’ answers. In this procedure, both
authors discuss their findings and align their understanding of relevant constructs.
Through a second coding workshop, we apply axial coding to derive subcategories of
these constructs and align those with the data. In a final workshop, we distill those

emerging themes and derive aggregated dimensions [376].
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4.4 Results

To answer our research questions and confirm or reject our hypotheses, we conduct
rigorous statistical and qualitative analyses. We measure appropriate reliance based on
metrics defined in previous work: Relative Al reliance (RAIR) and relative self-reliance
(RSR) [301]. By doing so, we answer RQ 1 and RQ 2 in Section 4.4.2. We also calculate
the participant’s task accuracy before and after receiving Al and XAI advice to answer
RQ 3 in Section 4.4.3. This way, we can determine whether complementary team
performance exists [136]. Additionally, based on the new metric, Deception of Reliance
(DoR), we measure to what extent explanations deceive humans, answering RQ 4 in
Section 4.4.4. Lastly, we qualitatively analyze open-ended responses through rigorous
inductive content analysis in Section 4.4.5. For all of our research questions, we look at
two different types of explanations: natural language explanations that are focused on
specific features present in the image and visual, example-based explanations showing
the top three most similar example images from the training set. While our analyses
look at both modalities, we do not intend to compare them directly. Therefore, we do
not conclude one modality is better or worse than the other.

4.4.1 Participant Statistics

On average, the study takes 24 minutes to complete. In order to distinguish experts
from non-experts, we perform K-means clustering (kK = 2) based on a principal
component analysis with two components for four features from the bird species
identification test (part A of Figure 4.3). These four features represent participants’
scores in correctly identifying the family and species of the easy and the difficult bird
images. By clustering the 136 participants into the expert and non-expert groups,
we end up with 83 experts and 53 non-experts. With this clustering, the average
bird identification test score (summing up all four scores in the identification test)
for non-experts is 38.99% (ST D = 11.42%) while the average test score for experts is
83.84%(STD = 12.30%)". Of the 83 experts, 42 see example-based explanations, and
41 see natural language explanations. Of the 53 non-experts, 25 see example-based
explanations, and 28 see natural language explanations. In terms of the fields that the
136 participants represent, 45 participants have an occupation primarily related to
biology, conservation, and/or the environment. 26 have an occupation primarily related
to engineering and/or technology; 30 are either researchers, students, or affiliated with
education in some other way; 24 have occupations in miscellaneous industries; and 11
are retired.

"Participants’ performance on the bird identification test is shown in the Appendix of the full paper.
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Coding of assertiveness

assertiveness 71 72

neutral 0 0

non- 1 0

assertive
assertive 0 1
RAIR RSR

Natural Language Example-Based Natural Language Example-Based
coeff p coeff p coeff p coeff p
const 1.26 .00 43 A7 1716 .98 -3.60 .00
corr b7 .29 1.02 .04 13.25 .98 -4.36 .74
exp 2.12 .00 -1.25 .00 15.89 .98 3.25 .00
71 -.46 24 .26 A7 .14 .26 -.09 .83
72 .00 1.00 .00 1.00 -.31 .58 .09 .83
exp x corr  -1.00 .05 -1.04 .03 _13.33 98 =73 o7
71 x corr .46 .44 -.03 .95 -.28 71 -.45 .55
72 x corr .19 .74 -.16 7 .90 .23 -.43 .55

L corr — correctness; exp — level of expertise

Table 4.1: Moderation analyses of the correctness of natural language and example-based explanations
on RAIR and RSR with the level of expertise and assertiveness as moderators. The coding of
assertiveness used for the moderation analyses is provided.

4.4.2 Moderating Effects in Imperfect XAI Research Model

In order to test whether humans’ level of expertise and the explanations’ assertiveness
moderate the relation of the correctness of explanations on humans’ appropriate
reliance, we conduct several moderation analyses utilizing the process macro model
of Hayes [134]. An overview of the regression analyses is presented in Table 4.1.

4.4.2.1 Participants’ level of expertise moderates the effect of the correctness of
explanations on RAIR for natural-language explanations. As theoretically developed
in Section 4.2, we model the correctness of explanations as an independent variable.
Accordingly, we model RAIR as the dependent variable. To account for the moderation
effect of the level of expertise and assertiveness, we examine each variable as a
moderator and report the interaction effects with the correctness of explanations. The
results of this moderation analysis are shown in Table 4.1.

The moderation analysis shows that the interaction of the level of expertise with the
correctness of explanations is significant (coeff = —1.00, p-value = .05). We observe a
negative coefficient. Accordingly, the moderation effect on the relation of correctness
on RAIR is higher for non-experts than for experts. In other words, non-experts
change their initially incorrect decision to align with the correct Al advice more often
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than experts do when the natural language explanation is correct. However, there is no
significant effect in the interaction of assertiveness and the correctness of explanations.
Thus, we conduct a regression analysis with the moderators as independent variables
to evaluate for a direct effect of assertiveness as recommended by Hayes [134] and
Warner [368]. The results of the regression analysis show that there is no direct effect
between assertiveness and RAIR (coeff = .04, p-value = .77). Thus, we confirm
hypotheses 1 and 3 and reject hypothesis 5 for natural language explanations.

4.4.2.2 Participants’ level of expertise moderates the effect of the correctness of
explanations on RAIR for example-based explanations. Next, we present the moder-
ation analysis of example-based explanations on RAIR. We set up the analysis for
example-based explanations the same as the analyses for natural language explana-
tions (see 4.4.2.1). As seen in Table 4.1, there is a significant moderation effect of
the level of expertise (coeff = —1.04, p-value = .03). The negative coefficient signals
that this moderation is higher for non-experts than for experts. The correctness
of the example-based explanations has a positive coefficient (coeff = 1.02, p-value
= .04), and thus, correct explanations have a positive impact on RAIR. Thus, if
participants are provided with a correct explanation, they more often correctly follow
the AT advice. Overall, correct explanations result in humans changing their initially
incorrect decisions to align with the correct Al advice more often, and this is especially
prevalent among non-experts.

Furthermore, the analysis reveals that assertiveness does not moderate the effect
between correctness and RAIR. According to Hayes [134] and Warner [368], we drop
the interaction term and conduct a regression analysis with assertiveness set as the
independent variable. The result shows that there is no significant direct effect of
assertiveness on RAIR (coeff = —.04, p-value = .79). Hence, we confirm hypotheses 1
and 3 and reject hypothesis 5 for example-based explanations.

4.4.2.3 Participant’s level of expertise has a direct effect on RSR for natural language
explanations. In addition to analyzing whether the level of expertise and assertiveness
moderate the effect of explanations’ correctness on RAIR, we conduct the same
analyses for the effect of explanations’ correctness on RSR. For RSR, we look at all
cases in which the AI prediction is giving incorrect advice (i.e., the prediction is
wrong) and the initial human decision is correct [301].

The moderation analysis in Table 4.1 for the natural language explanation shows
that there is no significant effect of correctness on RSR moderated by level of expertise
(coeff = —13.33, p-value = .98) and assertiveness (Z1 x corr.: coeff = —.28, p-value
= .71; 72 x corr.: coeff = .90, p-value = .23).

Thus, we perform a regression analysis with the level of expertise and assertiveness
as independent variables and drop the interaction terms. We observe that there is no
significant effect of assertiveness on RSR, (coeff = .10, p-value = .58). However, the
level of expertise (coeff = 3.18, p-value = .00) has a significant effect on RSR. With a
positive coefficient, this means that experts dismiss incorrect Al advice more than
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non-experts when shown natural language explanations. This can also be seen in 4.8,
which tells us that experts have a higher RSR than non-experts. Therefore, we reject
hypothesis 2 and hypothesis 4, as the level of expertise does not have a moderating
role but has a direct effect on RSR for natural language explanations. On top of that,
we reject hypothesis 6.

4.4.2.4 The correctness of explanations and participants’ level of expertise have a
direct effect on RSR for example-based explanations. Lastly, we report the results of
the moderation analysis for example-based explanations on RSR. The analysis is set
up the same as it is in Section 4.4.2.3 but for the example-based explanations.

We can see in Table 4.1 that the level of expertise does not significantly moderate
the effect of correctness on RSR (coeff = -.73, p-value = .57). Additionally, there is
no significant moderation of assertiveness (Z1 x corr.: coeff = —.45, p-value = .55; 72
x corr.: coeff = —.43, p-value = .55). Thus, we conduct a regression analysis without
the interaction terms. The results of this analysis show no direct effect of assertiveness
on RSR (coeff = —.03, p-value = .86). However, there is a significant direct effect of
explanations’ correctness on RSR (coeff = —1.40, p-value = .00) and a direct effect
of level of expertise on RSR (coeff = 3.05, p-value = 0.00). This means that experts
more often correctly override the wrong Al advice and stick to their correct initial
decision compared to non-experts for example-based explanations. Additionally, when
the explanations are correct, participants more often correctly override wrong Al
advice and stick to their correct initial decision. Hence, experts have a higher RSR
than non-experts, which can also be seen in 4.8. Moreover, as incorrect explanations
have a higher impact on RSR, experts are able to identify false Al advice for incorrect
explanations better. This also shows that experts are able to identify incorrect Al
advice to a greater extent than non-experts; experts, in this case, rely more heavily
on their own judgment.

Thus, we confirm hypothesis 2 and reject hypothesis 4 as the level of expertise
does not have a moderating role but has a direct effect on RSR for example-based
explanations. On top of that, we reject hypothesis 6.

Overall, the moderation analyses reveal that the level of expertise moderates the
effect of the correctness of explanations on RAIR for both explanation modalities.
Additionally, the analyses show that the level of expertise has a direct effect on RSR
for both explanation modalities, and the correctness of explanations has a direct effect
on RSR for example-based explanations.

4.4.3 Human—AI Team Performance

Hemmer et al. [136] argue that interpretability is a key component of human—AT
complementarity. Several previous user studies have failed to show that incorporating
XAI into AT systems can lead to CTP [110]. However, with a new dimension of XAl
advice in Figure 4.1, we can contribute to the current literature by investigating
how the correctness of explanations affects CTP. By calculating the participants’
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Overall Performance of Human, Al, and Human-Al Team
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Fig. 4.7: The average overall performance of the human, Al, and human—AI teams for identifying 12
birds. The bar chart on the left shows the performance of the non-experts, while the bar chart on
the right shows the performance of the experts.

performance before and after seeing the Al and XAI advice, we can determine whether
CTP exists in the presence of imperfect XAI. As the analyses in Section 4.4.2 reveal,
the level of expertise impacts appropriate reliance in terms of RSR and RAIR. Thus,
in comparing the human—Al team performance, we distinguish by participants’ level
of expertise. We use accuracy as the performance metric. Figure 4.7 presents the
performance of Al and humans for each treatment.

The AT’s performance is always 50% because the study was designed to show
participants six birds that the model correctly classified and six that the model
incorrectly classified. In Figure 4.7, we see that when experts are paired with the AI,
their performance improves by 8.74% for the natural language modality and 9.53%
for the example-based modality. When experts are paired with Al, they perform
6.91% better than the Al alone for natural language explanations and 5.36% for
example-based explanations.

While experts reach CTP, we do not see this for non-experts. However, we do see
that the non-experts greatly improve their performance and nearly match the Al’s
performance when paired with the Al. Specifically, non-expert participants who see the
natural language explanations improve their performance by 39.58% (task accuracy
of 45.83%), while non-expert participants who see the example-based explanations
improve their performance by 34.67% (task accuracy of 43.00%) when paired with the
Al

We can separate Figure 4.7 into correct and incorrect explanations. When we only
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consider cases with correct explanations (additional figures provided in the Appendix
of the published paper), the non-experts’ task accuracy is approximately the same as
the AT alone: 48.81% for natural language explanations and 49.33% for example-based
explanations. Experts reach CTP in both modalities. When only considering incorrect
explanations, we still see complementary team performance for the experts. However,
the non-experts’ task accuracy suffers more when shown incorrect explanations. Non-
experts’ task accuracy for natural language explanations is 42.86% and 36.67% for
example-based explanations.

Additionally, we calculate two-sample t-tests to assess whether the trends in
Figure 4.7 are significant. The team performance of experts and Al is significantly
higher than the team performance of non-experts and Al in both explanation modalities
(natural language: p-value = 0.00, example-based: p-value = 0.00). Furthermore, we
also compare the performance for correct and incorrect explanations. Here, we see the
same results: experts achieve a significantly higher team performance than non-experts
(correct explanations — natural language: p-value = 0.00, example-based: p-value
= 0.01; incorrect explanations — natural language: p-value = 0.00, example-based:
p-value = 0.00).

4.4.4 Deception caused by Imperfect XAl

In Figure 4.8, we compare RAIR to RSR for both levels of expertise and the correctness
of explanations. We show this comparison for example-based explanations (the graph
on the left side of Figure 4.8) and natural language explanations (the graph on the
right side of Figure 4.8). By measuring RAIR and RSR for incorrect and correct
explanations separately, we can calculate the deception caused by imperfect XAl (refer
to Equation 4.3 on p. 61). We do not visualize assertiveness since we do not see any
significant direct or moderating effects.

The figure shows that experts have a higher RSR than non-experts for both incorrect
and correct explanations across both explanation modalities, validating that experts
rely more on their own initial decisions when Al advice is given. The most striking
result that emerges from the data is that for example-based explanations, we observe
that experts have a significantly higher RSR for incorrect explanations (RSR = 0.57)
than correct explanations (RSR = 0.29), resulting in a negative DoRgrsg of —0.28
(p-value = 0.00). As a result, experts are falsely relying on the Al advice when provided
with correct example-based explanations®. This means that experts are prone to being
misled by correct explanations when the AI advice is incorrect. However, we do not
see this trend for natural language explanations. Here, there is a positive DoRgrggr of

8Note that correct example-based explanations are consistent in showing three images of the predicted
class. Incorrect example-based explanations represent three images that do not correspond to the
predicted class of the AI. Moreover, the examples shown are not consistent with the bird species
displayed in 90% of the correct advice, incorrect explanation cases and in 40% of the incorrect advice,
incorrect explanation cases in our study.
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Fig. 4.8: Average observed RAIR (correct Al advice) and RSR (incorrect Al advice) for example-based
explanations (on the left side) and natural language explanations (on the right side). We show the
average RAIR and RSR for both levels of expertise, as well as correct and incorrect explanations.

0.09, which is not significant (p-value = 0.41). For example-based explanations, the
DoRpgayg is positive, meaning that experts rightly follow correct Al advice more often
when provided with correct explanations than with incorrect explanations. The data
shows a weak, significant positive deception of reliance for example-based explanations
(DoRgarr = 0.16, p-value = 0.10). Similarly to the RSR cases, for the RAIR cases,
the experts are provided with three consistent examples for correct explanations
that represent the Al’s correctly predicted bird species. The incorrectly provided
explanations represent three images that can be inconsistent in the bird species. Thus,
experts are deceived by such incorrect explanations even though the AI advice is
correct.

Non-experts have, in both modalities, a similar DoRggsg, indicating no significant
difference in their RSR between correct and incorrect explanations. However, non-
experts follow the correct Al advice for correct example-based explanations more often
than for incorrect example-based explanations (significant with p-value = 0.01). For
the latter, the three examples can show inconsistent bird specie(s) that are different
from the ground truth of the shown image. Thus, the DoRgarg for non-experts is
at 0.26. Interestingly, for natural language explanations, the incorrect explanations
are not misleading as much (DoRgarr = 0.03, not significant, with a p-value = 0.68).
This means that non-experts are not misled by incorrect explanations in natural
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language as much as by visual, example-based explanations. In general, non-experts
have a higher RAIR than experts.

Overall, participants have a higher DoR(RAIR, RSR) for example-based explana-
tions (experts: DoR(RAIR, RSR) = 0.32; non-experts: DoR(RAIR, RSR) = 0.26)
than for natural language explanations(experts: DoR(RAIR, RSR) = 0.11; non-
experts: DoR(RAIR, RSR) = 0.06). This means that especially the correctness of
example-based explanations has an impact on humans’ decision-making behavior.

4.4.5 Designing for Imperfect XAl

At the end of the bird identification task, we ask participants: “Under what circum-
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stances would you prefer assertive (e.g., “definitely”, “clearly”) versus non-assertive
(e.qg., “might be”, “appears to be”) versus neutral explanations and why?”. With imper-
fect XAl existing in human—AT collaborations, it is necessary not only to understand
quantitatively how it affects decision-makers but also qualitatively. Even though
we do not observe assertiveness having a direct or moderating effect on appropriate
reliance, it is still valuable to analyze participants’ preferences regarding the tone of
explanations.

Through inductive content analysis of participants’ responses to this question, we
derive two dimensions that researchers and designers should consider when developing
and evaluating imperfect XAl in human—AlI collaborations: AI Behaviors and the
Impact on Human—AI Teams. Each dimension is made up of four themes that are
derived from concepts that emerge in the responses, shown in Figure 4.9. We highlight
those themes in bold. 25% (34 participants) of the responses either do not provide
reasoning for their opinion or do not answer the question such that it could be grouped
into one of the eight themes we identify. We provide quotes from participants for each
theme to structure the aggregated dimensions and shape our insights on designing for
imperfect XAI

4.4.5.1 Aggregated Dimension: AI Behaviors. 54 out of the 136 participants answered
the survey question with comments relating to the first aggregated dimension: Al
Behavior. Participants rationalize that the AI's behavior determines when they prefer
assertive, non-assertive, and neutral explanations. Within the AI Behavior dimension,
four themes emerge from the participants’ comments, such as the model’s overall
performance, whether the model’s prediction is correct or not, the model’s confidence
in individual predictions, and the correctness/quality of the explanation for a given
prediction.

While only 6 out of the 136 participants make comments about the model’s
performance, it still provides interesting insight that should be considered. Instead
of looking at the individual prediction level, these participants focus on the global
performance of the model. One participant states that if developers find their model
“... to be 90% accurate in your testing, use more definite language, but if it’s not there
yet, consider making the tone more neutral and put more responsibility with the end
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Fig. 4.9: Findings from the qualitative analysis of the survey question: “Under what circumstances
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would you prefer assertive (e.g., “definitely”, “clearly”) versus non-assertive (e.g., “might be”, “appears
to be”) versus neutral explanations and why?”. Factors that should be taken into consideration when
designing explanations for imperfect XAl systems.

user to interpret the field marks ...”.

Looking at the individual prediction level, 8 out of 136 participants commented on
the correctness of the AI’s prediction. For example, one participant says that “...

a non-assertive response would be preferred since the Al selections were incorrect ...

Y

while another participant says, “I would prefer the assertive language to be accompanied

by correct identifications”.

Considering individual predictions on a more granular level, many participants (31
out of 136) make comments related to the confidence of the AI’s prediction. These
participants comment on how this factor could be used to determine the tone of the
explanation. Specifically, participants, “... would prefer the level of assertiveness to
depend on the level of confidence of the answer given by the AI”. One participant
expands upon that sentiment by specifying when non-assertive versus assertive tones

should be used: “I would

prefer assertive sentences when the probability of the Al

model is very high, while I would prefer non-assertive when the probability is very close
to other classes of the model”.

9 out of 136 participants make comments related to the correctness and quality of
the AI explanations. One participant who sees example-based explanations comments
on how some of the examples are incorrect and do not show the correct species. They
use this specific situation to rationalize when they would prefer the tone of explanations
to be assertive versus non-assertive: “I would prefer assertive explanations if the
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‘similar’ photos were actually of the correct species and if the explanation confirmed
this. Otherwise, non-assertive explanations are more helpful”. Another participant who
makes a comment related to this theme agrees that assertive language should be used,
“when all of the reference pictures match up and there are no other similar-looking
species”.

One participant who sees the natural language explanations comments on the quality
and detail of the explanation being a factor to use when determining the tone of the
explanation, “If the bird description [natural language explanation] is very generic,
i.e., brown wings, gray body, or yellow beak (traits that correspond to many birds), I'd
rather the Al appear more cautious in its judgment and use non-assertive explanations.
However, if the bird has some standout characteristic that the Al correctly identifies
[through the natural language explanation/, i.e., bright yellow body or red-tipped wings,
etc., then assertive explanations seem more convincing’.

4.4.5.2 Aggregated Dimension: Impact on Human-AI Team. 48 out of the 136
participants answered this survey question with comments related to the human—Al
team, such as the confidence and knowledge of the decision-maker, impact on the
decision-maker, unambiguous input data, and characteristics of the input data.

10 of 136 prefer the level of assertiveness to align with their own confidence level
and knowledge of the domain. For example, one participant says, “I would prefer
more assertive explanations when I don’t feel very sure about my choice”. Another
participant adds that they would prefer assertive explanations if they “... didn’t know
anything about the topic in question ...”. However, one participant says, “I would
prefer neutral explanations if I'm unsure of the species and assertive if I'm confident
in my identification’”.

15 out of the 136 make comments related to the impacts on the decision-maker.
Some comments consist of concerns related to being misled and over- or under-relying
on the Al, while other comments motivate the benefits of having assertive explanations.
For example, one participant states that “Assertive words create more security while
changing your opinion or trying to gain knowledge”. Another participant who shares the
same sentiment said, “I would prefer assertive explanations because it would make me
feel more secure about the answer”. However, some participants do not share the same
sentiment about assertive explanations and pointed out the potential consequences of
them: “Assertive Al explanations were given for incorrect identifications, which would
mislead users”. Given that potential to be misled, another participant rationalizes
they “... would prefer non-assertive explanations because I [they] do not fully trust Al
with bird ID just yet”.

17 out of the 136 participants rationalize that the assertiveness of explanations
should be based on how ambiguous the input is for a given prediction. For example,
one participant brings up the quality of the input image and the difficulty of the bird
ID as a way to determine whether explanations should be assertive or not: “ When it
comes to less distinctive IDs like most sparrows, or harder to ID circumstances like
winter or females or juveniles, or situations with weird lighting or harder angles it
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makes sense to use non-assertive.”. On a similar line of thought, another participant
says, “I would prefer assertive explanations for birds that have distinctive traits over
similar bird species, and non-assertive or neutral explanations for birds that are similar
with characteristics that are more difficult to tell apart”.

6 out of the 136 participants commented on how the use of assertive explanations
helped them realize various characteristics of the birds. For example, one participant
values the assertive tone because it is “... helpful for pointing out distinctive features
that would help ID the bird.”. They also think that “... the non-assertive language was
helpful for species that share similar characteristics (aka clear, non-streaked breast)
with other species that share that characteristic”.

4.5 Discussion

We investigate how imperfect XAl impacts humans’ decision-making when collaborat-
ing with an AI. More precisely, we assess how imperfect explanations affect humans’
reliance behavior and investigate the effects on the human—Al team performance. To
answer RQ 1 and RQ 2, we assess the validity of our research model for two different
types of explanations: natural language explanations and example-based explanations.
Previous research emphasizes the need to consider imperfect AI when designing for
human-AlI collaboration [181]. With recent research looking into how humans and Al
can achieve complementary team performance [16], Schemmer et al. [301] conceptualize
the role of appropriate reliance in human—AlI collaboration. We extend Schemmer
et al. [301]’s framework by adding another dimension: XAI advice. Given that an
explanation can be incorrect even if the Al advice is correct, it is crucial to understand
the impact of incorrect XAl advice on decision-making. Furthermore, it is necessary to
understand the impact of imperfect XAl for different types of explanations. Below, we
discuss how our contributions are situated in current literature and the implications
for CSCW.

In our study, we observe a significant moderation of humans’ level of expertise on the
effect of explanations’ correctness on RAIR for both explanation modalities. However,
we do not see this moderation for RSR. When humans are provided with wrong Al
advice, their level of expertise does not moderate the impact of imperfect explanations
on humans’ RSR. We identify a direct effect of the level of expertise on RSR in
both explanation modalities. Additionally, the correctness of explanations impacts
RSR negatively for example-based explanations. Overall, our work synthesizes how
humans’ level of expertise impacts their reliance on Al when provided with imperfect
explanations. Non-experts rely more on Al than experts, whereas experts rely more
on their initial decisions. Especially for example-based explanations, imperfect XAl
deceives experts’ self-reliance and experts’/non-experts’ relative Al reliance, fostering
inappropriate reliance on the AI. Thus, this study sets a starting point to investigate
the effect of imperfect XAl for different explanation modalities.
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Our findings show that imperfect explanations impact human—AI decision-making.
We observe that experts reach complementary team performance when imperfect
explanations are provided. This holds true for natural language and example-based
explanations. While non-experts do not reach complementary team performance, our
analyses reveal that their performance can be improved to be similar to that of the
AT performance. Moreover, there is a difference between reaching complementary
team performance when the correctness, or fidelity, of the explanation changes (see
the Appendix of the published manuscript). Previous research discusses the impact of
explanations’ fidelity on humans’ reliance on Al and hypothesizes that fidelity has
a positive impact on humans’ reliance behavior on Al [136]. With our results, we
confirm this hypothesis. Furthermore, Papenmeier et al. [267] observe that low-fidelity
explanations (or incorrect explanations) impact user trust in Al when the global model
performance is around 75% accurate, which helps validate our findings. We also observe
that the lack of expertise among non-experts impacts their task performance when
shown incorrect explanations, regardless of the Al advice being correct (see full paper).
Similar to our findings, Nourani et al. [260] observe that non-experts tend to over-rely
on Al advice, attributing this to their inability to identify when the Al is incorrect
because of their lack of expertise. These findings contribute to a more integrated
understanding of the impact of human—AI decision-making on different user groups in
the presence of imperfect XAI. For example, this can inform managers on how to assign
tasks to humans with different levels of expertise and provide them with explanations
in different modalities. It could also lead to organizations modifying their human—AlI
collaboration workflows. From informal conversations with the product team of an
Al decision-support tool® for biologists and conservationists to classify species and
identify individuals from camera trap imagery, we learned that organizations using
their tool have modified their workflow to incorporate “checks-and-balances”. For
example, intro-level biologists will collaborate with the AI to match individuals and
then request a review of their “human—Al team” decision from a higher-up. In this
unique human—human—AlI collaboration scenario, the expert biologist could potentially
correct situations when an intro-level biologist over-relies on Al advice because of an
incorrect explanation.

Visual, example-based explanations are more deceptive than natural language
explanations. To account for the impact of imperfect XAI on humans’ appropriate
reliance, we establish a novel metric DoR, (Deception of Reliance), to measure the
difference in RAIR and RSR for correct and incorrect explanations. Our results
indicate that people are more deceived by example-based explanations than by natural
language explanations. In terms of RAIR (note that in RAIR cases, the Al advice is
correct), experts and non-experts are deceived by incorrect explanations. In terms
of RSR (note that in RSR cases, the Al advice is incorrect), experts are deceived by
correct explanations. This is an interesting observation that may be explained by the
consistency of the shown visual examples. For correct advice, incorrect explanations

WildMe.org
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cases, the XAl is providing three visual examples that show a different bird species
than the bird species in the image to be classified (see Figure 4.6). Moreover, these
three visual examples can belong to different bird species since the XAl is choosing
the top three most similar bird images (in our study, this is in 90% of all correct
advice, incorrect explanation cases). This inconsistency in example-based explanations
might deceive experts and non-experts to not rely on the Al anymore when they
identify visual differences in the images provided as explanations, disregarding the
correct Al advice. We discover the same behavior for experts for incorrect advice,
correct explanation cases. In those cases, the explanations consist of three images
of the same bird species as the Al predicted. The incorrect explanations consist of
three images that can be inconsistent in the bird species shown (in our study, this
is 40% of all incorrect advice, incorrect explanation cases). Thus, this inconsistency
in examples might deceive experts into no longer relying on themselves when they
identify three consistent examples shown, disregarding the incorrect Al advice. Hence,
the DoR of experts and non-experts is positive for RAIR cases as they are deceived
by incorrect explanations, while experts additionally have a negative DoR and are
deceived by correct explanations. Note that the overall RSR for experts is still higher
than non-experts’ RSR; the impact on deception caused by imperfect XAl is higher.
As participants mentioned in the survey, it is more convincing that there is less
uncertainty in the Al advice when three images that are similar to each other are
shown than when three different images are shown. This corroborates our findings.
This trend is not present in natural language explanations.

The language tone of explanations does not impact humans’ decision-making
behavior. Calisto et al. [54] conclude that the level of expertise influences whether
the framing of the explanation should be assertive or non-assertive [54]. Based on
their observations, they specifically suggest that natural language explanations should
be designed such that the tone of the explanation is appropriate for the end user’s
level of expertise. Despite the numerous previous studies finding that the framing of
the explanations has a significant impact on human—AT collaboration [54, 178, 179],
our findings do not show an impact on appropriate reliance. Quantitatively, we do
not find a direct effect of assertiveness on appropriate reliance. Qualitatively, we
observe that the tone of the explanation should depend on certain situations, such
as the AI’s behaviors, instead of the human’s level of domain expertise. We observe
that 31% of the participants prefer assertiveness to align with the confidence of the
model’s prediction, while only 10% of participants prefer assertiveness to align with
their confidence in the domain. This finding could be attributed to the fact that
participants are collaborating with imperfect Al and are able to acknowledge that the
AT advice was occasionally incorrect. However, given these qualitative suggestions
and the potential for natural language explanations to present irrelevant or incorrect
information [321], we encourage future work to explore various ways to alter the tone
of an explanation based on the themes we identified in Figure 4.9.

Our findings can guide researchers and practitioners on how to assess and design
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for imperfect XAI in human—AI collaborations. Regardless of the explanation
modality, it is important to understand how humans interact with imperfect XAI.
Visual explanations, such as example-based explanations and saliency maps, have
been shown in the past to be of high educational value to the end-user (e.g., [177,
226]), making it even more important to understand how to design for and mitigate
imperfect XAI. This need is intensified with the role AI takes in organizational
learning [325]. Especially in the workplace, Al can facilitate knowledge transfer and
support organizations in retaining and distributing expert knowledge [155, 324, 372].
Similarly, it is also crucial to understand how imperfect XAl affects the learning of
novices through Al-based learning systems [325] or through collaboration with AT
[300]. Our findings can guide knowledge managers within organizations on how to
make use of explanations for employees with different levels of domain knowledge.
More precisely, knowledge managers should be aware of the impact of exposing humans
with different levels of expertise to imperfect XAl In addition, our findings contribute
to a more integrated understanding of the impact that incorrect explanations can
have on human—Al decision-making and inform different stakeholders in organizations.
As non-experts are more affected by imperfect XAl, their performance drops more
than experts’ performance when incorrect explanations are provided in comparison
to correct explanations. With this finding, knowledge managers can adjust their
knowledge retention activities when training new employees; designers can adjust the
development of human—AlI collaboration systems to successfully facilitate explanations
in decision-making and support humans in their work setting. Thus, we encourage
practitioners designing human—Al collaboration systems to apply our findings to
structure their design approach. This can aid organizations in laying out the strategic
direction of human resource development by matching the use of explanations to
humans’ prior knowledge. Overall, these findings shed light on the ongoing discussion
in CSCW on how to make use of explanations within work settings.

4.6 Limitations & Future Work

We elaborate on various limitations of our study, how they could impact the interpre-
tation of our results, and identify opportunities for future work.

Lack of Information to Properly Identify Birds. Expert birders usually rely on
more information than just the visual characteristics of a bird when determining the
bird species, especially for ambiguous cases. For example, the location and habitat
in which the bird was spotted can be imperative to determine the exact bird species
within a family. It is unclear to what extent the lack of this information influences
our results. Future technical work could consider using this information to help build
more transparent bird classification models.

Correctness of Explanations versus Explanation Fidelity. Throughout our study, we
consider explanations to be either incorrect or correct. However, as we mentioned, some
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explanations that we classify as incorrect can contain evidence that is correct, making
it difficult to only have a binary categorization for the correctness of explanations.
While we use a binary scale for our analyses, explanation correctness, or fidelity, can
be quantitatively measured on a continuous scale and categorized as low fidelity and
high fidelity [267]. We encourage future work to explore explanation fidelity using
multiple categories instead of two to understand the differences between low- and
medium-fidelity explanations when it comes to task performance and appropriate
reliance. This will provide insight into the impact that noisy explanations have on
decision-making, such as when an explanation reveals some information that is aligned
with the ground truth class and some information that is aligned with the predicted
class.

Simplistic Natural Language Explanations. The natural language explanations are
very limited and simplistic, although this is a fault of the model that we are using to
generate those natural language explanations [137]. Compared to a field guide such as
All About Birds [2], these natural language explanations could be correct for several
species, given their lack of detail and their short length. This is potentially a side
effect of the text descriptions in the CUB-200-2011 dataset being sourced from crowd
workers instead of experts. We encourage technical researchers who are developing
explanation methods that explain image classifications using natural language to pay
careful attention to the text descriptions used for training the language model. For
example, researchers could consider using text data from a field guide as their training
data. We also encourage CSCW researchers to conduct more studies on how the
explanation’s length and level of detail impact experts’ and non-experts’ appropriate
reliance.

Different Explanations Convey Different Information. While we do not intend to
directly compare the two explanation modalities throughout our analyses, they are
discussed in terms of similarities and differences throughout the article. Our main
intention is to investigate how our research model holds across different modalities
of explanations. While several previous studies compare multiple different types of
explanation modalities qualitatively and quantitatively (e.g., [67, 90, 174, 177, 335]),
we encourage readers to avoid directly comparing the two explanations because they
present different information. Previous research reveals that different explanation
techniques can result in disagreements for the same dataset [292]. For example, the
natural language explanations from Hendricks et al. [137] are feature-based, providing
descriptions of features present in the image [137]. However, the example-based
explanations present three similar images, which provide very different information
from the natural language description of features. On top of that, the incorrectness
in both explanation modalities is represented in different ways. While there are
factual errors in natural language explanations that previous research addresses (e.g.,
hallucination effects of natural language models [321]), there are logical errors (e.g.,
inconsistencies) within example-based explanations. This opens avenues for future
research to investigate how different human cognitive abilities (i.e., cognitive styles)
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impact the perception of these imperfect explanations in Al-assisted decision-making
scenarios.

Visualizing Assertiveness for Example-Based Explanations. While there is previous
research on how to visualize the confidence of a prediction for image classification [340],
to the best of our knowledge, there is no work visualizing the assertiveness of example-
based explanations. Given this, our example-based explanations use natural language
to convey assertiveness. Visualizing the assertiveness for each example in an example-
based explanation would provide the decision-maker with another cue about whether
they should rely on the model.

AT Expertise versus Domain Expertise. Our analyses are based on the participants’
expertise in bird species identification. We do not ask participants about their
knowledge of AI. Thus, we do not analyze their expertise related to Al It is unclear to
what extent the participant’s expertise with AI would impact the effect of imperfect
XATI on appropriate reliance and task accuracy for bird species classification. Future
work should consider looking at the effect that Al knowledge combined with domain
expertise has on appropriate reliance, taking into account an imperfect XAI.

4.7 Conclusion

This article sets out a research model to investigate the effect of imperfect XAl
on human—Al decision-making. Thus far, human-computer interaction and CSCW
literature fail to thoroughly scrutinize how explanations’ correctness affects humans’
decision-making and their reliance behavior on Al. Hence, through a human study
with 136 participants, we empirically analyze humans’ decision-making and specifically
assess whether their level of expertise and explanations’ assertiveness moderate the
effect of imperfect XAI on appropriate reliance. Furthermore, we explore the extent to
which incorrect explanations deceive decision-makers’ reliance on Al. With our findings,
we make several contributions: First, we propose a research model to investigate the
moderation of assertiveness and humans’ level of expertise on imperfect XAl in decision-
making tasks. We thereby extend the existing conceptualization of appropriate reliance
by a new dimension of XAI advice. Second, through an empirical study, we reveal that
imperfect explanations and participants’ level of expertise affect human—Al decision-
making for two different explanation modalities. In addition, we show the effect on
complementary team performance and provide guidance for future studies on how
to investigate imperfect XAl in the context of human—Al decision-making. Third,
we propose a novel metric called Deception of Reliance (DoR), which allows us to
measure the impact of incorrect explanations on decision-makers’ reliance. Our results
inform designers of human—AlI collaboration systems and provide guidelines for their
development. Fourth, we reveal which role the language tone in explanations plays
and outline important dimensions that should be considered when designing for XAI
advice.
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Chapter 5

Navigating Appropriations of XAl in a
Deployed Al System

This chapter is adapted from the following co-authored paper:

Turri, V., Morrison, K. (co-first authors), Robinson, K. M., Abidi, C., Perer, A., Forlizzi,
J., & Dzombak, R. (2024, June). Transparency in the Wild: Navigating Transparency in
a Deployed AI System to Broaden Need-Finding Approaches. In Proceedings of the 2024
ACM Conference on Fairness, Accountability, and Transparency (pp. 1494-1514).

Part I reveals the impact of imperfect XAI on human—Al decision-making across
two empirical studies in two different domains with real AI explanations and Al
explanations provided by crowdworkers. Across both studies, Part I captures the
mixed effect of output-oriented XAI on human—AI collaboration. These studies
contribute to the growing body of work that similarly finds mixed effects of XAl
in human—AI collaboration. This could lead to the conclusion that XAI is just not
suitable for human—AlI collaboration. However, these mixed results and limitations
are primarily prevalent among output-oriented XAl designs. This raises the question
of whether Al explanations have value in human—AlI collaboration if used for different
purposes. Therefore, Part II takes a step back to look at the emerging uses of XAl
beyond verifying or interpreting Al outputs.

5.1 Introduction

As the field of AI matures, calls for transparency in Al systems from the responsible
AT (RAI) research and practitioner community have become more prevalent. To date,
research on delivering transparency for end-users has typically focused on explainable
Al (XAI) methods. XAl aims to provide explanations for how models arrive at outputs
for individual or classes of inputs. While XAI methods can be helpful for tasks such
as discovering spurious patterns [316], recent work in XAT literature has shown that
XATI methods lack actionability [99], may not advance model understanding [13], or
are potentially harmful during high-stakes decisions [94, 330]. Furthermore, recent
research within the FAccT community has argued that transparency is much more
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than explainability [73, 108], or at least the current approaches to explainability [233].
Therefore, we align our work with the perspective from Liao and Vaughan [210],
which states: “Transparency is fundamentally about supporting appropriate human
understanding, and this understanding is sought by different stakeholders with different
goals in different contexts.”

While transparency has become an important and debated topic in RAI research,
AT practitioners have limited guidance on selecting, implementing, and maintaining
transparency mechanisms for real-world systems. In practice, alignment between
user needs and computational techniques for generating explanations is not always
clear [144, 211, 213]. Although numerous studies suggest how to take a human-centered
design approach to transparency need-finding (e.g., [47, 66, 71, 100, 101, 128, 158,
212, 236, 306]), few leverage methods outside of the scope of interviews or user studies
of the Al system’s end-users. Triangulating varied data sources, however, has been
shown to be a crucial aspect of building a comprehensive understanding of a problem
space [58].

To explore gaps between transparency research and practice, we conducted an
ongoing case study to implement transparency mechanisms for a deployed Al decision-
support tool. We partnered with Wild Me, a wildlife conservation non-profit, which
offers wildlife researchers Al-enabled decision support tools for identifying individual
animals from uploaded images (e.g., [24, 35]). Wild Me has offered a variety of
transparency mechanisms within its Wildbook platforms over the past few years (e.g.,
saliency maps visualizing the regions of the image that contributed the most to the
prediction [307]). Other mechanisms outside of conventional XAl include match scores
and model documentation. Wild Me introduced these transparency mechanisms to
follow RAI practices and to give end-users methods for understanding and collaborating
with their models. While the Wild Me team felt these mechanisms had been helpful
to end-users, they wanted to reassess how they deliver transparency as they shift
from interpretable models to deep learning models. Therefore, our case study goal
was to identify the uses and challenges of the current transparency mechanisms and
uncover stakeholders’ transparency needs. Our need-finding indicates that users have
unanswered questions about model behaviors and would like to provide transparency
to additional stakeholders. To the best of our knowledge, this case study is the first
to retrospectively analyze how transparency mechanisms have held up in a real-world
deployment over several years using broader need-finding methods.

Our case study focuses on incorporating various data sources and connecting with
a broad ecosystem of stakeholders to support our analysis. Specifically, we expand
upon current need-finding approaches by analyzing Wildbook’s community forum
and user-made training documentation to provide unique insights into transparency
challenges and needs. We also conduct in-depth need-finding with the ML and product
teams, not just the end-users, and run experiments on Wildbook’s MiewID model.
By employing these additional methods, we identify tensions and overlaps across
stakeholder needs, learn about technical limitations, and evaluate the efficacy of
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currently deployed transparency mechanisms. We conclude by discussing how insights
from our case study can shape new approaches to transparency need-finding. The
lessons we learned during this case study are presented to provoke discussion within the
FAccT community about how to identify and expand both the problem and solution
spaces for Al transparency in decision-support tools. We present an overview of our
methods in Section 5.2, analyses from interviews, experiments, and forum posts in
Section 5.3, and discussion geared towards the FAccT community in Section 5.4. We
summarize our work and contributions in Section 5.5.

5.2 Case Study Overview

We detail methods used during our 5-month case study below. Our methods are
designed to understand end-users through a variety of data sources in addition to
interviews, such as community forum posts and training documents. Additionally, we
met repeatedly with the ML and product teams to capture their experiences with
existing transparency mechanisms, ML models, and/or unmet end-user transparency
needs. Figure 5.1 summarizes Wild Me users’ workflow using Wildbooks, and Figure 5.2
summarizes our need-finding methods.

5.2.1 Wild Me’s Al Decision-Support Tool: Wildbooks

Wild Me, founded in 2008, offers Al decision-support platforms called Wildbooks to
assist end-users in identifying individual animals from input images. Each Wildbook
supports a different species or group of species [24]. Wildbooks employ a pipeline
involving object detection and matching algorithms to identify individuals from images.
First, uploaded images are sent through an object detection model, which draws
bounding boxes around localized animals (A1 in Figure 5.1). Users may accompany
their image upload with metadata such as location, time, and custom keywords (A2
in Figure 5.1). Users can add or remove bounding boxes manually to ensure their
accuracy. Next, users input the annotated images through one or more computer
vision algorithms (A1 in Figure 5.1). Users are then presented with a list of the top-k
closest individuals and image matches (part B in Figure 5.1).

Users can click on each of the suggested IDs within the ranked list to view their
uploaded image alongside potential matches. To assist users in confirming matches,
users are shown “match scores” for each ranked potential match (B2 in Figure 5.1)
and given the option to view a saliency map of their input image and potential match
image (B1 in Figure 5.1). These saliency maps, presented as heatmaps, highlight areas
of importance in the model’s matching process. When users want to view the saliency
map for a potential match, the saliency maps appear in a new tab window. Users
confirm all matches themselves. According to the documentation provided by Wild
Me, “the ‘score’ indicates how similar the uploaded image is to potential matches
within the Wildbook database”. Match scores are computed differently depending
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Fig. 5.1: Workflow and features represented from the Internet of Turtles Wildbook. For every
encounter (“a sighting of a single animal at a specific location and time”), users are shown the
image/s and can add metadata, such as the sex. Users can attempt to match the unidentified
individual (A1) to another already in the database. Matched results appear in a new tab (B) and will
show separate results for each unique image in the encounter and/or each unique model available for
that species. (B1) Users can inspect a match result, which reveals a saliency map to rationalize the
model’s result. (B2) Users can also rely on the similarity “score” to determine the best match result.

on the model, with models employing a range of metrics such as cosine similarity to
identify potential matches from within WildBook’s private or public databases.

Wildbooks support several different computer vision models, such as Hotspotter
(an interpretable model) [76] and MiewID (a deep learning model) [371]. Users can
communicate with other users or the product or ML team about workflows, bugs,
and feature requests via their online community forum. Moving forward, Wild Me
plans to develop and deploy multi-species MiewID deep learning models for more
species and communities. As part of this transition, the Wild Me team is interested
in reflecting on existing transparency mechanisms within Wildbooks and considering
ways to replicate the interpretability afforded by models like Hotspotter as they rely
on more advanced deep learning methods.

5.2.2 Need-Finding Methods

Meetings with ML Team [MT]. We attended weekly hour-long meetings (a total of
nine meetings) with the Wild Me ML team as participant observers to understand
the technical underpinnings of the Wild Me models and systems. Meetings were
not recorded; however, three members of the author team took notes throughout
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the meetings. Meeting insights were discussed with the entire author team to derive
implications and themes. During the meetings, members of the ML team would walk
through experimental results, such as comparisons of a MiewID model’s performance
(i.e., rank-x and mAP scores) for each species within a multi-species dataset. These
meetings were attended sporadically by additional researchers at the intersection of
ML and conservation work. Our interactions with the ML team led us to perform our
own training and testing of the MiewID model to further explore model behaviors.

Investigation of the Tool’s Machine Learning Models [ML]. To build a deeper
understanding of Wild Me’s deep learning models, we trained and tested a MiewID
model for beluga whales® on the "Where’s Whale-Do?” beluga whale dataset?. Our
investigation gave us firsthand insight into the training, testing, and deployment
pipeline used by Wild Me, as well as how the current transparency mechanisms are
implemented. We chose only to explore the MiewID model because WildMe intends
to use this model as their primary model moving forward.

Meetings with the Product Team [PT]. As suggested by Liao et al. [212], we
incorporated the designers and product team early on in the need-finding process.
To learn about Wild Me’s perspectives on end-user behaviors and needs, we held six
one-hour-long meetings with the Wild Me product team, which consists of Wild Me’s
lead product manager, customer experience engineer, and director. Meetings were
not recorded; three members of the author team took notes during these meetings.
Meeting notes were discussed with the rest of the author team afterwards. At the
beginning of our case study, the product team onboarded us on a Wildbook platform
and gave us an overview of the system. After our onboarding, these meetings shifted to
learning about existing transparency mechanisms and rationalizations behind current
design choices. We also asked the product team about their ideas for improving the
system based on their knowledge of the users’ experiences. Through these meetings,
we were informed of training materials developed by Wildbook end-users, which we
reviewed as part of our need-finding.

Analysis of Community Forum Posts [CF]. We scraped and analyzed a year’s
worth of posts (from October 2022 through October 2023) from Wild Me’s community
forum. The community forum is a public online resource for users to post and ask
questions. While many topics are discussed on the forum, for the purpose of this study,
we limited the scope to posts related to the “Feature Requests” and “Bug Reports”
tags to uncover users’ transparency needs. After this filter, we scraped 362 posts. We
conducted open and axial coding analysis to analyze transparency uses, challenges,
and needs [373]. More details about the coding process, including codes and example
quotes, can be found in the Appendix of the published manuscript.

Interviews with End-Users [EU]. As suggested by previous literature (e.g., [212,
355]), we conducted semi-structured interviews with experienced Wildbook end-users.

"We trained the MiewID model using code provided in Wild Me’s MiewID GitHub repository:
https://github.com/WildMeOrg/wildbook-ia
Zhttps://lila.science/datasets/beluga-id-2022/
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Fig. 5.2: Our need-finding methods consisted of meeting the ML and product teams and experimenting
with the MiewID model. These three sources provided information related to model behaviors,
technical limitations, and rationales for technical and design choices. We interviewed end-users and
analyzed their training protocols to understand their mental models, use cases, and expectations for
Wildbooks. Lastly, we analyzed the community forum posts as a window into interactions across and
within stakeholder groups.

During the interviews, participants were asked to detail their motivation for using
Wildbooks and their experiences and perspectives on current transparency mechanisms.
We leveraged a contextual design inquiry approach by having users walk us through
their workflow with Wildbook, from collecting data to confirming potential matches
[27]. We also asked modified questions from Liao et al. [212] to elicit users’ transparency
challenges and limitations. We recruited from a list of participants among the top 100
most active profiles on the community forum leaderboard with activity in the past
year or among the top active profiles for the past couple of weeks. We also made a
community forum post with our recruitment call and sent a recruitment call in the
monthly Wild Me newsletter. Participation was restricted to those in the United
States who were at least 18 years old. Interviews lasted for one hour over Zoom.
Interview transcripts were analyzed through affinity clustering.

Analysis of Training Documents [TD]. Inspired by Cai et al. [52]’s work identifying
the onboarding needs of clinicians using Al systems, we analyzed user-made training
documents from four different communities. As part of the onboarding process, research
teams share training documentation via Google Drive. Wild Me’s official training
documentation is available on their site® and on their YouTube channel . Examples
of training materials include video walk-throughs for using the system and written
protocols for image collection or matching. By going through the training material,
we identified all potentially relevant quotes related to model use and transparency
mechanisms. Common themes were identified by clustering the quotes in an affinity
diagram.

5.3 Findings
Our approach to need-finding enabled us to surface nuanced perspectives, opportunities,
and limitations related to Wild Me’s existing transparency mechanisms. To validate

3https://docs.wildme.org/product-docs/en/wildbook/getting-started-with-wildbook/
‘https://www.youtube.com/@wildme3451
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Table 5.1: A summary of the five end-users interviewed, each using the tool for a different animal:
sharks (Sharkbook), whales (Flukebook), sea bass (Giant Sea Bass Wildbook), sea turtles (Internet
of Turtles), and snow leopards (WhiskerBook). We summarize their main role in their organization
and motivation to use the Wildbook.

Wildbook User Role Years of Use Case
Use
Citizen . .
Sharkbook Seientist 9 years | Maintain a record of locations that
seven-gill sharks visited and how fre-
quently they visited those locations to
have
Marine
Flukebook Mammal 10 years | Create an archival catalog of sperm
Researcher whales that includes a mapping be-
tween photo ID and genetic ID
Al S22 S Ui 7 years | Working with the local government
Bass Student . . .
to produce a population density esti-
mation to help maintain endangered
species management
Internet of Teaching 4 years | Identify the impact of increased civi-
Turtles Professor L . .
lization in coastal regions by working
with local sea turtle hospitals
WhiskerBook TG aie 3 years | Calculating population growth over
Researcher i :
time to determine the effect of con-
servation policies on the snow leopard
population

the need to broaden approaches to transparency need-finding, we present how each
need-finding method helps us understand transparency solutions within the context of
Wildbooks. Instead of highlighting findings from each method separately, we group
relevant findings from each source into distinct themes: uses, challenges, and needs.
First, we present meta-analyses of our need-finding methods. Then, we highlight
how different stakeholders use existing transparency mechanisms in subsection 5.3.1.
In subsection 5.3.2, we highlight specific challenges and limitations with the tool’s
existing transparency mechanisms. Lastly, in subsection 5.3.3, we connect insights
from the need-finding methods to end-user needs not currently addressed by existing
transparency mechanisms.

Need-finding Meta-Analyses. We interviewed five end-users: a citizen scientist
who uses the Sharkbook, a Marine Mammal researcher who uses the Flukebook, a
conservation researcher using the WhiskerBook, a teaching professor using the Internet
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of Turtles book, and a graduate student using the Giant Sea Bass Wildbook. As
seen in Table 5.1, some users leveraged Wildbooks solely to maintain a catalog of the
species. By contrast, others used Wildbooks to understand or influence conservation
policies. All of these users have been working with Wildbooks for at least three years
and have been manually identifying species in their domain for even longer.

Regarding the community forum posts, we ended up with 71 codes after an open
and axial coding of the 362 posts. Most of the forum posts were not related to the
transparency of the models but instead were about feature requests (33% of posts)
and confusion about the system’s design/workflow or how-tos (41% of posts). The
remaining posts were about errors (15% of posts), transparency of the system (less
than 5% of posts), or miscellaneous topics (6%). The resulting codebook can be found
in the Appendix of the published manuscript.

The four training materials created by end-users were produced for different au-
diences with a variety of formats. For example, the Internet of Turtles interviewee’s
training material is geared towards undergraduates collecting field data and uploading
images to the Wildbook. This single-document training protocol does not go into
detail about the process of matching individuals because undergraduate students
are tasked solely with collecting data for upload. However, the training materials
from the Giant Sea Bass Wildbook interviewee, the WhiskerBook Interviewee, and
an African Carnivore Wildlife end-user all target users who are collecting field data
and identifying individual matches. These detailed training protocols, consisting
of numerous documents and videos, include content about interpreting individual
match scores and determining which models to use. The training protocols for these
three Wildbooks also detail how to annotate images prior to input into a matching
algorithm.

5.3.1 Usage of Existing Transparency Mechanisms

Transparency mechanisms have been integrated within Wildbooks for several years,
and saliency maps have been implemented for at least three years. As a result, we
were given the unique opportunity to learn how well popular transparency mechanisms
have worked in practice. Our findings indicate that both mechanisms (saliency maps
and match scores) can provide value to end-users and the Wild Me team. These
mechanisms are informative to developers and help the product team support end-
users’ transparency needs. We detail specific uses observed using each need-finding
method for both transparency mechanisms below; Table 5.2 provides a high-level
summary of uses.

5.3.1.1 Saliency Map Uses. ML Team [MT], [CE]. Our discussions with the ML
team taught us that saliency maps are an essential part of their model training
and evaluation workflow. The ML team uses saliency maps to help convey model
performance issues during their meetings. For example, during one session, one of the
ML engineers walked through a graphic depicting examples of correct and incorrect
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Table 5.2: Wild Me’s tool currently offers two transparency mechanisms: saliency maps and match
scores. This table provides a link between the need-finding methods and the key uses of and challenges
with the transparency mechanisms. Insights are mapped to the community forum analyses [CF],
end-users’ training documents [TD], end-user interviews [EU], meetings with the product team [PT],
meetings with the ML team [MT], and model experiments [ML].

Technique

Uses (Section 5.3.1)

Challenges (Section 5.3.2)

Saliency Maps

[MT] Identify model behaviors,
such as blindspots or spurious
patterns

[MT], [CF] Communicate unex-
pected model behaviors

[PT] Incorporates saliency maps
in the tool to help build end-
users’ trust

[EU], [TD] Consult while con-
firming a match as a second
source

[EU], [TD] Communicate with
external stakeholders and new
users

[ML], [MT] Saliency maps for
some models are ambiguous or
uninterpretable

[MT] Need to prioritize compu-
tationally efficient saliency maps
[EU] The discoverability of the
saliency maps feature is low
[EU] Need more clarity on the
goal of saliency maps

[EU], [CF], [PT] Need more
guidance on where and when to
find the saliency maps

[EU], [CF], [TD] Saliency maps
can be wrong or convincingly
misleading

Match Scores

[PT] Incorporates match scores
in the tool for power users to
consult while reviewing match
results

[EU], [CF], [TD] Consult
to reason about the recom-
mended matches “confidence”,
“accuracy”, or “quality”

[MT], [ML] Score ranges and
meanings not standardized
across models

[PT] Presenting how the match
scores in a user-friendly way
[CF] Unclear on how to interpret
and compare match scores

model predictions with their accompanying saliency maps to communicate aspects of
a model’s performance to the rest of the ML team. During another meeting, an ML
engineer showed saliency maps with ambiguous trends from one of the newer models
still under development to discuss how to better explain that model’s predictions.
ML engineers also leveraged saliency maps within the community forum to address a
user’s comment about errors in image segmentation. Overall, the ML engineers rely
on the saliency maps as a diagnostic tool for understanding model behavior and as a
way to communicate these behaviors to others.

Product Team [PT]. According to the lead product manager and customer expe-
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rience engineer, saliency maps are used by their team and within their products to
build trust among end-users. The product team also discussed prior user research
involving saliency maps, which indicated that maps are important for cultivating trust
and adoption. The team also shared Figma prototypes of new designs for Wildbook’s
interface, which indicated that saliency maps will be used moving forward.

End-users [EU], [TD]. Through interviews with end-users, we learned that end-
users view the system as a way to narrow the search space for potential matches.
However, users still manually match individuals by visually analyzing their unique
patterns, markings, or spots (Figure 5.1, part B). Matching methods vary by species
and research team based on pre-Al workflows for identifying individuals. Many users
identify and validate key points across images without using saliency maps at all,
instead zooming in on the image for closer manual inspection. For example, the
Internet of Turtles interviewee said, “Sometimes I will zoom in on the picture...so I
haven’t used the [saliency maps] that much.” While many users are inclined to match
individuals manually, some users, such as the WhiskerBook interviewee, leverage
saliency maps as a starting point for identifying shared features across individuals.
Figure 5.1 highlights how the saliency maps from two images cover the same scales on
a turtle, which the user can then use to confirm the match. Conversely, the Giant Sea
Bass Wildbook interviewee uses platform-specific visualizations that highlight specific
points instead of regions.

While end-users may not rely heavily on saliency maps during the matching process,
maps can be used to communicate information about how Wildbooks work to external
stakeholders and newer users. For example, the WhiskerBook and Internet of Turtles
interviewees have both leveraged saliency maps when sharing results with outside
stakeholders (e.g., local policymakers, government officials, and research audiences)
to justify their use of the system and the validity of their research. Our Internet of
Turtles interviewee also imagined how they could use saliency maps as part of the
onboarding process to demonstrate how the models work.

5.8.1.2 Match Score Uses. ML Team [MT]. Match scores derived from Wildbook
models are used to determine the top-k closest matches to an input image. While
match scores could hypothetically be analyzed during the training process as an
indicator of model calibration, our meetings with the ML team indicated that scores
are not consulted within their current workflow.

Product Team [PT]. While the lead product manager and customer experience
engineer feel that match scores can be confusing for end-users to interpret, the product
team also shared that many end-users develop their own intuition for interpreting
match scores to assist in their matching process. The product team has considered
removing the match scores to encourage users to rely solely on the rankings instead of
the score. However, they’ve opted to keep match scores because they have learned
from prior user research that scores have been helpful to many power users.

End-users [EU], [CF], [TD]. Many experienced users have developed their own
systems for interpreting match scores. For example, when the Internet of Turtles
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interviewee “...sees a [match score] above 1...there’s a pretty good likelihood...that’s
a match.” Alternatively, if the interviewee sees a score below 1: “I’ll look at it the
[potential match/, but I know that there’s not really anything there.” Across training
materials produced by end-users, we saw that higher match scores were described
as indicating a higher likelihood of a match. In the training material for the Giant
Sea Bass Wildbook, for example, users are advised that when scores are “...greater
than 200 [it’s] a very high probability of a match... 2 is the threshold for potential
matches.” Similarly, the training video from the WhiskerBook Interviewee discusses
the match score as “...the ranking of how well the images matched to each other.” Like
saliency maps, match scores are just one factor in navigating potential matches, as all
interviewees stated they still manually match the result just to be sure. For example,
the Internet of Turtles interviewee described the match scores as “...a very generic
starting point...”. Questions about match scores on the community forum further
corroborate that they are used to some extent during the matching process.

5.3.2 Challenges with the Existing Transparency Mechanisms

Aside from use cases, we also learned about current challenges related to transparency
mechanisms. Due to model and system constraints, these challenges are often con-
nected to design and technical choices made by the Wild Me team. We saw that
transparency mechanisms can unintentionally introduce confusion to end-users within
the matching process. We detail specific challenges observed from each stakeholder for
both transparency mechanisms below; Table 5.2 provides a summary of challenges.

5.3.2.1 Challenges with Saliency Maps. ML Team [MT], [ML]. We learned from the
ML team that while saliency maps for interpretable models produce visualizations that
highlight matching features across the input and potential match images, saliency maps
for their deep learning models can produce unusual gridlike patterns that are hard to
understand. During our own experiments with the MiewID model, we struggled to
produce reasonable saliency maps using a different visualization approach. As a result
of the misalignment between saliency methods and the MiewID model, saliency maps
have become less usable over time in this context. Additionally, the ML team voiced
that generating saliency maps can be computationally inefficient, which only adds to
the already long processing time needed to identify matches. These challenges suggest
that alternative transparency solutions to saliency maps may need to be explored
moving forward.

Through our experience using the MiewID code, we learned that the current
system utilizes GradCAM++ to generate saliency maps [64]. Discussions with the ML
team revealed that the team found this visualization method to be one of the faster
techniques. However, challenges in applying traditional saliency map techniques may
arise as the Wildbook models are for information retrieval rather than classification,
which means these models produce embeddings rather than classification scores.

Product Team [PT], [CF]. The product team faces challenges in informing end-users
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of the saliency map capability. While saliency maps are included in a number of demos
and across documentation related to Wildbooks, the product team has seen on the
community forum and within their user research that end-users are often unaware
of how to access these features. Further, the tab for accessing the saliency map is
labeled the “inspect tool”; which can lead to confusion about what the tool is and the
information it provides. Discussions on the community forum between the customer
experience engineer and end-users revealed that saliency maps are discarded 1-2 weeks
after user uploads are matched, at which point the button for inspecting the saliency
map disappears. This decision was made as a result of technical constraints related
to storage. The product team has had to field numerous questions and complaints
related to the unavailability of saliency maps in the community forum.

End-Users [EUJ, [CE], [TD]. While the WhiskerBook and Internet of Turtles
interviewees were aware of and used the saliency maps feature before, community
forum posts and discussions with the Flukebook and Sharkbook interviewees reveal
that many users do not share the same experiences. Many users are unaware of
the existence of saliency maps, struggle to access them, and/or rely on alternate
visualizations. For instance, the Sharkbook interviewee was unaware of the feature and
uncertain of its meaning after being shown the feature during an interview. Examples
of platform-specific alternatives to saliency maps used by interviewees include “trailing
edge” visualizations for whale flukes and “spot-based” visualizations for giant sea bass.

Users who are aware of saliency maps mentioned pain points related to their use,
including the expiration of saliency maps. To quote a post from a community forum
user, “1’d like to see the inspection results, but I'm getting this error ‘inspection image
unavailable (likely outdated)” on every attempt.” Saliency maps can also inaccurately
highlight mismatched elements across images, as warned by the WhiskerBook training
materials, making saliency maps difficult to use or potentially misleading during
manual matching. Per the WhiskerBook interviewee’s experience: “Sometimes it is
wrong, and it’s not useful.. sometimes the match is not correct, and it will match on
a pattern that is not the same.”

5.8.2.2  Challenges with Match Scores. ML Team [MT], [ML]. According to the ML
team, the meaning of match scores varies across algorithms. For example, the MiewID
algorithm uses cosine distances between embeddings to identify the top-k matches.
The scores shown to end-users are the cosine distances between the target embeddings
and (pre-computed) match candidate embeddings. Through our close investigation
of the MiewID model, we learned that the embeddings are generated by training
an EfficientNet model [184] with an ElasticArcFace module. During evaluation, the
ElasticArcFace module is removed, and embeddings are extracted from the final layer
of the EfficientNet. This differs from the Hotspotter algorithm, which uses a variation
on Local Naive Bayes Nearest Neighbor (LNBNN) to calculate potential matches.
The ranges of match scores and the information they communicate will therefore vary
across algorithms and trained model instances.

Product Team [PT], [CF]. The product team frequently responds to questions
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from end-users about how to interpret match scores. Similar questions were seen in
the community forum, where users often ask what match scores represent. Because
match scores can mean very different things, conveying their meaning to end-users
can be challenging. The product team responds to user questions about match
scores on the community forum with responses akin to, “All three algorithms have
relatively inscrutable scores. They’re not probabilities and not especially meaningful
but are rather distance metrics of one form or another and will vary from the trained
instance of the algorithm to another trained instance.” Another definition in a similar
community forum post reads: “The more visual texture similarity, the higher the
score.” Despite the product team adding a statement about this caveat in their own
training documentation, they continue to encounter questions about match scores on
the forum.

End-Users [CFJ. Based on our analysis of the community forum, end-users are
hesitant about interpreting match scores. One user on the community forum asked,
“Regarding ‘Match score’ in Wild Me Documentation, it is stated that, ‘The match
score represents the numeric value returned from the algorithm.” But what exactly are
these numeric values? What do they represent: percentage, a score from 0 to 1, or 0
to 107 Or something else?” Many end-users incorrectly interpret the match scores as
probabilities. On the community forum, users ask questions such as “Is the highest
score 12”7 and “The CurvRank v2 has 2 results [with a score] around 5. If the highest
rank [score is] 10, [do] the results have a confidence of 50 percent?” and “FinFindR
has 2 results around 0.2. What is the maximum score? What is the confidence of the
matching [Whale X]?” Ultimately, users struggle to interpret match scores and are
unable to compare scores across algorithms since these scores may fall within different
ranges.

5.3.3 Broader End-User Needs

Our analyses of end-user interviews, community forum posts, and training documents
helped us form an understanding of end-users’ mental models of Al and their workflows
throughout the entire Wildbook pipeline. Talking to the ML and product team helped
us situate those needs within the limitations of the system design and models. Based
on our analyses, we learned that while current transparency mechanisms are targeted
toward the match exploration stage, users have transparency needs across stages of
the pipeline leading up to and following the match process. This is also seen in related
works such as Corti et al. [75].

5.3.3.1 Distribution of Acceptable Model Inputs [PT], [MT], [CE], [TD]. We identified
unmet transparency needs related to the image annotation process throughout our
data sources. Before users can view potential match results, they must oversee the
upload and annotation process. While the annotation process is automated using
object detection models for some Wildbooks, users sometimes need to manually add
or correct annotations due to model failures. During the annotation process, users
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also have to assign a viewpoint of the animal to the image (e.g., top, left).

Discussions in the community forum reveal that users grapple with uncertainties
about which attributes of model inputs are likely to cause failures during the annotation
process. Numerous users have expressed frustration after trying to bulk upload a
set of images only to learn that the type, quality, and/or size of their images were
not accepted by the system. For example, one community forum post discusses the
unexpected importance of crop ratio, “The Hotspotter algorithm does not seem to be
able to match against images other than with the same crop aspect ratio. So if there
are no images with the exact same crop aspect ratio, there are no matches” Similarly,
discussions on the community forum suggest that researchers expect viewpoints to be
heavily factored into the Al-enabled matching process, as the viewpoint is critical to
their manual matching processes. Conversely, the WhiskerBook training documents
indicate that users believe the algorithm matches against all images, not just those
with the same labeled viewpoints, so annotation issues will not impact matching.
Interestingly, concerns about model inputs and annotation failures were not brought up
during the interviews with end-users, although they were prevalent on the community
forum.

The process of curating acceptable model inputs is further complicated by end-users’
pre-Al notions of image quality. Through the product team, we learned that wildlife
conservation researchers grade the quality of their images for individual identification
using image quality and individual distinctiveness scores [113]. According to the
ML team, some users include these scores within the metadata for their images, but
their systems for rating images vary widely across users and domains. The concept of
distinctiveness scores may influence end-users’ mental model of high- versus low-quality
images and may lead to misaligned definitions of image quality between the end-user
and system specifications. End-users are left to make informed guesses about how
their annotations impact their matches.

5.3.8.2 Explore and Compare Algorithmic Performance [EU], [TD]. Performance
metrics for Wildbook models are not generally available to end-users. As a result,
users are left to fill in the blanks on model performance through their own analyses
and/or develop protocols about which algorithms to use based on their experiences.
For example, a group of WhiskerBook users conducted quantitative analyses of model
performance for different k-values and published these findings for the snow leopard
research community [37]. This information can then be used to inform user protocols for
reviewing potential matches. The WhiskerBook training material, for example, advises
WhiskerBook users to consult multiple models. By contrast, the Flukebook interviewee
consults Wildbook models consecutively, analyzing results from the first model and
looking at the second model only if a match is not already found. Alternatively, the
Giant Sea Bass Wildbook interviewee has determined differences between the two
models from “trial and error”: “...13S [one model] I feel like is more precise, but they
give less options...maybe there’s a potential chance for like 5% error where Groth
[another model] I feel like is probably like a 97% chance of having it within the 20
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matches.” These findings showcase how users have compensated for not being provided
information about model performance (i.e., through trial and error or through their
own comparison experiments). Users are willing to go to great lengths to conduct
these analyses because they are essential to their work.

5.3.3.8 Human-Human-Al Collaboration Workflows [PT], [CF]. Although experi-
enced users typically review and finalize matches on their own, many research teams
employ an offline system for validating matches made by newer users or handling
challenging matches. Some Wildbooks, such as the Giant Sea Bass Wildbook and
Sharkbook, invite the community to take part in uploading their own images and
suggest potential matches for the experts to approve. These human—human—AlT collab-
oration workflows, in which a user reviews Al suggestions and collaborates with other
users to make a final decision, often take place behind the scenes of the system’s work-
flow. This process aims to maintain the quality of the animal ID database and prevent
errors from propagating, such as an individual animal incorrectly being identified as
two separate entities throughout the database. According to the product team and
“Feature Requests” on the community forum, users have asked for the Wildbooks to
offer features that accommodate their collaborations. On the community forum, users
have requested a new kind of user role with limited access privileges “..allowing them
to record an encounter, consult the encounters, launch a match, and see the results but
not to validate this match or to assign an individual to a photo.” To finalize the match,
“..Jwe] would then let only selected and more experienced users perform this critical
last assignment step.” Alternatively, users on the community forum have also asked
for “peer review” functionality, in which case “matches validated by the contributors
are in an ‘unapproved’ state by default, and there is then a wvalidation step when
someone to whom we have assigned this role can edit it in an ‘approved’ state.” While
the interviews with end-users indicated that users participate in human—human—Al
collaboration for difficult matches, they did not reveal details to the extent found on
the community forum.

5.4 Reflections & Insights on Navigating Transparency
in Deployed AI Systems

Throughout our 5-month case study with Wild Me, we utilized diverse data sources
to paint a varied picture of current transparency mechanisms. We uncovered from
interviews with end-users and analyzing user-created training materials that user
workflows often involve manual review of Al outputs and complex review structures.
We learned that the ML team uses saliency maps to investigate model behaviors
and communicate those behaviors to others. However, through our experiments with
MiewID, we saw firsthand how these maps can become challenging for deep learning
models. By contrast, the product team uses existing mechanisms to build trust among
end-users, although analyzing the community forum posts expose how users can also
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struggle to interpret or find these mechanisms.

Our methods enabled us to identify tensions between stakeholders, which we can
mitigate by prioritizing functional needs and finding dual-use solutions. For example,
the ML team’s challenge of providing computational efficiency ultimately needed to
take precedence over other stakeholder concerns and constrained the solution space.
However, investing in methods for interpreting match scores, for instance, could have
positive implications for the ML developer and end-user workflows while remaining
computationally inexpensive.

While interpreting our reflections, it should be taken into consideration that our
research setting may be unique in that we have direct access to a variety of stakeholders
and data sources, such as the community forum. Additionally, we are working with a
deep learning model that performs an information retrieval task, and the nature of
the system and user workflows may be somewhat specific to our case study. However,
we do our best to provide generalizable reflections for the broader FAccT community
without overextending their implications. We situate our findings within related
literature and the FAccT community by reflecting on our approach below.

Need-finding with the ML team and the deployed models provides necessary
insight into technical limitations and challenges. While previous transparency need-
finding frameworks have included model developers in their process (e.g., [212]), the
model developers are leveraged primarily to implement transparency solutions. In our
work, we positioned technical considerations to be front and center by considering the
ML teams’ perspectives to be on the same level as end-users. Being hands-on with
the machine learning model used within the system, as opposed to only hearing from
the ML teams about how the system works, exposed us to additional model behaviors
and technical limitations related to transparency that we would not have otherwise
discovered. For example, using ML models for information retrieval within the system
means that saliency maps need to be generated in a way that differs from classification
contexts. Overall, our meetings with the ML team taught us about model behaviors
that end-users may be unaware of.

While this method exposes valuable and relevant insights, gaining access to the
ML team and models may not always be possible, given the researchers’ networks
or data-sharing policies. Additionally, the insights that arise can mislead researchers
if this method is prioritized more than an end-user-centric method. We encourage
transparency researchers to conduct need-finding closely with the ML team and the
deployed models early on in the transparency need-finding process to gather the
necessary information to fuel transparency solutions, such as behavior descriptions
of the model [49] and onboarding modules [53]. Ultimately, some form of internal
support from the ML or development team should be a requirement for deploying
transparency mechanisms.

Community forums for AI tools can expose valuable crowdsourced informa-
tion about transparency needs and challenges. Although analysis of large-scale
crowdsourced data can be time-consuming, and a small portion of the data may



Chapter 5. Navigating Appropriations of XAI in a Deployed AI System 95

be specific to transparency, we found the community forum extremely valuable in
identifying needs across the wider user base. Previous work has also found end-users
to share model blindspots and failures they encounter online, such as on Twitter [207].
The value of leveraging end-users’ crowdsourced insights for improving model trans-
parency and fairness has been emphasized by several recent workshops and studies
(e.g., [48, 84, 85, 196]). As shown by our findings and previous transparency research,
analyzing end-user content beyond semi-structured interviews is vital for identifying
and understanding transparency needs. As such, we recommend that Al practitioners
consider building community forums for their users. We also recommend that trans-
parency researchers value insights from community platforms and other social media,
as these can be useful for triangulating user data [58].

Exploring how end-users compensate for unmet transparency needs helps identify
potential transparency solutions. A vital step in the need-finding process is the
observation stage, allowing researchers to understand users’ current workflows and
identify their needs without explicitly asking users what those needs are. Very few
existing processes for transparency need-finding suggest leveraging observational or
ethnographic studies to understand users’ current workflow with the Al system [47].
Furthermore, none has suggested analyzing community forum posts or user-designed
training documentation. While interviewing end-users, we discovered that many users
were creating their own training documentation on how to collaborate with the system
and interpret the predicted match results. Cai et al. [52] observed clinicians having a
similar need for users to be onboarded to the Al system, corroborating our findings.
We also learned that users rely on the community forum as a way to expose the
transparency of the models they work with. From understanding model blindspots in
the community forum to comparing the models in training documentation, end-users
have created numerous means to compensate for unmet transparency needs. Outside
of the matching process, users have questions about model failure modes, image quality
requirements, and algorithmic performance. The information end-users are seeking by
their own means can be addressed by building on ideas suggested from previous FAccT
contributions, such as model cards [77, 235] and data cards [276]. Furthermore, a user
study with non-expert analysts highlights the significant value added by providing an
interactive tool that offers information about a model’s uses and blind spots [77]. While
we identified users’ needs to align with various transparency solutions, such as model
cards (e.g., [235]) or onboarding methods (e.g., [53, 242, 243]), many transparency
taxonomies fall short of suggesting solutions beyond local explanations [322]. We
encourage the FAccT community to consider incorporating contextual inquiry-inspired
approaches within transparency need-finding to broaden the transparency solution
space. Ultimately, incorporating contextual inquiry or observational studies in the
transparency need-finding process can help researchers and practitioners uncover
how end-users compensate for currently unmet transparency needs. In the absence
of training materials, researchers may benefit from working with end-users and the
developer team to create documentation to see how transparency needs or uses arise.
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Transparency solutions must be adaptable to complex human—human—AI col-
laboration workflows. As revealed by many of our interviewees, end-users often
work within a larger team with members with varied levels of experience, matching
species within their domain. End-users may hand more challenging matches to senior
members of their team for review. This is not the only place where human—human—AI
collaboration workflows exist. For example, radiology students and residents may
collaborate with Al to help them localize and/or grade tumors and then pass the
patient case to their attending for validation or further investigation [175]. With
the exception of works such as McNeese et al. [231] and Munyaka et al. [244], few
papers investigating human—AlI teaming explicitly acknowledge human—human—Al
collaborations. To our knowledge, no previous works recognize the need to adapt
transparency mechanisms to such workflows. From our analysis of the community
forum and discussion with the product team, we identified the need for transparency
solutions to be adaptable to complex human—human—AT collaboration workflows within
Wildbooks. Future research is needed to explore transparency mechanisms in the
context of human—human—AI collaboration scenarios. One such solution could be to
consider collaborative saliency maps, where users can annotate regions of the map they
believe are convincing or misleading for their human collaborators to review. Another
solution could be to consider offering users the option to explicitly identify which
model they used to identify a match and a short rationalization for their decision.
In terms of broadening transparency need-finding approaches, we recommend that
researchers identify not only the end-users’ workflow but also the processes that exist
before and after the end-user interacts with the data or model.

5.5 Conclusion

Current transparency need-finding approaches often focus primarily on end-users
and use this information to determine XAI solutions. Although conversations with
end-users are an essential component of understanding user needs, users may have
challenges that are missed or overlooked without a broader context and cannot be
addressed by XAI solutions alone. This work sets out to broaden transparency
need-finding approaches within FAccT and the larger RAI research community by
demonstrating what multi-stakeholder engagement looks like in the context of a 5-
month case study centered around a widely-deployed Al-decision support tool. By
leveraging a diverse set of need-finding methods (i.e., meetings with the ML and
product teams, experiments with an ML model, analysis of community forum posts,
interviews with end-users, analysis of user-created training documents), we investigate
the utility of currently deployed transparency mechanisms and provide insights about
end-users’ unique transparency needs. Our discussion highlights recommendations for
transparency researchers to consider when approaching need-finding in practice. We
intend to experiment with a variety of transparency solutions moving forward such as



Chapter 5. Navigating Appropriations of XAI in a Deployed AI System 97

reframing match scores, providing algorithmic performance information to end-users,
or building explanations for human-human—Al interactions. While our work does not
cover all possible approaches for identifying transparency needs, we invite researchers
from FAccT and beyond to leverage such approaches as a stepping stone to adopting
more varied need-finding methods in their work.
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Chapter 6

Exploring Emerging Uses of XAI in
Clinical Decision-Making

This chapter is adapted from the following paper:

Morrison, K., Li, Z., Kim, M., Hong, C., Kraisangka, J., Correa-Jaque, P., Fauvel, C.,
Sahay, S., Vanderpool, R., Everett, A., Lin, S., Kanwar, M., Benza, R., & Perer, A.
(2026, July). It’s Not Just for Trust: Designing for Emerging Uses of Explainable Al in
Clinical Decision-Making. Under Major Revisions at ACM HEALTH 2026.

If explanations were only useful for verifying or interpreting Al outputs during
human—AI decision-making, we wouldn’t have seen end-users adapting the saliency
maps for uses like those observed in Chapter 5. But this is just one instance. So we
set out to identify their emerging uses beyond this one instance in another domain
where Al-assisted decision-making is prevalent.

6.1 Introduction

Explainable Al (XAI) has largely been designed and evaluated through the lens of
four traditional uses: to foster trust, calibrate reliance, enable algorithmic recourse,
and support understanding of model behavior [49, 112, 163, 200, 217, 275, 318, 364].
While these uses of XAl are core to developing safe, transparent, and responsible Al,
they constrain the design space for how else Al explanations can be used in human—Al
collaborations. Furthermore, mixed results and critiques on XAI’s ability to actually
achieve those four traditional uses [315, 347, 348] raise the question of whether we
are designing XAI with the right uses in mind. For example, fostering trust and
calibrating reliance on Al are proving to be more complex constructs that an Al
explanation alone cannot influence [297]. Research has captured a variety of factors,
such as task difficulty, domain expertise, and consistency of Al performance [56], that
contribute to shaping trust and reliance behaviors during human—Al collaboration [92].
Within high-stakes decision-making contexts such as healthcare, factors beyond Al
explanations, including clinical trial validation and institutional support, are key

to gaining physicians’ acceptance of Al-powered clinical decision-support systems
(AI-CDSS) [46, 317].
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Other critiques of XAl have highlighted XATI’s lack of actionability during Al-assisted
decision-making [315]. Singh et al. [315] state that an explanation is actionable if it
provides information that helps people figure out what actions need to be taken in order
to change the Al’s prediction. Consequently, a subset of XAl research has focused on
designing actionable Al explanations to be used for algorithmic recourse in human—AI
decision-making contexts [29, 315, 366]. Beyond algorithmic recourse, emerging uses of
XATI in empirical studies remain limited. Discussions in recent literature have alluded
to XAI being used as a mediator in human—human interactions [75, 158, 177, 198] or
as a tool to facilitate knowledge discovery [326]. Yet HCI work on XAI in human—AI
decision-making has underexplored designs that focus on emerging uses.

Despite evidence that Al explanations often fall short of achieving those four
traditional uses, research continues to pit different explanation configurations (i.e.,
method, modality, content, and interactivity [26, 60, 90, 149, 220, 278]) against
one another to identify design guidelines that will lead us closer to the “best” XAl
configuration for fostering trust [364], enabling algorithmic recourse [347], supporting
model understanding [364], or calibrating reliance [150, 200]. This highlights a gap
in the literature where little research exists that seeks to design for and understand
the emerging uses of XAI in human—AlI collaboration. Although these traditional
uses are important to the development of responsible Al, they do not reflect the
complexity of real workflows, where many tasks are interdependent and extend beyond
a single decision point. Furthermore, these uses do not account for the collaborative,
communicative, and exploratory needs and challenges that arise within complex
workflows, such as clinical workflows. Yet XAI methods offer mechanisms that can
fundamentally support these broader uses when designed with them in mind. We
argue that designing for emerging uses can help address longstanding challenges across
human—AI collaboration and computer-supported cooperative work contexts. For
example, in healthcare, Al explanations can support communication grounding in
human—human interactions, such as when a physician uses Al to identify and discuss
appropriate treatment options or justify clinical reasoning to a patient. However,
with the current empirical XAI literature in clinical contexts focusing primarily on
traditional uses of XAI and for a single task in isolation [275, 318], these broader
needs presented by clinical workflows remain underexplored.

To investigate these critical gaps in the design for and understanding of XAI’s
emerging uses in a real context, we focus on an Al clinical decision-support tool for
Pulmonary Arterial Hypertension (PAH). PAH is a rare and incurable disease that
predominantly affects women [78]. This progressive disease demands intricate, shared
decision-making across all stages of care, from medical history evaluation to long-
term treatment planning and symptom monitoring. Although there are algorithmic
tools for PAH that offer mortality risk calculations based on the patient’s lab results
and demographics to aid in treatment planning [74], these tools are often limited to
risk prediction for the current visit without XAI, neglecting nuanced communication
and reflective practices critical to patient care. These factors present PAH as a
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compelling context for examining emerging uses of XAl across the clinical workflow.
Our investigation into these emerging uses is guided by the following questions:
(RQ1) How can ezisting XAI techniques be designed to better enable emerging uses
by clinicians treating patients with PAH? and (RQ2) What emerging uses of XAI do
clinicians treating PAH envision across their evolving workflow?

Recognizing that the design for emerging uses of XAl in clinical workflows remains
underexplored, we adopted an iterative prototyping approach with clinical stakeholders
as a method of inquiry to narrow down and refine designs of existing XAI methods
(Phase 1). We chose prototyping for Phase 1 because prototyping methods have been
shown as appropriate ways to design for and understand XAI needs [158, 198]. These
co-design sessions informed the design of our high-fidelity prototype in Phase 2, which
we used as a design probe with seven PAH physicians to further explore the emerging
uses of XAl in clinical decision-making. We use our final prototype as a design probe
in Phase 2 because design probes have been previously shown to be useful in eliciting
rich data within clinical decision-making [52]. To our knowledge, no prior work has
used participatory design to intentionally design for or understand the emerging uses
of XAI across the full clinical workflow.

Our study presents four emerging uses of XAl specific to clinical decision-making
through a combination of interactive and exploratory XAI designs: (1) collaboratively
exploring treatment options with patients, (2) generating hypotheses to identify
or reflect on treatment plans, (3) communicating with other stakeholders, and (4)
supporting education efforts about the disease. These findings emphasize that limiting
XAI designs to traditional uses constrains its design space, limiting the opportunity to
identify emerging uses of XAI. Our work contributes to the ongoing discourse on XAl
by encouraging researchers to explore how existing XAI designs, metrics of success,
and evaluations may limit how XAI is used in human—AI and human—human—AI
decision-making.

6.2 Study Context: Pulmonary Arterial Hypertension

We recognize the importance of establishing the study context and mapping the journey
of key stakeholders involved in PAH patient care. We present the clinical journey
of managing a single patient with PAH, from primary care referral to monitoring
treatment outcomes, as shown in Figure 6.1. Our journey map has been validated
by our clinical collaborators. We introduce specific challenges with existing PAH risk
assessment tools (examples shown in Figure 6.2). This journey serves as a foundation
for identifying and designing for emerging uses of XAl explored in our study. Each
phase of the journey is detailed below.

Review Stage. After a patient is referred to a PAH care center by their primary
care physician, the PAH physician will review the patient’s existing medical history.

Exam Stage. After reviewing the patient’s medical history, the physician requests
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Pulmonary Arterial Hypertension Patient Management Journey

Refer to PAH Center Review Exam Diagnosis Treatment Plan Monitor
Accept patient referral Review patient medical Order and conduct Interpret the test results and  Develop treatment plans Monitor impact of treatment
from PCP history detailed exams reach a diagnosis based on patients’ diagnosis  to adjust as needed
Referral Review Diagnosis Treatment Plan Monitor
Exam

Fig. 6.1: Single PAH patient management journey. Journey validated by PAH physicians.
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Fig. 6.2: Examples of existing PAH risk calculators. (Left) Interface for the ESC/ERS Guidelines
risk assessment tool. (Middle) Non-Invasive French Criteria risk assessment tool. (Right) Reveal
Lite 2 risk assessment tool. PAH physicians have referred us to these interfaces, explaining how
they aid them in PAH diagnosis and treatment planning. These interfaces are offered by the PAH
Initiative [74].

exams if they need additional data before diagnosing the patient. For example, the
patient may need an echocardiogram or right heart catheterization so the physician can
determine any abnormalities in the heart’s function. After the exams are completed,
the physician will return to the review stage to consider any additional factors that
may influence the diagnosis.

Diagnosis Stage. After the patient completes additional tests, the physician will
calculate the patient’s risk of mortality at 6 months, 1 year, or 5 years to help identify
appropriate treatment interventions. This typically occurs just before the physician’s
visit with the patient. There are a variety of algorithm-based risk assessment calculators
(e.g., REVEAL [22], COMPERA [139], and ESC/ERS Guidelines [148]) to aid in
diagnosis and treatment planning. For example, the calculators shown in Figure 6.2
operate on a green, yellow, and red color scale, which helps to easily communicate
the patient’s risk level. Some institutions have integrated these calculators into their
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electronic health record systems, while others have posters of them on the walls in the
patient rooms or nothing at all, such as in community clinics.

Treatment Planning Stage. After calculating the patient’s risk, the physician
will identify an appropriate treatment plan, considering any existing treatment plans
and co-morbidities the patient may have. Numerous PAH physicians leverage the
ESC/ERS 2022 guidelines [148] when determining an appropriate treatment plan for
PAH patients. However, selecting a treatment is a shared decision-making process
between the patient and the physician, as certain treatments can require significant
lifestyle modifications. This is where being able to visualize different scenarios of
the patient’s condition can help inform the next steps in treatment planning and
encourage reflective practices.

Monitor Stage. After a treatment plan has been established, physicians monitor
their patient’s reactions to the treatment through follow-up visits, which typically
occur every three to six months. The frequency of these visits depends on factors
such as the patient’s diagnosis, their response to the treatment plan, and external
constraints, such as pharmacy or insurance bottlenecks. During these follow-ups,
physicians reassess the patient’s progress, often recalculating their risk based on new
information — whether from exams, unexpected hospitalizations, or regular check-ups
— to determine if modifications to the treatment plan are needed.

6.3 Phase 1: Iterative Prototyping of XAI Designs

Our iterative prototyping phase sets out to address our first research question: (RQ1)
How can existing XAl techniques be designed to better enable emerging uses by clinicians
treating patients with PAH? During this phase, we engage in low-fidelity prototyping
of design concepts for Al explanations while gathering feedback from key stakeholders
in PAH.

6.3.1 Methods

6.3.1.1 Inherited Prototype. Before we started iterative prototyping, we inherited an
already existing AI-CDSS prototype built by a subset of the clinical team without
human—computer interaction expertise (shown in Figure 6.3). We used this inherited
prototype as a starting point for our visualizations because it emulates a core interaction
and visualization that the clinical team wanted to further explore in the AI-CDSS:
manipulating feature values to view and compare different scenarios. This scenario-
creation interaction is facilitated by XAI methods, such as counterfactuals, which
can be automated [241] or exploratory [366]. However, because this prototype was
designed with minimal feedback from clinicians outside the team, we only treat this
inherited prototype as a starting point for the possible types of interactions to offer.
We describe how the low-fidelity prototype that we developed in Figma across two
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Fig. 6.3: Inherited AI-CDSS design. (Left) Visualizations designed by a subset of the clinical team
to visualize how models would predict risk differently when values of the features were modified.
(Right) A navigation tab for different risk prediction models and the features for each model. Each
feature’s value can be overwritten to create a new scenario.

rounds builds on this scenario-creation interaction while expanding to other XAI
designs below.

6.3.1.2 Round 1 Prototype. In the first round, we developed an interactive Figma
prototype showcasing an initial set of design concepts for explanations: subgroup
insights, understanding driving factors of risk, and “what-if” hypothesis generation
capabilities. We conducted 30-minute semi-structured interviews with five PAH
clinicians ( ) using the prototype as a probe to gather feedback on the design
concepts and elicit potential emerging uses for Al explanations across the PAH patient
care journey.

6.3.1.8 Round 2 Prototype. After talking to those five PAH clinicians, we updated
the low-fidelity Figma prototype to reflect the feedback and conducted another set
of 30-minute semi-structured interviews with 13 PAH clinicians (P6-P18) using the
updated prototype as a probe. These sessions further refined our understanding of
the roles that explanations could play throughout the PAH care journey, laying the
groundwork for the final design of the high-fidelity prototype. As a result, we selected
a subset of the design concepts to further develop in the high-fidelity prototype.
Descriptions of the design concepts used throughout prototyping are provided in
Section 6.3.2.

6.3.1.4 Participant Recruitment. The five participants for the first round of proto-
typing consisted of four physicians and one family nurse practitioner. The Round 1
interview sessions lasted for an average of 28.56 minutes. The second-round prototype
was shown to 12 physicians and one behavioral psychologist for PAH patients (average
interview time: 18.58 minutes). Participants were informed of all our IRB-approved
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Total Participants Role Breakdown Experience Breakdown
16 PAH physicians 1 with 1-5 years
18 1 Nurse Practitioner 5 with 10-19 years
1 Behavioral Psychologist 12 with 20-40 years

Table 6.1: Participant demographics for Phase 1.

study procedures and voluntarily participated in our study after signing a consent
form. We aimed to recruit a group of stakeholders with diverse years of experience
with PAH care, as shown in Table 6.1. However, we did not intentionally aim to
recruit from a diverse set of roles, which is why we only have one nurse practitioner
and one behavioral psychologist.

6.3.1.5 Analysis Approach. Our primary analysis method is a thematic analysis. Two
thematic analyses were done: one was to capture the design feedback while prototyping
the low-fidelity prototype, and the other was to capture any insights mentioned about
emerging uses of XAl as our designs evolved. To do the thematic analyses, two authors
identified relevant quotes from the interview transcripts and collaboratively grouped
the quotes directly in Figma based on recurring ideas and patterns observed. Each
group of quotes was assigned a title to represent the theme. The findings from these
thematic analyses are presented in Section 6.3.2.

6.3.2 Findings: XAI Design Concepts

Our initial design concepts were informed by existing features in the inherited early Al-
CDSS prototype, insights from relevant literature on AI-CDSS systems, and informal
discussions with PAH physicians. Based on this foundation, we developed a set
of XAI design concepts that have been used for calibrating trust and reliance, but
can also afford emerging purposes. These include providing insights into patient
subgroups, understanding the factors driving risk predictions, and supporting effective
communication with different stakeholders. Each design concept was iterated on
after each round; we rationalize final designs with interview quotes from Phase 1
participants below.

6.3.2.1 Subgroup Insights. Recent XAI work in human—AI collaboration has suggested
that showing explanations based on model behaviors for different subgroups can
improve the appropriate use of the model [49]. Similarly, having an understanding
of the percentage of data similar to your instance that was present in the training
set [133] or understanding the error boundaries of the AI model [242] can improve the
users’ appropriate use of the model.

Given that the inherited AI-CDSS designs already offered an instance frequency
visualization, and recent literature has shown that it benefits human—AI teams to have
a sense of when the model may perform poorly, we include a design communicating an
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Fig. 6.4: Evolution of the Subgroup Insights Design. (Left) Inherited AI-CDSS design with donut
chart visualizations showing the ‘survival patient frequency index’. (Right) An iteration of Phase 1
designs showing text callouts for the instance frequency is integrated into the patient’s historical risk
trend line chart.

aggregate statistic about the instance related to the training data in the low-fidelity
prototype. For example, in Figure 6.4, when a risk prediction is made, the AI-CDSS
shows an aggregate statistic for the percent of training data that is similar to the
patient instance. However, many participants in Phase 1 struggled to see the value
this design intended to provide. questioned the utility of the feature, asking, “ What
is the value of knowing that 20% of patients in the database are similar to yours?” and
misunderstood its purpose, remarking, “I actually thought that that was another level
of risk” Similarly, P1, P2, and could not envision how this explanation would
add value to their workflow. , the nurse practitioner, critiqued the terminology,
suggesting that while “frequency” might be misleading, and alternatives like “similarity”
or “comparison” would not alleviate the underlying confusion. Given that participants
found this design concept more confusing than valuable, we chose not to keep this
feature in the Phase 2 high-fidelity prototype design.

6.3.2.2 Understanding Driving Factors of Risk Prediction. Previous work has found
empirical evidence of understanding factors that drive predictions to be important in
understanding Al and increasing actionability [29]. While the inherited AI-CDSS did
not offer this design, we included a feature attribution style design in the low-fidelity
prototype. The design is shown as blue dots increasing in quantity based on feature
importance, as shown in Figure 6.5 (left) to represent important features driving
the prediction. Although the participants from Phase 1 stressed the importance of
understanding “what’s the driving variable behind all of this...” (P1), the blue dot
visual design in the Phase 1 prototype was confusing to some of the participants.

Initially, our Phase 1 low-fidelity prototype design enabled what-if explanations by
overwriting the variables’ values in a text box, shown in Figure 6.5 (left), as inspired
by the inherited AI-CDSS. However, it was not integrated with feature importance.
Interactive what-if explanations combined with feature importance visuals have been
shown to help users understand driving risk factors and provide actionable insights [29].
During the interviews for the second round of the low-fidelity prototype in Phase
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Fig. 6.5: Evolution of Designs for Understanding Driving Factors of Risk Prediction. (Left) One
iteration of the Phase 1 low-fidelity prototype design used a three-dot system to represent the influence
of a feature on the prediction. (Right) Phase 2 high-fidelity prototype uses partial dependence bars
to visualize the impact of features on each other and the prediction simultaneously.

1, P6, the behavioral psychologist, mentioned that “It might be easier for people to
drag a line than to like [input text in the variable field] ‘let me try 550°.. ‘let me
try 575”7 and that the current design “...doesn’t tell you how much of that [scenario
risk score] is age, and how much of that is walk distance” when you make complex
“what-if” scenarios. As a behavioral psychologist, P6 viewed the “what-if” explanation
scenarios as a way to potentially assist patients in “therapeutic transitions” and help
explain to them “why we want you in rehabd....

To combine information provided by feature importance visualizations with interac-
tive “what-if” explanations, our final design (seen on the right side of Figure 6.5) in the
Phase 2 high-fidelity prototype takes inspiration from Krause et al. [185] and Beretta
et al. [23]. The XAI design for this concept draws on classic partial dependence plots
(PDPs), but modifies them to be interactive and feature-dependent: the bars visualize
the effect of different feature values on the predicted risk score as bar toggles are
interacted with [185, 308]. This minimizes the feature-independence assumptions of
classic PDPs and enables dynamic “what-if” reasoning that existing XAI algorithms
do not support. To illustrate, consider a PAH patient presenting with an elevated
heart rate (HR) and reduced six-minute walk distance (6MWD), whom the model
classifies as high risk. A traditional XAI technique like SHAP would decompose this
prediction into additive feature contributions (e.g., indicating that HR contributed
+15% and 6MWD contributed +10% to the elevated risk score relative to a base-
line). While this answers why the model produced its current prediction, it does not
address the question more relevant to clinical action: what would happen to this
patient’s risk if treatment successfully reduced their HR? Our interactive “what-if”
explanations directly support this reasoning. A clinician can adjust the HR to a target
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value and immediately observe how the predicted risk changes for all other features
simultaneously. This “what-if” interactivity reveals how changing one feature may
affect the patient’s other current values, according to the model. Our interviews with
PAH clinicians suggested this intervention-oriented framing aligns more naturally with
clinical decision-making than traditional XAI’s feature attribution.

The grey circle (bar toggle) and value in Figure 6.5 (right) represent the patient’s
current value, while the blue circle (bar toggle) and value represent the user’s selection
for creating a “what-if” scenario. The color gradients show the categorization of risk
predictions for every possible combination of values. Visually, the color gradients are
red—yellow—green, as this aligns with the existing culture that PAH physicians have,
noting that “..a lot of us have just gotten used to seeing the risks that way” (P1).

These gradients are updated simultaneously for every feature as the what-if values are
added and modified.

6.3.2.3 Hypothesis Testing Capabilities. Ludwig and Mullainathan [223] underscore
the central role of hypothesis generation throughout the clinical workflow, while Zhang
et al. [387] qualitatively observed clinicians’ interest in using counterfactuals during
treatment planning. However, the previous works are limited in their exploration of
XAI designs that are adaptable to the evolving clinical workflow and enable emerging
uses. Hypothesis testing was already incorporated in the inherited AI-CDSS design
and has similarly been suggested by previous works [29]. P8 motivates PAH clinicians’
interest in hypothesis testing, saying, “...it would be nice to be able to see and to share
with patients like, you know, hey, if this happened, this is where your prognosis would
go”. P6, the behavioral psychologist, noted the importance of the variable included
in making “what-if” scenarios, saying: “I want to separate out the behavioral aspect
of it from the part that they have no control over, which is their aging”. This aligns
with related XAI research in AI-CDSS, which states that AI-CDSS should only offer
clinical variables in what-if visualizations that can be realistically modified [29]. Based
on this, we gathered feedback from PAH clinicians on which variables would make
sense to include and in which order they should be presented.

As shown in Figure 6.6, the inherited AI-CDSS featured hypothesis testing through
the use of side-by-side bar charts (Figure 6.6, left). However, we chose to use line charts
to better incorporate with a historical trends plot for side-by-side comparison in our
low-fidelity prototype (Figure 6.6, middle). Interestingly, feedback on the low-fidelity
prototype in Phase 1 highlighted more areas for improvement. For instance, found
the scenario presentation designs confusing and suggested separating the plots entirely
from the original patient data. Inspired by this, we refined the Phase 2 high-fidelity
prototype to completely separate scenario generation and exploration from the data
and visualizations of the current visit (Figure 6.6, right). This modification ensures
clarity by isolating the current risk score from scenario-based risk comparisons, thereby
supporting clinicians’ needs for clear and actionable insights during hypothesis testing.
Inspired by related work on interactive “what-if” explanations [366], we design for
multiple comparisons, saving scenarios, and summarizing variables changed.
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Fig. 6.6: Evolution of the Hypothesis Testing Capabilities Design. (Left) The inherited AI-CDSS
design shows bar charts to compare against what-if explanations. (Middle) The Phase 1 low-fidelity
prototype design adapted line charts as a historical trend to compare against what-if explanations.
(Right) The Phase 2 high-fidelity prototype separates the what-if explanations from the patient’s
historical trend visualization, enabling emerging uses by offering a comparison of scenarios and a
summary of variables modified.

Phase 1 Insight Source (P#) | Design Decision in Phase 2 Prototype

Subgroup insights visual- Removed the subgroup insights entirely

ization was confusing and from the high-fidelity AI-CDSS proto-

unclear on how it sup- type

ports workflows

Feature importance can | P6 Mapped the feature importance on the

enrich “what-if” explo- clinical variables in the “what-if” explo-

rations ration

Hypothetical and real Separated scenario exploration into its

data can be easily con- own pane, distinct from historical risk

fused trends and replaced value overwriting
with slider-based controls

XAT has the potential to , P7,| Connected XAI component to a compar-

support patient or trainee | P8 ative graph and treatment guidelines

communication

Table 6.2: Mapping Phase 1 insights to design decisions in the Phase 2 AI-CDSS.

6.3.2.4 Summary of Phase 1 Insights. We provide a clear mapping of Phase 1 insights
to Phase 2 design decisions in Table 6.2. The four key insights include removing
subgroup insights, integrating feature importance into the “what-if” exploration,
separating “what-if” exploration from real data, and designing to support human-to-
human communication. Collectively, these insights help address RQ)1 by suggesting
that clinicians gravitate more towards interactive and exploratory techniques that can
more easily integrate with their decision-making processes rather than static, feature
attribution methods.
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Fig. 6.7: Summary of Phase 1 and Phase 2 methods. Phase 1 consisted of iterative prototyping
with feedback from key stakeholders. Informed by developed insights, we develop a high-fidelity
AI-CDSS and use it as a design probe for Phase 2. Phase 2 consisted of semi-structured interviews
that included a pre-probe, a probe, and a post-probe component.

6.4 Phase 2: Exploring Emerging Uses of XAI

Figure 6.7 summarizes the methods used for Phase 1 and how they inform the methods
in Phase 2. After iterating on the XAI design concepts (Phase 1) described above, we
used the resulting insights to inform the final high-fidelity prototype for Phase 2. We
summarize how insights from Phase 1 inform the design of the high-fidelity prototype
that we used as a design probe in the next subsection.

6.4.1 High-Fidelity AI-CDSS Design & Development

Inspired by designs from the inherited AI-CDSS, our prototype in Figure 6.8 presents
the (1) patient’s clinical variables, (1a) historical trends of each clinical variable, (2) a
PAH risk prediction model called PHORA [161], (2a) a historical trend of predicted
risk, (3) a “what-if” exploration feature (our final XAI design component), and (3d) a
treatment guidelines component. This high-fidelity prototype presents an interactive,
conditional explanation system that differs from classical partial dependence plots
(PDPs) because it avoids the feature independence assumption. Our findings from
Phase 1 confirmed that clinicians found the hypothesis testing functionality useful.
They also imagined emerging uses for it, such as augmenting conversations with
patients. Our findings also revealed the value that feature importance could have
when integrated within “what-if” visualizations to guide comparative insights. Lastly,
the findings motivate our choice to exclude the subgroup insights due to confusion
and an unclear purpose.

We deployed the high-fidelity prototype online and used it as a design probe in
45-minute semi-structured interview sessions with seven PAH physicians to answer
RQ2: What emerging uses of XAI do clinicians treating PAH envision across their
evolving workflow? We detail the interview protocol, recruitment process, and analysis
approach in the following subsections.
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Fig. 6.8: Final Phase 2 high-fidelity AI-CDSS prototype. (1) List of clinical variables used in the risk
model. (1a) Historical trends graph for each quantitative clinical variable. (2) Risk model output
and (2a) historical trend of predicted risk. (3) Main XAI component informed by Phase 1 findings.

6.4.2 Method

We conduct semi-structured interviews with seven additional PAH physicians (P19-
P25). It is important to note that the semi-structured interview was not intended to
quantitatively evaluate the model’s performance or physicians’ appropriate reliance
on the AI. These sessions were designed to be generative and help us better elicit the
potential uses of the XAI design throughout the physician’s journey. This simultane-
ously provides insight into whether our XAI designs can help enable those uses. We
describe the structure of the interviews below.

6.4.2.1 Pre-probe. Before interacting with the dashboard, participants were pre-
sented with a hypothetical clinical scenario in which they diagnosed an anonymous
patient from a physician-validated vignette, identified possible treatment plans, and
communicated their decisions to the hypothetical patient (the interviewer). The
physician-validated vignette was designed to be a complex intermediate-high risk
patient case where the PHORA [161] risk assessment model similarly predicted high
risk. The pre-probe was designed to get the physician thinking about the patient’s
case and how they would diagnose the patient before seeing an Al recommendation
with explanations.

6.4.2.2 Probe. After participants communicated how they would diagnose and treat
the patient, they were directed to the dashboard and provided a brief overview of
the different features: model prediction, patient data, historical trends, “what-if”
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Total Participants | Role Breakdown | Experience Breakdown
3 with 2-6 years

7 7 PAH physicians 3 with 10-20 years

1 with >30 years

Table 6.3: Participant demographics for Phase 2.

exploration, and treatment guidelines. Participants were then directed to finalize their
diagnosis and treatment plan using the dashboard and communicate the diagnosis
and treatment plan to the interviewer as if they were the patient.

6.4.2.3 Post-probe. After participants interacted with the dashboard, they were given
the opportunity to reflect on the XAI designs and how they might use them in practice.
If not mentioned, they were asked explicitly how they could see XAl being used across
the different phases of the PAH care journey identified in Figure 6.1.

6.4.3 Participant Recruitment & Analysis Approach

Representing five additional institutions and various experience levels, as shown in
Table 6.3, seven PAH physicians (P19-P25) were recruited with the help of our clinical
collaborators. We intentionally aimed to recruit only physicians for this phase as
they are the ones reviewing patient history, calculating risk scores, and determining
treatment options (the tasks simulated in this phase). Participants were informed of
all our IRB-approved study procedures and voluntarily participated in our study after
signing a consent form. Interview sessions lasted an average of 43.5 minutes.
Following the same analysis process as described for Phase 1 in Section 6.3.1.5,
we conduct a thematic analysis of the relevant quotes from the interviews to capture
how participants imagined using the XAl designs to help them diagnose and treat the
sample patient. A qualitative approach has been shown to be appropriate to elicit rich
insights through the use of semi-structured interviews paired with a design probe [36].
Two authors collaboratively grouped quotes and assigned themes to each group. Any
disagreements regarding groupings were discussed to reach a consensus. Themes were
then mapped to the PAH journey in order to capture the emerging uses of XAI.

6.5 Findings on Emerging Uses of XAI

This section focuses on scenarios in which PAH clinicians thought they could use
XAI, addressing RQ2. We include quotes from both the Phase 1 as well as Phase 2
because emerging uses were brought up in both phases. We group emerging uses of
XAI based on a single PAH patient management journey in Table 6.4 with a list of
which participants from both phases mentioned which uses.
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Phase XAI Use Phase 2
( ) (P19-25)
Review Educating physicians in-training P2, P13 P19, P21
Diagnosis Help patients understand the diagnosis — P20-22
Iterative hypothesis exploration P1, P8&-P10, | P20-25
P12, P17
Treatment Celebrate & motivate patients P2, P6, P8, | P20, P21,
P13, P16 P25
Engage patients in treatment planning P5, P6, P8 P19-P21
Help physicians gain patients’ trust P15 P20
Monitor Discussions with care staff P2 P20, P25
Reflection on disease management P10-P12 P19-21,
P23

Table 6.4: Participants from both phases are mapped to the emerging use of XAl they imagined
across the different phases in a PAH physician’s journey of managing a single patient.

6.5.1 XAI Use in the Diagnosis Workflow

While the diagnosis is not the start of the workflow, it is one of the most significant
parts because it helps the physician determine what treatment options they will discuss
with the patient. We observed two primary ways that physicians across Phase 1 and
Phase 2 felt they would use the XAI features during their diagnosis workflow: (1) help
patients understand the diagnosis and (2) iteratively explore hypotheses.

6.5.1.1 Help patients understand the diagnosis. Three of the seven physicians from
Phase 2 mentioned that they could use the tool to help them communicate better with
their patients about their diagnosis and risk score. For example, P21 shared how it
can be difficult to have, “...a higher level abstract conversation about how BNP levels
relate to you dying in a year...so maybe this [the XAI designs] would help bridge that
gap a little bit”. Similarly, P20 stated that the what-if explanation design can “...helps
patients understand why I’m so concerned, even if they’re unfamiliar with their
disease states...”. P22 further imagined how they could use the what-if explanations
to help them communicate with their patient:

“If I tell them your mean right atrial pressure is 16, and we want to
get it down to 9. They’re gonna look at you like, what the heck are you
talking about? But, if I show them how on that little graph thing [“what-if”
comparison] if getting it down to 8 changes it from red to green, that, they
understand.”

However, P24, specializing in pediatric PAH, where the patient usually is not old
enough to participate in treatment discussions, raised the concern that the design of
the “what-if” explanations component could distract caregivers (e.g., parents) from
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focusing on the right information. Aside from patient communication, P20 pointed
out that the partial dependence bars design can bring “...attention to those factors
that are playing the biggest role in the ultimate risk category...”, which they imagined
would be helpful.

6.5.1.2 Iterative Hypothesis Exploration. Six of the 18 clinicians from Phase 1 com-
mented on how, with improvements, the “what-if” XAI design could be used for
iterative hypothesis testing to identify the best treatment options. For example,
P12 said “If a patient is going the wrong direction, you want to see where I can
intervene...that’s going to make the biggest difference”. Six of the seven physicians
from Phase 2 used the “what-if” explanations as a way to validate their hypotheses or
determine what needs to change in the patient’s regimen and condition so that their
risk decreases. For example, P24 started off by experimenting with the 6-minute walk
test variable to see how much the patient’s risk would decrease. P22 modified the
testable variables until they were able to get the patient’s risk lower. Their interaction
led them to finalize a treatment plan by concluding, “...now all she needs is a second
drug”. P23 specifically had used the XAl tool to help them: (1) “...figure out when the
risk becomes medium” and (2) “...[identify] which parameter affected the [risk score]
the most...” by observing how the partial dependence bar plots change. P21 created
what-if scenarios with the intention to validate how they expect a treatment would
affect the patient’s variables: “making these [what-if scenarios] you know, this is what,
realistically, I probably hope for by adding another agent.”

6.5.2 XAI Use in the Treatment Planning Workflow

The treatment planning workflow follows the diagnosis, where the risk score calculation
and medical history strongly influence how physicians determine which treatment
path to pursue. One of the five participants from Phase 1 Round 1 and four of
the 13 participants from Phase 1 Round 2 imagined how, with improvements, the
what-if explanations could be used to have celebratory or motivational discussions
with patients, while one participant from Phase 1 Round 1 and three from Round 2
mentioned its potential in being used to engage patients during treatment planning.
One participant from Phase 1 also commented on its potential to help physicians
gain patients’ trust. Four of the seven physicians from Phase 2 imagined how the
scenarios could augment their treatment planning workflow by better enabling them to
(1) celebrate or motivate the patients, (2) engage the patients in treatment planning
discussions, and (3) gain patients’ trust.

6.5.2.1 Celebrate or motivate the patients. PAH treatments can be tough regimes,
significantly altering the patient’s lifestyle. These lifestyle changes can be difficult for
patients to navigate and difficult for physicians to explain why and how the patient’s
condition could improve if the treatment plan is properly followed. For example, P8
felt like with design improvements to the Phase 1 prototype, the what-if explanations
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could be used to help them rationalize difficult therapies:
“If we were going to introduce a new therapy and said, you know, your
BNP has been climbing, it’s looking worse. Let’s say we started this new
therapy. And our goal is that it’ll do X, Y, and Z. Now we can look and see
where your risk would be if we made our goals. I can see that meaning a
lot to patients too. Just getting them to buy in on the therapy. Sometimes
theyre tough therapies.”

Similarly, P16 imagined how an improved version of the “what-if” explanations
could help them frame their conversation with patients: “I think [it] would hold a lot
of weight with a patient like saying, you know, if we can change factor x by this, look
what it does to your outcome, and again, just helping frame that conversation”. P20
validated the design updates to enable this emerging use by similarly imagining how
the “what-if” explanations component could be used to help them “...emphasize to
them [patients| that we’re unlikely to get where we need to go if we just stay where
we are right now”.

As important as it is to motivate patients to adhere to difficult treatment plans, it
is also important to celebrate their progress. P6 (the behavioral psychologist) and
P13 imagined using “what-if” explanation visualizations to “...reinforce, to encourage
them that they’re improving. Keep taking your meds...” (P13). For example, P20
imagined seeing patients that were doing really well and showing them the partial
dependence bars’ “...trends going the other way and the colors moving more towards
green [as] something they can celebrate” instead of “...telling them a whole bunch of
mumbo jumbo about echoes and so forth”. P25 similarly felt like this feature could be
used by physicians to “...help them [patients] be able to gauge how well they’re doing
and reinforce positive behaviors”.

6.5.2.2 FEngage patients in treatment planning. Traditionally, physicians would con-
verse with patients without using visual aids when discussing treatment plans. However,
integrating visual and data-driven tools into these discussions has the potential to
better engage patients in the decision-making process [247, 248]. One participant
from Phase 1 Round 1 and two from Round 2 mentioned this as a potential use. ,
the behavioral psychologist, imagined how they could use the “what-if” explanations
component “‘..to help people figure out ways to be more physically active”. P8 further
suggests how the what-if explanation design could be used to “...shape a discussion
about treatment...we can dive into the details of how this would come about. And
then this may help explain why I’m not likely to add more medication onto your
regimen at this time...”. Three of the seven physicians from Phase 2 validated that the
modified designs for the “what-if” explanation functionality can indeed empower them
to engage patients in the treatment planning process. For example, P20 said “We
need ways to include patients in their own decision-making using data. And I think
that this does that very, very well.” P19 imagined how if they could “...pull this up
in the exam room, this is more information to show the patient or talk to the patient
about how, what therapies we feel, at the current time are beneficial, unnecessary’.
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P21 imagined how this could aid in difficult conversations: “I often run into like, you
know, patients not doing well on like oral therapy. And we’re having the conversation
about this. I think this could help there...”.

6.5.2.3 Help the physicians gain patients’ trust. Physicians need to build a strong
relationship with their patients so that the patients trust and value their impressions
and treatment suggestions. P15 felt like the “what-if” explanations component “...gives
a visual justification” to their treatment decisions. However, P20 brought up how
it can be difficult initially to engage with new patients because “They don’t know
my experience level”, but having “...concrete examples of where we are and where we
would like to be...could engender confidence so early on in a relationship...so that they
don’t think I’'m just pulling this stuff out of nowhere.”

6.5.3 XAI Uses in other parts of the workflow

While physicians primarily calculate risk scores during the diagnosis and treatment
planning phases of their workflow, there are instances where calculating a risk score
during the review and monitoring phases is necessary or beneficial. Only four par-
ticipants across all phases mentioned using the “what-if” explanations component to
support the education of physicians-in-training during the review phase, and nine
participants mentioned emerging uses of the “what-if” explanations component during
the monitoring phase.

6.5.3.1 Fducating Physicians in-training. Medicine strongly depends on its appren-
ticeship model throughout education and training. Four of the 25 participants across
the two phases mentioned using the “what-if” explanations component to help them
educate and train their residents and fellows. This can occur when physicians review
a patient’s case with their interns and residents. For example, imagined how they
could use this “...for teaching and sort of education purposes, modifying the variables
and...looking to see how that changes the risk”. P13 similarly imagined a scenario
where they’d, “...play with it when I teach others about risk stratification. And this is
a good teaching tool even outside of clinical care”. Beyond using it to help train others
about PAH risk score calculations, P21 imagined using the “what-if” explanations
while teaching their residents how to select and modify treatment plans:

“[I would] take them through like, okay, this is the risk score right now

before we’re even starting therapy. We’re gonna start X, Y plus Z. This is

what we’re hoping for when we see them in the clinic in 2 months. And then

I’ll do that What-if tool where you could see this is where we realistically

could see that in a few months...”.

6.5.3.2 Reflection on Disease Management. An important process of PAH care is
the monitoring phase, where physicians reflect on their patients’ treatment plans and
decide if they need to make any changes. Three participants from Phase 1 Round 2 and
four of the seven physicians from Phase 2 saw the “what-if” explanations component’s
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potential to encourage and support reflection on disease management. For example,
P22 said while they are reviewing a patient’s chart, the CDSS could bring to their
attention that, “...maybe my gestalt is not as good as I thought...maybe I need to get
more aggressive with this patient’s treatment”. P19 said:

“I don’t always have the luzury of time when I’'m in the exam room, and
sometimes data is missing, right? If there’s an echo done outside the
institution, that may take time to get that report back. Or maybe there’s a
functional class adjustment...So, you know, during my admin time, I could
potentially see using this calculator when I get additional data”.

6.5.3.3 Discussions with Care Staff. Physicians frequently interact with clinical staff,
who also interact with the patient. Three participants out of the 25 imagined how the
“what-if” explanations component could aid in discussions with other stakeholders. For
example, brought up how, with improvement, they could use the XAI feature to
present to their colleagues how they can make a patient’s condition better: “...we
all work with our palliative care colleagues a lot and to be able to graphically show
our palliative care colleagues like this patient is getting sicker, and I can make them
better...”. P25 confirms that the new designs can enable such an application, imagining
that “...it would probably be good for them [nurses] to see how their [patients] risk
is changed and why it’s changed...”. P20 said they could imagine how this could be
valuable in situations when they talk with their nurses or get a call from a referring
provider about their patient’s condition.

6.5.4 Perspectives on Trusting & Relying on the AI-CDSS

As previous research has already uncovered, calibrating clinicians’ trust in Al is not
as simple as just showing an explanation to validate a prediction [46, 317]. While
our study did not have trust and reliance as a core research goal, we still probed the
physicians during Phase 2 for their perspectives on trusting and relying on this Al-
CDSS for diagnosis and treatment planning. While we did not get noteworthy reactions
from five of the seven physicians, two physicians had very interesting perspectives.
P21 based their perceived trust on the fact that the tool was in line with what they
are used to doing. Aside from P20 mentioning that trust for them comes over time,
they also mentioned how they are basing their trust on the AI-CDSS due to the fact
that they knew and admired some of the physicians who developed the model that
was in the AI-CDSS:

“trust for me comes over time...this is the first time I'm playing around
with this, so I don’t know If I can say I trust it. It seems to make a lot of
sense, and I know the people behind the creation of this...so I have maybe
an insight that many people don’t...but I know [Physician 1] and [Physician
2] well, and you know I've admired their work. So, yeah, there’s trust based
on kind of me knowing who all is behind this...”
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6.6 Discussion & Limitations

We use iterative prototyping to co-design XAl capabilities that align with clinicians’
collaborative, communicative, and exploratory needs. We implement those designs
in a high-fidelity prototype and use it to probe for emerging uses of XAI while
simultaneously identifying designs that best enable those emerging uses throughout the
evolving Pulmonary Arterial Hypertension (PAH) care journey of a single patient. Our
findings demonstrate that by combining interactive and dynamic partial dependence
bar plots with “what-if” explanation generation and exploration capabilities, the uses
of XAI in an AI-CDSS can extend well beyond fostering trust, calibrating reliance,
enabling algorithmic recourse, and supporting model understanding. Throughout
the PAH care journey, PAH clinicians envisioned how XAI can enhance clinical
conversations, facilitate planning and reflective practices, and support educational
efforts. We discuss the implications of designing XAl for emerging uses in clinical
decision-making by drawing from theories and literature on sensemaking [272, 293],
grounding [72], clinical reasoning [258], and design [89]. We further situate our
findings within related work to ground these implications, and conclude by outlining
the limitations of our study design and suggesting future directions to explore.

6.6.1 Designing Process-Oriented XAl to Support Emerging Uses of
XAI in Clinical Decision-Making

While many empirical studies tend to pit two XAI methods against one another to find
which is the “best” to use (e.g., [150, 364]), our iterative prototyping led us to design for
emerging uses of XAI without limits. With our design, we capture how PAH clinicians
felt subgroup insights were confusing and how feature importance visualizations
integrated into “what-if” explorations with a separate scenario-comparison feature
could be used to collaboratively explore treatment options with patients, identify and
reflect on treatment plans, communicate with other stakeholders, and support health
education of trainees, nurses, and patients. These findings can result from designing
process-oriented [389] XAl rather than designing XAl that focuses on explaining “why”
an Al behaved a certain way (output-oriented). We discuss these emerging uses in
detail and their implications across a series of dimensions below: communication
grounding (Section 6.6.1.1); planning, reflecting, and sensemaking (Section 6.6.1.2),
and educational interactions (Sections 6.6.1.3). We further connect the emerging uses
of XAl to relevant theories and present example outcomes of using XAI in different
ways in Table 6.5.

6.6.1.1 Designing XAI to Facilitate Grounding in Conversations. Our research
highlights how clinicians imagined “what-if” explanations’ role in their clinical conver-
sations: providing them additional insights and visuals to better communicate with
their patients, which is fundamental to patient care [10, 106] and a key determinant of
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Table 6.5: Four emerging uses of XAl that expand traditional uses, grounded in theory: multi-
stakeholder collaboration, hypothesis exploration and reflection, trust and motivation building, and

bridging stakeholder knowledge gaps.

Emerging Use Theory Example Outcome Sec.
Support Grounding Stakeholders reach shared understanding gggg’
multi-stakeholder [72], Design and alignment on next steps through o
collaboration and [89] grounding processes
coordination
. . . 6.5.1.2,
Enable hypothesis Sensemaking | User reasons forward by exploring 6.5.3.2
exploration, [272, 293], scenarios, identifying patterns and T
sensemaking, and Design [89], reflecting on decisions rather than trying
reflection Reasoning to judge the correctness of a
[258] recommendation by reasoning backward
Build trust and Grounding Expert builds credibility; stakeholders gg;;’
motivation between [72] remain engaged and committed T
stakeholders
. . 6.5.1.1
Bridge knowledge gaps | Reasoning Stakeholders understand complex 6.5.3 1’
across stakeholders [258] information appropriate to their expertise |
level

a physician’s credibility [33, 310]. We also observed how our “what-if” generation and
exploration design in our high-fidelity prototype can give physicians the freedom to
generate visual aids to use in celebratory conversations, which is something that Szy-
manski et al. [336] found to be valued by patients. Beyond celebratory conversations,
we observed clinicians’ interest in using explanations as a way to motivate patients,
corroborating Kim et al. [176]’s findings. The behavioral psychologist who participated
in our iterative prototyping sessions approached these designs as a way to connect with
the patient, helping them understand on another level why their physician is advising
them to pursue a different treatment route, such as rehabilitation therapy. This is
similar to what we heard from physicians in phase 2. The nurse practitioner is under-
represented in our discussion, as their comments primarily focused on interface-level
design feedback during iterative prototyping rather than on emerging uses. Physicians
also expressed interest in using XAI to communicate with other stakeholders, such as
nurses and palliative care staff, hinting at XAI’s critical role in providing physicians
with powerful visuals to better facilitate grounding. Ultimately, these emerging uses,
overlapping with findings from previous works [29, 75, 158], represent broader uses
that either support multi-stakeholder collaboration and coordination or build trust
and motivation among stakeholders (Table 6.5).

As argued by Miller [232], XAI methods should be grounded in social and cognitive
psychology. Rohlfing et al. [289] expand upon this with a conceptual framework for
explanations as an interactive social process that involves an explainer and explainee.
Recent studies have similarly emphasized the importance of drawing from commu-
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nication theories to design human-centered XAI [170, 234]. Through the lens of
social science and the concept of grounding in communication [72], Al explanations
can be seen as a communication guide to help all parties reach a point of mutual
understanding or common ground regarding an outcome or concept. In this sense,
our findings suggest how our XAI designs can support these grounding processes
within clinical decision-making. Corti et al. [75] similarly conclude that XAI may
have value in multi-stakeholder conversations across clinical workflows. In contrast
to our interactive design to enable this grounding, Spillner et al. [323] propose an
XATI method that focuses on explaining the points of uncommon ground between the
human and AI. However, the intentional design of XAl to better facilitate grounding
introduces interesting design challenges, as it will be necessary to align XAI with
human explanation strategies [232, 238].

6.6.1.2 Designing Interactions to Facilitate Planning, Reflection, & Sensemaking.
Another use that we captured throughout our prototyping and interview sessions was
being able to explore hypotheses, engage in sensemaking, and reflect on treatment
decisions (Table 6.5). We observed how our XAI designs can encourage reflective
practices by enabling clinicians to revisit and evaluate their initial line of reasoning
through interacting with the scenarios. Similarly, physicians’ interactions with the
XAI component suggest how it can enable hypothesis exploration and sensemaking
behaviors [272, 293]. Related work has also acknowledged that XAI has properties
that can help facilitate the sensemaking process users undergo when understanding
AT systems [114]. A series of studies have found how XAI can be used to help people
plan tasks by providing actionable insights [198], enable hypothesis generation during
decision-making [387], and support hypothesis generation and testing during the
model development lifecycle [50]. Zhang and Reicherts [389] comment that Al systems
can enable these emerging uses when designed with a process-oriented approach or
by designing for the system to be appropriated by its users [89]. Expanding from
this line of work, we suggest that our process-oriented XAI designs may be able to
help clinicians reason forward by enabling them to consider the decision context,
rather than trying to make sense of why an AI recommendation fits a given input.
Alternatively, Naiseh [246] discuss how the concept of social XAI can encourage users
to reflect on their own decisions, potentially reducing biases within human—AT teams.

Ultimately, designing interactions alongside XAI insights that facilitate planning
and reflection should involve holistically understanding the information needs and
stakeholder conversations that occur before and after a diagnosis is made. For example,
our “what-if” explanation design is tied to risk prediction and simultaneously displays
recommended treatments from the treatment guidelines [148]. By doing this, the
physicians recognized the value our XAl designs could bring during their administrative
time, as they review patients’ conditions and treatments. These findings underscore
the value of explanations that not only support immediate decision-making but also
enhance ongoing reflection and reasoning within clinical workflows.
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6.6.1.3 Designing Mechanisms to Enable Clinical Educational Interactions. The
clinicians in our study highlighted the value that our interactive “what-if” explanations
design could bring to educating others about PAH. For example, they recognized how
they could leverage the XAl visuals while teaching trainees about treatment impact,
nurses about a patient’s PAH condition, and patients about the disease itself. This
captures the broader use of XAl for bridging the knowledge gaps between stakeholders,
whether that be physician and nurse, physician and trainee, or physician and patient
(Table 6.5). As we observed from the feedback and interactions with the design probe,
as well as seen in prior literature, XAI has the potential to support skill and knowledge
development [198, 246, 326]. On a related thread, Kim et al. [177] similarly discovered
end-users’ interest in using XAI to help them improve their skills. However, it is
important to understand that not all XAI designs may successfully support educational
interactions. XAl designs that intend to support the education of medical trainees
will need to adapt to pedagogies used within medicine, such as learning through
differentials and variations [258]. For example, designs could include mechanisms that
allow users to easily compare multiple scenarios to enable clinical reasoning, as shown
in our designs. By designing XAI systems that integrate learning and educational
capabilities tailored to the reasoning skills needed for decision-making, we can create
tools that not only support clinicians in their current workflows but also contribute to
the apprenticeship model seen throughout clinical contexts.

6.6.2 XAI for AI-CDSS Ethical Implications & Considerations

As we observed physicians simulate diagnosing and treating a hypothetical patient
with our high-fidelity prototype, we observed how the participants were overlooking
the accuracy and confidence of the underlying model. This behavior made it apparent
how physicians can fall to confirmation bias or be misled by imperfect XAl systems,
especially if they are anchoring on an incorrect piece of information or lacking enough
expertise to spot inaccuracies. Therefore, it is imperative to focus on mechanisms and
designs that minimize the misuse of “what-if” explanations in AI-CDSS. Giving the
end-user so much agency over crafting the explanation to use in clinical conversations
can be consequential, as explanations have been known to disagree with each other [186]
and present misleading or confusing information [167, 239]. This could misinform
junior physicians about the severity of their patients’ conditions or lead them to
misjudge the impact of treatments on their patients’ conditions. Similarly, when
being used for educational purposes, unidentified XAl inaccuracies can unintentionally
de-skill users [327]. When using X AT in conversations with other stakeholders to justify
decisions or identify potential next steps, XAI designs must consider the potential
inaccuracies and disagreements that may arise. As designers of XAI for high-stakes
contexts where users appropriate XAI beyond calibrating trust and reliance, it is
becoming an important challenge for the field to not only design for appropriately
trusting and relying on the Al predictions but also on the information and insights
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being derived by the XAI and the context where those insights are shared.

6.6.3 Limitations & Future Work

We initially narrowed our recruitment to clinicians for this study to explore the
clinical validity of the designs and emerging uses, as well as to ensure that the designs
were rooted in the clinical workflow. Although our iterative prototyping method
actively engaged the PAH clinicians in understanding how XAI can bring value to
their workflow, our study raises new questions that need to be addressed in future
research. Specifically, we address the lack of including patients and caregivers in our
interviews.

6.6.3.1 Lack of Patient Perspective. Our study lacks insight into the evolving needs
for and uses of explanations from the patients’ and caregivers’ perspective. Given that
many emerging uses of XAI were situated in contexts involving patients, it would be
ideal to continue future design iterations with patients and physicians simultaneously.
As such, our ongoing current research is focused on the patients’ and caregivers’
perspectives to validate the clinicians’ perspectives and design a patient-facing tool.
Patients’ and caregivers’ perspectives can help validate the potential of XAl to augment
patient-physician communication. It can also help uncover emerging uses of XAl in the
context of at-home disease management. For example, Wong et al. [377] found that
exploring counterfactuals helps patients better understand their diagnosis, evaluate
trade-offs between different treatment options, and actively participate in discussions.
Conducting studies with patients can also help identify contexts in which patients are
uncomfortable using XAl for an emerging use. For example, Kim et al. [173] found that
patients may only value such functionality in low-stakes situations as they fear that
they would miss testing the right scenarios in high-risk situations [173]. Carmichael
[57] also allude to different perceptions of explanations as the associated risk of the
decision changes. Most importantly, future work with patients on XAI designs in
AI-CDSS can help ensure that the designs are not “increasing the distance between
clinicians and the patient” [288]. Such a metric could be used in future studies to
validate the designs of XAI in AI-CDSS.

6.6.3.2 Focus on Physicians’ Perspectives. A majority of the perspectives we capture
for design feedback are from physicians. As such, the emerging themes that we
identified reflect a PAH physician’s workflow and perspectives. Not only does this
limit the generalizability of our findings, but it also limits the potential additional XAl
designs and emerging uses that we could have identified. We encourage future works
to explore how designs may differ depending on the context and target stakeholder.

6.6.3.3 Lack of Comparison to other XAI Techniques. Another limitation of this work
is the lack of a larger qualitative or quantitative comparison to existing XAl techniques.
This would further provide evidence that existing feature attribution methods may
limit how XAI is used in emerging ways. Future work could consider running a within-
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or between-subjects study that compares an existing XAl technique, such as SHAP, to
a more forward-looking, interactive technique, such as the one we presented. Such a
study design would further validate the designs that enable emerging uses and identify
the contexts in which they are most effective. Beyond lacking comparison to other
XAI techniques, we do not explore the implications of imperfect XAl It is necessary
to design safeguards to ensure users apply insights derived from XAI appropriately,
especially when XAI presents inaccurate or misleading information. Future work is
encouraged to further explore XAI designs that investigate safeguarding users from
inappropriate reliance on derived insights.

6.7 Conclusion

Inspired by the numerous potential emerging uses of XAl within and outside of
clinical decision-making, our work uses iterative prototyping and the use of a design
probe to identify designs that can enable emerging uses. Across the two phases, with
feedback and insights from 25 PAH clinicians representing 23 different institutions,
we present detailed scenarios on how PAH clinicians would utilize interactive XAl
visuals that combine information about feature importance and facilitate interactive,
forward-looking explorations. Our study highlights numerous emerging uses of XAI
in clinical decision-making: from collaboratively exploring treatment options and
identifying/reflecting on treatment plans to communicating with stakeholders and
supporting health education. Despite still knowing little about how clinicians will
utilize XAI in human—human—AI decision-making, we hope this work encourages
discussions about new designs for XAl systems and evaluation metrics for XAI’s impact
on human-human—AI collaborations, extending beyond trust, reliance, understanding,
and algorithmic recourse.

Concluding Part II of this thesis, we take away that transparency solutions can be
appropriated in unexpected ways and less restrictive XAI designs open the doors to
emerging uses: supporting sensemaking, augmenting communication, and facilitating
knowledge transfer. These two studies emphasize the importance of designing XAI
systems that are adaptable to complex human—human—AI decision-making processes.
Part III seeks to formally expand the design space of Al explanations to address key
gaps in literature.



123

Part 111

Expanding the Design Space
with Process-Oriented XAI
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Chapter 7

Exploring the Explanatory Potential of
Multimodal Generative AI (GenAl) in
Radiology Workflows

This chapter is adapted from the following paper:

Morrison, K., Mathur, A., Bradshaw, A., Wartmann, T., Lundi, S., Zandifar, A., Dai, W.,
Batmanghelich, K., Eslami, M., & Perer, A. (2025, July). Opportunities & Challenges
in Designing Text-to-Image Generative Al for Medical Education, Training, & Practice.
Proceedings of the AAAI/ACM Conference on Al, Ethics, and Society. Vol. 8. No. 2.
2025.

A key takeaway from Part II is that output-oriented XAI could be adapted for
emerging uses, such as supporting sensemaking, multi-stakeholder communication,
and knowledge transfer. However, these emerging uses are not well supported by
output-oriented XAI designs, which were initially designed to explain Al outputs
for verification, interpretation, or justification. With the continued improvement of
GenAl, recent work has highlighted its potential to support emerging uses, motivating
us to investigate its explanatory power.

Part IIT expands the design space for Al explanations in human—AlI collaboration
by reframing how we use them and interact with them. One analogy that motivates
this reframing is based on the design of elevators. Elevators are inherently a black box.
The inner workings, such as whether cables are worn or if the motors are rusty, are
unknown. Yet, millions of people rely on them every single day in hospitals, residential
buildings, and commercial properties. In the 1950s, Otis Elevators developed the first
glass elevator, showing grand views of San Diego from a luxury condominium [251].
Today, glass elevators have become extravagant (and pricey) experiences people pay
for. Although glass elevators have been built at businesses around the world, it is
not because businesses are afraid people would not trust or invest in them if they
had a “black box” elevator. Businesses build glass elevators to acknowledge the great
value transparency in an elevator ride affords: aesthetics, breathtaking views, and a
memorable experience.
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7.1 Introduction

The rapid integration of Generative Artificial Intelligence (GenAl) across various
workplace and educational settings, including healthcare, has simultaneously sparked
excitement and concern. GenAl holds great promise for augmenting workflows,
improving productivity, and enhancing training across a wide range of industries [61,
262]. However, the rapid development of domain-specific GenAl without understanding
the needs of and challenges faced by domain stakeholders raises the risk of GenAl
being misused. Within healthcare, there is a growing amount of literature on new
architectures for text-to-image (T2I) GenAl capable of generating complex medical
imagery from text prompts [68, 129, 227, 380]. However, much of the research has
focused on technical advancements, such as novel architectures, instead of being rooted
in the needs and challenges of medical stakeholders.

Traditionally, synthetic image generation has been used to address pivotal technical
medical imaging tasks [320], such as image reconstruction or correction [204]. Now that
foundation T2I models are becoming widely accessible, the allure of simulating rare
conditions, creating patient vignettes, or augmenting training datasets is attracting
significant interest [271, 342, 359, 360]. However, much of this enthusiasm is driven
by technological evaluations [28, 189, 215, 256] rather than human-centered ones,
leading to a disconnect from key stakeholders’ real needs and challenges. As recently
emphasized by human-centered Al researchers, evaluations need to extend beyond
algorithmic metrics to understand how the Al can address stakeholders’ real needs
and the challenges that arise in doing so [318]. Although recent research captures
medical stakeholders’ perspectives on GenAl’s potential applications in practice [385],
few works capture their perspectives on the technical challenges and domain-specific
risks of generating synthetic medical imagery.

Several studies have identified and evaluated the challenges and risks of domain-
agnostic T2I models [30, 32, 245]. However, it is unclear how these challenges and
risks translate to domain-specific T2I models. To address these gaps in literature,
we follow up a quantitative evaluation of a novel medical T2I model [380] with a
human-centered qualitative evaluation. As an interdisciplinary team with expertise
in human-computer interaction, machine learning, and radiology, we conducted a
human-centered evaluation of the promises, technical challenges, and domain-specific
risks of a text-guided model that generates Computed Tomography (CT) images of the
lung (text-to-CT Scan GenAl) [380]. CT scans provide radiologists with cross-sectional
views of the internal structures of the human body to aid in diagnosis [230].

Our human-centered approach in this work consists of two phases (formative
discussions and model exploration) to facilitate discussions about: (RQ1) How do key
stakeholders imagine using text-to-CT Scan GenAl for medical education, training, and
practice? and (RQ2) What technical and domain challenges emerge from stakeholders’
needs and workflows for medical text-to-CT Scan GenAlI? To address these questions,
we engaged with a total of eight radiologists, four trainees, and two medical students.
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We will refer to this group as key stakeholders throughout the paper.

Our formative discussions included six radiologists and one senior trainee and took
place at the end of the quantitative evaluation of the model in the study by [380].
These discussions focused on capturing stakeholders’ ideas on how the model might
be applied in practice (RQ1). This informed the type of tasks we gave participants
during the second phase (model exploration), broadened our network for recruiting
additional participants, and guided the selection of participant demographics. For the
second phase, we recruited two medical students, three radiology trainees, and four
radiologists (including two from the formative discussions) to prompt and evaluate the
model in a semi-structured interview format. To facilitate easy prompting and output
review, participants interacted with the model through a plugin that we developed for
an existing open-source medical imaging interface (created by ohi [6]). By interacting
with the model, participants imagined scenarios of how it can address real needs and
challenges faced throughout radiology workflows (RQ1). The exploratory prompting
activity also shed light on the technical challenges and potential domain-specific risks
that researchers should consider when developing medical T2I models (RQ2).

Our work makes three contributions to the AIES and broader Responsible Al
(RAI) community. First, we present a text-to-CT Scan GenAl plugin for a popular
open-source medical imaging viewer (created by ohi [6]), which researchers can extend
to explore additional approaches for human-centered evaluations of the ethical and
safety challenges of domain-specific T2I models. Second, we are the first work to
leverage a human-centered approach to explore a medical T2I model with medical
stakeholders. As a result of this, our paper expands upon Yildirim et al. [385]’s human-
centered GenAl work for applications of multimodal Al in radiology by mapping out
applications of domain-specific T2I across medical education, radiology training, and
practice. Third, we extend existing RAI work and build on del Cerro and Esteve
[83]’s position on the implications of using medical T2I GenAl by presenting technical
challenges and domain-specific risks that emerged from participants interacting with
the model. These challenges and risks range from topics such as confirmation bias,
misrepresentation of image findings, and output image resolution. We discuss the
implications of developing medical T2l and suggest future research directions to
consider exploring.

7.2 Formative Study

This section appears in the Appendixz of the published manuscript. Designing human-
centered generative Al systems in high-stakes domains can be difficult, especially when
the applications of the technology are underexplored. We conducted short formative
discussions to lay the groundwork for our design probe by capturing key stakeholders’
perspectives on the potential value of text-to-CT Scan GenAl. These sessions were
not intended to be comprehensive but to serve as an initial step to guide our design
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probe development. We describe the methods used, followed by the resulting needs of
stakeholders.

7.2.1 Semi-structured Interviews

We conducted IRB-approved semi-structured formative interviews with seven stake-
holders to explore their needs. The sessions were designed to gather an initial under-
standing of radiologists’ current perceptions and expectations of medical text-to-CT
Scan GenAl. Although previous works suggest using medical text-to-image GenAl
in medical education and clinical practice, we used these interviews to help capture
any additional contexts throughout radiology where text-to-CT Scan GenAl could be
useful to inform our design probe. Lastly, these sessions helped us finalize the different
groups of participants to recruit for the design probe, such as medical students and
junior trainees (who we initially did not consider stakeholders but found to play a
critical role in the process).

Before the interview session, the radiologists were shown a series of pre-generated CT
scans while completing the survey portion of Xu et al. [380]’s study. Similar to Waikel
et al. [359], the radiologists were blinded to the exact prompts used to generate the
CT scans. During the recorded interview session, they were told that the CT scans
were generated and were asked questions about (1) their perceptions of text-to-image
GenAl being used in radiology and (2) the potential areas in their workflows where
they think text-to-CT Scan GenAl could be of value. These sessions were designed
to be short (around 10 minutes) because radiologists’ time is valuable, and we did
not intend to use this to comprehensively capture rich data for our research questions.
The 10 minutes were enough time to guide us through building a contextually accurate
and needs-informed design probe. The interviews were recorded and transcribed to
synthesize findings.

Participant Recruitment. Participants were recruited through our clinical collabo-
rators’ network. For each session, we provided the participants with an overview of
the interview’s purpose and obtained their consent for participation. All participants
consented to audio recording for data analysis and were provided a form of monetary
compensation for their time. We interviewed six attending radiologists and one senior
radiology trainee (F1-F7) across two institutions; demographics are shown in Table 7.1.
Sessions were held on Zoom or Microsoft Teams, based on the participant’s preference,
and lasted for an average of 6.8 minutes.

Analysis. We used an affinity diagramming approach to analyze the qualitative
data. Ideas from the transcripts were pulled out as quotes, and affinity mapping
was conducted to group similar ideas across interviews based on common themes.
Multiple authors sequentially reviewed the groupings individually, and all the quotes
were grouped into primary themes. Sub-themes were collectively generated and agreed
upon.
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PID Expertise Level Experience (years)

F1 Expert >20
F2  Senior Trainee 4

F3 Expert 5-10
F4 Expert 5-10
F5 Expert 5-10
F6 Expert 5-10
F7 Expert >20

Table 7.1: Participant Demographics for the formative study.

7.2.2 Understanding Perceptions, Needs, & Workflows

As a result of our formative discussions, we identify training (after medical school
but before becoming an attending radiologist) as an additional application context
beyond medical education and clinical practice. Overall, we identified three needs
across education, training, and practice to guide the development of our design probe.

7.2.2.1 Need 1: Visualize the Exact Pathology Searched for to Enhance Training.
We learned from our formative discussions that radiologists rely heavily on a combina-
tion of community-driven and paid resources, such as StatDx [103], Google [121], and
Radiopaedia [279], to explore different diseases and confirm pathology descriptions
when encountering challenging or unfamiliar cases (F1, F4-F6). Radiopaedia is an
online community-driven resource for trainees and radiologists to share and discover
patient cases, imaging, and disease pathologies. StatDx is an encyclopedia for different
pathologies. However, these tools can require time-intensive searches, and even then,
they may not provide exactly what is needed for thorough differential diagnoses.
For instance, F2, a senior trainee, described their current process when reviewing
challenging cases:

“If this is something that is really abnormal and I don’t know, we have
some kind of library called StatDx. All residents have that. So I usually
look the disease up...but you have to search through it. It’s kind of useful
sometimes. You google, for example, pulmonary edema, then it gives you a
description and the findings in different modalities and images... But most
often we use Google and Radiopaedia...”.

Even with these resources, trainees may still struggle to find exactly what they are
looking for due to the lack of publicly accessible reference images. These community-
driven or paid resources are ultimately limited by what others can publicly share based
on patient privacy regulations, making it challenging to explore complex pathologies.
As F2 points out: “...there are some rare cases that you cannot see the actual
images and you have to learn it from the textbook...”. These limitations highlight
the need for a tool that enables visualization and exploration of specific pathologies.
Text-to-CT Scan GenAl offers a powerful solution to fill this gap by allowing trainees
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to generate CT scans of the exact combination of pathologies they are searching for.
Beyond training, F2 and F5 agree that this GenAl has potential in teaching and
education. Acknowledging the limitations of existing resources, F6 said

“It [text-to-CT Scan GenAl] helps us for learning about rare diseases that

maybe they have not seen during residency or training curriculum...Al can

give them [trainees| a chance to look at rare and interesting cases”.

These observations reveal that radiologists are already well accustomed to searching
for pathologies on community-driven and paid resources to retrieve CT scans, albeit
they can only, at best, find images most similar to what they searched for. Text-to-CT
Scan GenAl can address this by providing the ability to create CT scans that exactly
match the pathology searched for and handle combinations of pathologies in searches
that are not publicly accessible. Additionally, the educational potential underscored
by these findings suggests the importance of seeking input from junior trainees and
medical students to further explore how this technology can enhance learning and
training experiences.

7.2.2.2 Need 2: Integration of Visual Comparative Analyses in Clinical Practice.
Radiologists beyond training often rely on online resources, such as Google and
Radiopaedia, to address challenging cases (F1, F4-F6). These tools are helpful in
obtaining pathology descriptions and imaging in multiple modalities. However, they
fall short when radiologists need to compare multiple CT scans for differential diagnoses
or to validate their impressions of a case. As F6 described: “Radiopaedia gives you
some structural explanation about a patient below the image and you can find related
images”. F6 imagined how text-to-CT Scan GenAl could enable a more interactive
process while reviewing scans and writing up reports:

" Maybe we use Al to generate from the radiologist report a new CT scan

and compare this CT to the real one and understand our errors and

mistakes and which part may be ignored or may be misdiagnosed and help

us to correct our reports.”

This underscores the need for tools that not only provide reference images but
also facilitate side-by-side comparisons of multiple CT scans, allowing radiologists to
uncover overlooked details and validate their findings. Similarly, F1 described how Al
could help radiologists identify pathologies more effectively, while F4 highlighted the
potential of AI to assist in double-checking their impressions by helping them “...find
some clues that maybe our eyes lose when we want to put all the findings together to
make a proper diagnosis”.

These perspectives suggest that text-to-CT Scan GenAl embedded in existing CT
scan viewing applications could augment radiologists’ clinical practice by enabling more
efficient comparisons, uncovering overlooked details, and supporting decision-making
in critical scenarios.

7.2.2.3 Need 3: Building Familiarity with text-to-CT Scan GenAlI Functionalities
to Bridge Novelty and Application. Our formative discussions highlighted the im-
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portance of understanding text-to-image GenAl’s capabilities when coming up with
potential applications for text-to-CT Scan GenAl. Radiologists were generally more
familiar with traditional Al than text-to-image generative AI, which presented a
barrier to imagining its applications. Initially, participants imagined use cases for
text-to-text GenAl (F2) or traditional Al (i.e., image classification) (F3, F4, F7)
before identifying scenarios relevant to text-to-image GenAl. As F5 acknowledged:
“I've never been exposed to images generated by Al before,” and struggled to envision
practical applications, admitting “honestly no ideas yet.”

Providing radiologists with the opportunity to experience and experiment with
text-to-image GenAl directly could help address this novelty and unfamiliarity before
being asked about a very specific, complex application of text-to-image GenAl. Doing
so can help bridge the gap between novelty and practical application and alleviate
fears about AI’s role in radiology.

7.2.3 Formative Discussion Takeaways

We interviewed six radiologists and one senior radiology trainee (F1-F7) for an average
of 6.8 minutes after they quantitatively evaluated outputs from the MedSyn model
in Xu et al. [380]’s study. Ultimately, the formative discussions provided us with
preliminary insights into radiologists’ challenges and their perceptions of the value of
text-to-CT Scan GenAl in education, training, and practice. However, participants
struggled to detail specific scenarios since many had never used T2I GenAl before.
We also uncovered participants’ challenges with current online resources, such as
visualizing the exact pathologies they search for, the importance of visual comparative
analyses, and the lack of exposure to T2l GenAl. These challenges inspire us to
integrate MedSyn into the medical imaging interface [6].

7.3 Study Design

We describe the protocol for our semi-structured interview and provide technical
details on the text-to-CT Scan plugin that participants used during the interview
session.

7.3.1 Text-to-CT Scan GenAl Plugin

Our formative discussions with radiologists revealed to us that they frequently search
for image findings and pathologies on domain-specific search engines. However, they
may not always find exactly what they are searching for. Therefore, we developed
a GenAl plugin powered by the text-to-CT Scan GenAl model, MedSyn [380], and
integrated it into a popular open-source medical image viewer [6]'. The MedSyn

'Plugin Demo available at https://genai-radiology.web.app/.
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Fig. 7.1: Input/Output of the Text-to-CT Scan GenAI Model [380]. The text-to-CT Scan GenAl
model that we use, called MedSyn [380], takes in a text prompt from the user to generate a 3D CT
Scan. Brain icon by IconsS.

(2) Patient Case Generated CT

Fig. 7.2: Open-sourced medical imaging interface [6] with our GenAl plugin powered by MedSyn [380].
(2) Patient Case: The first column shows a real case consistent with severe right pleural effusion
(sampled from CT-RATE dataset [129, 130, 131]). (3) CT Scan Viewing Window: The second and
third columns show a CT scan comparison viewing window, where a human’s CT scan (from [129,
130, 131]) is on the left, and a generated CT scan from MedSyn [380] is on the right. (1) Prompt UL
The fourth column is our text-to-CT Scan GenAl plugin, allowing users to generate a CT scan.

model enables users to generate CT scans based on exact and specific pathologies,
extending capabilities beyond current search tools. As depicted in Figure 7.1 below,
MedSyn takes a user’s text prompt and generates a 3D CT Scan consisting of the
axial, sagittal, and coronal views of the lungs. Generating the complete CT scan takes
between three and four minutes when using an A100 GPU. Our plugin manifests in the
interface (shown in Figure 7.2 below) as a text box where users can (1a) name their
prompt, (1b) write their prompt, and (1c) generate a CT scan by calling the model
API through the click of a button. Users can view a list of previous CT scans that
they generated (1d) and have the opportunity to provide feedback on the generation

(Le).
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7.3.1.1 Front-end Interactions. When using this tool, a radiologist can view a pa-
tient’s case history (2a), noting their findings (2b) and impressions (2¢). This func-
tionality is incorporated to align with how radiologists currently read CT scans in
clinical practice. Viewing the patient’s CT in the main viewer (3a) gives them access
to numerous functionalities (3b) that they are used to having, such as adjusting the
contrast to preset window levels (e.g., soft tissue, bone, and lung)?, adding annotations,
comparing images side-by-side, and using a localizer tool. Many of these functionalities
either expand upon what the existing radiology search engines offer or leverage findings
from our formative interviews. For example, the tool allows users to view and compare
a generated CT scan with a real CT scan, as well as annotate them.

7.3.2 Semi-structured Interviews

We conducted 45-minute semi-structured interviews with relevant medical stakeholders
to elicit their perspectives on the potential applications and implications of text-to-CT
Scan GenAl. These interviews were designed to be exploratory in nature; the goal was
not to formally audit or analyze prompting behaviors. The interview sessions consist
of four parts, inspired by Cai et al. [52]’s approach with a clinical decision-making
design probe, which included a pre-probe, probe, and post-probe phase. We describe
each part in the following subsections.

7.8.2.1 Introduction. The interviews started with an introduction and background
discussion, where participants shared their experiences and challenges throughout their
medical education, training, and practice. This portion was designed to understand
the tools, methods, and resources they use to learn about different pathologies and
image findings in CT scans.

7.3.2.2 Pre-probe. Participants were asked about their experiences with text-to-
image GenAl. For participants who have never used text-to-image GenAl before, we
showed them a short conversation made in ChatGPT where we already requested
the generation of a medical image from DALL-E3. All participants were asked before
interacting with the model if they could think of any use cases for text-to-image GenAl
being valuable to them throughout their education, training, or practice to prime them
for the rest of the interview session. Following this, we showed all participants an
animated illustration of how the text-to-CT Scan GenAl model works, and participants
were acclimated to the interface through a guided walkthrough video.

7.3.2.3 Probe. During the probe phase, participants generated two to four CT scans,
depending on session duration and the depth of discussions. They were guided to use
the model to generate CT scans based on different goals informed by the formative
interviews, such as validating their impression of a real patient’s CT scan loaded
in the viewer from CT-RATE [129, 130, 131], learning about a pathology through

2Presets were determined by an author, who is a radiologist.
3Provided in the Appendix or the published manuscript.
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differential diagnosis, and generating something of their choice. Throughout this
process, participants provided feedback about the prompts they chose, the quality
of the generation, and insights on the model’s potential applications in radiology
education, training, and practice.

7.3.2.4 Post-probe. Finally, after interacting with the model, participants were asked
to reflect on the risks of generating synthetic CT scans in real-world applications and
raise any concerns about the generated output.

7.3.3 Participant Recruitment

Participants were recruited through snowball sampling methods from our clinical
collaborators’ networks. For each session, we provided the participants with an overview
of the study’s purpose and methods and obtained their consent for participation. All
participants consented to audio and screen recording for data analysis and were
provided a form of monetary compensation for their time. We interviewed nine
stakeholders (R1-R9) across three different institutions: two medical students, three
radiology trainees?, and four attending radiologists (two from the formative study and
two new ones); experience distribution is provided in Table 7.2. Sessions were held on
Zoom or Teams, based on preference, and lasted for an average of 46.34 minutes.

7.3.4 Analysis

We used an affinity diagramming approach to analyze the qualitative data. First, the
transcripts from the interview sessions were verified for accuracy, and corrections were
made by listening to the recordings as necessary. Quotes were pulled out from the

PID Expertise Level Radiology Experience (years)

R1 Expert 5-10
R2 Trainee 1
R3 Expert > 20
R4 Expert 5-10
R5 Expert > 20
R6 Trainee 1
R7 Student 0*
RS Student O**
R9 Trainee 1

Table 7.2: Participant Demographics for interview sessions. *Fourth-year med student. **Third-year
med student.

4Residency programs in the United States come after someone has graduated from medical school,
allowing them to gain further practice and experience in a specialization of their choice. In this work,
we refer to residents as trainees.
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transcripts, and affinity mapping was conducted by multiple authors to group similar
quotes across interviews based on common themes. All quotes were grouped into
primary themes and sub-themes that aligned with our research questions. Multiple
authors grouped the quotes individually, and then the final groups were determined
through discussion.

7.4 Findings

We first report on the identified promises of T2I in medical education, training, and
practice (RQ1). We then follow up on these promises with the risks and challenges of
T2I GenAl that stakeholders identified (RQ2). Table 7.3 and Table 7.4 show high-level
representations of the findings for both research questions. A complete list of the
prompts created by each participant, along with their comments about the prompt
and the generated output, is provided in the supplemental materials.

7.4.1 Promises of T2l in Medical Education & Training

An application context that was brought up frequently in the formative interviews,
as well as our semi-structured interviews, was the potential to use this technology
in medical education and training. R7 presents a compelling case for using text-to-
CT Scan GenAl in medical education because, “...it gives you the opportunity to
identify and recognize something that is potentially super dangerous, that you then
don’t have to guess about when you see it in real life”. We see the essence of this
quote throughout our conversations with students and trainees. We have grouped
participants’ insights on specific use cases into three themes regarding the promises of
T2I GenAl in medical education and training: (1) supplementing traditional lectures
and practice materials, (2) expediting learning through variations, differentials, and
rare cases, and (3) empowering trainees during on-call or emergency situations.

7.4.1.1 Supplement Lectures & Practice Materials.. Despite numerous resources
out there, “...there isn’t a great place to be like, Hey med students, let’s go here and
learn chest C'T today” (R8). R8 goes on further describing how they have never done

Phase Promises of Text-to-CT Scan GenAl Participants
Education Supplement Lectures & Practice Materials F2, R1, R3, R7, R8
& Training Learning through Variations, Differentials, & Rare Cases F6, R1, R2, R6, R9
Empower Trainees when On-Call or in Emergency Situations | F3, R2, R7, R8
Improving Report Impression of Medical Images F5, R1, R4-R6
Practice | Planning & Communicating with Others R2, R6, R7
Visual Memory Support F6, R4, R5

Table 7.3: (RQ1) Participants mapped to which applications of text-to-CT Scan GenAl they imagined
across the different phases.
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anything in their classes where they get to interact with and compare the differences
between abnormal and normal anatomies on CT scans. This could be due to how
medical school lectures are designed, showing static images on lecture slides. R3
corroborates this limitation in existing lecture style by describing how they get content
for their lecture slides by searching online or through their archives: “I have this list
of typical cases for all of these different lesions...choosing representative images from
them...or showing a student the entirety of the scan”. However, R3 went on to envision
a scenario where they could use this T2I model to generate specific examples to use on
their slides: “I'm thinking about pre-populating...I'm gonna produce a lecture on this
list of obscure topics...And I need specific examples of A, B, C, ... I feed those into
your generator, and...I’ll come back in an hour....and I'm ready to start producing my
lecture.” R1 provides another perspective, acknowledging how convenient text-to-CT
Scan GenAl could be when “...teaching the residents or medical students,...we just
want to show them something, we can just type it, and it will pop up.”

From the students’ perspective, R7 and R8 saw the potential for text-to-CT Scan
GenAl to support their studies from the earliest stages of their medical education.
The process of medical students shadowing radiology residents is currently difficult
as “It’s often been said that radiology even is very hard to shadow in because it’s like
you’re watching someone play a video game you don’t know how to play” (RS).
R7 speaks to how this GenAl can “lessen the learning curve” as students transition
to trainees, exposing them to various pathologies before reviewing real patients. R8
reflected on how the tool could help medical students grasp foundational concepts
and prepare for exams: “...being able to play with it...as you’re doing questions, ‘Hey,
here’s what a pneumothoraz looks like under tension, under no tension...I think would
be invaluable.”

Despite being able to similarly perform these interactions through Radiopaedia or
StatDx, the students instead mentioned relying on other resources, such as UWorld or
Amboss, for licensing exam prep.

7.4.1.2 Expedite Learning through Variations, Differentials, and Rare Cases.. As
medical students transition into their training program, it becomes increasingly
important to get as much exposure as possible to a wide variety of cases. As R1 says,
“the more you see, the better radiologist you will become”. However, despite relying
on existing resources populated by the community and their training to see as many
diverse images as possible, they are limited by what others can share based on patient
privacy regulations or what patient cases come through at their hospital. Radiology
trainee, R2, highlighted how this GenAl could accelerate their learning by allowing
them to study variations of diseases: “...this would expedite that if I could just be like,
‘okay, I need to know the difference between this, this, and this’..I can just generate 5
different variances of those diseases on this tool with the different manifestations of
those variants.”

R2 exercises this during the interview session by prompting the model to generate
‘lung cancer’, and then refines their prompt to generate a different variation of lung



Chapter 7. Explanatory Potential of Multimodal GenAl in Radiology Workflows 136

cancer. In their review of their generations, they put the two generated CT scans
side-by-side. R5 similarly experiments with the granularity of the prompts by adding
‘3cm’ to their initial prompt ‘irregular speculated lesion...’

As many diseases can mimic each other on a CT scan, it is important to learn
not only through the variations of how a disease can manifest but also through
differentials of how the pathology of one disease is different from another. For example,
R6 emphasized how this GenAl could make positive findings more accessible in a
low-risk environment: “Being able to see those positive findings is more educational
than commenting on negative findings...sometimes we need to see, like...maybe more
than 200 cases to see one positive finding...But if I can be able to generate those
positive findings by just giving my impressions...I think that’s something that can be
very helpful.”

Beyond variations and differentials, R8 imagined how this GenAl could be ap-
plied in day-to-day training scenarios to prepare for region-specific diseases. For
example, they described a scenario where generated CT scans could be “...included
in my docket of cases I have to look at for the day and one or two of them might
be training, region-specific training”. They similarly mentioned the tool’s value in
training medical professionals in low-resource environments, such as being a “...benefit
to even Africa...And being able to say, ‘Okay, here’s what Cardiomegaly looks like with
someone who might have tuberculosis.”’

7.4.1.3 Empowering Trainees when On-Call or in Emergency Situations.. Unlike
clinical practice, where attending radiologists rely on their accumulated expertise,
training is based on an apprenticeship model where trainees are closely supervised by
their seniors. As trainees become more senior, they are increasingly put in situations
where they may need to read cases in emergencies or on-call situations, where there
is little to no time for doubt or waiting for an expert’s approval. These situations
demand quick and accurate decision-making, making tools like text-to-CT Scan GenAl
an invaluable resource for trainees. Participants highlighted how this tool could serve
as a critical support system during high-pressure scenarios. For instance, R2 described
how it could aid in trauma cases by enabling them to create a checklist of generated
CT scans based on diseases to look out for:

“...when you’re on trauma, you have a trauma come in...if I had this tool
up and I had like 5 different generated pictures of the 5 things I'm checking
for when a trauma case comes in...and then when the surgery team is there
with me, ‘Hey, these are kind of like the things I'm looking out for’, while
we’re searching through the image together”.

R2 expands this idea by imagining how they could use the tool to generate baseline C'T
scans to make sure they do not miss anything while on-call. R7 imagines how generating
images for severe conditions ahead of shifts in the ER could accelerate trainees’ decision-
making, empowering them to handle emergency situations appropriately and promptly:
“...if you can generate your own images of what different aortic dissections look like,
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then, when you have a patient that comes into the ER with ripping chest pain, and you
take them to CT, and you see, like, ‘Oh, sh*t! This is really bad, I need to call someone
for help now’, as opposed to ‘Okay, I haven't seen this before, but this sounds like what
I think it could be like. Let me wait and see if I can get C'T to read this, and then I
have to call my attending’, and that all adds time in an emergency situation...time is
life.” R7 then prompted the model to generate an aortic dissection.

7.4.2 Promises of T2I in Clinical Practice

While GenAl can have a high potential for medical education and training, it remains
to be seen whether and how it can augment clinical workflows. Clinical practice is
slightly different from training because during training, the junior trainees, “...are
reading every case with the attending” (R6). Our study further addresses RQI by
identifying how text-to-CT Scan GenAl can augment attending radiologists in clinical
practice, including (1) improving report impressions of medical images, (2) planning
and communicating with others, and (3) supplementing the existing resources they
rely on when faced with challenging cases.

7.4.2.1 Improving Report Impression of Medical Images.. Interpreting medical
images to identify disease progression or abnormalities often depends on differential
diagnosis and validating speculations. Participants highlighted how text-to-CT Scan
GenAl could play a pivotal role in supporting these tasks by generating CT scans
based on their interpretation to visualize hypotheses and refine interpretations. For
example, R1 described how the GenAl could assist in determining conditions like
cardiomegaly by providing reference images to compare against patient scans. Beyond
aiding in diagnosis, the tool could support the refinement of more precise clinical
impressions, which participants discovered as they continued generating more CT
Scans. R5 described how the generation of reference images could refine the specificity
of their observations, “Instead of just right pleural effusion, I can compare the image
and then specify which segment I expect the pleural effusion to be in”. Using this process,
R5 reflected on how generating CT scans “..can be useful to revise my diagnosis to
add more details” and “...use the generation for differential diagnosis”.

The comparative functionality in the interface allowed R6 to discover that their
impression of the original patient case presented to them was not completely correct
when they compared the image findings in the generated image to the provided real
CT: “So, I said, smaller effusion, and sometimes people say mild effusion, some say
severe effusion. But so this generated Al gives me a very small effusion. But now I'm
thinking this might be a mild effusion instead of a small effusion, which can be very
helpful actually...Something like when we use those subjective words and if we have
something where somethings objective, could help us a lot actually.”

Together, these scenarios underscore the potential of text-to-CT Scan GenAl to en-
hance the accuracy, efficiency, and precision of image interpretation in clinical practice,
empowering clinicians while reviewing both routine and challenging cases. However,
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it also raises implications for accountability, confirmation bias, and unintentional
deskilling.

7.4.2.2 Planning & Communicating with Others.. An interesting use case outside of
direct diagnosis or education that was mentioned was in planning and communicating
with other stakeholders. For example, R2 described how generating CT scans could
be “...super helpful in surgical planning...you can show the patient like, ‘hey, this
is going to be what you look like post-surgery.” In a similar vein, R8 describes how
they could imagine a scenario where they show a patient how their condition looks
compared to a normal condition.

Radiologists are not the only ones who will be interacting with medical imaging
throughout the clinical workflow. This could introduce multiple impressions that may
disagree about a diagnosis. As such, R5 brings up how “These generated images can
act as additional evidence when I am communicating my diagnosis to other doctors’
R7 motivates R5’s point, noting how some surgeons they have shadowed will “..trust
their own reading of the image over whatever the official [radiologist’s] read is” This
is an interesting dynamic in the clinical workflow where generated CT scans could
aid in these collaborative workflows, helping radiologists provide validations of their
reports by generating CTs that show differentials for other physicians to read.

Y

7.4.2.3 Visual Memory Support.. Radiologists are constantly learning beyond their
formal training programs, often needing to recall visual features of pathologies they
may not have encountered recently. As R4 describes it, “I think the more it passes
from graduation, yeah, the more you forget.” As a result, participants highlighted
how text-to-CT Scan GenAl could serve them “by strengthening our visual memory’
(R4). This is particularly valuable for general radiologists working across different
specialties where they encounter CT scans of the chest along with other regions of
the body. As R5 explained: “I'm working in a different field of radiology. If I am
specialized in one branch, and I see a different CT scan, this can be useful to remember
something you haven’t seen in a long time.” Rb5 goes on to say “It would be easier to
use this tool instead of Radiopaedia when I was a student, I would just type my prompt
and see an image much faster than having to search for the right case. R3 and R4
similarly conclude this could be used as “...an alternative to looking something up on
the Internet.”

Y

7.4.3 Risks & Challenges with Medical T2I GenAl

As a result of key stakeholders generating CT Scans for pathologies beyond what
was shown to be validated by Xu et al. [380], we discovered technical challenges and
domain-specific risks, addressing RQ2. This section is separated into two parts: (1)
technical challenges and (2) domain-specific risks, each with sub-themes shown in
Table 7.4. These groupings were identified from a thematic analysis of quotes related
to model behavior and implications of model use in practice. For the interpretation
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Category Challenges Participants
Generated CT scan resolution quality R1, R3, R6, R7, R9
Technical Transparency and Hallucinations R3, R4, R9
Challenges Contrast-Enhanced CTs R3, R4, R9
Generation Expectations R3-R5, R9
Domain- Confirmation Bias & Distilling Incorrect Information | R2, R3, R6, R7, R9
Specific Risks | Over-exposure to synthetic CT scans during training | R3, R5, R7

Table 7.4: RQ2: Participants mapped to which technical challenges and domain-specific risks they
brought up.

of our findings, technical challenges refer to model development, and domain-specific
risks refer to downstream impacts from model use. Such risks and challenges may act
as barriers to the adoption of medical T2I GenAl if left unaddressed.

7.4.3.1 Technical Challenges.. Impressively, the model was able to generate patholo-
gies that were not tested in the original study [380]. However, there are four primary
technical and Al safety challenges that arose while participants were generating and
exploring CT scans: (1) the resolution quality of the CT Scans, (2) the approach to
validation and hallucinations, (3) generating contrast-enhanced CTs, and (4) technical
expectations of the model generation.

Five participants commented on the resolution of the generated CT scans being of
lower quality, even though the model we used was designed to develop high-resolution
C'Ts. While looking through their generated CT scan, R7 found it difficult to see if
the pathology they asked for was there “because of the resolution”. They described
the experience as if they were looking at a CT scan on a really bad computer instead
of the expensive computers that the radiologists use, while R9 described it looking
“like they moved during” the CT scan. R6 similarly asked during their session if they
had a bad internet connection or if it was just the generation quality. However, R3
clarified that a radiologist may not necessarily require a high-resolution CT scan as
long as it offers the required information to support the goal of the generation: “It’s
not necessary to fool me into thinking it’s a real CT. What you want it to do is provide
a sufficient example that I would recognize this on a real CT.

Second, several participants encountered flaws in the generated output as they
were prompting the model on image findings that were not tested for by the quanti-
tative model evaluations. For example, R3 spent time closely auditing the outputs,
commenting that the model has “...thrown all sorts of pathology onto this patient...”
including “...metastatic bone disease...and a plural recess down here that doesn’t con-
nect to anything” R4 and R9 similarly identified missing or injected pathologies in
their generations. A vast majority of the ML literature refers to this type of model
behavior as hallucinations, which come with domain-specific risks. As with any black
box Al, it is important that users can see which parts of the prompts are associated
with which regions of the generation. This becomes especially critical and challenging
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with a 3D-generated output where multiple pathologies are combined within a single
prompt. This task, however, is computationally expensive and underexplored for
text-to-image GenAl [39].

Third, R3’s prompt (“Necrotizing Pneumonia on contrast-enhanced CT”)asked
for a contrast-enhanced CT scan, which is a specific type of CT scan that shows
reactions of a fluid given to a patient before the CT scan [230], to probe the model’s
limitations further. As discovered, the model currently cannot produce contrast-
enhanced CT scans, as it was not trained on contrast-enhanced CT scans. R4 and R9
also acknowledged this limitation when they generated something that they expected
to be shown on a contrast-enhanced CT. Without discussing with radiologists the
importance of contrast-enhanced CTs in accurately determining certain image findings,
models may be trained on data that does not represent what radiologists would benefit
from. Similar to this, R1 and R6 mention how report impressions can sometimes be
subjective (i.e., how severe a disease actually is), which is especially consequential
in training models depending on whether the reports are sourced from trainees or
experts. R9 mentioned how they struggled to get a certain pathology to be of less
severity, and they concluded that “maybe all the patients you guys had were more like
outpatient.”

Lastly, despite the GenAl’s potential value, R3 and R9 acknowledge that the
generation time delay is substantial ( 3 minutes), especially when comparing it to
searching for examples on Radiopaedia. R9 said that as residents, they have “...limited
time while you’re reading images to do research.” Beyond generation time, several
participants commented on the GenAlI’s limitations compared to content provided
by existing resources, such as Radiopaedia. For example, R5 contrasts the model &
interface to how “Radiopaedia also has some additional notes [about the image finding]
which can be helpful for differential diagnosis” These resources allow them to parse
detailed descriptions, aiding in their conclusion about a diagnosis, whereas the GenAl
is limited to taking a single prompt at a time to generate a CT scan and does not
provide any detailed description in return.

7.4.3.2 Domain-Specific Risks. The development of medical T2l that addresses
stakeholders’ needs and concerns goes beyond solving technical challenges. We must
also consider the complex interplay between user expectations and domain-specific
implications. Our findings revealed two domain-specific risks that need to be considered
to ensure that T2I GenAl meets the needs of the key stakeholders and aligns with
complex workflows: (1) mitigating confirmation bias and the distillation of incorrect
information and (2) supporting continuous exposure to real medical images.

First, participants were unsure if and where the requested pathology from the
prompt was generated (R2, R6, R7, R9). While reviewing the generations, they would
say something like “Maybe this is what they [AI] wanted” (R2) or “I potentially see
that dissection” (R7). This type of behavior with Al, masked as confirmation bias, can
be detrimental to a trainee’s learning progress. R9 highlighted potential consequences:
“If you're learning and then you get like false information, uh oh, you know, that’s
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confusing. And you don’t know if you’re wrong or [the] software is wrong.” In
the use case of practice exams, these unprompted pathologies could distract more
than support the student (R3). Ultimately, it is possible for students generating CT
scans who are unaware of the additional, missing, or misrepresented pathologies to
unintentionally learn the wrong things. For example, after R7 generated a CT scan
for aortic dissection, they describe a potential issue related to confirmation bias: “Am
I seeing what I'm actually seeing? Or am I seeing what I want to see?” To this
point, R7 emphasizes that research would need to “...make sure that this is something
that’s not going to...indirectly, [give] poor quality education.”

Second, despite the participants acknowledging that the generated CT scans were of
lower resolution, they were surprised by the fact that they were looking at a generated
CT scan. R7 remarked, “If you hadn’t told me I wouldn’t have known [that the CT
was Al generated]” F2 reacted similarly, saying “Oh wow that’s really good because I
couldn’t tell which one is from which.” R5 stated “ With the right prompt, the quality
of the output is so good that I cannot distinguish that this is Al if I did not create
the prompt myself” This in itself raises potentially consequential implications as R5
states that “Generated images can be useful for experienced doctors who have seen
thousands of images, but residents need to develop experience with real patient cases
and images.” From a lecturer’s perspective, the students want “...to see real examples
with validated pathology” (R3). This underscores the ongoing theme that radiologists
and those in the broader medical field need to continue seeing a plethora of real CT
scans throughout their careers, given that the ones they need to interpret are real
patients.

7.5 Discussion

Building advanced models, such as the text-to-CT Scan GenAl, often occurs without
a deep understanding of key stakeholders’ needs and potential safety risks. This
lack of clarity raises important questions about misuse, misinformation, and the
potential erosion of expert skills, particularly in high-stakes environments such as
medicine [162, 262]. Below, we discuss the benefits of our study design and the
implications associated with the use of text-to-image GenAl for radiology.

7.5.1 Evaluating Domain-Specific Text-to-Image GenAl

Human-Centered Evaluations of T2I GenAlI with Stakeholders. As an outcome of
conducting exploratory model prompting with key stakeholders, we observed how each
participant in our study was interested in exploring and evaluating a different capability
of the model. Unlike the formative interviews, where users could not prompt the
model, the exploratory model prompting study design allowed us to uncover numerous
technical challenges and domain-specific risks. For example, it helped expose that
the thumbs-up/down feedback mechanisms offered for each generated image in the
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interface did not address what participants really wanted to audit, which was the
ability to generate contrast-enhanced CT scans, the resolution of the images (similar
to Brisco et al. [42]’s observation), or the misrepresentation of image findings.

We also learned that CT scan impressions can be subjective, making it important
to be concerned about the expertise of the radiologists who wrote the reports for the
training data. Using reports by trainees or unverified by multiple radiologists could
introduce inconsistencies that can impact the reliability of the model. All of these
challenges are difficult to quantitatively capture; however, conducting exploratory
human-centered Al evaluations to simultaneously elicit this will be useful to the
advancement of RAI.

Lastly, unlike many existing risk taxonomies and evaluations for T2I models, we
observe a specific set of risks that the radiologists were primarily concerned about:
distilling incorrect information and losing exposure to real CT scans during training.
These risks represent unintentional harms that could come about from this technology
being widely available in practice. It is interesting that more granular risks or harms,
such as various forms of bias, were not acknowledged by the participants. Despite this,
it will be critical to identify domain-specific biases that arise with domain-specific T2I
models and innovate solutions to mitigate them.

7.5.2 Implications of Text-to-CT Scan GenAl in Medical Education,
Training, & Practice

We allude to RQ1 as we discuss the implications of T2I for medical education,
training, and practice. Our participants emphasized the role that online resources
and pure experience play when faced with challenging cases and professional growth,
as similarly observed by Yildirim et al. [385] and Rassie [281]. El-Ali et al. [102]
and Quaia [277] have observed an increase in students’ and trainees’ performance
when provided access to radiology-specific repositories, emphasizing the importance of
supplemental resources to traditional lecture materials. Extending these insights, five
participants referenced how getting exposure to variations can play an important role
in competency within medical imaging-based professions. Generating variations as a
design has similarly been explored by [118], highlighting the value that variation plays
in sensemaking. However, the design of our GenAl plugin did not easily enable the
generation and visualization of variations for a single prompt. This was also difficult
due to the generation time for a single CT scan. As Weisz et al. [369] suggest, it is
important to design GenAl applications to enable variability and expose differences
from a prompt. While this generates variability aimed at meeting the user’s needs,
we also see how this can expedite education by showing several CT scans with the
same pathology in several variations. This would help prepare students to practice
identifying serious conditions before dealing with real patients, a benefit that del Cerro
and Esteve [83] similarly mention.

Our participants also stressed the importance of being able to understand what real
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human anatomy is like by looking at thousands of real CT scans. This opens the door
for RAI work to explore various design opportunities for domain-specific T2I models,
such as inpainting capabilities. Furthermore, RAI can explore the human-centered
needs around explicitly identifying which case in the viewing window is generated and
which is real to avoid misuse and abuse of the GenAl capabilities [83].

Considering Collaborative Workflows. Our participants highlighted the collabora-
tive workflows that take place within medicine and how text-to-CT Scan GenAl could
provide radiologists an opportunity to provide generations as rationalizations for their
reading to enhance their collaboration with surgeons. Yildirim et al. [385] also saw the
value of showing similar images as a use case for reassurance between radiologists and
other medical professionals. Such an interaction throughout collaborative workflows
might require designs that allow radiologists to leave additional notes or engage in an
asynchronous discussion with the surgeon about their generations and patient case
impressions.

7.5.3 Safety Implications of Medical T2I GenAl

With any powerful text-to-image GenAl model, it is necessary to consider the broader
ethical and safety implications. We allude to RQ)2 while discussing design implications
for safeguarding against hallucinations and confirmation bias, as well as addressing
misuse of the generated CT scans.

Safeguard Against Hallucinations & Confirmation Bias. As we have seen through
our own experiences and previous work, hallucinations are prevalent in GenAl systems.
This is especially concerning because primarily the more experienced participants were
commenting on misrepresentations of the prompt in their generated CT scan. This
motivates future works to explore ways to express hallucinations to users, especially
to novice users. Along with hallucinations, some participants raised concerns about
confirmation bias, which can emerge when working with AI [291], especially among
students and junior trainees. While it may be hard to avoid generating hallucinations,
we can design mechanisms to safeguard end-users from confirmation bias during
their learning experience. Designing mechanisms to minimize confirmation bias is
especially important in an educational environment because recent work has shown how
people can start reasoning incorrectly when given misleading explanations generated
by AI [327]. These designs are especially important to avoid deskilling, slowing
professional growth, and minimizing over-reliance. One potential solution that we
see is by developing visual explanations that associate concepts from the prompt to
regions of the generated image, such as the technical solutions proposed by Chefer
et al. [65], Bradshaw et al. [39], and Evirgen et al. [107].

Preventing Misuse and Malpractice. Although this was not an emerging theme
from the interviews, it is necessary to anticipate potential misuse and malpractice
of synthetic medical images. Koohi-Moghadam and Bae [183] suggest the potential
for Al-generated medical images to fabricate clinical results or patients’ conditions,
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which can lead to inaccurate conclusions or mistreating patients. The misuse and
malpractice scenarios could go on, but it is more important to discuss practices to
prevent such scenarios from becoming prevalent. This especially becomes important
when these models increase competency by being able to do tasks such as inpainting
original patient CT scans. Horvitz [145] proposes watermarking as a potential solution
to distinguish synthetic from real content, promoting transparency.

7.6 Limitations & Future Work

This work comes with limitations that future work can build upon. First, our study
involved a small sample size for both the formative study and semi-structured sessions.
However, this sample size choice is restricted by domain stakeholders’ availability
and respect for their time. Additionally, our participants all had different levels of
experience and perspectives about AI, which could have tainted their perspectives
on the promises, risks, and challenges that they identified. While we had briefly
asked participants about their prior experiences with Al in the pre-probe sessions,
we have not done an extensive analysis of that data. Also, our study is limited to
a very domain-specific T2I for chest CT scans, which could potentially limit how
our conclusions translate to other medical text-to-image GenAl. Although not all
participants were chest specialists, we felt that they were still able to successfully
identify valid promises, risks, and challenges even beyond chest CTs. For example,
two participants were able to see how this text-to-image generation process could
generalize to other imaging modalities.

Additionally, we did not conduct a detailed analysis of all the prompts generated by
participants, as this was not our primary goal with this study. Furthermore, we have
a limited number of prompts/generations from participants, as each generation took
between three and four minutes. We did not intend to further evaluate the model’s
performance or identify heuristics for prompts that work better with this model for
this study. These areas remain for future exploration to better understand how key
stakeholders would prompt generative models depending on their goals.

Similarly, we did not perform quantitative evaluations of the accuracy of the
generated CT scans from the radiologists’ perspective during these sessions. Future
work should consider including quantitative model auditing activities with stakeholders
using familiar medical interfaces and tools to maintain external validity and to ensure
that evaluations appropriately target stakeholders’ concerns.

7.7 Conclusion

Medical text-to-image GenAl capabilities are increasingly being investigated as models
become increasingly competent. Given the lack of human-centered research involving
key stakeholders on the promises, risks, and challenges of medical text-to-image GenAl,
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our work seeks to bridge this gap by conducting exploratory model prompting sessions
with a text-to-CT Scan generative model. Our study highlights the opportunities of
text-to-image GenAl in medical education, training, and practice, such as empowering
students to learn in low-stakes environments and augmenting radiologists when faced
with challenging cases. These promising opportunities expose technical challenges
and domain-specific risks of domain-specific T2I models that the RAI community
can consider, such as confirmation bias. Overall, our work represents the importance
of evaluating T2I models from a human-centered lens, taking domain-specific needs
and challenges into consideration. We hope this work encourages RAI researchers to
further explore the risks and challenges of domain-specific T2I models.

This chapter ultimately exposes clinical reasoning processes that are core to inter-
preting medical images. Simultaneously, it highlights how the text-to-image GenAl
model can be repurposed as an explanation generator to support those clinical rea-
soning processes. This leads us to develop a process-oriented XAl system using this
model in the next chapter.
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Chapter 8

Augmenting Reasoning, Not Validating

Outputs: Designing Process-Oriented
XAI

This chapter expands on the following workshop paper:

Morrison, K., Mason, E., Chen, M., Lundi, S., Zandifar, A., Kim, D., Eslami, M., &
Perer, A. (2026, April). Reframing Explainable Generative AI as a Tool for Thought.
In ACM Conference on Human Factors in Computing Systems’ Workshop on Tools for
Thought (2026).

Morrison, K., Mason, E., Chen, M., Lundi, S., Zandifar, A., Kim, D., Dai, W., Eslami, M.,
& Perer, A. (2026, April). Augmenting Reasoning, Not Validating Outputs: Designing
a Process-Oriented XAI System with Multimodal Generative AI. Manuscript under
submission (2026).

Part II described how XAI had emerging uses across various processes in expert
decision-making, such as supporting patient—clinician and clinician—clinician shared
decision-making. However, in Chapter 7, we observed that the text-to-image model
had significant explanatory potential for training and education efforts. Even though
some participants in Chapter 7 did allude to supporting clinician—clinician or pa-
tient—clinician interactions, the more obvious explanatory potential of multimodal
GenAl lies in scaffolding clinical reasoning during training. This marks a shift in
our focus from XAI for decision-making in human—AI collaboration to designing
process-oriented XAI as a form of human—AlI collaboration to augment reasoning
processes.

8.1 Introduction

Explainable AT (XAI) systems in human—AlI collaboration have primarily been designed
to help decision-makers use Al systems safely and effectively by serving as tools for
verifying or interpreting Al outputs (i.e., output-oriented XAI). As shown in Figure 8.1,
this interaction paradigm consists of an Al system producing an output (e.g., a
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Fig. 8.1: Output-oriented XAI is framed as a way to help humans decide whether to accept, modify,
or reject an Al’s recommendation or generated artifact. Process-oriented XAl, in contrast, considers
a workflow in which humans first reason without AI support, then generate Al explanations and use
them to refine or shape their reasoning before finalizing their decision.

classification) and a corresponding Al explanation to justify its output for a human to
use in making a decision. In this paradigm, the human is positioned to be a validator
of Al outputs, which may unintentionally distract decision-makers from engaging in
their own reasoning about the underlying data, context, and decision. Zhang and
Reicherts [389] argue that this output-oriented framing forces users to reason backward,
rationalizing if and why an Al recommendation is reliable based on its explanation.
This interaction paradigm has been the primary focus when designing XAI systems,
as the literature has primarily focused on output-oriented goals when evaluating
XAT’s impact in human—AI systems. For example, one canonical goal has been to
calibrate reliance on Al outputs [49, 150, 200]. Other goals include supporting model
understanding [49] and fostering trust in Al systems [200, 364].

Countless empirical studies have yielded mixed results regarding whether XAI
fulfills those goals [348]. Even interventions designed to promote deeper cognitive
engagement with Al explanations have shown limited success within this output-
oriented framing [45, 115], motivating the need to explore new interaction paradigms
with XAI. Researchers have recently leveraged GenAl to explain the outputs of another
Al system [137, 249] or to make Al explanations themselves more human—centered [254].
These techniques are derived from an emerging field called explainable generative Al
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(GenXAI) [302]. However, output-oriented interactions with GenXAI have also faced
limitations in human—AlT collaborations [239, 327].

As empirical evidence on addressing output-oriented goals (e.g., calibrating reliance,
supporting model understanding, and fostering trust in Al systems) with XAl remains
inconsistent, the limitations of XAl as a tool to help users verify, interpret, or justify
AT outputs become clear. These limitations reflect broader challenges with output-
oriented interactions in Al systems. For example, recent organized efforts have called
for departing from output-oriented interaction paradigms in Al systems by adopting a
new design practice, Tools for Thought [339], with the goal of providing process-oriented
support [389] that protects and augments human cognition. However, this reframing
leaves the role of XAI in human—AlT systems unclear, as XAl has traditionally been
used to help humans interpret or verify Al outputs during Al-assisted decision-making.

Recent work has begun exploring XAI’s role in human—AlI collaboration beyond
output-oriented interactions by introducing new frameworks, such as Evaluative
AT [233], and by investigating how decision-makers appropriate XAl in practice [239].
However, system design for emerging interaction paradigms with XAI in human—Al
collaboration remains underexplored.

Using cognitive psychology of explanations [171, 222|, concepts from Tools for
Thought [339], and Alan Dix’s emphasis on appropriation-aware design [89] as a
research lens, we introduce a new interaction paradigm for XAI in human—AlI collabo-
ration called process-oriented XAI. Process-oriented XAI, as depicted in Figure 8.1,
reframes XAl as a tool that supports humans’ workflow processes, rather than as a
tool to help users verify Al outputs. This reframing is motivated by the fact that many
XAT techniques draw on or emulate aspects of human explanation and reasoning pat-
terns [232] (i.e., counterfactual evidence, example-based reasoning, and localization).
For example, in this interaction paradigm, the human considers the data on their own
and what support they may need while reasoning about that data. This informs their
choice to request an Al explanation from a specific XAl tool, such as a counterfactual
explanation, to augment their reasoning and help them reach a final decision. We
instantiate this interaction paradigm in a clinical reasoning tool for medical image
interpretation using multimodal GenXAI to understand (RQ1) How do people interact
with process-oriented XAI, and how does that shape their reasoning? (RQ2) What are
the challenges and benefits of using GenXAI to develop process-oriented interactions?

To address these research questions, we situate our study in the context of medical
image interpretation. We chose the task of interpreting medical images because (1) it
remains a core focus across the machine learning (e.g., [309]) and human-computer
interaction communities (e.g., [240, 385]), (2) it allows us to explore multiple modalities
of explanations, ranging from visual to natural language, and (3) training in this
domain ranges from shadowing experiences to “learning by doing” experiences [240].
We draw on findings from the literature (e.g., [240, 385]) to inform a set of design goals
for building a process-oriented XAI system that leverages a text-to-image medical
imaging model developed by Xu et al. [380]. Then, we conduct a think-aloud study
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paired with a semi-structured interview with ten clinicians-in-training to address our
questions.

Overall, our paper contributes a conceptualization of a new interaction paradigm
with XAI techniques, an instantiation of this paradigm in an interactive tool for
medical image interpretation using GenXAlI techniques, and an empirical study with
ten clinicians-in-training. To address RQ1, we observe how five senior medical students
and five junior radiology residents use our tool to interpret two different patient
vignettes. We observe that participants used the same GenXAI Tools differently
depending on their reasoning needs, such as needing a starting point, help refining
their impression, or a second opinion. We also analyze how the tool appeared to shape
participants’ reasoning processes through a combination of behavioral observations
and participants’ reflections during the interview. Specifically, we capture how the
GenXAI Tools can misguide, refine, or help expand reasoning. Lastly, we address RQ2
by synthesizing participants’ reflections on the benefits and challenges of GenXAI for
process-oriented support.

8.2 Process-Oriented XAI System

We instantiate the process-oriented XAl paradigm in a high-fidelity clinical reasoning
support tool that leverages multimodal GenXAlI.

8.2.1 Design Goals

Informed by literature on human—AlI collaboration, we identify five design goals for
process-oriented XAI. To support our medical imaging case study, we situate our
design goals within radiologists’ workflows and reasoning processes. However, these
design goals could be adapted and applied more broadly.

DG1: Eliminate AI Predictions to Position Humans as Active Thinkers. Essential
to the process-oriented XAl interaction paradigm and informed by recent work that
explores designs that withhold the AI’s recommendation (e.g., [45, 339, 389]), Al
should not make any predictions on the underlying data (e.g., a patient’s CT scan).
Therefore, in our process-oriented XAl system, there is no Al-generated impression or
classification for the data (i.e., the patient’s CT scan). This design choice inherently
changes the role of the Al explanations, no longer making them output-oriented, since
there is no Al output to interpret or verify. This design goal is demonstrated in step 1
for process-oriented XAl in Figure 8.1.

DG2: Align with Workflows to Augment Existing Processes. Another core aspect
of process-oriented XAl is that users’ interactions with XAI align with their existing
workflow processes rather than introducing new processes to the workflow. This is
inspired by empirical evidence from Buginca et al. [44], showing the value of aligning
AT explanations with gaps in human reasoning. As such, the XAI techniques in our
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process-oriented XAI system should translate to reasoning processes, such as those
involved in medical image interpretation [240, 385].

DG3: Enable User Agency by Prioritizing On-Demand Interactions. Output-
oriented XAl studies have manipulated how users interact with Al explanations by
either offering them on demand or immediately [59, 266]. In process-oriented XAI,
offering explanations immediately would undermine the goal to support meaningful,
user-driven interactions. Zhang and Reicherts [389] also discusses “timing of support”
as an important factor when designing process-oriented Al. Therefore, the third design
goal is that the user must decide when and how to engage with XAI throughout
their reasoning process. This design is reflected in step 2 of process-oriented XAI in
Figure 8.1.

DG4: Foster Self-reflection to Help Users Externalize Reasoning. Informed by
design goals discussed by Zhang and Reicherts [389], process-oriented XAl interactions
should foster self-reflection by enabling users to externalize their reasoning as they
request explanations. By offering different Al explanation types, it forces the user
to reflect on their own reasoning and which explanation will help augment it. This
design goal is captured as the output of step 2 and input of step 3 in Figure 8.1.

DG5: Support Navigation of Imperfect AI Explanations. Explainable Al tech-
niques have been shown to be imperfect [43, 186, 239, 292]. Another design goal
suggested by Zhang and Reicherts [389] for process-oriented Al systems is the intro-
duction of friction. In the context of imperfect Al explanations, rather than trying to
compensate for these imperfections, we embrace them as a form of friction. Previous
work has similarly leveraged AI’s imperfections to support ideation [219] and richer
conversations [127]. However, these imperfections can be misleading or unproductive.
Thus, process-oriented XAI designs should support users in effectively and safely
navigating these imperfections.

8.2.2 System Overview

We leverage an existing open-source medical imaging interface developed by the
Open Health for Imaging Foundation (OHIF) [392] to create a high-fidelity prototype
(depicted in Figure 8.2). We use this interface because it already provides several tools
and capabilities that radiologists have when reviewing medical images. However, we
adapted portions of the original OHIF interface design to better suit our think-aloud
study protocol. For example, we provide a panel on the left-hand side of the interface
(Figure 8.2.1) to showcase the current patient vignette that the participant is to review.

Figure 8.2.2 shows the medical imaging viewport, where the patient vignette CT
scan (A) and any Al-generated CT scans from one of the GenXAlI techniques (B) can
be reviewed. Inherited from OHIF, this viewport component is flexible and easily
allows users to review more than nine CT scans at a time if desired.

Lastly, we developed the right-hand side panel, shown in Figure 8.2.3, to feature
the four process-oriented XAl techniques. To avoid participants getting confused
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Fig. 8.2: GenXAI Clinical Reasoning Support Tool. (1) shows the patient vignette. (2) shows the
viewing window: (a) shows the vignette CT scan and (b) shows a generated CT scan with important
regions. (3) features the GenXAI Tools, shown below.

with technical jargon, we chose to call this panel ‘Al Tools’. We will refer to these as
GenXAI Tools.

8.2.3 Translating Reasoning Processes to GenXAI

Informed by findings from Morrison et al. [240] and Yildirim et al. [385] on applica-
tions of multimodal GenAl in radiology and radiologists’ workflow processes when
interpreting medical images, we follow DG2 to identify core reasoning processes for
interpreting medical images and then translate those to GenXAI techniques derived
from recent works [107, 214, 302]. To support DG1, we implement four GenXAI
techniques that do not provide a direct Al recommendation for the underlying data
to interpret. We describe each GenXAI Tool, its artifact, and the clinical reasoning
process they aim to support below.

(© Similar Patients (Example-based Reasoning). Yildirim et al. [385] discuss how
radiologists may search for similar example cases to help them reason. Grounded in
our design goals, we built a GenXAI Tool that allows users to generate CT scans
of similar abnormalities across different underlying anatomies. This explanation
technique (Figure 8.3a) is inspired by comparative explanations from Cai et al. [51],
the ‘other possibilities” explanation from Lin et al. [214], and the example-based
reasoning GenXAlI technique [302]. Supporting DG3 and DG4, we show three similar
patient impressions as suggestions for the user to choose from to generate, including
one prompt that reflects the patient’s CT scan and two others that are variations or
potential mimics of the patient’s condition. Because the underlying image-generation
model can take more than 3 minutes to generate a new CT scan, we pre-generated
CT scans for similar patients. We did not systematically assess whether the generated
similar patients were clinically accurate.
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Fig. 8.3: Interface designs and example AT explanations for Similar Patients (8.3a) and Variations
(8.3b).

Variations (Counterfactual Generations). Reasoning by comparing to variations
of abnormalities can also be valuable [240]. Inspired by recent counterfactual image
generation approaches (e.g., [140, 197, 214]), this explanation technique (Figure 8.3b)
supports DG3 and DG4 by providing users with a prompt-building interface and is
based on the counterfactual generations technique [302]. Users can generate CT scans
by building prompt variations with different base abnormalities, severity, locations, and
associated findings. We pre-generated every prompt combination to save time during
the user study. Therefore, the prompt from the prompt builder is compared with the
prompts from the generated set of CT scans to find its corresponding scan, which
is then visualized in the viewport instantaneously. We did not systematically assess
whether the generated scans contained clinically accurate or complete abnormalities.

o) Important Regions (Attention Visualizations). Localizing the abnormality
is another important clinical reasoning process. We implement this as a visual
attention mechanism (Figure 8.4a) that overlays a heatmap on the generated CT
scan, highlighting image regions that receive high cross-attention from specific prompt
tokens [39]. This tool only works on the generated CT scans, forcing users to reason
about when and how to use it. In addition to supporting DG3 and DG4, this tool
also targets DGbH, allowing users to interpret or verify Al outputs if they wish. For
example, users can highlight important regions to assess the validity of a generation or
to try to localize an abnormality. The heatmaps were generated during the CT scan
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Fig. 8.4: Interface designs and example AI explanations from the Important Regions (8.4a) and
Natural Language Q&A tools (8.4b).

generation process. It is important to note that this explanation technique is prone to
errors, as it has not been validated for generating precise pathology segmentation.

& Natural Language Q&A (Surrogate Model). Lastly, seeking information from
external resources to help explain differences and similarities between abnormalities
is part of the clinical reasoning process. Based on the GenXAI techniques described
by Schneider [302] and the ongoing attempts to use GenAl to explain domain concepts
(e.g., [132]), the Q&A tool (Figure 8.4b) provides three preset explanations that users
can request for a specific slice of an Al-generated scan. Specifically, we allow users
to ask for the Al to “FExplain how this slice represents the prompted abnormalities”,
“Explain if and why this slice does not appear normal”, and “Explain the mimics of
the abnormalities in this slice.” These questions were piloted with a junior radiology
resident. This GenXAI Tool also supports DG3, DG4, and DGb5, enabling users to
verify or interpret Al-generated scans. The Q&A feature is powered by Gemini 2.5
Flash, which was given system instructions to act as an expert radiology assistant
with expertise in identifying chest abnormalities. We chose to use Gemini over GPT-5
because of its faster response time.
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Fig. 8.5: Overview of user study protocol. Participants were assigned to either group one or group
two to determine the order in which they would view the two patient vignettes. Phase 1, the Intro
Phase, consisted of a 10-question survey and an interactive walkthrough tour of the interface. Phase 2,
the Think-Aloud Phase, consisted of reviewing two patient vignettes and creating case presentations
for each. Phase 3, the Debrief Phase, gave participants a space to reflect on the tools.

8.3 User Study

To better understand interaction patterns and how the GenXAlI tools shape clinical
reasoning (RQ1), as well as the benefits and challenges of process-oriented GenXAlI
designs (RQ2), we conducted a one-hour, three-phase user study with clinicians-in-
training. To facilitate the different phases of the user study smoothly, we embedded
our system into a secondary interface that we built!. We describe these phases below.

8.3.1 Protocol

Introduction Phase (10 minutes): Participants first took a 10-question Likert-scale
survey on their perceptions of Al in healthcare [311]. Then, participants were provided
an interactive walkthrough of the interface and the GenXAI Tools, so they had a
better understanding of the artifacts that the GenXAI Tools produce. Participants
were told they would only have access to the axial view (top-down view of the chest),
given the limited time together, that the AI could not generate contrast-enhanced CT
scans [240], and that all images may appear blurrier than expected [240].

Think-Aloud Phase (40 minutes): The Think-Aloud Phase lasted for the majority
of the session, where participants reviewed two different patient vignettes in a pre-
determined order based on their assigned group. While reviewing each vignette,
participants were tasked with (1) making sense of the patient’s condition (sensemaking
task) and then (2) creating a four-slide case presentation to communicate their
impression of the patient’s condition (communication task). During both tasks,
participants had access to all of the GenXAI Tools and could use them whenever
they wanted. For both tasks, we use a concurrent think-aloud approach [104] to elicit
participants’ iterative reasoning processes. The interviewer encouraged think-aloud by
asking clarifying questions when participants verbalized minimally.

Sensemaking Task (10 minutes per case): Participants were given ten minutes to

IScreenshots provided in the supplemental materials
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think aloud as they made sense of the patient vignette and reviewed the patient’s CT
scan. They were told they can use the Al tools at any point during their sensemaking
process and to think aloud as they use them.

Communication Task (10 minutes per case): Immediately following the sensemaking
phase, participants were tasked with constructing a case presentation in Google Slides.
This task was designed to mirror case presentations that are common in radiology
residency programs. The case presentation consisted of six slides: an instruction slide,
the patient vignette description, and four slides to be filled in by participants. Those
four slides asked for the following information: key imaging findings, key imaging
comparisons, differential diagnosis, and final impression. Again, participants could
use the Al tools at any time and were encouraged to think aloud while doing so.

Debrief Phase (10 minutes): The study session concluded with a ten-minute semi-
structured interview. The discussion focused on encouraging participants to reflect on
the impact of GenXAI Tools on their reasoning and communication processes. It also
aims to uncover the benefits and challenges of the different Al tools.

8.3.2 Patient Vignettes

Each vignette included fake patient demographics, a chief complaint, a history of
present illness, a past medical history, and a corresponding CT scan. Our resident
collaborator worked with us to generate this information for both vignettes to be
reflective of the generated scans. Lastly, the patient CT scans for both patient vignettes
are generated using MedSyn [380]. This allows users to generate a variation of the
CT scan that preserves the same anatomical structures (i.e., by reusing the same
random noise distribution for a new generation). Both vignettes were reviewed by
our radiology collaborator to have a ground-truth impression of the generated scans.
The vignettes were informed by the abnormalities that the model has been shown to
generate [380].

Patient Vignette A. The prompt for Patient A’s CT scan was: “Moderate pleural
effusion with associated atelectasis in the left lung. No signs of cardiomegaly. No signs
of consolidation. No signs pleural thickening. No signs of ground glass. No signs of
any nodules.” Our radiology collaborator reviewed the generated CT scan to confirm
that the findings were consistent with moderate left pleural effusion and associated
atelectasis. We mark the key findings in one slice shown in Figure 8.6. The prompts
for the three similar patients are:

* “Moderate pleural effusion with associated atelectasis in the left lung. No signs of
cardiomegaly. No signs of consolidation. No signs pleural thickening. No signs of
ground glass. No signs of any nodules.”

* “A moderate area of dense consolidation in the left lung. No signs of cardiomegaly.
No signs of pleural effusion. No signs of atelectasis. No signs of pleural thickening.
No signs of ground glass. The right lung appears normal.”

* “Moderate pleural effusion with associated consolidation in the left lung. No signs
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Fig. 8.6: Slices of key findings marked by red arrows in the CT scans for the two patient vignettes.

of cardiomegaly. No signs of consolidation. No signs of pleural thickening. No

signs of ground glass. No signs of any nodules. The right lung appears normal.”

Patient Vignette B. The prompt for Patient B’s CT scan was: “A large area of
dense consolidation in the right lung. No signs of cardiomegaly. No signs of pleural
effusion. No signs of atelectasis. No signs of pleural thickening. No signs of ground
glass. The left lung appears normal.” Our radiology collaborator reviewed the CT
scan to confirm the presence of consolidation. However, the radiologist also noted
a pleural effusion and suspected a pneumothorax. We mark these findings with red
arrows in Figure 8.6. This case provides an opportunity to examine how participants
interact with and reason through imperfect or internally inconsistent Al-generated
explanations. The prompts for the three similar patients are:

* “Severe pleural effusion in the right lung. No signs of cardiomegaly. No signs of
consolidation. No signs of atelectasis. No signs of pleural thickening. No signs of
ground glass. No signs of any nodules. The left lung appears normal.”

*“A large area of dense consolidation in the right lung. No signs of cardiomegaly.
No signs of pleural effusion. No signs of atelectasis. No signs of pleural thickening.
No signs of ground glass. No signs of any nodules. The left lung appears normal.”

* “Severe pleural effusion in the right lung with associated atelectasis. No signs of
cardiomegaly. No signs of consolidation. No signs of pleural thickening. No signs
of ground glass. No signs of any nodules. The left lung appears normal.”

8.3.3 Study Interface

The top navigation bar shows the 10-question survey from the Introduction Phase
(consent tab), the interactive walkthrough (walkthrough tab), the case viewer, case
presentation, and case viewer 2. The case viewer tabs each display a different patient
vignette, depending on the order the participant was assigned to see them.
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Fig. 8.7: Main User Interface where participants completed the user study. The navigation bar
directs participants between the different phases of the study.

8.3.4 Recruitment & Data Analysis

We recruited senior medical students and junior radiology residents through the net-
works of our clinical collaborators at two institutions. Participants were compensated
with 50USD for 60 minutes. Sessions were conducted remotely via Teams/Zoom for
an average of 61.25 minutes (SD = 4.3 minutes).

Data collection included screen recordings, audio transcripts, and the case presenta-
tion decks. One author analyzed participants’ interaction patterns with the GenXAI
Tools during the sensemaking phase for each patient vignette and categorized them
into similar interaction patterns. A second author reviewed the categorization of
these interaction patterns and resolved any disagreements through discussions. Two
authors conducted process coding [296] of the interview transcripts to identify how the
GenXAI Tools shaped reasoning. Lastly, one author conducted structured coding [296]
of quotes from the sessions to identify the benefits and challenges of designing with
GenXAI. A second author joined for an affinity diagramming activity to identify
themes within the benefits and challenges groups.

8.4 Findings

We conducted a pilot study and then recruited 10 clinicians-in-training: five 4th-year
medical students (M1-M5) and five junior radiology residents (R1-R5) from two
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PID Expertise Level Prof. Impact Preparedness
R1 Resident (PGY2) 4.50 2.25
R2 Resident (PGY2) 3.67 2.25

)

)

R3 Resident (PGY3 3.50 3.50

R4 Resident (PGY2 2.67 2.25
R5 Resident (PGY2) 3.67 3.00
M1  4th-year Med Student 4.00 1.50
M2  4th-year Med Student 4.67 3.00
M3  4th-year Med Student 4.17 2.25
M4  4th-year Med Student 4.17 2.75
M5  4th-year Med Student 4.33 2.75

Table 8.1: Participant Demographics and scores for the Perception of Al in Healthcare [311] survey.

institutions. Table 8.1 provides a breakdown of each participant’s scores from the
survey based on factors (professional impact of Al and Al preparedness) identified
by Shinners et al. [311]. In our study, the average Al preparedness score for the medical
students was 2.45 (SD = .53) and 2.65 (SD = .51) for the residents. The average Al
professional impact score was 4.27 (SD = .23) for medical students and 3.60 (SD = .58)
for the residents. Across both groups, the Al preparedness score was lower than the
professional impact score, consistent with the findings of Shinners et al. [311]. We
also observed that the Al professional impact score was slightly higher among medical
students than among residents. Despite these differences, a Welch’s independent-
samples t-test indicates that they are not significant (¢(5.18) = —2.13,p = .08). These
descriptive trends provide additional context for interpreting the observed interaction
patterns and perceptions analyzed below.

The rest of this section presents findings for each research question. First, we
identify three interaction patterns that participants tended to follow when using the
GenXAI Tools to help them reason about the patient vignettes (RQ1). We complement
this by examining how those different ways of engaging with the GenXAI Tools shaped
clinical reasoning. Then, we present the benefits and challenges of using GenXAI for
process-oriented support (RQ2).

8.4.1 RAQ1: Interaction Patterns & Reasoning

We analyze behaviors across participants’ sensemaking phases and denote the patient
vignette by adding ‘A’ or ‘B’ after the participant identifier. Then, we group similar
interactions to identify common patterns. As described in Table 8.2, we observed
participants either using the GenXAI Tools as a starting point, to refine their reasoning,
or to get a second opinion. Within these interaction patterns, we examine how these
different ways of engaging with the Al tools can shape participants’ reasoning processes.

All participants for the first vignette, except M1, chose to review the vignette and
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Starting-Point Refinement Second-Opinion
Impression
Certainty lack of impression  partial impression  coherent impression
Participants
Observed M1.A M1.B, M2.A) M2.B, M4.A, R1.A, R2.A|

M3.A, M3.B, M4.B, R2.B, R4.B
M5.A, M5.B, R1.B,
R3.A, R4.A, R5.A

Legend: M = Medical Student — R = Radiology Resident
A = Vignette A — B = Vignette B

Table 8.2: Categorization of how participants interacted with the GenXAI Tools.

perform a top-to-bottom search of the CT scan before using the GenXAI Tools. Once
the participants finished their initial reasoning, they used different GenXAI Tools
as needed. M1 only reviewed the CT scan before using the GenXAI Tools and then
later reviewed the patient’s clinical information. R3 and R5 experienced technical
difficulties that prevented them from completing the tasks for the second patient
vignette, so their data for the second vignette were excluded from analysis.

8.4.1.1 Refining Impression of Medical Image. We observed that participants inter-
acted most often (12/18) with the GenXAI Tools after forming an initial impression of
the CT scan but remaining unsure about parts of it. To converge on a final impression,
they used the GenXAI Tools to refine their reasoning by helping them discern the
differences between pathologies (M1, M3, M4, M5, R4, R5), discern between different
severity levels of a pathology (R1, M2, M3, M4), orient their attention to localizing
abnormalities (M2, M5, R5), or expand their reasoning (R1, R2, R3, R5, M1, M4,
M5).

Discern between different abnormalities/severities. As the example shows in Fig-
ure 8.8, M4 noted that, “It does look like there is some sort of consolidation or fluid
in the right lung” while scrolling through the CT scan. They generated a similar
patient with severe pleural effusion to compare against their patient’s CT scan, and
then generated another similar patient showing only consolidation. However, after
generating and comparing two similar patients’ CT scans with the patient’s CT scan,
they admitted that both generated CT scans looked similar to the patient’s. This leads
them to generate two variations, one for consolidation with pleural effusion and one for
consolidation without pleural effusion, saying “...the part that I was a little less sure
about was the pleural effusion. So, then I made one without the pleural effusion.” This
interaction led them to correctly identify that vignette B had both pleural effusion
and consolidation. For M2, they used the Variations Tool to help them reason about
different severities. For example, they generated multiple variations, saying “...I guess
my thought process is more: ‘How do I determine if it’s small, moderate, or severe?’”

Orient attention to abnormalities. Instead of discerning differences, we saw how M2,
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Example: M4 | Vignette B observed this interaction type
Partial impression; unsure about parts for 12 instances, 9 participants

Interaction Pattern: Refinement Tool

1. Review Patient Vignette and CT Scan

"it does look like there is some sort of consolidation or fluid in the right lung."

v

v Confirms consolidation with pleural effusion & starts case presentation

E i

E i

H i

let's see the other one. & | 2- Requests Similar Patient #1 3. Compares to patient CT i
Consolidation. Uh. ; Al shows: pleural effusion Evaluates similarities i
They all kind of look f | H
similar. . v i

i i

09 4. Requests Similar Patient #2 5. Compares to patient CT |

H > I H

: Al shows: only consolidation Evaluates similarities :

A - J E

v i

... the part that I was a E
little less sure about was Trying to discern whether the patient has pleural effusion or not !
the pleural effusion, so H
then I made one without l i
the pleural effusion. X :

6. Requests Two Variations 7. Compares to patient CT :

To tease out whether there is —> Evaluates similarities 1

°° pleural effusion with the and differences H

consolidation H

< 3

H

i

Fig. 8.8: Example flow of using the GenXAI Tools to refine an impression.

M5, and Rb5 leveraged the GenXAI Tools as a way to orient their attention towards
where abnormalities were located to help them refine their impressions. For example,
as M2 was going through the CT scan for vignette B, they used the Important Regions
tool to see if it could help them tease out whether there was atelectasis: “...I wanted
to get an impression of where it [Al] thinks the atelectasis is, just cause then if I see it
on the Al-generated, then I think it might help me know what to expect on the patient
one.” M5 similarly used the Important Regions tool to, “...look for specific parts of
the Al scan” and orient their attention to where effusion was in the generated image.
After reviewing the heatmap for “effusion”, they felt “...more confident that there’s at
least some level of an effusion going on in the patient CT scan.” R5 used the Q&A
tool on a slice of a generated scan to “..see if it can give me any insight into how to
identify it in the future on my own.”

FExpand reasoning. The GenXAI Tools helped several participants, including medical
students and residents (R1, R2, R3, R5, M1, M4, M5), expand their reasoning
during sensemaking and case presentations. For example, R1 experienced how the
Q&A tools helped them ideate additional reasonable differentials to list in their
case presentations: “...So I mentioned hemothoraz, but I didn’t even mention all
of these other possibilities...”. R2, R3, and R5 benefited similarly from the Q&A
tool. For example, R2 said that, “...the first one [vignette], I didn’t think about a
necrotizing pneumonia. I was like, ‘Oh yeah, this is a good thing to think about’” M5
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Example: R1 | Vignette A observed this interaction type
Clear and coherent impression for 5 instances, 4 participants

Interaction Pattern: Second-Opinion Tool

E 1. Reviews Patient Vignette & CT Scan

...generate Confident: moderate left pleural effusion with atelectasis

images that would help
me feel that what | am ¢
seeing is consistent 2. Request Variation 3. Compares to patient CT

with my current

P . P u moderate left pleural > Confirms impression, but
working diagnosis E effusion with atelectasis wants to just rule out small
i |
' A 7
H . . .
H 4. Request Variation 5. Compares to patient CT
So I would like to see..what it N | small left pleural : Confirms impression for
° ) ) H effusion with atelectasis moderate
thinks of this scan and what it G —
thinks of this slice...And this is g 1 }r
allowing it [Al] to look at this °
slice and to voice a second (- 6. Request Q&A for final validation

opinion on what is going on,

More confirmation that they are seeing moderate pleural effusion w. atelectasis

!

v Confirms their impression of moderate pleural effusion w/ atelectasis

Moves on to building case presentation

Fig. 8.9: Example flow of using the GenXAI Tools to get a second opinion.

clearly delineated the impact the Q&A tool had on their reasoning process and case
presentation by showing their list of differentials and a list of additional differentials
marked “with AI consideration.”

8.4.1.2 Second-Opinion Tool. We observed five instances across four participants
who initially formed a coherent impression of the CT scan and interacted with the Al
tools, hoping to reinforce their reasoning. This interaction pattern shaped reasoning
by either providing reassurance to participants (R1, M4, R4) or serving as a space to
challenge model behaviors (R2).

Provides Reassurance. As the sequence in Figure 8.9 shows, R1 concluded after
reviewing vignette A and its corresponding CT scan that there were signs of moderate
left pleural effusion with atelectasis. With that clear impression, they wanted to
“...generate images that would help me feel that what I am seeing is consistent with my
current working diagnosis.” So, they generated a variation for that exact impression.
After comparing their generation to their patient’s, they concluded “It’s pretty similar,
which also makes me think that my diagnosis of this as moderate is not unreasonable.”
They go on to use the Q&A tool and feel reassured because “...the Al is also looking
at this image and...coming up with a similar diagnosis as what I am.” M4 similarly
started out by generating a variation of what their exact impression was after they
finished reviewing the CT scan. R4 described how using Al-generated images as an
additional point of comparison aligned with their existing radiology workflow when
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confirming their line of reasoning: “in radiology, we’re always comparing stuff like how
stuff looks with each other. So, as another point of comparison, it was nice.”

Opportunity to Challenge Model Behavior. R2 shifted from using the GenXAlI tools
to initially get a second opinion to challenging the model. For example, R2 was the
only participant who identified all three pathologies for vignette B and even spent
time calling out hallucinations they saw in the images. This led them to generate a
similar patient because they were “...curious to see if the image it generates has an
effusion anyway.” Although this was just one instance, it is still a behavior to take
note of when users have different experiences with the Al system.

8.4.1.8 Used as a starting point. When lacking an impression of the data, the GenXAI
Tools could provide a starting point for reasoning. We observed one instance in which
the GenXAI Tools could misguide the reasoning of less knowledgeable users (M1). In
contrast, more knowledgeable users suggested that the GenXAI Tools could jumpstart

Example: M1 | Vignette A | Initial State
Unsure about abnormalities

N

1. Requests Similar Patients @ 2. Compare to Patient CT
Wanted to use the other Al tools ~ Evaluates similarities
A J

¥

None of the similar patients match perfectly
Decides to build custom variation based on a similar patient

3. Requests Variations @N 4. Compare to Patient CT
moderate | small right = Evaluates similarities
consolidation w/ atelectasis
\ Y )

Finds a variation that is most similar to patient CT

!

5. Requests Q&A Yo=Y 6. Reviews Al Explanation
Confirm what they see in patient It@
CT is what they see in variation

| G J

R

7. Requests Important Regions for the token ‘Area’

Reasons about the response

N

Outcome

Grounded impression in Al guidance

Fig. 8.10: Example flow of interactions that represent the process-oriented XAl system being used as
a second-opinion tool.
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their reasoning when they were stuck (R1, M2, M5).

Misguide Reasoning. We observed one instance in which one participant (M1.A)
used the GenXAI Tools to establish a reference point for reasoning before deeply
engaging in diagnostic reasoning themselves, which ultimately ended up misguiding
their reasoning process. M1 generated a similar patient case within one minute of
viewing the CT scan and without reading the clinical history from the vignette. They
stated that their goal in doing this was “Because the other tools don’t work unless
it’s Al-generated”, and they wanted to start using the other tools. After trying to
find a CT scan that most visually reflected their patient by comparing against all of
the generated similar patient CT scans, they generated a more visually similar CT
scan using the variation tool. However, they generated a variation using a prompt
that did not accurately reflect the patient’s C'T. Despite this, they then used this
generated scan as a proxy for their patient’s abnormalities, reasoning with the Q&A
explanations, and then copy/pasting the response from the Q&A into their case
presentation. Despite acknowledging that they would crosscheck this response with
external knowledge bases, they also said earlier in the session that the Q&A tool,
“...would save me a lot of time in terms of typing and thinking about what to say, which
I don’t think is a useful use of my skills, so I can copy and paste and edit quickly.” M1
reflected on their use of the GenXAI Tools as a starting point for reasoning during the
debrief, saying: “...even I'll point out my own fault between the first and second case,
like, after the first case, I went straight to the Al tool instead of working through [the
case].” Interestingly, M1 had the lowest AI preparedness score, shown in Table 8.1,
which could explain their misuse of the Al tools.

Can Jumpstart Reasoning. Despite seeing how the GenXAI Tools could provide a
starting point that is misleading, some participants suggested that the AI tools could
be useful in providing a starting point when unsure how to begin reasoning about
a case. For example, R1 said “...if I see that something is wrong, but I can’t even
begin to think of how to describe it...I would use it [AI Tools]...as a starting point
to get its [AI] view on what does it think is going on and potentially use that as a
sounding room essentially to kind of get me on a process to thinking about what this
could even be.” Mb framed it to be “...helpful to have a challenging viewpoint, one
that’s challenging what you’'re seeing and maybe throwing some other ideas out there.’
M2 similarly acknowledged that it could provide a good starting point when you have
no idea what you are looking at. This is backed by what they said about their current
workflow: “I started off by doing the similar patients, which I think was nice because
in my head that’s more or less how I look at scans already’.

Y

8.4.2 RQ2: Benefits & Challenges of GenX Al

Based on participants’ comments while interacting with the GenXAI Tools and their
reflections on how they engaged with the tools, we identify several benefits and
challenges of using GenXAI for process-oriented support.
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8.4.2.1 Benefits of Imperfect GenXAI. Externalizes Reasoning. Al explanations that
participants perceived as questionable or inconsistent throughout reasoning prompted
them to be skeptical of the content within the explanation. As a result, participants
externalized their reasoning by agreeing or disagreeing with different parts of the
explanation (R1, R2, R3, M1, M5). Imperfections in the Q&A response describing a
similar patient prompted M5 to inspect the generated scan more closely, leading them
to agree with some parts of the explanation while questioning others.

Encourages Critical Reflection. Three participants mentioned how Al explanations
that they perceive as imperfect or questionable could encourage them to reflect more
critically on their own interpretations and line of reasoning (R1, M1, M5). For example,
R1 suggested how it could encourage a more critical review of the patient’s scan:
“...if it said, oh, this looks more like consolidation or this looks more like hemothoraz,
for example, that would help me to rethink and revisit and look at the search pattern
again, maybe look more closely for [additional findings]”. M5 acknowledged that,*...it’s
helpful to have a challenging viewpoint, like one that’s challenging what you’re seeing
and maybe throwing some other ideas out there.”

Support in reducing anchoring bias. R2 acknowledged that imperfections can help
mitigate anchoring bias by enabling someone to “...avoid the satisfaction of the search
and keep [their] mind open to other abnormalities.” M1 similarly suggested that they
could use our process-oriented XAl system to “...not anchor on the first thing that
comes to mind.”

8.4.2.2 Challenges of Imperfect GenXAl. Difficult to verify explanation quality.
Some participants spoke to the difficulty of verifying the quality of an Al explanation
(M2, M3, M4). Lacking domain knowledge can make it more difficult for users to
identify when a generation is inaccurate. For example, M3 said “If youre someone with
experience, you would look at it and you would know. But someone like me wouldn’t
know everything. Nothing really looks imperfect to me.” M4 said “I don’t know if the
Al generated scan is a good point of comparison...when I was scrolling through to try
to find the pathology myself, I feel like there’s some pathologies where I can’t do that
because I don’t know what I'm looking for really.” In contrast, participants with more
expertise commented on how the variation they asked for had additional abnormalities
(R1, R4). For example, R1 asked for a pleural effusion without atelectasis wondering
how the model would behave because “...in reality, if you had a pleural effusion this
big, you would never have no atelectasis.”. They acknowledged that the generation
did include atelectasis.

Over-reliance on AI Explanations. Because users’ level of domain knowledge
impacts whether they are able to notice imperfect explanations, it puts them at higher
risk for over-relying on the information and reasoning conveyed by the generated
explanation. M1 and M5 commented on the dangers of over-relying on these Al
explanations. For example, M5 said that, “...it could be hurtful if someone is just
purely relying on what the Al is interpreting and just rolls with what it’s seeing and
describing without being skeptical.”
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Users turn to self-blame when they encounter imperfections. More than half of
the medical students blamed themselves for not being able to generate the explanation
they wanted (M1, M2, M3). For example, when M2 was using the Important Regions
tool, it produced an overlay over a region that did not make sense. But, instead of
blaming the model, they instead said, “Like I feel like I have an idea of what it looks
like...And also, I'm a med student. I don’t know anything, which is the main answer.’
M3 acknowledged their lack of training, saying “...similar patient three and similar
patient two to me with my untrained eye look incredibly similar.”

Y

8.4.3 Other Challenges with GenXAI

Confirmation Bias. Several participants (R1, M3, M4, R4, M5) felt that the tool
could have “...a lot of confirmation bias in it...if I think it’s something, I can get it
to generate to confirm what I'm thinking” (M3), which was a concern to them. R1
similarly brings up this concern, stating that “...there still wasn’t an exact ground
truth...” after generating a scan based on their impression to compare with their
patient’s scan. Similarly, R4 said that the Q&A explanation is, “biased because [they’re]
the one that chose the prompts for it to generate [the referred C'T scan].”

8.5 Discussion

Designing XAI for human—AI collaboration, especially in clinical contexts, often
focuses on providing Al recommendations and explaining them rather than supporting
processes crucial to clinical reasoning [318]. Shifting away from this narrow focus on
output-oriented XAI, this chapter introduces process-oriented XAl as an interaction
paradigm for XAl design. Our findings suggest that process-oriented XAl can support
clinicians-in-training’s reasoning during medical image interpretation in multiple ways.
We saw participants use the same XAI techniques differently (e.g., as a starting point,
a refinement aid, or a second opinion) depending on their uncertainty in reasoning
and their goals while interpreting the image. In turn, these interaction patterns
were associated with different reasoning effects, including misguiding, converging, and
expanding reasoning. We discuss the implications of these findings below.
Process-oriented XAl designs change how people use Al explanations. We saw
how participants primarily leveraged the different XAI components in our tool to
refine incomplete impressions or confirm already coherent ones, rather than to verify a
model-generated impression. This observation directly addresses RQ1 by showing that
participants used process-oriented XAl as a starting point, a refinement aid, or a second
opinion. These interaction patterns build upon the Evaluative Al framework proposed
by Miller [233], in which XAT can be reframed as judgment support, trade-off support,
or an additional source of options. They also align with ongoing Tools for Thought
research that has called for shifting the design of Al systems toward supporting
human cognition and reasoning processes [339, 389] rather than directly providing
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recommendations. Our findings are also consistent with Gajos and Mamykina [115],
who found that cognitive engagement with Al explanations is contingent on the
interaction paradigm. By removing Al predictions (DG1), our process-oriented design
may enable more effective analytical engagement. These findings, corroborated by
findings from empirical studies, suggest that our process-oriented XAl interaction
paradigm can foster new interactions with XAI during human—AT collaboration.

Participants appropriated the AI explanations based on their needs. We observed
how each participant’s workflows were slightly different in the order they used Al
explanations to support them. This finding captures the outcome of designing Al
explanations for appropriation. This diversity in interaction patterns that we observed
extends findings from recent output-oriented Al studies that observed decision-makers
negotiating with AI recommendations [317]. Dix [89] emphasizes that in some cases, it
may be better to “design a system so that a task can be done” as opposed to “designing
a system to do the task”. Ultimately, by removing Al recommendations and offering
AT explanations that translate to different reasoning processes, the process-oriented
interaction paradigm may be able to expand the space of interaction possibilities.

Explanations perceived as imperfect may lead to productive friction, whereas
imperfections that go unnoticed may lead to harmful friction. We observed several
medical students struggling to assess the quality of their explanations or resorting to
self-blame when they encountered imperfections. Eslami et al. [105] similarly observe
how users resorted to self-blame when encountering imperfect Al systems. However,
we also observed how participants externalized their reasoning when encountering
questionable explanations. These findings suggest that perceived imperfections in
explanations could create productive friction, whereas imperfections that go unnoticed
may create harmful friction. As observed in related work, these imperfections could
be seen less as flaws and more as design goals [127, 219]. Furthermore, Buginca et al.
[45] has observed how friction, in the form of different cognitive forcing functions, can
reduce over-reliance on Al systems by enabling the user to think more. Imperfections
can prompt overconfident thinkers to reconsider whether they are indeed thinking
about the case correctly, which can be a form of productive friction. However, this
could become a source of harmful friction for less knowledgeable users, as it could be
misleading or lead them down unproductive rabbit holes. This dichotomy is captured
by Morrison et al. [239] and Dakhel et al. [79], who conclude that domain expertise
moderates the benefits gained from Al systems.

8.6 Limitations & Future Work

This study was limited in its controlled aspects, as we were primarily interested
in exploring emerging interaction patterns and their impacts on reasoning without
quantifying them.

Limited sample size with clinicians-in-training. Because we only had five partic-



Chapter 8. Augmenting Reasoning: Designing Process-Oriented Explainable AT 167

ipants in each group, it is unclear if and how process-oriented XAI designs would
generalize to clinicians-in-training from other institutions, more senior radiology
residents, or expert radiologists. Future work could explore whether and how process-
oriented XAI designs are adapted differently across levels of expertise, from medical
students learning medical image interpretation to seasoned radiology experts.

Limited diversity in patient vignettes. We created two patient vignettes based
on image findings that are fairly common and recognizable to experienced medical
students and radiology residents. The lack of medical images with less familiar
abnormalities could alter the interaction patterns we observed and their impacts on
clinical reasoning. Future work could quantitatively explore how task difficulty and
initial impression confidence moderate how people interact with process-oriented XAI,
as prior work suggests that these factors can shape the impact of output-oriented
XAT [364].

8.7 Conclusion

Explainable AT (XAI) systems have primarily been designed as tools to help humans
verify, interpret, or justify Al outputs during human—AT collaboration. While countless
empirical studies have highlighted the limitations of this output-oriented interaction
paradigm for XAI, recent work shows promising potential for interacting with XAI
during human—AI collaboration in more meaningful, user-driven ways. To this end,
we propose a new interaction paradigm for XAl in human—AlI collaboration, called
process-oriented XAI, and instantiate it in an interactive tool that integrates four
multimodal GenXAI techniques to assist in medical image interpretation. We capture
how clinicians-in-training interact with our process-oriented XAl system to provide
a starting point in reasoning, refine their reasoning, or give a second opinion. Our
analyses also highlight the ongoing challenges with managing over-reliance on Al
explanations in process-oriented XAI systems. We hope our contributions inspire
human—AlI collaboration researchers to instantiate our process-oriented XAI paradigm
in other domains.
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Conclusions
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Chapter 9

Discussion & Conclusion

9.1 Summary of Research Contributions

The purpose of the work in this thesis is to contribute to the ongoing research in
human-centered XAI.

9.1.1 Part I: Imperfect Output-Oriented XAI in Human—ATI Collab-
oration

Part I acknowledges the impacts of imperfect output-oriented XAI in human—Al
collaboration by showing that explanations can be misleading, depending on users’
level of domain expertise and the explanation type:

Chapter 3 identifies five human explanation strategies by eliciting explanations
from crowdworkers when classifying building damage: causal argument, comparison,
localization, extent of damage, and quantity of damaged structures. By presenting
these explanation strategies to another set of 60 crowdworkers, we observed how causal
explanations sometimes led humans astray when the Al’s assessment was correct,
but the identified location was incorrect for the damage. On the contrary, when the
assessment was wrong and the localization was correct, causal explanations empowered
humans to override the Al correctly.

Chapter 4 formalizes the concept of Imperfect XAI and presents an empirical
study showing how the effects of imperfect, output-oriented XAI on human—Al
collaboration are shaped by the decision-maker’s level of domain expertise. This
chapter demonstrates that the same explanation can be helpful or harmful, depending
on who receives it and the type of explanation.

9.1.2 Part II: Emerging Uses of Al Explanations

Part II shifts from evaluating imperfect, output-oriented XAI in controlled decision-
making studies with crowdworkers toward identifying emerging uses of Al explanations
with domain stakeholders across real-world workflows.

Chapter 5 presents a holistic need-finding study with model builders, product de-
signers, and five end-users to show how XAl is appropriated beyond output verification
or interpretation in a widely deployed wildlife conservation tool.
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Chapter 6 engages 18 clinicians in co-designing an interactive XAI component for
a clinical decision-support tool. Through a design probe study with 7 physicians,
we show how XAI can support multi-stakeholder interactions, sensemaking, and
knowledge transfer.

9.1.3 Part III: Expanding the Design Space w/ Process-Oriented
XAI

Part III formally expands the design space for Al explanations in human—AT collab-
orations by repurposing Explainable Generative Al (GenXAI) and introducing the
process-oriented XAl paradigm. We instantiate this paradigm using GenXAI in a tool
for medical image interpretation to augment reasoning processes throughout radiology
workflows:

Chapter 7 develops a design probe to explore how text-to-image GenAl can support
training and decision-making processes in radiology with medical students, radiology
residents, and attendings. Our findings reveal opportunities to leverage GenAl to
generate Al explanations.

Chapter 8 introduces the process-oriented XAI paradigm and instantiates it in a
clinical tool for medical image interpretation using GenXAI techniques. In a think-
aloud and semi-structured interview study with ten clinicians-in-training, we show
how process-oriented XAl designs can serve as a starting point, a refinement aid, or a
second opinion. We also observed how these interaction patterns can be associated
with misguiding, converging, or expanding reasoning.

9.2 Discussion & Future Research Directions

This thesis expands the design space for XAl in human—AI collaboration by acknowl-
edging the impact of imperfect Al explanations on human—Al decisions, uncovering
the emerging uses of Al explanations in human—AlI collaboration, and reframing XAI
techniques as tools to support human reasoning processes. We discuss the implications
and future work for each part of this thesis.

9.2.1 Navigating the Benefits and Harms of Imperfect AI Explana-
tions.

Part T addresses RQ1 of this thesis by exposing the negative impact that imperfect ex-
planations can have on human reasoning while working with an Al classifier, especially
when the human’s domain expertise is low. Recent follow-up work has further explored
the impact that imperfect Al explanations can have on one’s procedural knowledge
later on when making decisions alone without the Al system [327]. In Part III, we
saw a similar trend: domain expertise played a role in whether the imperfections
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were harmful or helpful. Although this thesis emphasizes the importance of designing
XATI with stakeholders and of expanding beyond narrow, output-oriented paradigms,
it does not intend to argue that output-oriented mechanisms should be abandoned.
In fact, the findings across Parts I and III suggest that there remains an important
need for mechanisms that help users verify, interpret, and critically engage with Al
explanations, even as the design space expands toward more process-oriented XAI
designs.

Further research is needed to better understand when imperfect Al explanations
are helpful versus harmful in human—AlI collaborations. As a result, this future work
could contribute to a taxonomy of factors beyond the domain-expertise level that
influence when imperfections are beneficial versus harmful. Recent literature on
imperfect Al systems has reframed these imperfections as design goals rather than
flaws (e.g., [127, 219]) in certain contexts, motivating the need to further explore if
and how imperfect Al explanations during human—human—AI interactions could be
supportive. However, it is also equally necessary to investigate when and how these
imperfections become harmful.

9.2.2 Designing AI Explanations to Align with Stakeholders’ Work-
flow Processes.

By working closely with stakeholders in Parts II and III, we transitioned from building
XALI for stakeholders to building XAl with the stakeholders. This approach helped
us address RQ2 of this thesis, uncovering emerging uses of Al explanations that aim
to support unmet needs and augment, rather than replace, processes throughout
their workflows. We also capture how the emerging uses of XAl may differ across
domains and contexts. For example, Chapter 6 captures emerging uses of XAl for
shared clinical decision-making among physicians and patients or between physicians
and other specialists. In contrast, Chapter 7 observes how XAI in the domain of
medical imaging interpretation may be more valuable as training-oriented scaffolds
for reasoning, comparison, and reflection. One possible reason is that the multi-
stakeholder shared decision-making context central to Chapter 6 is less directly present
in radiology workflows, where image interpretation often centers more heavily on
individual sensemaking. These differences in XAl use across contexts emphasize the
importance of designing XAI with, not for, stakeholders to better align XAI with their
existing workflows.

Drawing on Malle [228]’s work on how the mind explains behavior, this will be an
interesting avenue for future researchers to explore how XAI can be designed to better
support human—human interactions, shared decision-making, and collective reasoning
processes. For example, Al explanations could be designed to support collective
reasoning among care staff members as they try to agree on the best treatment plan
for a patient. Recent work has explored the use of multi-agent systems by clinicians
to help prepare for multidisciplinary tumor board meetings [206], a human—human
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interaction. Future work could also explore lab studies examining how LLM-generated
explanations influence a value-diverse group’s ability to reach consensus on subjective
problems, such as moral dilemmas and resource allocation.

9.2.3 Expanding the Design Space Responsibly.

Part IIT addresses RQ3 of this thesis by formally expanding the design space for
AT explanations with the introduction of the process-oriented XAl paradigm using
GenXAI techniques. We qualitatively observed how end-users’ level of domain expertise
can influence the kind of impact that imperfect Al explanations will have. However,
it is necessary to further explore this design space of imperfect Al explanations in
more depth. Future work can explore how to design safe process-oriented XAI tools
that instill caution in users when allowing Al explanations to scaffold their reasoning.
One contribution could be by developing safeguards for Al explanations. For example,
researchers could investigate retrieval-augmented generation techniques that ground
Al explanations in domain-relevant data [132] to mitigate their imperfections. The tool
developed in Chapter 8 could have implemented this by grounding the Q&A tool in
domain-specific knowledge [132], leveraging more advanced promptable segmentation
techniques for the important regions tool (e.g., [208, 229]), or grounding image
generations in a similar real CT scan retrieved from a popular crowd-sourced database
for radiology called Radiopaedia (i.e., [237]). Future work can explore how these
designs address challenges with imperfect Al explanations in workflows.

9.3 Conclusion

When I began my Ph.D., I was fascinated by the emerging field of human—AlI collabo-
ration and explainable Al. Early on in the Ph.D., I often described my research as
trying to explain Al outputs to people so they could make better decisions. Over time,
however, I came to see that this framing positioned humans as Al supervisors rather
than as individual thinkers. As I became more interested in designing Al systems that
augment rather than replace human judgment, my perspective shifted from explaining
AT outputs to using Al explanations to help people explain, communicate, reason, and
collaborate.

This thesis examines both the effects of explaining Al and the broader potential
of using Al explanations to explain complex concepts. My hope is that this work
encourages others to approach XAl not as a fixed technical problem aimed solely at
making Al systems more acceptable or more efficient, but as a design space that can be
reframed in response to evolving human goals, workflows, and contexts. For the XAI
community, I hope this dissertation offers a broader perspective on the development,
evaluation, and motivation of explanations. For the HCI community, I hope it points
toward new opportunities for designing and operationalizing process-oriented XAI
responsibly.
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