The Topes Format Editor and Parser

Christopher Scaffidi, Brad Myers, and Mary Shaw

May 2007
CMU-ISRI-07-104 / CMU-HCII-07-100

School of Computer Science
Carnegie Mellon University
5000 Forbes Ave
Pittsburgh, PA 15213

Abstract

It is currently difficult and time-consuming to igdte and manipulate data in web applications, sohave devel-
oped an editor and a parser to simplify these ta€kg editor enables end-user programmers to creaie debug
reusable, flexible data formats without learningc@mplex new language. Our parser uses these fortoatisrn
strings into structured objects and to report &sel of confidence that each string is a validanse of the format.
End-user programmers can use our system to credigation code that takes a graduated responsdigitdy in-
valid data. We evaluate our system’s expressivanesdgfining formats for commonly-occurring webadat
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1. Introduction

End-user programmers currently must store datagusaisic primitives such as strings, integers, aoatihg-point
numbers, due to limitations of existing end-usergoamming tools for creating spreadsheets, web asaand web
applications, and other programs. These supporiedtives are at a much lower level of abstractiban the prob-
lem domain, which typically involves categoriessbbrt, human-readable pieces of information sugbhase num-
bers, state names, and product identifiers, eaethizh may appear in multiple formats.

The problem with this mismatch is that end-useigpmming tools can provide only limited support ¥@afidating
program input. To perform custom validation, thel-eiser programmer typically must write a regulgpression (or
custom code in an even more complex language) hvthie application uses to check values in datddiel

Unfortunately, end-user programmers consider reg@xpressions “confusing and difficult to read”.[€]ne reason
is that regular expressions use exotic characseish(ag ), and another reason is that regular expressimsum-
bersome for expressing negation (e.g.: US phonebatsharea codes never end with “11") as well asemic
ranges (e.g.: the parts of an IPv4 address ateeinange 0 through 255). Even experienced prograsreeognize
that regular expressions are hard to read, wnité,naaintain. For example, the top few results (damgle search for
the phrase “regular expressions” includes commaunts as, “Do not worry if the above example ordh&k start
make little sense”, and, “Sometimes you have anaragiing problem and it seems like the best soluaie use
regular expressions; now you have two problems.”

Consequently, many programmers prefer not to wetgilar expressions and sometimes omit validatittiredy,

which can significantly degrade data quality. W& s& example of this in interviews of six creatof$person loca-
tor” sites after Hurricane Katrina [17]. Some iniewees omitted validation because implementinglasibn would
have taken too long. Others thought it so importartollect any data—even slightly erroneous data-titey did
not want to put up any barriers to the data inpotess. This decision resulted in numerous datxrssrsome of
which were subtle. For instance, one web applioatiger put “12 Years old” into an “address” fielehich would

be hard to distinguish from a valid value such®s Years St” using existing data validation mechansi.

Ideally, in order to reduce data errors withoutcéng considerable barriers to data collectiornwadtuld have been
helpful if this Hurricane Katrina web applicatioachtaken a graduated response to “slightly invailigiuts rather
than simply accepting all inputs. For example,application could have given the end user a warsu@ as, “This
does not look like a valid street address. Are sane that you want to enter '12 Years old’ as eettaddress?” Im-
plementing this approach would have been difficsilhce regular expressions specify binary recogsizsther a
value matches the expression, or it does not. Tdxmessions cannot describe soft constraints (@sithe fact that
a street abbreviation usually is “St.”, “Rd.”, “Dr:'Ave.”, or certain other well-known values). Exgssions cannot
detect “slightly invalid” data and cannot triggegrmaduated response.

In this paper, we present two main contributiora #implify specifying formats and to using forméis validating

data. First, we present a direct manipulation ugerface that helps users define formats witheatrling unnatural
notation. Our editor internally transforms our hummaadable notation into an augmented context-gregnmar

(ACFG). Second, we present a parser that buildetstred objects from input strings and returns mber between
0 and 1 to indicate the parser’s confidence in eawhg's validity.

These contributions have three ancillary benefits.

First, our editor presents formats in human-reaslagtation, which should help users to check theirk. This
should also facilitate sharing of formats, since end-user programmer could save a format to afittemail it to
a co-worker, and then the co-worker could review filvmat to see if it is correct and if it is udeflor that co-
worker's needs.

Second, our editor allows users to incrementally, admove, and change parts of the format, whiclulshalso fa-
cilitate sharing: one end-user programmer coul@ter@ generic format with just the basic structtien share it
with other users who could customize the formateesded to make it more precisely match their needs.

Finally, our system allows what we call “soft caastts"—statements about data that are often butiadys true.
These enable programmers to create an applicdimnrésponds in a graduated manner to slightlylichiaputs.



For example, if an input only violates one soft stoaint, the application could display a warninthea than reject-
ing the input. If the user confirms the input, thka application can accept it.

We our editor and parser are part of a future aydteat will enable users to specify families ofatet formats, as
well as the operations to transform from one fortoanother. For example, one family might descailb&)S phone
number formats, as well as the transformations gntlbose formats. Unlike typical programming prinet such as
floats and strings, each family of formats has mnadplace in end-user programmers’ problem domains. Conse-
quently, we refer to each family of formats as@¥,” the Greek word meaning “place.” For the detaf our data
model and our implementation plan, refer to [14].

After describing an illustrative example of how aystem greatly lowers the difficulty of validatimgeb data, we
describe our system in detail. We evaluate its @sgiveness by implementing several formats for daszrved in
use, and we implement a mashup using several noptasticated formats. We close by comparing théeaech to
related work and by discussing our own future wantkich will include an evaluation of the system&ahility.

2. Data validation example

When constructing a web form for a web applicatimgend-user programmer must create code thaavadidnputs
from end users. Some IDEs such as phpClick [1lisrosoft Visual Studid can automatically generate this code
from a regular expression specified by the end-psegrammer. Below, we examine this approach andéficien-
cies, then present an improved approach basedeusable JavaScript library API that we have hanlttop of our
editor and parser.

Suppose that an end-user programmer wants an afiptido verify that inputs to a single “person mérfield fol-
low “Lastname, Firstname” format. In the Visual ditu IDE, the end-user programmer drags a textbomfthe
toolbox onto the web page, then dragRegularExpressionValidator from the toolbox and drops it beside the
textbox. The next step is to click on the valid&tdcon and type a regular expression sucfaaga-z]+,\s[A-

Z)[a-z]+ Last, the end-user programmer enters an error gegeag.: “Please enter a valid name”) that will ap
pear for invalid input. The IDE generates code thecks inputs against the regular expressionratime. For ex-
ample, if a user forgets a comma, then the err@sage appears.

This approach has two deficiencies. First, a ditédgward regular expression like this one is toogtraining. For
example, it would reject “d'Gates, Bill” and “Gat&dlings, Bill”. Specifying a more accurate expsém would be

much more work and probably beyond most end-ussgrammers’ abilities. Second, this approach iekifile: as

we saw in our Katrina study, it is sometimes déd@ao let users enter slightly invalid data, lutMarn them so they
can correct input if desired [17].

To address these deficiencies, we have implementeglv validator library API (called Ratternvalidator ) on
top of our editor and parser to replace the RédularExpressionValidator . This improved validator enables
programmers to specify formats without resortingeigular expressions.

First, the end-user programmer drags a textbox ttmrtoolbox onto the web page, then dragsRaitternvali-
dator and drops it beside the textbox. Clicking on oalidator brings up our format editor, which is smoim
Figure 1 and discussed in more detail in Section 3.

Using the editor, the end-user programmer nameftheat, specifies its parts, tests it if desiradd then saves the
format in a file in a subdirectory of the websiadophgside any images, stylesheets, scripts, arat stipplementary
content comprising the website). Our validator veonkth the IDE to generate the necessary codedlidating in-
puts according to the format. At run-time, if ardarser’s input violates the format, then our paggarerates an er-
ror message, and our validator library shows théssage to the end user.

To accommodate slightly invalid input, our parsssigns a number between 0 and 1 to represent therfgaconfi-
dence in each input’s validity. The validator alwagjects any input with a confidence of 0 and gbnaccepts any
input with a confidence of 1.

! Microsoft Visual Studio is primarily used by prefonal programmers, though there is an “expresssion for
“hobbyist, novice, and student developer” programsmiettp://msdn.microsoft.com/vstudio/express/



If the confidence ibetween0 and 1, the validator displays a confirmation ygopather than rejecting the input. If
the user confirms the input’s validity, then thdidator accepts it. For example, the popup wouldeap if the user
entered “von Gates, Bill” because the format corgta soft constraint that the last name oftensstaith 1 upper-
case letter. (The end-user programmer can alsdgtwafour validator to always reject any input withnfidence
less than 1, thus dispensing with the popup.)

In addition to the validator described above, wedusur parser to implement other JavaScript funst&p that pro-
grammers who know JavaScript can customize vatidattill further. For example, with a few linesaxfde, an ap-
plication can accept both “Firsthame Lastname” ‘drastname, Firstname” inputs and reformat the farmeo the
latter so only a single canonical format is subeditby the form to the server.

Figure 1: Editing a format for a person name. The Bd user programmer specifies the format’s parts (“ast-
name” followed by “firstname”) and various facts alout each part. Thel*] buttons add parts/facts, the] but-

tons remove parts/facts, and th{] buttons change the order of parts/facts in the fanat. Each § symbol indi-
cates a space. During Step 3, the programmer canespfy some sample values; if these do not match tier-
mat, then a tooltip with a targeted error message@pears. See Section 3 for more discussion of ouritt.

-5-



3. Defining formats in our editor
Creating a format with our editor involves fourpggeas shown in Figure 1.

First, the end-user programmer specifies the datadt's name, such as “phone number” or “personeiaRrompt-
ing the end-user programmer to name the formatlesdbe editor to concretely refer to the data &ya in the next
three steps.

Second, the end-user programmer specifies the frparts. For example, a US phone number has frade: area
code, exchange, and local number. The end-usergroger can add, remove, and reorder parts, andmeaify
constraint-like facts on parts. Table 1 shows tralable types of facts.

Table 1: Facts that can be stated about parts.

The editor does not allow the end-user programmepécify more than orgteral fact (since more than one option
can be listed in the sanhdteral fact), more than on®ptionality fact (since that would be redundant), or more than
oneTopefact (in preparation for future work where a segbpefact can reference a family of formats).

The Pattern, Literal, Numericand Substringfacts can be marked as “never”, “often”, or “alwayrsie. Wrapped
facts can be “often” or “always” true. (We may aaldditional levels of likelihood, such as “sometithés future
versions.) If a string violates a fact that is ofteue, then our parser returns a score betweardQ aUsers have
trouble understanding mixtures of conjunction amgjudction [11], so all facts here are conjoinedsjinction is
expressed as two facts with parallel structure dhateach often true, and if a string violates ladis, then its valid-
ity is downgraded toward 0 at parse-time (e.g.:méaeart “often starts with ‘a™ and the part afeften starts with
‘b™, then that part must rarely start with someigpiother than ‘a’ or ‘'b’).

To help users get started, our editor includesdoox where users can type an example of the dameditor iden-
tifies non-alphanumeric characters in the exampht taeats these as separators between partsnlirtializes a
part in the editor for each part of the example lads for a few basic facts on the parts (e.gticimg that a word-
like part starts with an uppercase letter).

To further help users create formats, we have deeel a prototype inference system that examinespieuexam-

ples of data and then initializes our editor witkiagle format describing the majority of thoseraptes. The end-
user programmer can then review, test, and cuséothiz format as desired. Because the inferred doicovers

most but not necessarily all of the examples,iitlea used to find outliers in the example datar(imning the parser
with the inferred format on each string in the skgata, then looking for strings that have lowfaemce). We

have integrated this inference and outlier-findéngpsystem into Excel, then evaluated and descitbed separate
paper [15].

In the third step of the editor, the end-user progner can enter additional examples that will istetk using the
specified format. To perform these tests, the editst does basic sanity checks on the formattaed converts the
format into an ACFG, as described in Section 4.&xtNthe editor uses the parser to attempt to pEashk example.
The editor displays a targeted error message altmgsch test example that fails (essentially shgwi list of the
constraints violated by the test string). The eseryprogrammer can then iteratively debug the farma

Finally, the editor saves the format to a file. gfile contains the format in ACFG notation as vesllan XML rep-
resentation of the format. If the format will beedsto validate or manipulate data in a web apptioathen the file
is stored in a subdirectory of the web applicat{mmere it can be referenced at run-time by the iegfbn’s
JavaScript). This file can be re-edited later gsided.



The main feature of our editor’s interface is it® wf sentence-like screen prompts to present reamslike facts.
One key to making our sentences readable is alipuders to specify numeric ranges in textboxesabe¢pt an in-
teger. For example, users can specify that a patssvith “1”, “2-3”, or “4+" uppercase letters.n® somewhat un-
intuitive aspect to our editor is that it makescgsavisible by representing them with a speciallsyins. If an end-
user programmer types a space into a textbox, dhereautomatically changes the space into thicigpesymbol.
Though this slightly reduces readability, it is fierable to having spaces that the end-user progegiroamnot see or
debug. (In error messages, spaces appesRAGEnstead of § to avoid font-related problems.)

Another feature of our editor is that it facilitatiormat reuse in two ways. First, users can spee#t a particular
part must match another, so users can create ¢tiggarof formats. Second, users can load an egifirmat file,
tweak it, and save it as a new file, thereby cnegdi tope (a family of related formats).

4. Algorithms

The editor algorithm converts a format to an ACBRGq the parser algorithm parses a string accotditige ACFG.
The parser algorithm is available in Java as welC#, so end-user programmers can use formatsan JavaScript,
and Microsoft COM-centric environments (e.g.: EXcel

4.1. Internal ACFG notation

Below, we very briefly summarize our ACFG notatsmthat the operation of our algorithms will beaclevhen we
discuss them in the following sections.

Rationale for designing the ACFG notation

There are several important reasons why we cho$e&s@s the underlying representation.

First, any format that can be expressed as a negufaession (the most commonly supported formagudage in

end-user programming tools) can also be expressadcxG, and any format that can be expresse&&acan be
expressed as an ACFG. Therefore, ACFGs have atdsasuch expressiveness as regular expressiomsie(sf

this power might actually not be needed in futugesions of the system. In particular, CFGs canaiomiairs or sets
of productions that reference each other in muelrsion, but we have not yet seen a single dataat that would
require mutual recursion among productions. Rempsimpport for this language feature from the atgari might

improve efficiency without limiting expressivenaagractice.)

Second, the ability to associate constraints wigmgnar productions makes it straightforward to @spnt common
data formats that are cumbersome to express arepyressions. As an example, here is one afithplest pos-
sible regular expressions for specifying a phonabrer inss-#-### - format for which area code and local ex-
change must not start with 0 or 1, and must notvettd11...

[2-9]([023456789][0-9]|1[023456789])\-[2-9]([023456 789][0-9]|1[023456789])\-\d\d\d\d
An equivalent (and much more readable) ACFG comdtimdiscussed on the next page.

Third, a number of algorithms exist for parsing GF-@nd in Section 4.3 we describe our extensianefalgorithm
to handle our ACFG. Selecting an ACFG represemdtts us take advantage of these algorithms ahdneate
opportunities for us to further tailor these alg¢fums to users’ needs.

Fourth, a CFG-driven parser generates a tree, vibialdata structure familiar to many programmetrss is impor-
tant in situations where an end-user programmérus@é the parser’s output in order to manipulatedata, as is the
case in our mashup example in Section 5.2.

Finally, a CFG associates a name with each patieoformat, so that each part can be referenced.ig lessential
for data manipulation, and it will be essential figiure work aimed at helping end-user programrapesify how to
transform one format into another.

Short summary of notation

Each line of the ACFG specifies one or more praduast For example, a US phone number format filghtncon-
tain the following ACFG:



#NUMBER : #AREA - #EXCH - #LOCAL

#AREA : #D #D #D

#EXCH : #D #D #D

#LOCAL : #D #D #D #D

#D:0|1]2|3]4|5|6]|7|8]9

Any term starting with a hasghis a variable. Other terms are literals, which cantain escaped Unicode characters
(which is useful for non-English formats).

Boolean expressions can be attached to a linertsti@in that line’s productions. This example caist prevents
area codes from starting with 0 or 1:

#AREA : #D #D #D : #AREA>=200

Expressions can contain numeric comparisons, agitisroperators, Boolean negation, conjunction,udisjion, and
parentheses. The notation also includes four fanstthat accept strings and return a number;

- CCOUNT for counting occurrences of character sets. Gogntan be restricted to occurrences adjoining the
string’s start or end

- IN: searches for a string in a set of options, rétgra number > 0 if the string is in the set, -Aavtvise

- LEN returns the length of a string

- SFIND: searches for one string in another. The searghbearestricted to the containing string’s starend. Re-
turns a number > 0 if found, -1 otherwise

Variables in a production and literal strings eseld in left-apostrophes can be passed to thesidnscThis ex-
ample forbids area codes that end viith

#AREA : #D #D #D : SFIND(#AREA, 11", "end’)==-

Sometimes, a constraint statement is not always #s discussed in Section 4.3, if an input vidagach a con-
straint, the parser continues parsing but annothtesesulting parse tree with indications thatitiput might be in-
valid. This makes it possible to perform the fldeilalidation demonstrated earlier in Section 2.

To indicate when a constraint is not always trugsanfidence” in the range of 0 and 100 is appenttethe con-
straint (where 100 indicates that the constraitivgays true, and O indicates that it is never)trier example, this
constraint is “often” true:

#AREA : #D #D #D : #AREA>=200 {c=60}

4.2. Converting a format to an ACFG

To specify a format, end-user programmers use ditwre which displays formats with sentence-likeesn prompts.
But to parse inputs, our parser uses an ACFG. Cuoeestly, the editor must convert the human-readérimeat to
an ACFG. This ACFG is stored along with the forimaa format file.

In our user interface, a format consists of onmore parts, each of which contains one or moretrainglike facts.
The simplest approach to generating an ACFG woelddbcreate a top-level production of the fotformat:
#partl #part2 #part3 ... and then to generate additional productions fahqzart. Facts about parts could
then be used to generate ACFG constraints on tiduptions for each part.

In practice, our algorithm is more complex thars imple approach due to several difficult question

- What ACFG productions should the editor generatéhfe structure within each part?

- In particular, what productions should the editengrate when the end-user programmer specifieaats &bout
the part (or very few)?

- How should the editor represent facts that haveauivalent ACFG constraint¥rapped Repeat Optionality,
andTopefacts?

- How should the presence of “never”, “often”, antivays” modifiers affect the constraints and prodéuts gener-
ated?

- How should the presence of two alternative facis #ine “often” true be converted into a disjuncfion



We deal with these issues according to three pliesi First, any facts thagannotbe represented as ACFG con-
straints are instead used to generate ACFG pramhgctiSecond, if no such facts are available, tmgnnacessary
ACFG productions are generated using facts ¢hate representeeitheras constraints or as productions. Finally,
ACFG constraints are also used to represent all that can be represented as constraints (inguduts thatnust
be represented as ACFG constraints).

Generating productions

The editor uses a hierarchy of productions to gmetheWrappedandRepeatfacts (which, respectively, indicate
that the part is preceded/followed by text, and the part can repeat as a list with certain sepesp

#format: #partl_wrap #part2_wrap ...

#partl_wrap: leftText #partl_rep rightText

#partl_rep: #partl_core | #partl_core sep

#partl_core: #partl : <constraints>

The editor generates o#tpartl_wrap production for eachVrappedfact and onepartl rep  production for each
Repeafact. The “core” variable represents an instarfdbe part that conforms to all remaining facts.

This leaves two additional facts that cannot beasgnted as constrain@ptionality andTope(which, respectively,
indicate that a part can be missing, and that #nerpust match another format). Again, we use pctdos to repre-
sent these in the ACFG.

If an Optionalityfact is present, the editor creates a productioming the “core” variable to be blank:

#partl core :

If a Topefact is present, then the editor recursively gatesr productions for that format and its parts:

#partl : #subformat
#subformat: #recursePartl #recursePart2

If no Topefact is specified, the editor must still generpteductions for#partl . In this case, if d.iteral fact is
specified (indicating a list of valid options fdret part), then the editor generates a productigheoform:

#partl : optionl | option2 | ...

If no Topeor Literal fact is present, then the editor looks fdPatternand/orNumericfact (which, respectively, in-
dicate that the part contains certain charactesttat the part meets a numeric equality/inequalit these are pre-
sent, then the editor identifies the list of chéeesthat could be present in the part (uppercatsers, lowercase let-
ters, digits, or other characters), and then reptssthe#partl  variable as a list of those characters. (The piesse
of aNumericfact indicates that the part can contain digits.)

#partl : #partl_char | #partl_char #partl
#partl_char: charl | char2 | ...

If no Tope, Litera) Pattern or Numericfacts are present, then the editor generates ptiods that let thetpartl
contain a sequence of any characters.

Generating constraints

Pattern, Literal, Numericand Substringfactsthat are always true can be expressed as constiaiat straightfor-
ward manner, then attached to the “core” producti@tts that are never or often true require esteps.

Four facts might “never” be trudattern Literal, Numeri¢ and Substring The editor converts such a fact to an
ACFG constraint and prepends a Boolean negatioratgre

The editor allows five types of facts to “often” tvee: Pattern Literal, Numeric Substring andWrapped

The first four of these can be represented as AC&iGtraints, so the editor converts these to cangtras usual
and associates them with the “core” production.daBise such constraints are often true, the edigigras them a
confidence of 60 (rather than 100). This value elassen because in many studies, end-user progranassigned
a probability of approximately 60% to the word it [9]. The Pattern, Literal, Numeric, and Subsjrfacts can
be marked as “never,” “often,” or “always” true. "gpped facts can be “often” or “always” true.



If a Pattern Literal, or Numericfact is often true, then it is not used to gereety productions, since doing so
might cause the parser to reject valid inputs. &@mple, if aPatternfact specifies that the part often contains 3-5
digits, then it is possible that the part contaimee or fewer digits, or other characters altogethe another exam-
ple, if aLiteral fact indicates that a part often is “A” or “B” t”, then the part could possibly be “T” or “S”. T,
when a fact is often true, it is not used to resttie productions, but it instead is just useddnerate constraints on
the “core” production, as described above.

As described earlieéVrappedfacts are used to generate productions. Whewadppedfacts are often true, then
the part might not be preceded or followed by spasators. So in this case, the editor generatesitit produc-
tion #partl_wrap : #partl_rep

4.3. Parsing strings using the ACFG

Our parsing algorithm is similar to GLR [19], whiglarses input strings according to a CFG that imjted to be
ambiguous. GLR runs in linear time (with respecthe length of the input string) when the gramnes low ambi-
guity, as is generally the case with ACFGs gendrhtethe algorithm in Section 4.2.

GLR operates by maintaining an acyclic directegbraf parse states as it reads through the ingngsEach state
represents a set of productions that are parttalipplete, and the nodes of the input's parse tredhe links be-
tween states in this graph. As each token is ra@ayl productions that are “waiting” for that tokee advanced and
included in new states. If a variablas produced because a production is completedalgarithm goes back to see
what other productions were waiting foy and these waiting productions are then advanoddirecluded in new
states. That instance vfis used as a link in the graph from the statehefvaiting productions to each new state.

The parse completely fails if at any point there 1ap states remaining (i.e.: all productions weaéing for an input
that never arrived at the appropriate point initipait). The parse succeeds if a production fortdipelevel variable
is completed exactly at the last input token. lis tase, the parse tree can be read off from #Hie gtaph, as the
nodes of the parse tree (variable instances) arkntks between states in the graph.

We adapt GLR by incorporating confidences intoghesing process. When a variables produced because a pro-
duction is completed, GLR automatically treats thasiable as being valid and looks back to see wtfar produc-
tions were waiting forv. In contrast, we associate a confidence with éastance of a variable (the nodes in the
parse tree), ranging from 0 through 1. This vatuesually 1, since most nodes are valid, but otsgadowngrades
the confidence of a node if it was produced throleglestionable” means.

That is, when a production p for a variablés completed, the parser checks to see if p hasamstraints. If so, it
evaluates those constraints. If any is violatedenththe parser multiplies the confidence of by
1-conf *0.01. For example, if a production’s constrairdttfs “often” true ¢onf=60 ) is violated, then the parse node
produced by that production will have a confidentd-60*0.01=0.40. If a second constraint is viethtthen the
confidence becomes 0.40*0.40=0.16.

In addition, if a variable instance with downgradexhfidence is later used on the right hand sida pfoduction,
then the parser similarly downgrades the confidesfcine variable on the left-hand side of the pwaun. (Thus,
the confidence of each node in the parse treedapends on the confidence of each of its child agdeor exam-
ple, if the variable instances on the right-hardk sof a production have confidences of 0.2, 0.4, B0, then the
variable instance on the left side has a confideqgel to 0.2*0.4*1.0=0.08.

In short, these multiplications use confidenceiofated constraints to produce a confidence estif@mteach node,
including the root. That way, when the tree is ctatg the parser can return a value between 0 dadcbnfidence
in the input’s validity as a whole. In cases of &ufiy, the parser selects the parse with the lgbenfidence. This
multiplication of factors and selection of parseathvhighest confidence resembles the approach imsetbchastic
context-free parsing algorithms, though those mequdrmalization of factors that we call “confidesc’ [1]

There are two additional wrinkles to our algorithm.

First, an ambiguous parse results if one part ilemoecisely specified than an adjacent part. kample, one part
might be produced from digits and letters (becaiigbe presence of Ratternfact), whereas an adjacent part might
be produced from any characters (because no facts specified about that part). We would like mepecific parts
to be more “greedy” than less specific parts. Tioees our parser internally very slightly downgradevariable in-

-10 -



stance (parse node) if it is produced through ay Gharacter” production, so that when ambiguousesaappear,
we select the one with the least use of “any chiaraproductions. (This slightly reduced confidens®nly used in-
ternally and is raised back to 1.0 if an otherwiserect parse tree is returned.)

In addition, if a constraint withonf=100 is violated, the parser does not reduce the nadeifidence to 0O, but in-
stead retains a small positive value. That way,pauser only returns a confidence of 0 if the pamapletely fails.

5. Expressiveness

We evaluate expressiveness in two ways. Firstmmemented sample formats for nearly 6000 dataegalogged

on end users’ machines over 3 weeks, revealingdbd for one new format primitive (a constraintrere periods
can occur in a string) as well as better testimgpstt in the editor (a feature which we have subeatly added, as
discussed in Section 3). Second, we implementede momplex formats required to implement a soplastid

mashup example, thus demonstrating the suitalbiitiie editor for implementing more complicatednfiats.

5.1. Expressiveness for information workers’ data

To evaluate expressiveness, we recorded the tiqereel to create sample formats, as well as thmdts’ correct-
ness. As this was an evaluation of expressivenessisability, the formats were implemented by gpeet user, this
paper’s first author. We will perform additionalidies in the future to evaluate usability.

To identify test data, we ran logging software Bomweeks on 4 administrative assistants’ compufEngy were
heavy users of accounting pages on our univensitgriet. When a user filled out a web form in InetrExplorer
(these users’ preferred browser), the logger rembtbe form fields’ HTML names, as well as somé tear to each
field (so we could see the human-readable labslsczted with each field).

For each field, the logger recorded a regular esgiom describing the value that the user entek&@. fecorded a
regular expression rather than the literal valuerther to protect users’ privacy.) To generate lagexpressions,
we converted each lowercase letter to the regufaressiona-z] , uppercase tfA-Z] , and digits tq0-9] , then

concatenated expressions. Repeated expressiongoaesced and represented with a length indi¢atgr: “cscaf-
fid0@CMU.EDU” becaméa-z8}0-9@[A-Z){3}.[A-ZK3} ).

We manually examined many of the 5897 logged valés then wrote scripts to gather fields into setoaiami-
lies such as “email” and “currency” based on HTMild names and the human-readable text near thefds. Of
the 5897 values, 5527 (93.7%) fell into one of &hantic families shown in Table 2.

Using the regular expressions as a reference, evedteated formats for these 14 families asterigkdble 22 We
did not include 3 families (justification, desci@t, and posting title) because each would havelgimequired a
sequence of any characters. That is, it is doulitfai these fields have any semantics aside frext."tWe also
omitted usernames and passwords because we wanpagstt formats online and did not want to reveainfats of
our users’ authentication credentials.

Finally, after creating the formats, we carefullgnw through them and looked for errors. We alsa @aseommand-
line version of our parser to test the formats wséimple values, which we generated by referringpgoregular ex-
pressions and by using any personal knowledge eofdimat’s semantics (such as what might constidutixely
email address). Table 3 summarizes our results.

These experiences revealed strengths and weakmdgaassystem on several dimensions.

Editor expressiveness

For the most part, there was no difficulty expnegsiamilies as formats. Some required two formatsdver the
data, but this was reasonable, as the formats waatlthe used in place of one another in a giveoepd software
without some transformation between the formatsatTis, for example, we needed a format for datethénform
“10/12/2004” and another for dates in the form ‘Q2t2004". It would generally be unacceptable feens to put
“10/12/2004" in fields where software expected tither format (unless some explicit transformatitep stakes

2 These format files are available online at httpiv.cs.cmu.edu/~cscaffid/software/formatsamples.zip
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place), so representing these as different forseésned appropriate. This good expressiveness ssgbas our
ACFG is adequately powerful for representing theadarmats that users commonly enter into web forms

An opportunity to improve expressiveness involvases when a part contains a certain characteriytin the
first or last position. For example, a street tpg.: “Rd.”) can contain a period, but often ommythe part’s last po-
sition. The editor currently offers no precise wayexpress this about a part, so we may add aypawif fact to the
editor. No new ACFG functions will be required, rexer, as the constraint is expressible \8ffiND andCCOUNT

Table 2: Semantic families gathered from user dataAsterisked groups were used for testing.

*|%

| #
/&!

Table 3: Summary of test formats created.

Time to create formats

56
56

56
56

56

56

56
56
56
56
56
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(

I"#$%&'
I"#$%*

I"#$ -".$

I"#$01 I"#$% '
I"#$% '0 "#$% '0 !"#3$%/"

"2$%+'

3

"2%% '4 "2$%*'01 "2$%+'
% "2%%&'0 -".$ "2%% "
I"#$%,'
I"#$%8&'
"#$%+'0 -".$ "2$%&'0 -".$ "2$%/'
I"#$%&'
-9 "28%

Creating formats for most families required lesantla minute. Only three families (date, email, prdson name)
took over a minute, mostly because there werege laumber of distinct regular expressions that agtb mentally
synthesize into a single format. Still, the resigitformats required only minutes to create, ang there the most
reusable of the 14 families, so spending this ismrobably reasonable.
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Correctness of formats

When testing our formats, we found four errors.eEhwere cases where we failed to mark a part asnajht The
fourth error was an apparent slip of the mouseythiich we indicated that a fact was often true nathan always
true. The version of the editor that we used fag #valuation did not have the testing feature {Steén Figure 1).
We noted that these four errors probably could fmseen found if we had been able to test our formvatn we cre-
ated them. Therefore, after our evaluation, we ddbe editor’s testing feature.

Usefulness for validation

After correcting the errors discussed above, otméds covered 99.5% of the 4250 test values (asrsio Table
3). Of the 22 uncovered values, 17 appear to haea bypos by the end users, indicating that forrasgspowerful
enough to express the differences between validravadid input, and that our formats therefore banused to vali-
date input.

The remaining 5 uncovered test values includedsésthat probably were not typos by the end usleas i§, they
were intentionally typed), but we suspect that they have been invalid inputs for the fields, nbekdss. Specifi-
cally, these 5 values included 1 case where aergered a list of addresses rather than a singleessl, 2 cases
where users entered a month and year rather thalh @date, and 1 case where a user entered a ayrwith a
comma in the dollar amount.

The final uncovered test value was the case mesdiearlier where a street type had a trailing jge@md the editor
offered no way for us to express that a street tgpg contain a period but only in the last position

5.2. Expressiveness for mashup data

We created a sample mashup to evaluate the exypgrssts of the system for data involved in a faidphisticated
programming task. In a client-side web mashup, Senpt on a web page dynamically grabs data frothiwithe

web page, then uses this data to silently requditianal data from the server. The script combities new data
with the original data, and it may use the combidath to issue additional requests for data. Uteigathe script
dynamically updates its web page to display somalmf the data [5]. Currently, writing mashupdifficult, even

for professional programmers. The main reasonasdhabbing data from pages requires breaking apattuctured
or semi-structured data in the HTML, and this istlerwithout a great deal of code to handle exioeat cases.

Implementing this sample mashup not only demoredréttat the system was adequately powerful forticrgedhe
necessary formats, but it also helped us to ideatiist of “helper” functions that would be berwdil for simplify-
ing the process of creating mashups using our reditd parser. These helper functions included fanstfor calling
our parser to turn a string into a parse treeafmessing nodes within the parse tree, and fogusiformat to find
strings of text within HTML.

Overview of the sample mashup task

Our sample task aimed to enhance a web page thasstitations by adding JavaScript to display automtact in-
formation when an end user clicks a citation offthren shown in Figure 2. This task was mainly sedddecause it
involves several kinds of data (person names, eadgitesses, and phone numbers) that informatioker®often
need to manually copy from site to site [16], adl a® one hierarchical kind of data (citations).

Chris Scaffidi, Mary Shaw, Brad A. Myers. Estimatithe Numbers of End Users and End User Programi2@@$ IEEE Sym-
posium on Visual Languages and Human-Centric Comgy¥/L/HCC’05), 20-24 September 2005. pp. 207-214.

Figure 2: Sample input citation read by the script

Figure 3: Sample output tooltip generated by the st

Implementing the requisite functionality involveatée steps. First, we created formats for the autames and for
the citation as a whole. Second, we created forfoatde contact information retrieved from an érig web appli-
cation. Finally, we wrote JavaScript to run ourgagairon strings, using the formats that we had edeat
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Step 1, creating formats for authors and citations

As shown in Figure 2, some authors had middleailsiton this particular page of citations. Howewhle script
needed to send each author's name to a web apmtidhat expected full names in “Firsthame Lastriafoemat.
Therefore, we had to use our editor to define en&trfor a person name’s inner structure, so thiptsoould refer-
ence first and last names. We then reused thispeame format inside of a larger citation format.

To define the needed format, we started with thrsgrename format defined in Figure 1. Adapting thisnat re-

quired swapping the first name and last name (wifingle button click), inserting a part for theddie initial, and

tweaking the separators between parts (for examgheoving the comma after the last name and adalisgace be-
tween parts).

Next, we used our editor to define a format for ¢htation as a whole. The first part of this cibatiformat was de-
fined by reusing the format defined above to creatéauthor” part, which could repeat with a comana space be-
tween authors. In the same format, we specifieaht]” as well as “ and ” for allowed separators leetw authors.
The resulting part of the format is shown in Figdre

Figure 4: Reusing the person name format for an atior part inside the citation format.

Since there was no need to parse the citationtr qthrts, such as paper title and date, we singdg@ a part called
“otherstuff”. Leaving that part unspecified allowgdo consume whatever characters in the citatonld not be
picked up by the author list.

We saved the citation format in a file called “tiba.xml” located in a subdirectory of the web sitghere the script
could retrieve this file at run-time and pass ibto parser via the mashup library.

Step 2, creating formats for contact information

We created two additional formats for parsing auttantact information that would be grabbed fromMNHTsent
back by a web application (as in Figure 5).

Figure 5: Contact information returned by server

The script needed to grab the phone number and eduiess. The relevant snippet of the HTML is:

<b>Office</b><br>
412-268 3564<br>
412-268-2338 (fax)
<p>cscaffid @ andrew.cmu.edu<br>

<a href = "http://mww.cs.cmu.edu/~cscaffid ">Home P age</a><p>
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Note the extra spaces in the email address andsthef a space rather than a hyphen between thee phonber’s
exchange and local number. Before presenting thalses as output, we wanted the script to refoimain, which
required referencing parts of the phone numberesndil address. Therefore, we created a formatdoh eategory
of data and stored them in files on the servergdiie the citation format file.

Step 3, writing JavaScript to call the parser

Finally, we needed to write JavaScript to retriaw¢hor names out of the citation, to pass thoseoautames to an
existing web application, and to retrieve contaébimation from the HTML returned by the web apation. Ap-
pendix A shows the mashup script. The following i®cap of the highlights.

The script passed the text from the selected aitatito our library’sparseStructure function, which used our
parser to parse the string into a structured olgiectrding to the citation format file. For exampdarsing the string
shown in Figure 2 yielded the structure shown belblae parser automatically annotates each nodeeiparse tree
with a label (such as “firsthname”) read from thenfat.

citation
author
firstname ="Chris"
lastname ="Scaffidi"
author
firstname  ="Mary"
lastname ="Shaw"
author
firstname ="Brad"
initial ="A"
lastname ="Myers"
otherstuff =", Estimating ..."

The script used our mashup libraryisdes function to get an array of the author nodes (this case), then called
our mashup library'sextFor ~ function to retrieve the text for each authorissthame” and “lastname” nodes. With
the author names in hand, the script then requestel author’s contact information from the welveefusing our
mashup library’sallwhenReady function).

Finally, our script used our mashup librargiebStructure function to locate each author’s phone number and
email address in the HTML from the web applicatibhe script then used our librarysnf function to verify that
the phone number and email address were indeedntréghich would not be the case when the datatiese not
contain the person, or there are multiple peopth thie same name). Concatenating the contact ilafiiomwith au-
thor names yielded the desired text, which thegsdisplayed as a tooltip on the citation.

Expressiveness

There was no difficulty at all in expressing thee&sary formats using the editor. In particulagréhwas no diffi-
culty creating a hierarchical format for the cibauti

Line-count

Without our mashup library (which relies on ourtediand parser), the mashup would have requiredrdoar hun-
dreds of lines of code. In contrast, the basic @m@ntation shown in Appendix A required 4 form&diand ap-
proximately 2 dozen lines of JavaScript (plus basput/output, event-handling and error-handlinglesosuch as
try/catch for network connectivity errors, that Mebtnave been required regardless of whether we asegharser
and formats or whether we used another approadhasicegular expressions). This gratifyingly lomelicount was
possible because of the flexibility of formats ca@rgdl to other approaches such as regular expression

Performance

One of the problems with a mashup in general isttieclient code must wait for the web applicatsenver to re-
turn HTML in response to each URL request. Someeser(including the one used in this mashup) cke tafew
seconds to respond. Our first implementation ofctii&henReady library function performed these requestsi-

ally, resulting in ten to fifteen seconds of latencgdBsigning this function to perform asynchronougiests re-
sulted in a much more tolerable latency of onlgw $econds.
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6. Related work

Several systems aim to make it easier for peoples¢oregular expressions and context-free languagesfine the
structure of data. Table 4 shows several examB8MAYN is a visual language that enables end-useranomers to
manipulate symbolic pictures that are representégtrially as regular expressions [2]. GrammexX isditor for

context-free grammars, which end-user programmefial by identifying the grammar non-terminals, ahen

specifying the form of each non-terminal (for imgta, as an integer or a word, or as a list of teasior non-
terminals) [6]. Apple data detectors are also odrfree grammars, though in this case, end-usegrpromers de-
fine a grammar by typing the productions for nomvi@als, which (for convenience) can take the fafma regular
expression [10]. Lapis data patterns are similacdntext-free grammars, again typed by end-usegrpromers,
though primitives are also provided for common ferfsuch as numbers, words, and punctuation) [7][8].

These systems have two limitations. First, datanéds in these systems specify binary recognizéttserea value
matches the format, or it does not. Thus, thesadts cannot support testing for soft constraingo8d, many of
the systems above rely on regular expressions vdrie cumbersome (though not impossible) to usexpressing
commonly-occurring constraints on data, as disaiBs&ection 1. As a result, several of the fornsaswvn in Table
4 would probably be difficult for end-user prograemnito understand.

Table 4: Example data patterns in SWYN, Grammex, Apfe data detectors, and Lapis

789 $
789
)
3
1
;) 3
$
(trou |
w[a-n,p-z]b)
b*a-z]e
< ).,$ < ) "
3
)
) n
1
HOST
PERSON "
> - n
1
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Date = -

I$ { y
(MonthNumber [A\-]+ Day [A-]* Year?) )
%\/IonthNumber = ) )
)" 1
[1-9]1
(2] [022) .
- ? )
i ;
[1-9], 3 1
([12] [0-9)),
([31101))
Year =
([1-91[0-9)),
: ([1-9] [0-9] [0-9] [0-9])
?2 *%$ @DayOfMonth is Number equal to /[12][0-9]|3[01]|0?[ 1-9) ? ) "
ignoring nothing )"
@ShortMonth is Number equal to /1[012]|0?[1-9)/
ignoring nothing )
3

@ShortYear is Number equal to Ad\d/
ignoring nothing —

Date is flatten @ShortMonth
then @DayOfMonth >1
then @ShortYear
ignoring either Spaces
or Punctuation

Internally, our system represents formats with &F&, meaning that CFG productions can be annoidsed;-

mented”) with constraints [1]. However, our ACFGfelis from prior ACFGs that did not allow soft ctrasnts: if a
constraint is violated, then the parse is forbidflgf8][19]. In contrast, our ACFG notation can e&ps soft con-
straints that allow a slightly invalid parse butisa the parser to downgrade its confidence in éingefs validity.

Stochastic CFGs use probabilities to quantify aterice in parses, but these numbers are associdtegraduc-
tions themselves rather than with constraints enpttoductions [1]. Through machine learning, soresgrs can be
trained to apply different probabilities based ontext in natural language [4][13][18], but thisstdll not as expres-
sive as letting users specify arbitrary numericgitegs on arbitrary constraints.

7. Future work

Future usability evaluation with actual end useitspwobably reveal additional opportunities forhemcing our sys-
tem. In particular, we suspect that we may neaatitbadditional functionality to help end users thstformats that
they create. For example, we may enhance the editet end users save example data for use irssign testing

when formats are modified.

As noted in Section 5.1, we sometimes needed faalefultiple formats for one semantic family. Fewersions of
our system will enable users to demonstrate howatesform one format into another within the sarily, or
“tope.” Our plan is described in more detail in][14

Finally, it may be desirable to design a more ssipddted editor that also generates ACFG outpus Would en-
able end-user programmers to tap into more of thveep of ACFGs. A more sophisticated editor mighowalad-
vanced users to enter textual spreadsheet-likeeBaadxpressions for constraints. For example, wid@nable us-
ers to write a conditional expression to forbid b¥ein a date from exceeding 28 if tMONTHs 2. While this is
expressible in our current ACFG notation, we migghd an additional function to make the constraiotersuccinct.
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Appendix A: Mashup code

The following code was used to implement the sampdshup discussed in Section 5.2. For conciseeess;
handling code has been removed. Grayed out linglsvdth basic event-registration and input/outpattwould be
required regardless of whether we used our paditsteor whether we used another approach suclkeqsdar ex-
pressions.
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var MYBASE = " topep/” ; //base hrefin relative URLs
document.write( "<s" +"cript src="" +MYBASE*opep.js></" +"script>"); /I Load the library
document.attachEvent("oncontextmenu", dolookups); / / Event registration for right-click

function dolookups() {
/*** basic input code follows ***/
var el = window.event.srcElement; // the clicked citation element
if (el == null) return;

/I show an "l am busy" message
window.status = "Looking up CMU authors...";
window.event.returnValue = false;

var names= new Array(), urls = new Array(); /1 build up arrays of author names and urls
var p = parseStructure(el.innerText, MYBASE+ "citation.xml" ); Il parse citation into tree
var authors = p.nodes( "author" ); // get author nodes from the parse tree
for ( var i=0;i<authors.size(); i++) { I/ for each author
var author = authors. get (i);  // getthe author node
var Iname = author.textFor( "last" ); [/ getthe author’s last
var fname = author.textFor( "first" ), and first names
var url = "http://people.cs.cmu.edu/cgi-bin/sea rch?name="; // build the query string
url += (fname.length > 2 ? escape(fname+" "+Ina me) : escape(Iname));
urls.push(url); /I and add the url to the list of urls that we will retrieve
names.push(fname+ "" +lname); // also record the person name that goes with that url
}
callWhenReady(urls, showContact, names, el); /I call me when the urls are downloaded
}
/I A reference to this function was passed to callw henReady.

/I So callWhenReady will callback this function
/I with the array of htmls

/I and the other callWhenReady parameters
/I when the urls are done downloading.
function  showContact(htmls, names, el) {

var msg =" // this will be the message that we show to the end user
var SMARK = "<b>Office</b>" ,EMARK = "<a" ; //these marks delimit contact info
for ( var i=0;i<names.length;i++){ Il for each url/author requested...
var html = htmis[i]; /I this is the html from that author url
var ¢ = grabStructure(html, SMARK, EMARK, MYBASE+ "email_address.xml" ); llparse email
var r = grabStructure(html, SMARK, EMARK, MYBASE+ "phone_number.xml* );  //parse phone
if (g.conf()>0.1 &&r.conf() >0.1) { /I if it looks like both are somewhat valid
var email = g.textFor( "username" )+ "@"+q.textFor(  "server" ); //reformat email
var phone = r.textFor( "area_code" )
+ " +rtextFor( "exchange" )
+ " +rtextFor( “local" ); /lreformat phone

[*** output formatting code ***/
if (msg.length > 0) msg +="\r\n";

msg += names[i] + " " + email + " " + phone; /I and then append to the message
}
}
/¥* output ***/ /| show the message to the use r
window.status = msg;
el.titte = msg;

}
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