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Abstract

Many applications in robotics require estimating pose, consisting of translation and orientation,
between a model frame and a sensor frame. One popular application is robot grasping, where
the object pose is used for determining the optimal placement of the robot gripper. This thesis
consists of a survey on three methods aimed at improving pose estimation accuracy and run-
time. The first method models uncertainty using various distributions and examines their ability
to improve the accuracy of the resulting output, when compared to current methods that do not
consider uncertainty in their models. The second method searches for the relationship between
common system variables and the performance of neural networks with different configurations,
in order to accelerate computation by developing a guideline to select the optimal parallel model
given certain problem characteristics and hardware resources. The third method improves both
accuracy and runtime by mapping the original non-linear and non-convex pose estimation prob-
lem into an alternative parameter space where the original problem can become truly linear. The
lack of linearization or other approximations avoids high sensitivity to initial estimation error

and high computation time.
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Chapter 1

Introduction

Pose estimation is commonly required in robotics applications. It involves finding the rotation
and translation going from one reference frame to the other. In the example of robot arm grasp-
ing, the inputs are images captured by the camera and information about the target object (such
as generated object mask or bounding box). The outputs are the orientation and translation of the
target object with respect to the camera frame, which can be extended to the robot frame after
applying an offset. In the example of medical image registration, the inputs are two point clouds
— one initial, one target, and the outputs are the orientation and translation taken to transform the
initial point cloud to the target. In this thesis, the terminology “pose” is often used to refer orien-

tation alone, since the main focus is on estimating the orientation component accurately.

The first project included in this thesis aims to improve the accuracy of deep learning-based pose
estimation. Many existing pose estimators only output single pose as the result. However, real
world application often involves uncertainty factors such as lighting, shadow or object occlusion.
We believe having pose estimator outputting a pose distribution that describes the uncertainty
altogether with the pose parameters can improve estimation accuracy. The additional information
about uncertainty can help in many ways. In robot grasping application, without knowing the
underlying uncertainty, the robot can grasp an object by a pose with high uncertainty (likely to

be wrong), fail the grasp and cause irreversible damage such as breaking the object. With the



underlying uncertainty also estimated and incorporated in the estimation output, the robot has
the option to take alternative action to lower uncertainty first and then perform the grasp by a
pose with low uncertainty (likely to be correct), increasing the success rate. To obtain output
as a pose distribution, we pick two existing deep learning-based pose estimators DenseFusion
[20] and PoseCNN [21] that output single pose estimate, and two distribution types Bingham
and histogram. For each distribution we look into multiple methods to fit the distribution given
predicted pose from a base predictor, and analyze how effective the end result can describe the

underlying uncertainty.

The deep learning-based pose estimators can be slow when it comes to real time applications. In
order to make our pose distribution estimation feasible for real time applications as well, the sec-
ond project included in this thesis aims to improve runtime by parallelizing neural network (NN)
computation with multi-threading. Deep learning is a powerful tool that comes with the cost of
network complexity. GPUs have been widely used for its acceleration. GPU contains large quan-
tity of small processing units thus is naturally a good fit for parallel processing. Most of the time
computing resources are limited and GPU availability always becomes a bottleneck, while CPUs
stay idle at the same time. In fact, with many powerful C parallel libraries, a programmer can
also design the program to be processed on CPU in parallel efficiently. The complexity resides
in the design of an efficient parallel program. This project doesn’t aim to replace GPU by CPU
as the mainstream accelerator for NN computation. This project aims to produce a guideline
on designing the parallel program in an optimal way so that CPU can be well utilized to provide
significant acceleration, in the absence or alongside of GPUs. Using multiple C parallel libraries,
we summarize the possible parallel models for program design, and experiment with benchmarks
of different configurations. We analyze the benchmark results and extract useful information to
form the guideline on designing optimal parallel program for accelerating NN computation on

CPU.

Besides deep learning-based pose estimations we also look into existing probabilistic pose es-
timations. Existing works favor filtering-based methods due to their ability to adapt to noisy

sensor measurements. Most of the prior filtering methods use unimodal Gaussian distribution



for modeling the uncertainty in the pose parameters. Such a distribution is a good choice to cap-
ture the uncertainty in parameters that are defined in Euclidean space. However, the uncertainty
in parameters such as unit-quaternions, when modeled using a Gaussian, does not consider the
structure of the underlying space. For example, the antipodal symmetry introduced by the fact
that rotating around x axis by # is equivalent to rotating around -x axis by —6. Also, since pose
estimation is inherently a non-linear problem, using linear Kalman filter directly will cause poor
result and most of the prior filtering methods linearize the non-linear measurement model. The
linearization and other approximations can cause sensitivity to initial pose error and generate
high computation overhead. In order to improve accuracy and reduce runtime, we re-formulate
the non-linear measurement model into linear space and then use linear Kalman filter, while
modeling rotation parameters by Bingham distribution and translation parameters by Gaussian

distribution.






Chapter 2

Background

This background section provides a brief introduction to the concepts used in the later chap-

ters.

2.1 Quaternion Used for Rotation Representation

In this thesis, the rotation component of pose is represented by unit quaternion. Unit quaternion
lies on a unit 3-sphere and varies continuously as the orientation changes. Thus, using unit

quaternion to represent rotation can avoid abrupt jumps.

A quaternion q is a 4-tuple: q = (¢,q),q € R?*, where q = (g1, ¢, q3). Its conjugate is

q* = (o, - ). The norm of a quaternion is [|q|| = v/scalar(q O q*), where (© is the quaternion

multiplication explained in the next section. A unit quaternion ||q|| = 1 can represent rotation

by ¢ = (cos (%) ,ksin (%)) = (g0,q), where k is a unit vector describing the rotation axis, 6

describes the rotation angle within range [—, 7].

q and -q represent the same rotation because q = cos (g, k sin g) represents rotating around k

=0
2

=9

axis by ¢, -q = cos (5, —ksin 5*) represents rotating around -k axis by —6, and these two

5



rotations are equivalent. Point rotation can be represented as a = q () b O q*, where a = (0,a)
and b = (0,b) are the quaternion representations of two points a, b, and the equation states that

a can be obtained from rotating b by quaternion q.

2.1.1 Quaternion Multiplication

An operator (¢) is defined for multiplying two quaternions p and q: [[17]

o po  —p" 5 % —q* N
POq= q= D
p P~ +pols q —q°+ql;

, where q = (qo,q),p = (po, p), and p* is the skew-symmetric matrix formed from the vector

P

This formula of converting quaternion multiplication form to matrix multiplication form is used
in the later chapter [5] of converting non-linear problem space into linear space, for the purposing

of deriving a linear measurement model.

2.1.2 Bingham Distribution

In this thesis Bingham distribution is used to describe the uncertainty in pose parameter q (a
unit quaternion representing the rotation). This is because Bingham distribution lies on a unit
hypersphere, thus addresses the unit norm constraint of the unit quaternion intuitively. Moreover,
Bingham distribution has the antipodal symmetry that f(q) = f(—q), in which f is the PDF. As

the result, it has two antipodal modes that capture well the unit quaternion property q = —q

[3]].

Let "' = {& € R?: ||z| = 1} C R? be the unit hypersphere in R?. The probability density

function f : S9~! — R of a Bingham distribution is given by [15]

f(x) = %GSL’])(XTMZMTX)

6



Out of the two parameters M and Z, M € R%*?is an orthogonal matrix (MM” = MM = 1%*%),
Z = diag(0, z1, ..., zg_1) € R¥™4 with 0 > z; > ... > z4_; is known as the concentration matrix.
The descending order of Z’s diagonal elements can be obtained from rearranging columns of M
accordingly. The first element of Z can be forced to 0 by adding a constant —z, on every diagonal
element of rearranged Z. Under this format, the mode of the distribution is simply the first column
of rearranged M. Covariance can be calculated by Cov(x) = —0.5(M(Z 4 cI)M”)~!, where c
is the smallest diagonal element of Z. In fact when the condition (Z + cI)) is negative definite,
¢ € R can be arbitrarily chosen [4]. N is a normalization constant computed by
N = exp(x’ Zx)dx
gd—1

In the problem definition within this thesis, the Bingham distribution has d = 4 dimensions with
the unit quaternion representing rotation as the random variable. Thus Z will have 4 diagonal

entries, and M will be 4 x 4 matrix.

(a) (b)
1
0.5 1002
' |
i 0,
) 0.015
05 05
N0
, 11 001
-0.5
-1 0 0 0.005
1 1
0 a1 x x 15 0
v v

Figure 2.1: An example of a 3D Bingham distribution f(s) = Lexp(s"MZM"s), where M =
I5.3, Z = diag(0, -0.5, -2), and s=(x,y,z) [18]]. The two antipodal modes exist in s=(1,0,0) and
(_19070)

Product of Two Bingham Distributions

The product of two Bingham PDFs is a Bingham distribution, which can be rescaled to form

a PDF [6]. This property is used in [5 for state update. Consider two Bingham distributions

1
fila) = 5 exp ("M, ZMx),i=1,2.



Then their product is
fi(@) - fa(z)

1
= exp | @” (M1Z,M7{ + M>,Z>;M}j) x

A

X % exp (:I;TMZMT:I;)

where N, M, Z are the new normalization constant and parameters after renormalization. M is
composed of the unit eigenvectors of A. Z = DD;1,;., where D has the eigenvalues of A (sorted

in descending order) and D refers to the largest eigenvalue.



Chapter 3

Modeling Pose Uncertainty

Many existing pose estimation methods output single estimate. In real world there are uncertainty
factors such as shadow, lighting and object occlusions that can affect the estimation result. Thus,
outputting a pose distribution that incorporates uncertainty with the pose can improve estimation
accuracy. With pose distribution as the output, robot now has the option to postpone execution
until uncertainty becomes lower, in order to avoid irreversible damages. Pose distributions from

multiple views can be combined to generate final estimation for higher accuracy.

There are several approahces to describe pose uncertainty. We focus on using Bingham distribu-
tion and histogram distribution. We choose unit quaternion as representation for rotation because
of the benefit described in With unit quaternion as rotation representation, we choose Bing-

ham distribution because of the benefit described in[2.1.2)

3.1 Parametric: Bingham Distribution

There are several ways to obtain a Bingham distribution to describe pose uncertainty.

9



3.1.1 Fixed isotropic Bingham

Given an image containing the target object, we use a base pose estimator (can be any pose
estimator. DenseFusion [20] and PoseCNN [21] in this project specifically) to get a predicted
pose. An isotropic Bingham distribution can be fit around the predicted pose with concentration
parameter o, tuned by cross-validation for each object, that constructs the Bingham parameter Z
that describes the spread. Object type affects pose uncertainty, thus we’re hoping to see the tuned
concentration parameter o for each object generalize to the same object under other conditions,
or even generalize to the objects of same kind. Symmetrical object such as bowl gives identical
probability to poses around symmetry axis, causing large uncertainty in the direction representing
the symmetry axis. Non-symmmetrical object such as box with distinct prints on different side

gives small uncertainty in all directions.

Figure 3.1: Visualization of pose uncertainty. The tuna can object has uncertainty over several
poses, the bowl object has uncertainty over rotations around z axis, and the sugar box object has

low uncertainty. [9]

The tuned optimal concentration parameter varies from object to object, and varies from base
predictor to base predictor. Overall, from the graph below, PoseCNN base predictor (red) gener-
ates larger concentration parameter than DenseFusion base predictor (blue), and certain objects
(mostly non-symmetric) generate larger concentration parameter than the others (mostly sym-
metric). Larger concentration parameter refers to narrow or peaky distribution. When a base
predictor has high prediction accuracy, the optimal concentration parameter tends to be larger

and the distribution tends to be peaky at the base pose. However, if the narrow distribution is

10



Optimal Concentration Parameters
350
300
250
200
150
100

Concentration Parameter

* Il |
0 Il . JJA 0. 1 - - S B DenseFusion
C X X c QcCc X Xc ook -ow=s_,¢s=oF%
T 0 o0ocpm®OO0Ogcwd ESTEFLEEE PoseCNN
oo a0 O v 0000 c® 2> T >5w >>>
T s L B e T B B 7 - BN )
e ssSsIBuesSgd3y23F ¥ G ETOE
£ X W o= B U QT 2 0 I E E &
OO 3 5 o 18 = £ £ 1 © Lo U g e S
| ® @ | @ @ © O 1 O ~ Q Qo a w = 8 o
UL 2 & 5w = 5 Q - = ©
o O o O hel ol @ 1 1 E
i 2 495 a 5 © o £ 9
g 1S "5 e o E\_-E
S a 3 _EI
©
©
=
>
[}
Object

Figure 3.2: Optimal concentration parameter for each object with two different base predictors.

caused by the high bias in base predictor on specific data set, such distribution doesn’t generalize

to other data set.

Thus, we add a uniform distribution with certain weight to the isotropic Bingham to form a
mixture, representing the likelihood of having pose p: %5 + (1 —w.) f(p), where w, is the weight
of the uniform distribution, f is the pdf of Bingham distribution. Using cross-validation, we tune

w, and concentration parameter o (part of f) to achieve maximum log likelihood.

Comparing to the optimal concentration parameter tuned with Bingham distribution alone (3.2))
, the optimal concentration parameter increases overall when a uniform distribution is added
(3.3). The most distinct increases are from DenseFusion base predictor. From [3.4) we observe
that the optimal weight for the added uniform distribution is 1 or close to 1 for symmetric ob-
jects, especially for DenseFusion base predictor. This means that isotropic Bingham describes
the uncertainty in those symmetric objects worse than a uniform distribution, as reflected by
the negative log likelihood for those objects in [3.5] (-2.24 is the log likelihood of groundtruth
pose with a uniform distribution). For other objects, mostly non-symmetric objects, the addi-
tion of a uniform distribution on isotropic Bingham achieves good log likelihood of groundtruth

pose.
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Figure 3.3: Concentration parameter for Bingham distribution in the mixture
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Figure 3.4: The weight for uniform distribution in the mixture

The inconsistency between the concentration parameters learned with DenseFusion and the ones
learned with PoseCNN suggests that the output pose distribution varies with the base predic-
tor choice. Certain base predictor has higher bias towards some objects, generating narrower
distributions. An interesting future direction is to explore the option to combine multiple base

predictors to combine the strengths of each.
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Figure 3.5: Average log likelihood of groundtruth pose using the mixture learned

3.1.2 Mixture of Isotropic Bingham

For base predictors that also generate confidences associated with each pose, we can use the
confidences as weights associated with isotropic Binghams centered around the corresponding

poses, forming a mixture of isotropic Binghams to describe the pose distribution.

3.1.3 MC-dropout Ensemble

For deep-learning based base predictors, we can insert a dropout layer enabled at evaluation
time to produce an ensemble prediction. We can then fit a Bingham distribution over the drawn

samples.
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3.1.4 Direct Regression

Moreoever, we can directly regress the Bingham distribution parameters by maximizing the log

likelihood of the given image.

3.2 Non-parametric: Histogram Distribution

In the non-parametric approach, we use a histogram to describe pose uncertainty. Each bin of
the histogram corresponds to a pose in the discretized orientation space suggested by Straub

[19].

3.2.1 Confusion Matrix

We generate a confusion matrix using validation and synthetic data. Each row and column index
corresponds to a pose in the discretized orientation space. The rows represent predicted poses,
and the columns represent ground-truth poses. Using a base pose predictor, such as the previously
mentioned PoseCNN and DenseFusion, for each image in data we get a predicted pose from base
predictor and ground-truth pose from label. We map the predicted pose to the corresponding row
and ground-truth pose to the corresponding column. Then we increase the confusion matrix
value at that row and column indices by 1. After the confusion matrix is built from validation
and synthetic data, and after normalizing each row, each cell with index (r, ¢) corresponds to
P(q. | q,) = P(q, | Q,..q)- Each row distribution describes given a predicted pose, what the

actual poses could be and how likely they are.

The huge size of confusion matrix (3885 x 3885) causes difficulty in visualization, thus we’re

instead attaching visualization of rows here.

The left image represents a row in the confusion matrix that generates a wide-spread histogram.

For the predicted pose of the upper image, the row mapped to that predicted pose in the confusion

14



(a) A confusion matrix row for the can ob- (b) A confusion matrix row for the
ject. It has random pattern can object. It has meaningful pat-

tern

Figure 3.6: Visualization of two rows in the confusion matrix (upper image is associated with
a predicted pose that determines the row fetched, and lower image is the rendered ground-truth

pose corresponding to a selected location on the orientation sphere

matrix describes the possible ground-truth poses and corresponding likelihoods, as visualized by
the dots and heat map colors on the sphere. For that specific predicted pose, there are many
possible ground-truth poses seen before, each with small number of occurrences. The right
image represents a row in the confusion matrix that generates a narrow-spread histogram. For
that specific predicted pose, the possible ground-truth poses seen before concentrate on the band
on the orientation sphere that represent all poses around one axis. Such pattern is caused by
the base predictor recognizing the object as symmetric over one axis (Technically the can is not
symmetric due to the prints. But since the confusion matrix is built from predicted poses from

the base predictor, it is up to the base predictor’s judgement).

3.2.2 Multimodal Distribution Regression

We can train a neural network that has featurization of an image ®(/) as input, and outputs
probability of each discretized pose given that image featurization P(q; | ®(1)), where g is the

unit quaternion representing the j-th pose in the discretized orientation space. One method to

15



get the image featurization is extracting an intermediate layer of a CNN having the image as the

input.

3.2.3 Comparison based Distribution Estimation

Similar to the multimodal distribution regression, we can have the neural network input as the
concatenation of featurization (/) and featurization ®(/;), where I is the input image, and /; is
the image of the target object rendered at the j-th pose in the discretized orientation space. The

neural network will output probablity of the j-th pose given the image featurization concatenation

P(q; | ®(1), (1))

3.3 Evaluation

We use the test set in YCB-video dataset to evaluate all methods described above. For each
test image and ground-truth pose label, we obtain a pose distribution via the methods described
above and calculate the log likelihood of ground-truth pose using the pose distribution. We use

two base pose predictors for this experiment: DenseFusion and PoseCNN.

Notations used in the table:

Histogram-Comp: Comparison based Distribution Estimation [3.2.3]
Histogram-Reg: Multimodal Distribution Regression [3.2.2]
Histogram-Conf: Confusion Matrix [3.2.1]

Bingham-Fixed: Fixed isotropic Bingham 3.1.1

Bingham-Mix: Mixture of Isotropic Bingham [3.1.2]

Bingham-Reg: Direct Regression [3.1.4]

Bingham-Drop: MC-dropout

The confusion matrix method gives much higher mean log likelihood of ground-truth pose than

16



Histogram Bingham

Objects
PoseCNN DenseFusion PoseCNN DenseFusion

Comp | Reg | Comp | Reg | Conf Fixed Fixed | Mix | Reg | Drop

Non-Sym | 0.03 | -2.21 | -0.24 | -0.18 | 1.52 0.46 0.51 | 0.75 | -1.98 | 0.59

Sym -1.30 | -2.25 | -1.20 | -3.58 | 2.46 -2.38 -2.35 | -2.28 | -2.10 | -8.53

All -0.19 | -2.21 | -0.39 | -0.72 | 1.67 0.01 0.05 | 0.27 | -2.00 | -0.87

Table 3.1: Mean log likelihood of ground-truth pose

the other methods. The values seem too good to be true, especially the high performance in the
usually hard-to-estimate symmetric objects. We perform further analysis on the confusion matrix

generated in attempt to explain the reason behind the high values.

We first look at the confusion matrix constructed. It is so sparse that it looks like an empty matrix
when visualized (because its size 3885 x 3885 is so huge and most values concentrate around
diagonal). Thus we generate a bin value occurrence plot (how many cells in the confusion

matrix has value x) to show the sparseness.

This is a truncated graph for readability. The occurrence count near bin value 0 actually goes as
high as 15 x 10°. Thus we can see this is a very sparse confusion matrix. In average, 27.1% of the
confusion matrix rows are empty (have all 0’s). This means during the confusion matrix building,
there are 27.1% poses in the discretized orientation space that the base predictor never predicts.
Since we also use a synthetic dataset to build the confusion matrix, and the synthetic dataset
has objects rendered at all poses in the discretized space, we observe that the base predictor has
tendency to mis-predict certain poses all the time, probably due to the lack of these poses in the
training data. In average, 16.2% of the non-empty rows have values on the diagonal cell in the
row. This means in the seen predicted poses, 83.8% of them are never associated with the correct
ground-truth pose, thus it is very unlikely for the row distribution to peak around the correct
ground-truth pose. By multyping the two ratios: ratio of seen predicted pose X ratio of correct
ground-truth hit for seen predicted poses = 27.1% x 16.2% = 4.4% of the discretized pose space

have been seen during confusion matrix building and generated a histrogram distribution with a
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Figure 3.7: Horizontal axis: value that a confusion matrix cell contains. Vertical axis: number of

occurrence of bins with certain values

peak around the correct ground-truth pose.

4.4% x 3885 discretized poses = 171 poses. We suspect the reason that confusion matrix method
has high performance despite the sparseness is because YCB-dataset contains mainly these 171
poses, since the camera mainly moves around the objects sitting on top of a table. As the base
predictor is trained to have biases towards these particular poses, the confusion matrix built is
able to have distinct peak at the correct ground-truth pose for those frequently occurring poses,
thus able to perform distinctly well comparing to other pose distribution representations. As
the result, confusion matrix method will perform distinctly well on common poses due to its
memorization from sufficient dataset. However, when facing an unfamiliar pose, it can only

perform as good as a uniform distribution.
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3.4 Conclusion

Out of all approaches we use to describe pose uncertainty, we find the confusion matrix approach
perform significantly better than others. We perform extra analysis in attempt to explain the high
performance. Surprisingly, the confusion matrix built and used for evaluation has many empty
rows and low diagonal hit rate. These are two factors that should hurt performance instead.
Empty rows mean there are predicted poses that the confusion matrix has no prior knowledge
about. If one of those poses is predicted by the base estimator at evaluation time, the confusion
matrix will output a uniform distribution, which definitely doesn’t provide meaningful informa-
tion about the true pose. Low diagonal hit rate means the confusion matrix will likely output row
distributions that have peaks at the wrong locations. With the wrong peaks, the row distributions
don’t describe the true pose correctly. The high performance number and the existence of these
two performance-harming factors seem contradictory. We see the promising potential for the
confusion matrix method to learn meaningful histogram distributions from data, but we suspect
that the high performance comes from the data’s high bias towards certain common poses. We

will need to perform further analysis on the data quality to confirm our doubt.
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Chapter 4

Parallelizing Computation with Multiple
Threads

The project mentioned in the previous section aims to improve accuracy in pose estimation. This

project aims to improve runtime by parallelizing computation with multiple threads.

4.1 Introduction

Similar to many other computer vision problems, pose estimation can also utilize the power of
deep learning. While GPUs are widely used to accelerate computation-heavy deep learning train-
ing and evaluation, we focus more on the potentials of CPUs at achieving the same tasks. The
work included in this thesis does not aim to replace GPU by CPU as the mainstream accelerator.
This work aims to provide a guideline on selecting the optimal parallel model to use, given the
problem characteristics and hardware resources, in order to maximize the acceleration a CPU
could provide. Most of the times computing resources are quite limited. Even with GPUs avail-
able to use, it is still a good idea to fully utilize the CPUs to engage in the deep learning tasks

instead of having tasks pending for the GPUs while the CPUs remain idle.
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4.2 Parallel Models

A parallel program consists of a task assignment model and a synchronization model. The task
assignment model determines how compute resources distribute the total tasks, and the synchro-
nization model determines how different compute resources merge individual pieces of work. In

a multi-threading program, the compute resources will be threads.

4.2.1 Task Assignment Model

° e TR

Input data

8
©
°
o
5
a
=

[ ]
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o AREES

(a) Data Parallel (b) Model Paralle

Figure 4.1: Graphic representation of two task assignment models. The network structure in the

figure is LeNet-5

Data Parallel

In the case of data parallel task assignment, the input data is split into multiple batches, and
network weights update happens after every batch. In a multi-threading program, each batch
will be split among threads to compute. Each thread takes one input sample, runs it through the
entire network through forward propagation to get values called losses, and through backward
propagation to get values called gradients (partial derivative of loss over every network weight).
Afterwards, all threads synchronize to get global gradients from all local gradients, and use the

global gradients to update the network weights before going into the next batch.
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Model Parallel

In the case of model parallel assignment, the computation in each network layer is split among
threads. As all threads enter one layer of the network, they each compute one region and syn-

chronize to form one completed layer before going onto the next layer.

4.2.2 Synchronization Model

In either assignment model mentioned above, a synchronization model is needed for threads to

merge individual work.

o
Memory Address
@ &
(a) Shared Memory (b) Message Passing

Figure 4.2: Graphic representation of two synchronization models.

Shared Memory

In the case of shared memory synchronization model, all threads merge their local result by
accessing and modifying a shared memory region. This might raise contention issue, which

requires extra mechanism such as locks to ensure correctness.
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Message Passing

In the case of message passing synchronization model, all threads merge their local result by
sending messages to each other, which contain data to be shared. Within the message passing
synchronization, we additionally investigate active message passing, a novel form of message
passing where user processes can send messages to each other while bypassing the operating

system (via user-level interrupt).

User-Level Interrupt

Normally the kernel is responsible for acknowledging the interrupt and delivering a notification to
the appropriate user process. User Level Interrupts (ULI) save the cost of these expensive context
switching procedures by allowing the interrupt handling to happen in user space. An ongoing
research project led by Prof. Seth Goldstein has established a ULI library implementation. In
this project, in order to include ULI as a synchronization model, we have written a generalized
NoC simulator within gem5 to provide an accurate representation of network latency between
cores, which will lead to a better representation of active messages (user-level messages) in

general.

4.3 Network on Chip

In order for gem5 to simulate active message passing with accurate clock cycle counts, we im-
plemented a network on chip (NoC) model to realize the message traffic. We use a 2D mesh
topology for the extensibility to multiple cores. We implement virtual channel allocation (VC)
for flow control, and implement modified version on deterministic Y X-routing for routing algo-

rithm.
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4.4 Benchmark

We train and test LeNet-5 (implemented in C for the use of parallel libraries) with MNIST dataset
on the task of handwritten digit classification. The input data contains 60K images of handwritten
digits for training and 10K for testing. The LeNet-5 network contains 60K parameters and 700K
operations per forward and backward pass. Each benchmark adapts a different parallel design
described in the table below. We choose LeNet for benchmark instead of a full-size pose estima-
tion NN due to time constraint. We hope the optimal parallel design discovered for this smaller
benchmark can become building blocks for optimizing a larger pose estimation NN, since they

share common types of network layers.

Number of Threads | Assignment Model | Synchronization Model | Network Scale
1 None None 1x, 2x
{2,4,8} Data Parallel Shared Memory 1x, 2x
{2,4,8} Data Parallel Message Passing 1x, 2x
{2,4,8} Model Parallel Shared Memory 1x, 2x
{2,4,8} Model Parallel Message Passing 1x, 2x

Table 4.1: A Table of Benchmark Configurations

During the experiments we encountered several limitations that we did not foresee, mostly in the
benchmarking for ULI. We planned to run the ULI implementation in gem5 with the previously
mentioned NoC in order to obtain accurate timing, but the training data for the full NN turned
out to be too large for the default gem5 disk image. By the time we found a fix of building a large
disk image, we concluded that we do not have enough time to run the full simulation in gems5.
So, we resorted to breaking down the computation at each layer for the OpenMPI implementation
and the ULI implementation for an analogous comparisons between the two methods of message
passing. Thus, the ULI benchmark was removed from the benchmark table and replaced by a

separate analysis included in the section below.
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4.5 Benchmark Result and Analysis

To interpret the legends in the following graphs:
D_ = data parallel assignment

M_ = model parallel assignment

_S = shared address synchronization

_M = message passing synchronization

1x, 2x = LeNet size

Computation Spread

b_conv (1)

16.7%

b_subsamp (2)
0.5%

Figure 4.3: The computation split among different NN layers

According to the computation split result, most of the computation time concentrate on convolu-
tion layers. Convolution at backward propagation stage has heavier computation than at forward
propagation stage. Thus specializing in accelerating convolution layers will achieve large per-

formance improvement.

At both scales of LeNet, DS performs the best and closest to linear speedup (top two lines) .4}
As LeNet size increases, DM gains speedup improvement, closing the gap between DM and

DS, as DS has decreasing speedup as LeNet size grows. (The DS_2x line is below the DS_1x
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Speedup vs Number of Threads
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Figure 4.4: Speedup compared to sequential version as the number of thread increases

line, and the DM _2x line is above the DM_1x line). This gap closing effect was an interesting
finding, and we performed further analysis described below in order to find the reason behind.
MM fails to provide speedup due to frequent synchronization between every two layers at small

task granularity.

Synchronization overhead per batch vs. number of threads
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Figure 4.5: Synchronization overhead as the number of thread increases

In order to explain the behavior of the gap between DM and DS closing as network size increases,
we recorded the synchronization overhead per training batch under different configurations. 4.3
The synchronization overhead was measured from replacing each thread’s synchronization oper-
ations with empty code body. Thus, the measurement only includes setting up openmp/openmpi

environments and openmp loop scheduling/openmpi message call overheads. The top cluster
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indicates that as the size of LeNet grows, the synchronization overhead for DM isn’t affected
much, since all three lines stay relatively close to each other. The bottom cluster indicates that as
the size of LeNet grows, the synchronization overhead for DS also grows, since the gap between

the three lines increases and the larger network size configuration remains on the top.

Since we weren’t able to run a full-size ULI benchmark on the same LeNet due to gem5 lim-
itation, we attempted to run smaller size benchmarks, but unfortunately ran into more gemS5
limitation. MPI programs require a special command to run, mpirun, which was not supported
within gem5. So, we tried to have a one-to-one comparison between a ping-pong program using
Linux message queues with ULI. Unfortunately, gem5 does not support any send/recv system
calls. As a last resort, we timed the MPI and message queue programs on Andrew machines
against the ULI equivalent in gemS5. The previous two were ran repeatedly to try to eliminate the
scheduling uncertainty from a shared machine. The cycles counts were 80, 000, 6, 500, and 50
respectively. We were unable to provide a thorough trace of the MPI call stack, so we cannot say
why the call was so costly. The message queue count was expected, as a system call took around
3,000 cycles each. The cost of a ULI is calibrated conservatively to the cycle countof a L1 to L1

cache transfer, which we measured locally to be 50 cycles.

4.6 Conclusion

From the benchmark outputs, we observe that in image classification context, most (98.5%) of
the computation concentrate on the convolutional layers. Thus optimization that specializes on
the convolutional structure would be very efficient. Out of all configurations, DS (data paral-
lel assignment and shared memory synchronization) performs overall best and closest to linear
speedup. Similarly DM (data parallel assignment and message passing synchronization) per-
forms secondarily well. This indicates that data parallel is a better assignment model comparing
to model parallel due to the "wide and short” NN structure. Having threads synchronize at the

end of each batch (rightmost end of the network structure) leaves each thread large enough indi-
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vidual work before paying synchronization overhead. We also observe that the gap between DS
and DM performances start closing as the network size grows. The explanation we found after
further experiment is that the synchronization overhead per batch grows in positive relationship
with respect to network size for DS configuration, whereas the overhead remains relatively con-
stant with respect to network size for DM configuration. For shared memory synchronization,
all threads need to compete for locks over network weights in order to update the global network
weights correctly. As the network size grows, the number of weights increases, the number of
locks to compete for also increases, thus the synchronization overhead increases due to higher
contention. As for the message passing synchronization, the number of messages sent is depen-
dent on the number of threads, thus synchronization overhead doesn’t grow with the size of the
network. Therefore, for solving smaller NN such as LeNet whose parameters are in the range
of 60K, data parallel assignment and share memory synchronization is a good parallel model
to use. For much larger NN such as VGG-16 with 138M parameters, data parallel assignment
and message passing synchronization is a good parallel model to use due to non-exploding syn-
chronization overhead. In fact, we believe implementing message passing with active message
(with user-level interrupt library) will further improve the performance significantly, because our
smaller scale benchmark shows that ULI message pass call takes about 1% cycles as the regular

message passing call.
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Chapter 5

Projecting the non-linear problem into

linear space

The previous two projects focus on improving accuracy and runtime of deep learning-based pose
estimations, respectively. This project solves pose estimation problem in probabilistic manner
and aims to improve both accuracy and runtime by projecting the non-linear problem into linear

space.

5.1 Problem Statement

Pose estimation is inherently non-linear [2]. As the result, using linear Kalman filter directly pro-
duces poor result. Linearization and other approximations bring sensitivity to initial estimation
error and high computation cost. To address both issues, we can rewrite the measurement model

in a truly linear form in order to obtain a linear update model, as inspired by [14].
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5.2 Update Model

Assume point correspondences are known (if not, we can build closest point correspondence) and
points in the sensor frame arrive one at a time (typically happens in robotics probing application
[13]]). We form the following formulation after each pair of sensor frame points b;, b, are

received with their CAD model correspondences a;, a;11:

a1 = Rbipg +t

Since all sensor frame points b; come from the same point cloud, and all CAD model points a;
come from the same point cloud, there exists one rotation matrix R and translation vector t which

transforms one point cloud to the other (object is rigid), and R and t are our goals to find.

We re-write the point pair relationship in quaternion form:

ai=qobog +t
a1 =qOby,Oq +t
Where p = (0, p) is the quaternion form of a point p, g is the rotation in unit quaternion form,

with conjugate ¢*. ® is quaternion multplication. ¢ = (0, t) is the translation vector t in quater-

nion form.

Then we subtract the second equation from the first, and multiply both sides by g on the right.
a;— a1 =q0 (Ez - Ei-l—l) ©q
= (@i —a;11)©q=q0O (gz - gi+l>

Move everything to the left hand side, and use matrix form of quaternion multiplication:

é(ﬁi—am)@&“—E@(E—Em) =0
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a0 —a' | |60 -

= q-— N qg=0
a, CL;< + dv(O)Ig bv —bX + bU(O)I:;

Where a, = a; — a;41, by, = b; — b;1, and p* is the skew-symmetric matrix formed from the

vector p. We can get form Hg = 0, where H is a 4 by 4 matrix

T
H = 0 B (aU B bv) c R4><4

(a, —b,) (a,+b,)"

Note that d,(0) = b,(0) = 0 because @, = (0, a,), likewise for b,(0). The conversion between

quaternion multiplication and matrix multiplication is described in[2.1.1

From Hq = 0 we can find g which lies in the null space of H. After finding the rotation part, we

can find the translation partf by adding the equations of a; and a;, 1.

*

+t+qoba 07 +t

8
+
8
A

|
Q1
®©
S“Z
®©
Q

~ (a+a)—q0 (l;z — bi~+1) ®q
2

5.2.1 Linear Filter

Now in order to obtain an estimate of g from Hqg = 0, we use a Bingham distribution to model

the uncertainty in q. p(q) = N% exp(q’ My_1Z,_ M {_la). In the Kalman filter context, the

g

D1
state vector is the pose g to be estimated. In this work, only static estimation is involved, thus

A

there is no need for a motion model to evolve the pose estimate over time. qut|t71 = 'dt,”t,l

Uncertainty in sensor measurements a;, b; are modeled by Gaussian.

Recall the earlier obtained

H (a’ia a1, b;, bi+1) qg=20
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In the Kalman filter context, this will be our pseudo-measurement model z,, = Hq, where z; is

forced to be 0. [16].
Incorporating the sensor noise, we re-write the equation as:
H (aj,a3,b],b3) g + G(q)u =0

G(q)u is a zero mean Gaussian noise, N'(0, Q)

The probability of obtaining a sensor measurement zj, given the state g, is:

1

o | ) = -eonl 5o — @) Q; (o — h(@,)

where h(q,,) is the expected sensor measurement and Qy, is the measurement uncertainty.

From the earlier Hg = 0 equation, the measurement is set to z; = 0 and the measurement model

is set to h(q,) = Hg,,. Here z; = 0 is a pseudo-measurement [[16].
Thus plugging in Hg = 0 and z;, = 0 in the previous equation we get:
_ 1 1o 1 e
p(zk | @x) = ~-eap(—5(Hq, Q;, (Hgy)) = ——exp(q; D2q;)
N2 2 N2

Where the new Bingham parameter part can be identified as Dy = %(—HTQ,QlH). Thus we have

derived the measurement to be Bingham distribution.

Assuming the measurements are all independent of each other, we can apply Bayes rule to get

the the updated state given the current state estimate and measurement:
p(qk | z1) < p(q;,)p(zs | qy)

1 o 1
x Eewp(qZquk)Eemp(Qszqk)

o exp(q, MyZyM[ g,
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We can see that p(q,, | z;) is a Bingham distribution with new parameters M Z; M} obtained

from the product of two Binghams.

5.2.2 Simultaneous Multi-measurement Update

In the previous section, we update the state once every pair of measurements is received, until a
convergence condition is met or maximum iterations of updates is reached. In order to speedup

the process, we can update after a mini-batch of measurement pairs are received.

Similar to the measurement formulated earlier, we have

m

1 1 _
p(zy | q;) = H @exp(_ﬁ(Hij)TQ 1(quk>>
j=1
1 T
= Eexp(% Dsq;)
, where
1 Ty—1
D; = Z(—Hj Q 'H))
J
and
Ny =[] M
j=1

Now the measurement consists of a joint of H;s, each of them being a measurement pair in the

mini-batch Hj (aj, bj, Qj41, b]’+1)

Then this joint measurement is used in Bayes rule to update the state p(q,, | z).

5.3 Evaluation

We run synthesized and real-world point cloud registrations with the Bingham Filtering (BF)
method described in this chapter, Dual Quaternion Filter (DQF) method described in this pa-
per [14], Extended Kalman Filter (EKF) method described in this paper [10], and Unscented
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Kalman Filter (UKF) method described in this paper [8]. Adapting to the setups used in their
original papers, the state vectors in both EKF and UKF are x = [t,,t,,t.,0,,0,, QZ}T instead of

the quaternions used in BF and DQF, and the uncertainties are modeled by Gaussian distribution

instead of the Bingham distribution in BF.

RMS(mm) | RMS(mm) | RMS(mm)

(Expt. 1) (Expt. 2) (Expt. 3)
BF 0.00 2.29 12.12
DQF 6.14 7.70 70.99
UKF 2.67 491 12.25
EKF 94.65 21.97 56.52

Table 5.1: Experiments on Synthetic Point Clouds. Experiment 2, 3 have noises from range

[-2mm, 2mm], [-10mm, 10mm]

0739 which doesn’t

Initial Bingham parameters are My = I4x4 and Zy = diag(0,1,1,1) % 1
contain any prior information and has high uncertainty. The Gaussian distribution used to model
measurement have mean 0 and standard deviation 0.2. The maximum number of updates is set

to 100.

Since we use synthetic data, the initial point cloud is randomly draw from the pose space, and
the target point cloud is generated by applying a transformation on the initial point cloud. The
transformation parameters are also uniformly drawn. In experiment 1, no noise is added to the
target point cloud. In experiment 2 and 3, noises from range [-2mm, 2mm] and [-10mm, 10mm]

respectively are added the target point cloud.

The experiment result shows that projecting the non-linear problem into linear space and then
using linear Kalman filter directly, with state modeled by a Bingham distribution (BF method),
can make the registration robust to sensor noise, since the error remains relatively low as the

amount of noise increases.

In addition, we estimate the relative pose between the camera and robot frames by tracking
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Time (ms) | RMS(mm)

BF 25.8 8.93
BFM 2.1 5.91
Horn 56.8 4.88

Table 5.2: Robot Tool Tip Tracking Runtime and Accuracy

the robot arm tool-tip using a stereo camera. We use Horn’s method [5], which uses ICP, as a

comparison.

The experiment result shows when the BF method performs an update with mini-batch [5.2.2]
while being able to achieve similar optimal accuracy as Horn’s method, it is able to achieve 28x
speedup on convergence time. At each iteration of Horn’s method, update needs to be performed
with all measurements collected so far. At each iteration of BFM method, update only needs to

be performed with the most recent mini-batch of measurements collected.

5.4 Conclusion

Comparing to other filtering-based pose estimations, a Bingham filtering-based pose estimation
that re-formulates non-linear measurement model into linear space can achieve higher accu-
racy and speedup. Using unit quaternion as rotation representation and Bingham distribution
as rotation distribution avoids discontinuous jump in orientation parameter space and represents
rotation symmetry better. Projecting the non-linear problem into linear space by the concept
of pseudo-measurement avoids sensitivity to initial estimation error and reduces computation
time, comparing to other methods that use linearization and other approximations. The method
discussed in this thesis uses the assumption of known point correspondence between two point
clouds. Under the situation when point correspondencs are unknown, iterative closest point (ICP)
[1] related methods are needed to iteratively find point correspondence while performing least

squares optimization.
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Chapter 6

Conclusion and Future Works

This thesis summarizes three projects aiming to improve accuracy and runtime for deep learning-
based and probabilistic pose estimation. The first project aims to improve accuracy by describing
the output as a pose distribution. The distribution gives information about one or more cor-
rect poses and uncertainty associated with each. With additional information about uncertainty,
robotic applications can have higher success rate due to the ability to take alternative actions
when uncertainty is high. The alternative actions, such as moving to a location with clearer view,
can help find new pose with lower uncertainty to perform action with. The experiment result
shows histogram distributions obtained from confusion matrices built from validation and syn-
thetic data can achieve great performance improvement. However, we need further analysis to
prove that the performance increase doesn’t simply come from the bias in the dataset used. In fu-
ture works, we can minimize the similarity between the data used to build confusion matrix and
the data used to test, and see whether the confusion matrix method will retain high performance

comparing to other methods.

Deep learning-based pose estimation methods are used in the first project as base predictors to
fit distribution, and neural network (NN) computation tends to be computationally expensive.
The second project aims to improve runtime by exploring a guideline for designing CPU accel-

erated NN. With parallel version of the program properly designed with parallel libraries in C,
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CPU utilization can be well utilized to provide significant speedup to deep learning-based pose
estimation, alongside or in the absence of GPU resources. GPUs tend to be the resource bot-
tleneck while CPUs stay idle. Having CPUs well utilized to aid NN acceleration will be very
helpful. The experiment result shows that for small size NN such as LeNet, the configuration
of data parallel assignment model and shared memory synchronization model can achieve the
best and closest to linear speedup among all configurations. As the network size grows, the per-
formance gap between shared memory synchronization and message passing synchronization is
closing (shared memory performance goes down, message passing synchronization performance
goes up). This is because the synchronization traffic overhead of message passing model doesn’t
grow with the network size as the shared address synchronization does. Although the additional
experiment proves this trend, it only has the network scale up to three times of the original LeNet
due to system memory constraint. Thus we still don’t observe at which point the speedup lines of
the two configurations cross (the crossing point will be the exact network size at which the par-
allel model configuration needs to change). In future works, we should find hardware resource
with much larger memory to perform experiments with larger network scales in order to find the
crossing point. Also, we can find a way to simulate a larger network with the re-using of a small

physical memory.

Besides deep learning-based pose estimation, we also look into improving accuracy and run-
time of probabilistic pose estimation. Instead of using Gaussian distribution to describe rotation
parameters like many existing methods, we use Bingham distribution with unit quaternion to
represent rotation parameters so there is no jumps in orientation space and rotation symme-
try is captured. Instead of linearizing the non-linear measurement model before using linear
Kalman filter, we re-formulate the non-linear measurement model into linear form with the con-
cept of pseudo-measurement. Then we use linear Kalman filter directly. The experiment result
shows that our method is more robust to initial estimation error and sensor noise comparing to
other filtering methods using linearization and approximations. Our method achieves significant
speedup and equally optimal accuracy comparing to the traditional ICP related Horn’s method
[S]. Our method assumes known point correspondence. In future works, we will explore the case

when point correspondence is unknown. For example, we can use iterative closest point-related
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methods to establish point correspondence with the aid of additional surface normal information

[LL1].
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