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Abstract

We present a three-week user study in which we tracked tlaidms of 27 subjects and asked them to rate when,
where, and with whom they would have been comfortable spdhieir locations. The results of analysis conducted
on over 7,500 hours of data suggest that the user populajmesented by our subjects has rich location-privacy
preferences, with a number of critical dimensions, inalgdime of day, day of week, and location. We describe a
methodology for quantifying the effects, in terms of aceyrand amount of information shared, of privacy-setting
types with differing levels of complexity (e.g., settingpgs that allow users to specify location- and/or time-based
rules). Using the detailed preferences we collected, wetiigethe best possible policy (or collection of rules
granting access to one’s location) for each subject ancdgyigetting type. We measure the accuracy with which
the resulting policies are able to capture our subjectsagyi preferences under a variety of assumptions about the
sensitivity of the information and user-burden toleran€ne practical implication of our results is that today’s
location sharing applications may have failed to gain muahtion due to their limited privacy settings, as they
appear to be ineffective at capturing the preferences leddsy our study.
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1 Introduction

The past few years have seen an explosion in the range of teglalowing individuals to exchange personal
information and content that they have created. Theseisitkgle location-sharing services, which are the focus of
this paper, social-networking services, and photo- andossharing services. While there is clearly a demand for
users to share this information with each other, there salbstantial demand for greater control over the condition
under which their information is shared. This has led to exled privacy and security controls on some services,
such as Facebook, but designers of others appear relustaraike this change. One reason for this reluctance may
be that more complex privacy settings typically lead to nammplex and hard-to-use interfaces.

Around one hundred different location-sharing applicadiexist today. These applications allow users to share
their location (frequently, their exact location on a mapjl ather types of information, but have extremely limited
privacy settings. Typically, they only allow users to spgeiwhite list or a list of individuals with whom they would
be willing to share their locations at any time [21]. Despiite number of these types of applications available, there
does not seem to be any service that has seen widespread Grag@ossible explanation for this slow adoption
has been established by a number of recent papers, whichhdématte that individuals are concerned about privacy
in this domain [5, 7, 8,13, 14, 18, 22]. However, our work is first, to our knowledge, to study location-privacy
preferences at a detailed enough level to address the gquestivhether or not more complex privacy-setting types
may help alleviate these concerns.

We present the results from a user study where we tracked¢hédns of 27 subjects over three weeks in order
to collect their stated location-privacy preferences itailleEach day, for each of the locations a subject visitesl, w
asked whether or not he or she would have been willing to shatdéocation with each of four different groups: close
friends and family, Facebook friends, the university comityland advertisers. Throughout the study, we collected
more than 7,500 hours of location information and corredpan privacy preferences. In contrast to some earlier
research that identified the requester’s identity [7] arel'ssactivity [6] as primarily defining privacy preferences
for location sharing, we find that there are a number of othitcal dimensions in these preferences, including time
of day, day of week, and exact location.

We characterize the complexity of our subjects’ preferernme measuring the accuracy of different privacy-
setting types. We consider setting types that allow a usshé&we his or her location based on the group of the
requester, the time of day of the request, whether or notettpeast is made on a weekend, and his or her location at
the time of the request. Using the detailed preferences Wected during the location tracking phase, we identify
each subject’'s most accurate collection of rulegalicy, under each privacy-setting type. To test the effectivenes
of the different setting types, we measure the accuracywiiich each is able to capture our subjects’ preferences,
while varying assumptions about the relative cost of rémgad private location, and about our subjects’ tolerance
for user burden.

As one might expect, we find that more complex privacy-sgttypes, such as those that allow users to specify
both location- and time-based rules, are more accuratepatirgag the preferences of our subjects under a wide
variety of assumptions. More surprising is the magnitudacgiuracy improvement — in some cases more complex
setting types can result in almost three times the averageaxy of white lists. White lists appear to be particularly
ineffective at capturing our subjects’ preferences. Eatively simple extensions, such as those that allow rules
based only on time of day, can yield a 33% increase in avereggacy, if we assume that our subjects are privacy
sensitive. This finding is also consistent with results froor pre-study survey, where subjects reported being
significantly more comfortable with the prospect of sharihgir location using time- and location-based rules,
compared to white lists.

In addition to accuracy, we measure the amount of time eaghthdd our subjects would have shared their
location under each of the different privacy-setting tydaterestingly, we find that more accurate setting types als



lead to more sharing. This result, which at first may seem teountuitive, actually makes sense: when users have
complex privacy preferences and are given limited settitigsy generally tend to err on the safe side, which causes
them to share less. This may explain why some social netwgrgites, such as Facebook, have begun to move
toward more complex privacy-setting types — if users endharieg more, the services are more valuable. The
lack of sharing we observe with simple setting types may h&p explain the slow adoption of today’s location
sharing applications.

While our results suggest that more complex privacy-sgttypes are necessary to capture the true location-
privacy preferences of the user population representedibsubjects, these settings do not come without cost. More
complex setting types generally imply additional user barcespecially if they require users to specify signifigantl
more rules than their simple counterparts. To addressvlesgxamine a number of different privacy-setting types,
which range from being fairly simple to more complex, undaied assumptions regarding the amount of effort our
subjects would be willing to exert while creating their padis. For the purposes of this paper, we use the number
of rules a policy contains as a proxy for the user burden ain specifying it. Our findings suggest that, while
limiting policies to a small number of rules dampens the eacy benefits of complex privacy-setting types, they
generally remain substantially more accurate than wrsts.li

The user study presented in this paper can be generalizedrnashadology for characterizing the tradeoffs
between more complex setting types and accuracy in a nunfilgivacy and security domains. At a high level,
the methodology involves i) collecting highly detailed f@rences from a particular user population, ii) identifyin
policies for each subject under a variety of different prixeor security-setting types, and iii) comparing the aacyr
of the resulting policies under a variety of assumptionsubite sensitivity of the information and tolerance for user
burden.

The rest of this paper proceeds as follows. In the next sgatie present an overview of related work on location
sharing and privacy preferences. In Section 3, we provided#tails of the methods used in conducting our user
study and analyzing the data. In Section 4, we present aletb@nalysis of our data. Finally, we present some
conclusions and possibilities for future work in Section 5.

2 Related work

Location-sharing services are an area of significant grastbonsumers gain access to ever cheaper and “smarter”
mobile phones. With expanding market share, these serameeanticipated to capture a significant portion of the
billions of dollars in marketing revenue from the broadexssl of location-enabled applications [10]. Yet, despite
analyst predictions and the growing number of locatiorrgigaapplications that have been developed, no service
has captured a significant market share.

While high-profile services that are built around locatitwarsng, like Loopt and Google’s Latitudé,seem to
dominate the press, neither has been crowned a “killer appzens of other offerings exist, many built around tech-
nology platforms that have allowed easier creation of tlegg®ications, including the iPhone SO¥and Google’s
Android SDK# as well as Yahoo's FireEagle Platform, which as of March 20Hs 79 applications in its gallety.
The FireEagle platform facilitates privacy-enhanced isigaby allowing users to specify a policy for each service
that he or she provides with access. FireEagle allows, pi&angle’s Latitude, exact-location or city-level granu-
larity sharing with white-listed entities. However, Tsdial. found that privacy protection through the abstraction

LLoopt. http://1 oopt.con

2| atitude.ht t p: / / www. googl e. cont | ati t ude

3iPhone Dev Centeht t p: / / devel oper . appl e. con i phone/
4Android. ht t p: / / code. googl e. cont andr oi d/

SFire Eaglehttp://fireeagl e. yahoo. net/



of location is rare. Of 89 sharing services surveyed in thakwonly 11 provided any control over the granularity
of the location disclosure, while over half of the servic&8)(used white-listing (or, equivalently, black-listint
protect a user’s location [21]. They also found that more lem privacy-setting types were nearly nonexistent
in the landscape at the time, with only 11 services providjngup designations, and only two having approvals
with expirations. One notable exception was Locacéimdjich was developed by our research group at CMU and
allows users to specify time- and location-based rulessélae richer privacy settings than those offered by any
commercial service).

Many research groups have developed location-based sgniicluding PARC’s Active Badges [24], Active-
Campus [2], MyCampus [17], Intel's PlaceLab [11], and MITFend [12]. However, the research done with these
systems rarely reached the point of studying privacy pesiegs. Instead this work was typically hampered by adop-
tion and technological issues. Work on a Semantic Web fraometo capture rich privacy preferences in different
context-aware applications, including location sharipgligations, was also conducted in the context of CMU’s
MyCampus project [17]. This work later led to the developineihseveral other location sharing applications at
CMU, including PeopleFinder [18], and most recently Lod¢acc

As far back as 2003, users of a diary study cited some conabms location privacy, stating a preference to not
have their phones tracked [2]. A study using the experieaogpting method in 2005 found that location-privacy
preferences were complex, and “participants want to digclehat they think would be useful to the requester or
deny the request” [7]. These findings are evidence that withnmre complex privacy-setting types, users will simply
shutdown, and deny requests if they cannot specify polibiaswould lead to useful sharing. One drawback of this
research is that much of it focused on laboratory experis@htLl6] and small group testing [1, 13, 20], where there
are minimal privacy concerns given the small number of (oftiemulated) requests.

As far as we know, there have been only two other field studliasrevealed complexity in people’s location-
privacy preferences. The first, by Tsdial, found that having feedback, or information on who had vigwae’s
location, had a significant impact on how comfortable peaydee with sharing their information [22]. Burghardt
et al. went further by exposing individuals to five different priyatechnologies in a real world deployment. They
reported findings related to both subjects’ preferencesarttee different technologies, and the effectiveness of the
technologies [5]. The findings of these two studies are aimd ours, in that they suggest users have rich location-
privacy preferences; however, they did not capture thestemances in as much detail as we do. For example,
Burghardtet al. asked subjects, prior to being tracked, to report locatibag considered private. They then treated
these reports as the subjects’ true privacy preferences$.oiNp is this method less detailed than ours, it is also
problematic given Connellgt al’s findings [6], which indicated that subjects tended to hsigaificant differences
between previously asserted andsitu privacy preferences.

The fact that more complex privacy and security settingsnaexled to capture people’s preferences has been
observed in other domains as well. For example, Mazeteld. observed that people needed fine-grained access
control for configuring their file-sharing preferences [15he benefits of more complex forms of expression have
also been studied more generally in the field of economic ar@sn design [3, 4].

3 Methods

In this section we provide an overview of our study, detailhe software we used to conduct it, descriptions of the
privacy-setting types we consider, and a description ofitethods we use to analyze them.

6Locaccino.htt p: //1 ocacci no. or g/



3.1 Study overview

The data for our study was collected over the course of thregksvin early November 2009. We supplied 27
participants with Nokia N95 cell phong$or the entire study. Each subject was required to transgeothher SIM
cards to the phone we provided and use it as a primary phofigiates. This requirement ensured that subjects kept
the phones on their person, and charged, as much as pod$siule.of the phones was equipped with our location-
tracking program, which recorded the phone’s location latiraes using a combination of GPS and Wi-Fi-based
positioning.

Each day, subjects were required to visit our web site wherddcations recorded by their phones were filtered
into distinct location observations. For each locationlgestt visited, we asked whether or not he or she would have
been comfortable sharing that location with different greof individuals and advertisers. While no location sharin
to others actually occurred, we solicited the names of mefrpin the different groups (other than advertisers) so
that the questions the subjects answered were more mealingf

We also administered surveys before and after the studyréeisdor participants, measure the level of concern
about privacy that people had about sharing their locatidorination, and collect relevant demographics. The
screening process ensured subjects had, or were willingrtthase, a cellular data plan with a compatible provider.

Subjects were paid a total of $50-$60, corresponding to $8thkir successful participation in the study day,
and $20-$30 to reimburse them for the data plan that wasreztjby the location-tracking software.

3.2 Software

The primary materials we used in our experiment includeatloo-tracking software written for the Nokia N95
phones and a web application that allowed subjects to aualitibcation information each day.

3.2.1 Location-tracking software

Our location-tracking software is written in C++ for NoldaSymbian operating system. It runs continuously in
the background, and starts automatically when the phonaned on. During normal operation, the software is
completely transparent — it does not require any input @ragtion.

When designing our software, we faced two primary challsnglemanaging its energy consumption to ensure
acceptable battery life during normal usage, and ii) dat@ng the phone’s location when indoors or out of view of
a GPS signal.

To address these challenges, our software is broken doatwotmodules: gositioning moduléhat tracks the
phone’s location using a combination of GPS and Wi-Fi-bgeegitioning, and ananagement moduthat turns the
positioning module on and off to save energy.

Positioning module. To estimate the position of the phone, our positioning mednékes use of the Nokia N95's
built in GPS, and Wi-Fi units. When activated, the positimnmodule registers itself to receive updates from the
GPS unit at a regular interval (15 seconds). When the GPSismible to determine the phone’s position, the
positioning module records its latitude and longitude negsl

In our initial tests we found that the GPS signhal was unriédiathen the phone was indoors, and even when the
phone was outdoors on cloudy days. For that reason, whetievgositioning module is active, it also records the
MAC addresses and signal strengths of all nearby Wi-Fi acpemts at a regular interval (3 minutes). We are able
to use this information to determine the physical addressephone with a service called Skyhook Wirel@ss.

"These phones were generously provided by Nokia.
8Details about the Skyhook API are available at http://slojvadreless.com/.



While the positioning module is active, it sends all locatinformation to our server using the phone’s cellular
data connection in real time.

Management module.Our initial tests revealed that leaving the GPS unit on cmmtiisly resulted in an unaccept-
able battery life of 5-7 hours on average. The managemenulaades the N95’s built in accelerometer to address
the issue of energy consumption. It constantly monitors litviv energy sensor, and only activates the positioning
module when the accelerometer reports substantial motiopractice we found that this improved the phone’s
battery life to 10-15 hours on average.

3.2.2 Web application

Each day, subjects were required to visit our web site totalndilocations they visited that day. The locations were
first filtered, then presented to the subjects to audit.

Location filtering. When a subject logs into our web application, it iteratesulgh each of the GPS and Wi-Fi
readings that have been recorded since the last time thewdied his or her locations. Each of these readings is
either aggregated into a location observation, if the usesstill, or a path observation, if the user moJ&d new
location observation is created when a subject has moved than 250 meters from his or her last known location
and remained stationary again for at least 15 minutes.

Audit administration. After a subject’s locations have been filtered, our web aptibn takes the subject through

a series of pages that trace his or her new locations in clogical order. Each page displays a location on a map,
inside a 250-meter ring, indicating the subject’s estimdbeation during a particular time period. The times when
the subject arrived and departed from the location are atelicnext to the map. Each page also includes a link that
allows subjects to report that an observation was compl@tatcurate (inaccurate observations accounted for about
2% of the time, and are removed during our analysis). A sceben of the user interface for this part of the web
application is shown in Figure 1 (left).

Underneath the map, our web application presents four igmesteach corresponding to a different group of
individuals. The right side of Figure 1 shows an exampleatihot of a question for the friends and family group.
Each question asks whether or not the subject would have dmafortable sharing his or her location with the
individuals in one of the groups. The groups we asked abooumstudy were: i) close friends and family, ii)
Facebook friends, iii) anyone associated with our unitgrsind iv) advertisers. Subjects are given the option of
indicating that they would have shared their location dytime entire time span indicated on the page, none of the
time span, or part of the time span (when part of the time isehpa drop down menu appears allowing the subjects
to specify which part of the time they would have allowed, la®a in Figure 1).

Questions about the friends and family and Facebook graugiaded a fourth option, allowing subjects to
indicate that they would have been comfortable sharing tbeation with some of the individuals in the group, but
not all of them. This option was chosen about 20% of the tinmeétfe Facebook friends group. However, 89% of
the time this option was chosen, the subject also reporichhor she would have been comfortable sharing with
either friends and family, or the university community. $hesubjects were most likely considering one, or both, of
these two groups as subgroups of Facebook friends. Thidtmgie is further supported by the fact that 82% of the

9For more details about this process, see the descriptiorsihitar technique used by Wared al. for managing energy consumption
while tracking users with mobile devices [23].

10path observations between locations were also depictedroe pages. However, we do not address those observatiohis ipaiper
since they accounted for less than 1% of the observed time.



subjects reported in the post-study survey that they didembthere were any relevant groups missing from our list.
For these reasons, we treat the “Yes, for some of these pjeegl@nse as denying the entire group in our analysis.
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You were observed to be at Location A
between Sunday September 21, 8:48pm
and Monday September 22, 9:02am.

Please indicate whether or not you would
have been comfortable sharing your

location during this time with each of the
groups below.

Your Close Friends and Family?

(e.g., Jim, Mary, Pam, etc.)

Yes, during this entire time

Mo, not during any of this
time:

@ Yes, during part of this
time...

Yes, for some of these
people

I'would have been comfortable
< sharing my location from:

921 (=] &[=]48[=]pm[=]

to

9?22@ 9:[=] 02[=] am[~]

Click here if you believe that this observation is
completely inaccurate.
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Would you have been comfortable sharing your location between Sunday September 21, 8:48pm and
Monday September 22, 9:02am with:

Add an additional time span.

Figure 1: A screen shot of our web application displaying gangple location on a map between 8:48pm and
9:02am (left), and an audit question asking whether or naikjest would have been comfortable sharing the

location displayed on the map with the friends and familyugréright). An audit question, like the one shown here,
appeared below the map for each of the groups, at each In@sabject visited.

3.3 Privacy-setting types we compare

In our analysis (Section 4.3), we focus on evaluating their@oy of the following different privacy-setting types,
which range from being fairly simple to more complex. We wlillstrate the differences between these setting types
by considering a hypothetical user named “Alice,” who wessteeshare her location only with her friends, when she

is at home, and on the weekends, between the hours of 9am amdrbfhe absence of a rule sharing one’s location,
we assume that the default behavior of a sharing servicedimto deny.

e White list. White lists are the least complex privacy-setting type weswter. They only allows users to
indicate whether or not they would be comfortable sharirartlocation with each group, at all times, and
at all locations. The accuracy of white lists can be viewed aseasure of the importance of a requester’s

identity in capturing users’ privacy preferences. Whigtsliare user friendly, since they only require a single
rule indicating who can view one’s location.

Using a white list, our hypothetical user, Alice, would ndedindicatewho (individually or by group) is
allowed to see her location. Similarly, she may also creatdeathat everyone is allowed to see her at all

times with a list of exceptions (i.e., a black list). Alicgislicy under this setting type would not match her
preferences, since friends on her white list would be abte®wher anytime and anywhere.

Location (Loc). Loc settings allow users to indicate specific locations they would be comfortable sharing
with each group. Loc settings are more complex than whitg, I8nce white listing a group can be simulated
with Loc settings by sharing all locations with that groupheTaccuracy of Loc settings can be seen as a



measure of the importance of location in capturing usergapy preferences. A single location rule is defined
by a latitude-longitude (lat-lon) rectangle and a set ofgbeor groups who can view the user’s location within
the rectangle.

Alice would need to create a rule allowing her friends to viev location when she is at home, by indicating
it with a rectangle on a map. However, this policy does notchm&er preferences, since her friends could see
that she is home at night or on a weekday.

Time. Time settings allow users to indicate time intervals (difized into half-hour blocks) during which
they would be comfortable sharing their locations with egiciup (this setting type does not consider the day
of the week). Similar to Loc settings, Time settings are nta@plex than white-lists, since white listing for
an individual or group can be simulated by granting them sxe all times. The accuracy of Time settings
can be seen as a measure of the importance of the time of dagturing users’ privacy preferences. A single
time rule is defined by a start time, an end time, and a set qflpew groups who can view the user’s location
between the two times.

With Time settings, Alice would need to create a rule shahaglocation with her friends, between 9am and
5pm, regardless of where she was, and the day of week. Afiegtyashe could err on the safe side and choose
to share a smaller time window during which she feels she i®rikely to be home. In either case, Alice’s
policy would not match her preferences, since her friendédcsee her location when she is somewhere other
than at home.

Time with weekends (Time+).Time+ settings are the same as Time settings, but they akensuo indicate
time intervals that apply only to weekdays, only to weekemidgo both. The improvement in accuracy of
Time+ over Time can be viewed as the importance of weekenckgaturing our subjects’ privacy preferences.
A single rule with Time+ settings is defined by a start timegad time, a flag indicating whether it applies
to weekdays, weekends, or both, and a set of people or groapan view the user’s location, between the
two times, on the specified type of day.

With Time+ settings, Alice would need to create a rule shahar location with her friends, between 9am and
5pm on weekends only, regardless of where she was. As witk $attings, Alice’s policy would not match
her preferences, since her friends could see her locati@mwhe is somewhere other than at home, but with
Time+ settings this could not happen on a weekday.

Location and time (Loc/Time). Loc/Time settings combine the Loc and Time setting typesrilesd above.
They allow users to indicate time intervals during whichyteuld be comfortable sharing specific locations
with each group. The accuracy improvement of Loc/Time ower &nd Time individually can be viewed as
the importance of offering both types of settings togetl#esingle Loc/Time rule is defined by a start time,
an end time, a lat-lon rectangle, and a set of people or gnwhpscan view the user’s location when he or she
is within the rectangle, between the two times.

With Loc/Time settings, Alice would need to create a rulewlhg her friends to see her when she is at home,
from 9am to 5pm, regardless of the day of week. In this caseeAlpolicy would not match her preferences,
since her friends can see her at home on a weekday.

Location and time with weekends (Loc/Time+).Loc/Time+ settings are the same as Loc/Time settings, but
they allow users to indicate time intervals that apply oolyieekdays, only to weekends, or to both. This is
the most complex privacy-setting type we consider.

Using Loc/Time+ settings, Alice would be able to express thee privacy preferences with a single rule,
allowing her friends to see her when she is at home, from 9abpto, on weekends only.



3.4 Measuring accuracy with variable cost

In order to measure the accuracy of different privacysgttypes, we first identify a collection of rules, opalicy,

for each subject, under each of the different types destiibb&ection 3.3. For a subject,a privacy policy,p, and
group, g, we define the accuracy of the policy fioandg using two functionsgor rect _hrs andi ncorrect _hrs.

The functions take as input p, andg, and return the number of hours correctly shared and incityrehared,
respectively, by subject with groupg, underp. These statistics are easily computed from our data for asgiple
policy, since we can simulate what the policy would have datreach of the locations a subject visited, and compare
that to their stated preferences for that location. We nbzeghe accuracy to be a fraction of the time shared by a
policy that perfectly matches the subject’s preferences, @hares whenever the subject indicated he or she would
do so, and does not share at any other times or locations}hwée denote ap*.

In our analysis, we will consider the accuracy of differeritgcy-setting types while varying assumptions about
our subjects’ tolerance for mistakes. For this, we define realpe term, or costgc, associated with mistakenly
revealing a piece of private information. In our analysig, waryc from 1 to 100, and investigate the impact it has
on accuracy and sharing, under the different privacyrsgtiypes. Varyingc amounts to varying the ratio between
the reward for revealing a location when a subject indicélied he or she would have shared it, and the penalty
for revealing it when he or she indicated not being comfdetatith having it shared. At the lowest level (when
c = 1) these two occurrences are equally rewarded and penalesgukctively. Wheo = 100, mistakenly revealing
a location is considered to be one-hundred times as bad eectiprrevealing it. This level of cost is essentially
equivalent to the assumption that our subjects would be gatjious, and never make policies that mistakenly
revealed their locations. Varying this cost helps to actdondifferences between subjects and across potential
applications:! Accuracy for a policy, group, and subject is given by thedaihg equation.

correct _hrs(i,p,G) —cxincorrect _hrs(i,p,G)
correct _hrs(i, p*,G)

(1)

The accuracy of the best policy for any subject, group, antgy-setting type, will always be between zero
and one. It can never be below zero, because an empty poliogvas zero accuracy, and it can never be above one,
since we normalize the accuracy for each subject using theacy of the best possible policy for that subject.

3.5 Identifying privacy policies with user-burden consideations

In Sections 4.3.1 and 4.3.2, we consider the most accurditey for each subject, and given privacy-setting type,
with no limit on the number of rules in the policy. We then coles the effect of limiting the number of rules to
account for user-burden tolerance in Section 4.3.3. In basies, the accuracy values that we report can be taken as
upper bounds on the accuracy we would expect in practicee Sinbjects may not always create the most accurate
possible policy.

With no rule limit, a subject’s most accurate policy, for aagi group and setting type, can be easily computed
by identifying all possibleatomic rulesfor that and setting type (e.qg., rules that apply to a singgation, or a single
30 minute block). We can then greedily add an atomic rule whenit would result in positive accuracy for that
subject (i.e., when it is correct more thafclbf the time). This method is guaranteed to identify the mostieate

11we assume that there is no penalty for mistakenly withhgldirocation, since our post-study survey results suggesstibjects had
relatively little dis-utility at this prospect. Howevehis can easily be added as an additional cost to the accuadmylation in Equation 1.

12When a subject indicated that he or she would never have dsttiaeér location with a particular group, thereby making gueuracy
equation undefined, we report the accuracy for that subjetigeaoup as one, since we assume that the default behavibe afystem is to
deny access, which is consistent with the subject’s pretas



policy, since the search for rules with no limit decomposes straightforward way: each group, time, location and
location/time pair can be considered independently (whésmregarding weekends and weekdays are allowed, we
treat times on the two types of days independently). For @kanthe effect on overall accuracy of adding a rule
sharing a particular location does not depend on which dtloations the policy ends up sharing.

Like many combinatorial problems (e.g., knapsack, jobps$eheduling, graph coloring), the problem of identi-
fying the most accurate policy becomes substantially hasith a limited resource. With a limit on the number of
rules, the greedy solution is no longer guaranteed to ifyethie most accurate policy. To address this problem, we
developed a tree search technigue, based on the well-kndvaeaxch algorithm, for computing a subject's most
accurate policy with no more tharules.

Each level of the search tree corresponds to one of the rutég ipolicy, and each branch represents a particular
rule that can be included. For example, one branch coul@spond to the rule “University community and Friends
can see me at any location, between 8:00am and 7:00pm, oayee’k Thus, at any nodg, with depthd, a policy
with d rules can be constructed by traversing the edges froothe root. Figure 2 illustrates part of a search tree
using Loc/Time+ settings.

[{Univ. & Friends}, [{Friends},
{All Locs}, {Loc2, Loc3},
8a-7p, Weekdays] Anytime]

[{Univ.},
{Locl, Loc3},
9a-5p, Weekends]

v

Figure 2: Part of a search tree for identifying a subject'stagcurate privacy policy using Loc/Time+ settings.

Our search begins at the root node, and constructs one afdi for each of the possible rules a user could add,
given the type of settings available. The nodes are addegitioity queue, called thepen queueNodes are then
popped off the open queue one at a time until a leaf node ifioele with depttk) is reached. Whenever a nodg,
is removed from the open queue, a childjdé added to the queue for each of the remairfemgiblerules. A rule
is considered feasible for inclusion in children joif it does notoverlapwith any rule that is already in the policy
represented by. Two rules overlap if they refer to the same place, time, acpland time, for Loc, Time (Time+),
and Loc/Time (Loc/Time+) settings respectively.

As usual, our search orders the nodes in its open queue augdodan admissible (i.e., optimistic) heuristic.
The heuristic approximates the accuracy of any policy Witles originating from a particular node as the total
accuracy of the rules included so far, plus the accuracy o€ady solution over the remaining feasible rules with
no rule limit. This approximation is guaranteed to be gnetitan or equal to the best total accuracy of any sét of
rules that descends from noglelt may overestimate this value, if the greedy solution usese thark rules. By
using the A* node selection strategy, our search ensurésitiyanode that it visits has a lower (or equal) accuracy
than any previously visited node, thus making the first smtuteached provably the most accurate possible.

If we were to consider every possible atomic rule at eacH lgvihis search tree it would be intractable for the
more complex types of privacy settings. To address this,ossléssly compress the search space by preprocessing
each subject’s ground truth policy. For Loc rules, indidtilocations are grouped together into complex locations if
they are audited the same way at all times (i.e., sharing Hiemys results in positive accuracy for the same groups),
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and it would be possible to draw a rectangle around them witimzluding any of the subject’s other locations. For
Time (Time+) rules, individual 30-minute spans are grougpegbther if they are audited the same way every day (or
type of day for Time+). For Loc/Time (Loc/Time+) rules, |dicans are grouped together if they are always audited
the same way based on time of day, and it would be possibleat® directangle around them without including any
other locations. With these preprocessing steps in plaeesan identify policies for each subject, and setting type,
typically in a matter of seconds.

4 Results

Before we present our analysis on measuring the effectsfefelit privacy-setting types, we will describe our survey
findings, the general mobility patterns we observed, andesioigh-level statistics that demonstrate the complexity
of our subjects’ locaiton-privacy preferences.

4.1 Survey results

Our 27 subjects were all students or staff at our universitiie sample was composed of 73% males and 27%
females, with an average age of about 22 years old. Undergtesl made up 58% of our sample, graduate students
made up 35%, and two people (7%) were staff members.

In our pre-study survey, we asked participants about howfaxable they would be if close friends and im-
mediate family, Facebook friends, members of the univeitmmunity, or advertisers could view their locations
at anytime, at times they had specified, or at locations tteel dpecified. Based on ratings on a 7-point Likert
scale (ranging from “not comfortable at all” to “fully conttable”), we found that, in general, participants were
more comfortable with their close friends and family longtthem than their Facebook friends, people within their
university community, or advertisers.

Within each group, we found that respondents had relatieglyal levels of comfort for time-based or location-
based rules (the differences were not statistically sicpnif)’ However, it is interesting to note that location had a
substantially higher average score than time for the adeergroup, since we later find that this is the only group for
which the difference between the accuracies of Loc settingisTime settings is marginally significant. The average
scores for this question are shown in Table 1.

Group \ Anytime Location Time
Friends and family 5.00 6.08 6.36
Facebook friends 3.64 4.88 5.40
University community| 3.28 4.56 5.00
Advertisers 2.60 4.32 3.60

Table 1: The average report on our pre-study survey of howfadatle subjects would have been, on a 7-point
Likert scale from “not comfortable at all” to “fully comfaable” if their location could be checked by each of the
groups “Anytime,” “At locations you have specified,” or “Atries you have specified.”

We also found that subjects reported that they would be feggntly more comfortable, on average, for the
Facebook friends, university community, and advertiseugs, using location- and time-based rules than with
white lists. For example, for the advertisers group, oujextib indicated that they would not be comfortable if their

13we use a two-sample independent t-test with unequal vagsafur all tests of statistical significance, unless othsewioted. We report
p values of less than.05 as significant, and less tharl@s marginally significant.
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locations were shared all the tim®l1€2.6); but at timesNI=3.60) or locationsN1=4.32) they had specified, their
comfort levels would significantly increase.

After completing our study, we asked our participants how theey thought it would have been, on a 7-point
Likert scale from “not bad at all” to “very, very bad,” if thegstem had shared their information at times when they
did not want it to be shared, or if the system had withheldrtlogiation when they wanted it to be shared. Table 2
shows the average report for each type of mistake and eaap.gro

Group | Mistaken withhold Mistaken reveal
Friends and family 3.00 3.26
Facebook friends 2.30 3.70
University community 2.07 4.26
Advertisers 1.67 4.74

Table 2: The average report of how bad subjects thought itdnwawve been, on a 7-point Likert scale from “not bad
at all” to “very, very bad,” if their location were mistakgnlithheld from or revealed to each of the groups.

Our subjects reported significant levels of dis-ultility lag¢ forospect of their locations being mistakenly shared
with the university community, Facebook friends, and atisers groups, with the worst being advertisers, where
33% of the participants chose 7 on the scale, and 50% choasmére. In contrast, our subjects reported relatively
little dis-utility at the prospect of their locations beingistakenly withheld. We also see an inverse relationship
between the average report within groups, such that grotiesenmistakenly revealing is worse tend to have lower
reports for mistakenly withholding. This lends supporthe typothesis that our subjects would tend to share less
when given simpler privacy-setting types, since they repeing far more concerned with inadvertent disclosure of
their location than with it being withheld, on average.

We also asked our subjects how often they would have answieedquestions differently if we had actually
been sharing their locations. The majority of subjects (&lF®%) responded that they would have rarely or never
answered differently. Another 15% said they would have aned differently some of the time, and the rest said
most or all of the time.

4.2 Mobility patterns and preference statistics

On average, our subjects were observed for just over 60%edfrtte during our experiment, and our observations
were distributed relatively evenly throughout the day. \Wend that, on average, subjects would have been comfort-
able sharing their locations about 93% of the time with filieand family, 60% of the time with Facebook friends,
57% of the time with university community, and 36% of the timi¢h advertisers.

Figure 3 shows how our subjects’ preferences varied witle tiinday, and day of week. It shows the average
percentage of time subjects were willing to share durindhez@minute interval, separately for weekdays and
weekends. Preferences for the friends and family group aagely unaffected by time of day or day of week.
However, the results show substantial variation in prefess based on time of day and day of week, for the other
three groups. For these groups, we see almost twice as maghghuring the day on weekdays as at night and on
weekends. On weekends we also see slightly greater pretéesydor sharing during the evening.

About half of our subjects visited 9 or fewer distinct locais throughout the study, and 89% visited 14 or fewer
(the max was 27, the min was 3). A subject was considered t® Vigited a distinct location only if it was visited
for at least 15 minutes, and was at least 250 meters fromradl ¢bcations that the subject visited.

We found that, on average, subjects spent significantly rtiore at one location than any other (most likely
their homes). We also found that the time spent at a locappeared to drop off exponentially for the second, third,
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Figure 3: The average percentage of time shared with eacip gharing each thirty-minute interval throughout the
day.

fourth and fifth most visited locations. Table 3 shows therage percentage of time a subject spent at his or her
three most visited locations, and the average percentagymethat he or she would have shared that location with

each of the groups. On average, our subjects were moregvitishare their second most visited location than their
first. For university community and advertisers they werlling to share it almost twice as often. This suggests

that this was most likely a more public location, such as saineee on or near the university campus.

Location rank  Time Time shared w/ group
(time spent)  spent FF FB uc AD

1st 66% | 93% 58% 48% 29%
2nd 20%| 94% 65% T77% 55%
3rd 6% | 90% 61% 62% 41%

Table 3: The average percentage of time a subject spent at hix three most visited locations, and the average
percentage of time he or she would have shared that locaiibnfvends and family (FF), Facebook friends (FB),
university community (UC), and advertisers (AD).

These results suggest mobility patterns similar to thosewied by Gonzaleet al, who found that human
trajectories tend to be very patterned, with people vigitnsmall number of highly frequented places [9]. These
results also help explain our later finding that Loc settiogly require a few rules to realize most of their benefits.

4.3 Measuring the effects of different privacy-setting tyes

We will now present analysis quantifying the relative efeaf different privacy-setting types, in terms of accuracy
and amount of time shared. We consider the results stafigtiand under a wide range of assumptions, including
varying levels of user burden.

4.3.1 Results regarding policy accuracy

Ouir first set of results, presented in Figure 4, investigditesaccuracy of each of the different privacy-setting types
for each of the groups we asked about. For these results, MdéH®cost of mistakenly revealing a location to be
fixed atc = 20, which is equivalent to assuming that subjects view rkestly revealing their location as twenty

times worse than correctly sharing. We highlight our resfdtr this value ofc based on the post-study survey
results presented in Table 2, which showed that subjects significantly concerned with mistakenly revealing
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their location to each of the groups other than their closmdls and family. Our next set of results will consider
varying this cost to account for differences between sibjaad groups.

i

100%

Average policy accuracy, ¢ = 20

B Loc/Time+
B Loc/Time
B Loc

Time+

80%

60% -

40% -
Time

0,
20% O White list

0% -
Friends & family Facebook friends ~ University community Advertisers

Figure 4: The average accuracy (bars indicate 95% confidaterwals) for each group, under each of the different
privacy-setting types. For these results, we hold constemtost for inappropriately revealing a locatiorcat 20.

Our first observation is that, with= 20, none of the privacy-setting types we consider are aldeheeve 100%
accuracy for any of the groups. Even the accuracy of the nustrate setting type and group, Loc/Time+ for
friends and family, is significantly less than 10896This demonstrates that a non-trivial subset of our subjeadis
preferences that alternated between sharing and hidingathe location, at the same time, on different days of the
week (most likely due to other contextual factors).

With ¢ = 20, the average accuracy of the different privacy-settypgs has a wide range across groups, from
about 28% (white lists for advertisers) to 88% (Loc/Time+ fisends and family). There is also a moderately
large range in accuracy, across groups, for the same similegstypes (e.g., white lists range from 28% to 68%).
However, the range across groups is substantially smaltenbre complex setting types (e.g., Loc/Time+ settings
range from 68% to 88%). This suggests that complex settipgstynitigate the importance of a requester’s identity
in capturing our subjects’ preferences.

The range of average accuracies within groups is smallestitisubstantial. For example, within the advertisers
group, accuracies range from 68%, for Loc/Time+, to 28%wbite lists. For the Facebook friends and university
community groups, we also observe a more than two timesaser@n accuracy of Loc/Time+ over white lists.
The fact that such ranges in accuracy exist within groupghéurdemonstrates that our subjects had diverse privacy
preferences that could not all be captured simply by theastgu's identity.

For advertisers, the complex setting types (i.e., Loc/Tané Loc/Time+) are significantly more accurate than
white lists, Time, and Time+ settings. Loc alone is also ificgmtly better than white lists, and marginally sig-
nificantly better than Time. The relative importance of kmabased rules for this group is consistent with our
pre-study survey findings presented in Table 1.

In other groups, we see statistical ties between Loc, Tiraad, Time, although Loc tends to be the best of the
three on average (primarily due to its effectiveness foedibers). We also see that the setting types allowing users
to distinguish between weekdays and weekends can offetesulas benefits over their simpler counterparts (e.qg.,
for university community Time+ is about 15% more accuratntiiime), but these differences are typically not
statistically significant.

For university community and Facebook friends, we find that/Time+ is significantly more accurate than any
of the other setting types. For university community, we fimak Loc/Time is also significantly more accurate than
white lists, Time, and Time+, and marginally significantlpra accurate than Loc. For Facebook friends the finding

14For this we used a one-sample t-test.
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is nearly the same, but Time+ is statistically tied with oode. This demonstrates the importance of weekends in
capturing our subjects’ preferences about sharing theation with Facebook friends.

All of these results taken together suggest that, with 20, our subjects could expect significant accuracy
improvements from more complex privacy-setting types, famther confirms the hypothesis that the privacy pref-
erences revealed by our study are complex.

Our next set of results, shown in Figure 5, investigatesrtigact of varying the cost associated with mistakenly
revealing a location, for the Facebook friends group. Wegmethese results for Facebook friends only because we
believe that this group is of general interest, and resaltether groups were qualitatively similar.

100%
Average accuracy for Facebook friends

80% s

2 Loc/Time+
60% ¢ Loc/Time
40% Loc

20%
0%

1 10 100
Cost of mistakenly revealing a location (log scale)

Figure 5. The average accuracy for the Facebook friendspguander each of the different privacy-setting types,
while varying the cost associated with mistakenly reveptirfiocation fronc = 1 to 100.

These results demonstrate that the accuracy benefits ofumionglex setting types are greatest when information
is more sensitive. For example, whes: 1, we find that there are no statistically significant differes between any
of the setting types. In this case, the difference betweemihst complex setting type, Loc/Time+, and the simplest,
white lists, is only marginally significant. However, thecatacies of simpler setting types drop steeply as the cost
of inappropriately revealing one’s location increasesr éx@ample, the accuracy of white lists drops from 61% at
c =1, to almost half of that, or 34%, at= 25, and drops to 28% by the time we reachk 100. Similar patterns
are seen with all of the simple setting types, such as TimmeeF| and Loc. This drop is due to the fact that, as this
cost goes up, the policies we identify are more restrictivg.( by concealing more often). Thus, they provide lower
accuracy because they have missed more opportunitiesr®. sha

Each of the setting types also reaches a plateau at diffesrgs ofc. The plateau occurs when the subjects have
been forced to hide as much as they can, and only reveal timlesaiions that are never private. The accuracies
of more complex setting types, such as Loc/Time and Loc/Findeteriorate far less, far slower, and with plateaus
beginning at far lower costs than simple types (e.g., theealafor Loc/Time+ begins @at= 10, whereas white lists
continue to lose accuracy throughout the entire range)s démonstrates how more complex setting types can add
substantial value for privacy-sensitive users.

4.3.2 Results regarding amount of time shared

We now consider how the policies we identified for differenivgcy-setting types effect the amount of time our
subjects would have shared with each of the groups. Figunesthe average percentage of time that each subject
would have shared, under each of the different setting typils a fixed cost ot = 20 for mistakenly revealing a
location.

Here we see results similar to those in Figure 4, such tha¢ mocurate policies also tend lead to more sharing
with each group. For example, for the Facebook friends,arsity community, and advertiser groups, we see about
twice as much sharing with Loc/Time+ settings versus whts,| and in each case this difference is statistically
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Figure 6: The average percentage of time shared (bars tedd#6 confidence intervals) with each group under
each of the different privacy-setting types. For theseltgswe hold constant the cost for inappropriately reveglin
a location at = 20.

significant (the difference between Loc/Time and whiteslist each case is also marginally significant). It is also
interesting to note that Loc and Time+ settings, which alatively simple, still result in substantial increases in
sharing over white lists for the advertiser group (19% ant N&. 10%, respectively); however, neither of these
differences is statistically significant.

That sharing increases with more accurate setting typespiaiaed by the fact that, when= 20, mistakenly
revealing one’s location is substantially worse than rkestdy withholding it. This, in turn, leads to policies that
tend to err on the safe side and share less.

Our next set of results, presented in Figure 7, considergfteet of varying the cost of mistakenly revealing
a location on the amount of time shared under each privatyngdype. Again, we limit our presentation to the
Facebook friends group, since results for other groups oeaétatively the same.

100%
80%
60% S, Citsesees,
40% |
20%

0%

Average time shared w/ Facebook friends

Loc/Time+
-~ 8---0---9--0--0-0-0 0 0 00000080 LOC/T]me
; * Loc

* White list

1 10 100
Cost of mistakenly revealing a location (log scale)

Figure 7: The average percentage of time shared with thebBakefriends group, under each of the different
privacy-setting types, while varying the cost associatét mistakenly revealing a location froo= 1 to 100.

The findings here are similar to those presented for accuraEygure 5, with a few notable differences. We
see a general trend from more to less sharing m&reases, with plateaus beginning at aroenrd 10, however
the plateaus are far more dramatic and jagged than with @aogurThis is because we only observe effects on
sharing when individual rules are made more restrictivinarathan the smooth descent in accuracy that leads to the
restriction.

As with accuracy, the decline in sharing with more compleivgmy-setting types, such as Loc/Time+ and
Loc/Time, is less steep, and slower than that of the simplges. A higher value foc represents the assumption
that users are more concerned about privacy. Thus, this m&nates how it can actually be in a service’s best
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interest to offer more complex privacy settings, in ordeintwease contributions from privacy-sensitive users.

One final take away from this analysis is the magnitude oftlsesiase in sharing with highly privacy-sensitive
users, under the most complex setting type, Loc/Time+,ugewhite lists. Foc = 100, which corresponds to the
assumption that users will make policies that never givepauate information, we see a more than three and a half
times increase in the average percentage of time sharedhegithacebook friends group.

All of these results taken together suggest, somewhat epumttitively, that offering richer privacy settings
may, in fact, make good business sense, since it will resydtivacy-sensitive users sharing more information.

4.3.3 Results under user-burden considerations

In practice, we do not expect users to necessarily spe@fynibist accurate policy matching their preferences, espe-
cially under the more complex privacy-setting types, suchac/Time+, where user interfaces can be cumbersome.
To test the effects of such user-burden considerations orcanclusions, we analyze the effect of limiting the
number of rules in policies for each of the setting types.

Our first set of results under user-burden consideratiopeesented in the four panels of Figure 8, one for each
group. It shows the accuracy of each setting type, whileimgrg limit on the number of rules from one to five or
more. This set of results is modeled after a scenario whexgrghone’s location with all four groups is possible
within a single application, and users specify rules thayafp combinations of these groups. We operationalize
this by identifying the most accurate policy withgéobal rule limit, rather than a limit that applies to each group
individually. For each of the different setting types, werntify policies that equally weight accuracy among the
groups.

Unsurprisingly, we find that tighter rule limits generallgrdpen the accuracy benefits of more complex privacy-
setting types. Yet, we see that Loc/Time+ and Loc/Time habstantial benefits, in terms of average global accu-
racy, with as few as one or two rules. For example, if we carside global average accuracy across all groups,
with only a single rule we already see a marginally signifidcznefit from Loc/Time+ (51%) over white lists (35%).
With two rules, the difference between the accuracy of LogéF (54%) and white lists is significant, and the dif-
ference between the accuracy of Loc/Time (50%) and white issmarginally significant. This demonstrates how
more complex privacy-setting types can be better than siregltings at capturing the preferences of our subjects,
while requiring only a small number of rules.

When we examine the effects of a global rule limit on the aacias within individual groups, rather than the
global average accuracy, with two rules we find a significastieacy improvement for the university community
group from Loc/Time+ (52%) over white lists (31%), and a ni@adly significant difference between those two
setting types for advertisers (45% vs. 28%). With threesiutee difference in accuracy between Loc settings (49%)
and white lists is significant, and the difference betweea $&ttings and Time settings (33%) is marginally signif-
icant. Interestingly, with three rules, the Loc/Time andcclJome+ settings actually perform worse for advertisers
than the simpler Loc settings. This is because under the owmplex setting types, the three rules are primarily
being used to achieve greater accuracy in other groupsgati¢ne accuracy of Loc tends to plateau with two rules.
This plateau can be explained, in part, by the general nippititterns presented in Table 3, which show that subjects
tended to spend about 80% of their time at two distinct locesti

Our final set of results, presented in Figure 9, is modelest afservice where users can share locations with a
single group only, such as all of a one’s Facebook friendse Me limit the rules that apply to a group individually,
rather than imposing a global limit. We present the reswltsHe Facebook friends group only, but results for other
groups were similar.

By comparing the results in Figure 9 to those in the top rigirigd of Figure 8, we find that with an individual
rule limit the accuracy benefits of more complex privacytisgttypes are realized with fewer rules. For example,
we find that with a single rule the average accuracy benefitoef Time+ (51%) over that of white lists (35%) is
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Figure 8: The average accuracy achieved by each of the diffgrivacy-setting types, for each of the different
groups, varying a global limit on the number of rules in a ppliWe hold constant the cost for inappropriately
revealing a location at = 20, and identify policies with the highest possible totallaacy across all groups, while
weighting each group equally.

100%
’ Average accuracy for Facebook friends varying number of rules, ¢ = 20

B Loc/Time+
B Loc/Time
B Loc

¥ Time+

80%

T 1 L1

60% 1

40% -
Time

0, i
20% O White list

0% -
1 rule 2 3 4 5 or more rules

Figure 9: The average accuracy (bars indicate 95% confidatmm®als) achieved by each of the different privacy-
setting types for the Facebook friends group, while vardrgnit on the number of rules in a policy that apply to
Facebook friends only. We hold constant the cost for ingmeitely revealing a location at= 20

marginally significant, whereas with a global limit it todkrée rules to reach that level. With a two-rule limit the
accuracy benefits of Loc/Time+ (54%) and Loc/Time (50%) dheat of white lists are significant and marginally

significant, respectively. This demonstrates how compégting types are likely to be more effective under user-
burden considerations in more specialized services.
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5 Conclusions and future work

Over the past few years we have seen an explosion in the nuamldedifferent types of applications that allow
individuals to exchange personal information and conteattthey have created. While there is clearly a demand for
users to share this information with each other, they ame ddsnanding greater control over the conditions under
which their information is shared.

This paper presented the results from a user study thateatie locations of 27 subjects over three weeks to
collect their stated privacy preferences. Throughouttindys we collected more than 7,500 hours of data. In contrast
to some earlier research that identified the requestergitgg7] and user’s activity [6] as primarily defining prigg
preferences for location sharing, we found that there anenaer of other critical dimensions in these preferences,
including time of day, day of week, and exact location.

We characterize the complexity of our subjects’ preferermg measuring the accuracy of different privacy-
setting types. We considered a variety of setting types diftaring levels of complexity.

As one might expect, we found that more complex privacyirsgtipes, such as those that allow users to specify
both locations and times at which they are willing to shareteasignificantly more accurate under a wide variety
of assumptions. More surprising was the magnitude of thedrgment — in some cases we found an almost three
times increase in average accuracy over that of white liEi®se findings were also consistent with our pre-study
survey, where subjects reported being significantly morafodable with the prospect of sharing their location
using time- and location-based rules.

We also measured the amount of time that our subjects wowld blaared their location under each of the
different privacy-setting types. We found that more cometting types also generally lead to more sharing. This
result, which may at first seem counter intuitive, is due ®ftdct that users generally tend to err on the safe side,
and restrict access with simpler settings. This suggeatffering richer privacy settings may make services more,
not less, valuable, by encouraging privacy-sensitivesuseshare more.

One practical implication of our work is that white lists &ap to be very limited in their ability to capture the
privacy preferences revealed by our study. This, in comlminawith the fact that white lists are the only privacy
settings offered by most location-sharing applicatiorsao(with the notable exception of Locaccino developed by
our research group at CMU, which offers all of the privacitisg types we discussed) [18], suggests that the slow
adoption of these services may, in part, be attributed taithelicity of their privacy settings.

Clearly, as privacy settings become more complex, usershaay to spend more time specifying their prefer-
ences. To address this, we also examined the impact of tieeatif privacy-setting types under varied assumptions
regarding the amount of effort users would be willing to éxehile creating their policies. Our findings suggest
that, while limiting policies to a small number of rules daenp the accuracy benefits of complex setting types, they
generally remain substantially more accurate than wihste.li

The user study presented in this paper can be generalizedreshadology for characterizing the tradeoffs
between more complex setting types and accuracy in a nunfilgivacy and security domains. At a high level,
the methodology involves i) collecting highly detailed f@rences from a particular user population, ii) identifyin
policies for each subject under a variety of different prixeor security-setting types, and iii) comparing the aacyr
of the resulting policies under a variety of assumptionsubite sensitivity of the information and tolerance for user
burden.

The findings in this paper open several avenues for futur&kw@ne avenue involves exploring additional
dimensions of privacy preferences. For example, we cary stetdings that allow users to control the resolution at
which location information is provided (e.g., neighbortpaity, or state), or that grant access based on the user’s
proximity to the requester. We can also investigate the anphaccuracy models that are richer in terms of their
tolerance for error. For example, we can use models wittsdostmistakenly revealing a location that depend on
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the subject, the requester, the time of day, or the locatiauestion.

We examined the impact of a rule limit on the accuracy of mammmlex privacy-setting types, but we still
assumed that users would be able to identify the most aecpassible rules subject to this limit. This opens up
another avenue for future work: accounting for additior@jrative limitations, such as bounded rationality [19], to
address issues that challenge this assumption. One @bter@ihod for accomplishing this would be to study the
behavior of real users of a location-sharing applicatiat difers all of the different privacy-setting types diseed
in this paper, such as Locaccino. We could then compare lagsea behavior to the predictions of our models,
and better characterize the difference between what isgbeeldby our analysis and what users will actually do in
practice.
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