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Abstract

Designing machines that can reason strategically and make optimal decisions even in the
presence of imperfect information and adversarial behavior is a fundamental goal of artificial
intelligence. Our understanding of game-theoretic decision-making is fairly advanced in
normal-form games, strategic interactions in which all players act once and simultaneously,
selecting (possibly randomizing their choice) an action from a pre-determined finite set
of possibilities. In contrast, this dissertation focuses on the more realistic imperfect-
information extensive-form games, tree-form decision-making problems in which decision
makers can face multiple decisions interleaved with observations about the way previous
decisions affected the (partially hidden and possibly adversarial) multiagent environment.

This dissertation seeks to close some recognized open problems in this area, and provide
solid theoretical and algorithmic foundations for strategic, game-theoretic decision-making
in imperfect-information extensive-form games. We highlight the following contributions.

* We close the long-standing open question of whether extensive-form correlated equilib-
ria can arise from efficient, uncoupled learning dynamics, establishing unconditional
positive results.

¢ We settle the complexity of computing extensive-form perfect equilibria in two-player
games, a recognized open problem, showing it matches that of Nash equilibrium.

* We establish learning dynamics with state-of-the-art O (log T'/T) convergence to coarse
correlated equilibrium, improving as a corollary known bounds for normal-form games.

* We uncover a kernelized version of the classic multiplicative weights update algo-
rithm. This algorithm leads to learning dynamics for coarse correlated equilibria with
theoretical state-of-the-art dependence on the size of the imperfect-information game.

¢ We give fundamental results about the geometry of correlated strategies, identifying
new important classes of games where optimal (e.g., welfare-maximizing) correlated
solution concepts can be computed in polynomial time, yielding positive complexity
results for extensive-form correlation.

¢ We give the first learning algorithm with guaranteed convergence to welfare-maximizing
correlated solution concepts, and show their state-of-the-art empirical performance.

* We give state-of-the-art algorithms that enable, for the first time, finding exact trembling-
hand refinements of Nash equilibrium in large games with up to half a billion terminal
states.

¢ We study the problem of computing optimal team strategies in zero-sum adversarial
team games, and give state-of-the-art algorithms and positive complexity results for
that setting.

* We give learning dynamics that can incorporate a model of the player to produce
strong, human-compatible strategies. These dynamics were a key component in
training artificial intelligence for the game of Diplomacy, a 7-player game involving
both cooperation and competition with humans.
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Chapter 1

Introduction

Designing machines that can reason strategically and make optimal decisions even in the presence
of imperfect information and adversarial behavior is a fundamental goal of artificial intelligence.
The study of strategic decision-making is a rich discipline involving models and techniques from
game theory, optimization, statistics, and others, and with applications ranging from markets
(including financial markets, auctions, efc.), to defense (including cybersecurity, airport security,
patrolling routes, efc.), to recreational games, to logistics and procurement, and more.

Our understanding of the computational aspects of game-theoretic decision-making is fairly
advanced in strategic interactions in which all players act once and simultaneously, selecting
(possibly randomizing their choice) an action from a pre-determined finite set of possibilities.
These interactions, called normal-form games, are arguably the best studied in game theory, and
have been the standard model in the theory of learning in games and online learning more
generally for a long time.

In contrast, this dissertation focuses on the more realistic and challenging tree-form decision-
making problems in which decision makers can face multiple decisions interleaved with observa-
tions about the way previous decisions affected the (partially hidden and possibly adversarial)
multiagent environment. These games go under the name of imperfect-information extensive-form
games—where the term extensive-form is a standard term in the literature, meaning tree-form—and
can model both sequential and simultaneous moves, stochastic events (such as drawing a random
card from a deck), and uncertainty about the state of the game. By allowing interleaved decisions
and observations, imperfect-information extensive-form games present unique challenges com-
pared to (and require different techniques from) normal-form games. For one, due to the presence
of observations, the number of strategies in imperfect-information extensive-form games is usually
exponential in the number of possible choices, resulting in additional computational challenges
and a more nuanced complexity landscape than interactions that terminate after a single action.
I believe that tackling the added complexity of imperfect-information extensive-form games
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is necessary to bring strategic decision-making to the real world, where unlike single-choice
interactions, a decision maker rarely has to face just one choice, much less independently of any
observation about the state of the environment.

This dissertation seeks to provide solid theoretical and algorithmic foundations for strategic,
game-theoretic decision-making in imperfect-information extensive-form games. We identify
three main areas of contributions (a more detailed description of the contributions of each chapter,
as well as of the dependency relations among the chapters is given below, in Section 1.1).

New and state-of-the-art learning dynamics for imperfect-information games Learning
dynamics provide positive, constructive answers to the following fundamental question: Can a
player that repeatedly plays a game follow rules to refine their own strategy after each match,
so as to guarantee reaching a form of game-theoretic equilibrium in the long run? Due to their
uncoupled nature, learning dynamics are typically extremely practical methods to compute
game-theoretic solutions to large games. While the existence of powerful learning dynamics
leading to the most important notions of game-theoretic equilibrium in general normal-form
games (such as correlated and coarse-correlated equilibrium) had been a celebrated result for a
long time, much less was known in general imperfect-information games.

This dissertation provides several contributions to the theory of learning dynamics in
multiplayer imperfect-information games. Here we mention four; more work on learning in
imperfect-information extensive-form games is mentioned later in this section.

* We construct the first efficient (i.e., with polynomial-time iteration complexity) learning
dynamics for extensive-form correlated equilibrium in imperfect-information extensive-form
games. These dynamics resolve a long-standing open problem in the theory of learning
in imperfect-information extensive-form games, and beget the practical state of the art
for computing extensive-form correlated equilibria in multiplayer imperfect-information
extensive-form games.

* We show that learning coarse-correlated equilibria in imperfect-information extensive-form
games can be efficiently reduced to learning in normal-form games by means of a kernelized
version of the classic multiplicative weights update algorithm. This reduction enables
transferring results that were previously known to hold only in normal-form games to
general imperfect-information extensive-form games, thereby shortening the gap between
the two domains. The existence of such a reduction contradicts decades of popular beliefs,
and leads to regret bounds with state-of-the-art dependence on the game size, improving
on all prior learning algorithms for imperfect-information extensive-form games. This
technique is also the first to show that Or(log* T/T') convergence to coarse-correlated
equilibrium can be achieved in imperfect-information extensive-form games while retaining
linear-time strategy updates. Before this result, the bound was only known to be possible for
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normal-form games (Daskalakis, Fishelson, and Golowich, 2021), and the best-known result
for imperfect-information extensive-form games was of order Or(1/v/T), exponentially
worse.

¢ Using a different technique, we further improve the rate of convergence to coarse-correlated
equilibrium in both imperfect-information extensive-form games and normal-form games
with any number of players. Specifically, we construct learning dynamics leading to coarse-
correlated equilibrium in multiplayer imperfect-information extensive-form games at the
theoretical state-of-the-art, near-optimal rate of Or(log T'/T), while enjoying Or(loglog T')
per-iteration complexity. We remark that the technique we use to establish the result applies
to the larger class of concave games (of which imperfect-information extensive-form games
and normal-form games are instances), establishing, for the first time, the existence of
near-optimal polynomial-time learning dynamics for any such games.

¢ Finally, we propose new learning dynamics with state-of-the-art empirical convergence
to Nash equilibrium in a large number of two-player zero-sum imperfect-information
extensive-form games.

Structure of correlated play in imperfect-information extensive-form games Several problems
of interest, including the computation of welfare-maximizing correlated solution concepts and
optimal strategies for teams in the absence of communication, can be formulated as linear
optimization problems over the set of correlated strategies of (possibly subsets of) the players. To
enable progress on those problems, a part of this dissertation focuses on developing new technique
and foundational results regarding the structure and geometry of correlated distributions of play
between players. Here, we highlight the most significant findings.

* We give positive complexity results for the problem of optimizing a linear function over the
polytope of correlated strategies between two players. Specifically, we isolate a condition—
called triangle freeness and automatically satisfied by all two-player games whose chance
moves are publicly observed—that guarantees that the set of correlated strategies can be
represented via polynomially many linear constraints, rendering optimization tractable.
When triangle freeness is not satisfied, we also discuss how the techniques can be generalized
to yield state-of-the-art parameterized complexity results. These complexity thresholds are
unique to imperfect-information extensive-form games and do not have an equivalent in
normal-form games, highlighting the intricate and fascinating structure of the former. We
also remark that the techniques we introduce in this dissertation also enable to study, for the
first time, what equilibrium points can be supported by extensive-form correlated equilibria,
highlighting the richness of behavior that arises from introducing a correlation device in
imperfect-information extensive-form games.



6 §1. INTRODUCTION

* We leverage our results regarding the structure of the polytope of correlated strategies to
construct the first no-regret learning algorithm with guaranteed convergence to the set of
optimal (for example, welfare-optimizing) extensive-form correlated equilibria, leading to
the practical state-of-the-art algorithm for the problem.

¢ Finally, we draw new connections between the study of correlated strategies and the study
of optimal strategies in two-team zero-sum imperfect-information extensive-form games.
By leveraging these connections, we give the first positive complexity result for the latter
problem, as well as the practical state-of-the-art learning algorithm.

Learning and equilibrium computation in the presence of imperfect players Finally, the last
part of this dissertation focuses on learning and computational techniques for imperfect (that is,
not perfectly rational) players.

* We settle the complexity of computing extensive-form perfect equilibria in two-player games,
a recognized open problem (Miltersen and Serensen, 2006), showing that it is not harder
than computing a generic Nash equilibrium. Extensive-form perfect equilibria (EFPEs) are
trembling-hand equilibrium refinements, subsets of Nash equilibria that satisfy some additional
robustness guarantees to small mistakes of the opponents. In particular, EFPEs guarantee
that the equilibrium strategies are optimal even in parts of the game tree that are reached
only if a player has made a mistake, and are therefore appealing concepts for Al players that
need to be play against human players.

* We also give practical state-of-the-art algorithms that enable, for the first time, to find exact
trembling-hand refinements of Nash equilibrium (including EFPE and other) at scale in two-
player zero-sum imperfect-information extensive-form games. As we show, our algorithm is
able to scale to real games with up to half a billion terminal nodes, an unprecedented scale

for equilibrium refinements.

¢ Finally, we introduce a methodology for constraining learning dynamics to remain close to a
given anchor policy for each player. As a special case, such anchored learning algorithms can
be used to compute logit quantal response equilibria in imperfect-information extensive-form
games. We empirically investigate the use of these learning algorithms in the construction
of Al agents for the game of no-press Diplomacy, showing that our approach enables the Al
agents to comply with human conventions. In a 200-game no-press Diplomacy tournament
involving 62 human participants spanning skill levels from beginner to expert, two Al bots
trained with our algorithm both achieved a higher average score than all other participants
who played more than two games, and ranked first and third according to an Elo ratings
model. We also remark that the same methodology was recently used in building Cicero, an
Al agent for playing the full version of Diplomacy using natural language communication.
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1.1 Structure and summary of contributions

We now summarize the structure and main contributions of each chapter of this dissertation. A
detailed list of contributions presented in each chapter is placed at the beginning of the chapter
itself, together with a discussion of the most relevant related research.

Chapters 2 and 3 give an approachable overview of imperfect-information extensive-form games
and learning in games. When presenting the key ideas of the theory of learning in games,
we opted for a modern approach, introducing the concept of predictivity early on as a
standard aspect in the definition of a no-regret algorithm rather than as a later development.

Chapter 4 introduces regret circuits, a methodology for constructing predictive no-regret al-
gorithms for composite sets obtained via convexity-preserving operations. We use the
framework to construct a predictive version of the counterfactual regret minimization (CFR)
algorithm, a no-external-regret and parameter-free algorithm for the strategy set of a player
in an imperfect-information extensive-form games. We find that our predictive algorithms
obtained via regret circuits achieve state-of-the-art empirical convergence to the set of Nash
equilibria in two-player zero-sum games in a majority of instances we test on. In addition,
the material presented in the chapter will find applications in several other chapters, such
as in the construction of the first learning dynamics for extensive-form correlated equilibria
(Chapter 8), welfare-maximizing equilibria (Chapter 10), and team strategies (Chapter 11).

Chapter 5 investigates several fundamental questions about the metric structure of strategy
spaces in imperfect-information extensive-form games, with applications to online and
offline optimization methods. The contributions are multiple, spanning different notions
of distance between strategies that arise in practice, and laying foundations applicable to
a wide range of optimization techniques. Perhaps most notably, the chapter introduces
the first notion of distance in imperfect-information games that enables projecting points
onto the strategy polytope in linear time (a key operation needed in projected optimization
methods such as mirror descent or projected gradient descent), while at the same time
guaranteeing polynomial (in the game tree size) distance between any two strategies.

Chapter 6 provides state-of-the-art regret bounds for learning in imperfect-information extensive-
form games with an arbitrary number of players, constructing learning dynamics with
guaranteed convergence to coarse correlated equilibria at a rate of Or(logT/T'), all while
enjoying an Or(loglog T') iteration complexity. This settles, for the positive, the question of
whether near-optimal no-regret learning can be achieved in general imperfect-information
extensive-form games, and improves the state of the art for nonsequential games as well. To
establish the result, we design new techniques that are of independent interest, as they apply
to the larger class of concave games, which contains imperfect-information extensive-form
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games. This chapter depends on certain parts of Chapter 5 as prerequisites, as it builds
on new results related to efficient proximal updates for strategies in imperfect-information
extensive-form games.

Chapter 7 shows that learning in imperfect-information extensive-form games can be efficiently
reduced to learning in nonsequential games by means of a kernelized version of the classic
multiplicative weights update algorithm. This reduction enables transferring, in a black-box
fashion, results that were previously known to apply only in nonsequential games to general
imperfect-information extensive-form games, thereby shortening the gap between the two
domains. The existence of such a reduction might come as a surprise, as it contradicts
decades of popularly held beliefs. Even more surprisingly, it leads to regret bounds with
state-of-the-art dependence on the game size, improving on all prior algorithms, despite
these being designed specifically for imperfect-information extensive-form games. The
algorithm presented in this chapter is also the first to show that polylogarithmic regret can
be achieved in imperfect-information extensive-form games while retaining linear-time

strategy updates.

Chapter 8 provides the first uncoupled, polynomial-time learning dynamics leading to extensive-
form correlated equilibrium (EFCE), the natural generalization of correlated equilibrium to
imperfect-information extensive-form games. The material presented in this chapter closes
an longstanding open problem in the literature, and parts of it were recognized with a
paper award at NeurIPS and publication in the Journal of the ACM. This chapter makes use
of the formalism of regret circuits introduced in Chapter 4.

Chapter 9 focuses on the structure and geometry of correlated distributions of play between
players. As we show in this chapter and in the following ones, several problems of interest,
including the computation of welfare-maximizing correlated solution concepts and optimal
strategies for teams in the absence of communication, can all be formulated as linear
optimization problems over the set of correlated strategies of (possibly subsets of) the
players. One of the key results of the chapter is establishing new positive description
complexity results, isolating a condition—called triangle freeness and automatically satisfied
by all two-player games whose chance moves are publicly observed—that guarantees that
the set of correlated strategies can be represented via polynomially many linear constraints,
rendering optimization tractable. Along the way, several new concepts and techniques
of likely independent interest are introduced to study the combinatorial structure of
correlation. Beyond triangle freeness, we also discuss how the ideas of the chapter can be
extended to yield state-of-the-art parameterized complexity results for those optimization
problems over correlated strategies. The complexity thresholds presented in this chapter
are very different from nonsequential games and highlight the intricate and fascinating
structure of imperfect-information extensive-form games. At the end of the chapter, we use
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our techniques to study, for the first time, what equilibrium points can be supported by
extensive-form correlated equilibria, highlighting the richness of behavior that arises from
introducing a correlation device in imperfect-information extensive-form games.

Chapter 10 combines the structural understanding of correlated strategies gained from Chapter 9
together with the formalism of regret circuits introduced in Chapter 4 to design the
first learning algorithm with guaranteed convergence to optimal (for example, welfare-
maximizing) extensive-form correlated equilibrium in imperfect-information extensive-form
games. As we show in the experimental evaluation at the end of the chapter, the use of
learning begets the practical state-of-the-art approach for computing optimal correlated
solution concepts in multiplayer imperfect-information extensive-form games.

Chapter 11 studies the problem of constructing optimal strategies in two-team zero-sum games,
where the players cannot communicate during the game. After discussing alternative
notions of game-theoretic optimality for the setting, we isolate one, TMECor, as the most
appropriate for the setting. Then, we establish strong ties between the computation of
TMECor strategies for a team and the geometry of correlation plans studied in Chapter 9.
By leveraging that connection, we provide the current state-of-the-art complexity result for
the problem of computing optimal team strategies, as well as the practical state-of-the-art
learning algorithm for TMECor. This chapter combines ideas presented in Chapters 4, 9
and 10.

Chapter 12 settles the complexity of computing an extensive-form perfect equilibrium—arguably
the best-known and most-studied sequentially-rational refinement of the Nash equilibrium—
in two-player games, a recognized problem. Extensive-form perfect equilibrium (EFPE)
resolves certain unsatisfactory behaviors that can be prescribed by Nash equilibrium when
the opponent makes a mistake. This is especially relevant when using Nash equilibrium
as the optimization target for Al bots playing games against humans. Our results show
a positive result: computing an EFPE is not harder, from a computational complexity
standpoint, than computing a Nash equilibrium, showing that the benefits of EFPE come at
no additional (theoretical) cost. However, we remark that the technique we use to establish
the complexity result in this chapter is hardly scalable, and devote the next chapter to
constructing scalable algorithms that can compute EFPE and other equilibrium refinements
at scale for the first time.

Chapter 13 presents the first algorithm able to compute exact trembling-hand equilibrium
refinements in large imperfect-information extensive-form games, significantly extending
some key ideas presented in Chapter 12. We demonstrate the scalability of our algorithm
for computing exact extensive-form perfect, quasi-perfect, and one-sided quasi-perfect (a
new solution concept we introduce), in poker endgames that were encountered as part
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of the Brains-vs-Al competition. These are games with hundreds of million of terminal
states, and provide a natural testing ground for research on refinements robust to small
mistakes of the (human) players. The scale of the games that can be handled using the
technology developed in this chapter is several order of magnitude larger that anything that
was possible before, and enables—for the first time—studying the empirical performance
of equilibrium refinements in large games.

Chapter 14 introduces a methodology for anchoring learning dynamics to remain close to given
strategies for each player. As a special case, such anchored learning algorithms can be
used to compute logit quantal response equilibria in imperfect-information extensive-form
games. We empirically investigate the use of these learning algorithms in the construction
of Al agents for the game of no-press Diplomacy, showing that our approach enables
the Al agents to comply with human conventions. This research was recognized with an
outstanding paper honorable mention at ICLR. As mentioned earlier in the introduction, in
a 200-game no-press Diplomacy tournament involving 62 human participants spanning
skill levels from beginner to expert, two Al bots trained with our algorithm both achieved
a higher average score than all other participants who played more than two games, and
ranked first and third according to an Elo ratings model. In the chapter, we also remark
that the same methodology was recently used in building Cicero, an Al agent for playing
the full version of Diplomacy using natural language communication, which was recently
featured on Science.

1.2 Research discussed in this dissertation

This dissertation combines and builds on a selection of articles that I have published during
my doctoral studies. In addition, this dissertation includes a number of improvements to the
published material, with the goal of offering a cohesive and approachable treatment of the subject.
These additions include new text, numerous examples, new figures and diagrams, remarks about
connections across different chapters, and technical improvements that I discovered in hindsight
and never published. Through this additional amount of work I hope that this dissertation will
help future researchers interested in computational aspects of imperfect-information extensive-
form games, serving as an approachable reference and partially filling a current void in the
literature.

Parts of this dissertation have appeared in the literature as follows (in chronological order for
each chapter).

Chapter 4.
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Mathematical notation

Throughout the dissertation, we make use of the following mathematical notational conventions.

Vectors and matrices

e Vectors and matrices are marked in bold.

e Given a finite set S = {s1,...,5,}, we denote as R” (resp., Rio) the set of real (resp.,
nonnegative real) |S|-dimensional vectors whose entries are denoted as x[s1], . .., x[sy].

e Similarly, given finite sets 5,5, we denote as R*5" (resp., Riés ) the set of real (resp.,
nonnegative real) S x S’ square matrices M whose entries are denoted as M[s,., s.| (s, €
S, s. € S"), where s, corresponds to the row index and s, to the column index.

Standard sets

* We denote the set of real numbers as R, the set of nonnegative real numbers as R, and the
set{1,2,...} of positive integers as N.

e Theset {1,...,n}, where n € N, is compactly denoted as [n].
¢ The empty set is denoted as { }.

* Given a finite set S, we denote by A° the simplex A® := {& € RS, : > s x[s] = 1}. The
symbol A", with n € N, is used to mean Al"].

¢ Given a finite set S, we use the symbol SNe IR*;E % to denote the set of stochastic matrices,
that is, nonnegative square matrices whose columns all sum up to 1. The symbol $", where
n €N, is used to mean S["1.

Operations on sets

* Given a set .S, we denote its convex hull with the symbol co S. The convex hull of the union
of finitely many sets S1, ..., Sy, is denoted co{S1,...,Sn}.
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¢ Disjoint union of set is denoted with the symbol LI.

Functions

* Given two functions f : X - Yandg:Y — Z, we denote by go f : X — Z their
composition x — g(f(z)).

¢ Given a set S and a function f, the image of S via f is denoted as f(S) := {f(s) : s € S}.
* Given a proposition p, we denote with 1, the indicator function of that proposition:
; 1 if pistrue
’ 0 otherwise.
Partial orders

* Given a partially ordered set (S, <) and two elements s, s’ € S, we use the standard derived
symbols s < s’ to mean that (s = s') V (s < '), s = s’ tomean that s < s, and s = s to

mean that s’ < s.

Asymptotic notation

* We use the symbols O, 2, © to denote the usual asymptotic notation.

e The symbol Or is used to denote that only dependence on the parameter 7' is highlighted,
treating all other parameters as constants.

Additional notation about games and other objects used throughout the dissertation will be
introduced in later chapters. All notation is summarized in Appendix B to help the reader.



Chapter 2

Imperfect-information

extensive-form games

Imperfect-information extensive-form!>? games model tree-form strategic interactions in which
not all actions might be observed by all players. They represent an ample majority of strategic
interactions encountered in the real world, ranging from recreational games such as poker, to
negotiation, and auctions.

The standard representation of an imperfect-information extensive-form game is through its
game tree, which formalizes the interaction of the players as a directed tree. In the game tree,
each non-terminal node belongs to exactly one player, who acts at the node by picking one of the
outgoing edges (each labeled with an action name). Imperfect information is captured in this
representation by partitioning the nodes of each player into sets (called information sets) of nodes
that are indistinguishable to that player given his or her observations. We will describe in detail
this representation in Section 2.1.

It should be stressed that one of the distinguishing features of the game tree representation of
games is that it encodes the dynamics of the interaction for all players, without taking the side of
any one player in particular. This makes the game tree a suboptimal representation for shedding
light on how individual players can learn in the game—that is, iteratively refine their strategies
to improve performance until eventually, in most cases, game-theoretic equilibrium is reached.
Instead, in most of this dissertation we will find it convenient (and insightful) to express learning
and optimization of strategies from the point of a particular player as a procedure on the player’s
tree-form decision process (TFDP). As the name suggests, the TFDP expresses the interaction from
the point of view of the player of interest, making a distinction between the decisions that the
player faces, and the observations that the player makes. We introduce TFDPs in Section 2.2,
showing how the TFDP of any player can be extracted from the game tree.

[2aThe term extensive-form is a standard term in the game theory literature, meaning tree-form.
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2.1 Game trees and information sets

In this section, we detail how the game tree representation captures the dynamics of a game,
and how imperfect information is encoded in this representation. As a running example, we
will illustrate the representation by analyzing the game tree of a simplified two-player variant of
poker (perhaps the archetype of imperfect-information extensive-form games), known as Kuhn
poker (Kuhn, 1950). Additional examples will be presented in Section 2.2.

.| ®Player1 ® Nature
; OPlayer 2 O Terminal

Q/ \K/ }k/.%/'”g

chk. bet foldcall chk bet FoIdcaII chk bet fold call chk.

Information set

X/
c
X
D
Le
<
N

a O [] E] [] [] |

-1 D/ +1 —2—1 E/ —2+1 / +1 +2 +1 F/ +1+27+1 A +1.4+2—1 +1 -2
fold call fold call fold call fold call fold call fold call
sy !y ry L $ Y r Y
-1 -2 -1 -2 -1 42 -1 42 -1 42 -1 -2

Figure 2.1: Game tree for the game of Kuhn poker. Utilities are shown for Player 1 only; utilities for
Player 2 are the opposite Player 1’s. Due to space constraints, we used ‘chk.” as an abbreviation
for the ‘check” action.

Histories, actions, and payoffs The game tree represents the strategic interaction of players as
a finite directed tree. The nodes of the game tree are called histories. Each history that is not a
leaf of the game tree is associated with a unique acting player. In an n-player game, the set of
valid players is the set [n] U {c} = {1,...,n,c}, where c denotes the chance (or nature) player—a
fictitious player that selects actions according to a known fixed probability distribution and
models exogenous stochasticity of the environment (for example, a roll of the dice, or drawing a
card from a deck). The player is free to pick any one of the actions available at the history, which
correspond to the outgoing edges at the histories.

The players keep acting until a leaf of the game tree—called a terminal history—is reached.
Terminal histories are not associated with any acting player; the set of terminal histories is denoted
Z. When the game transitions to a terminal node z € Z, each player i € [n] receives a payoff
according to the payoff function u; : Z — R.
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Example 2.1 (Kuhn poker). In the game tree of Kuhn poker (Figure 2.1), the root history of the
tree (the first move in the game) belongs to the nature player c. It models a dealer that privately
deals one card to each player from a shuffled deck containing cards {Jack, Queen, King}. The
actions of the nature player correspond to the six possible assignments of two cards from the
deck, which are annotated on the edges; for example, the leftmost edge JK corresponds to the
case in which Player 1 is dealt a Jack and Player 2 is dealt a King. Since the deck is shuffled,
each of the six actions are selected with probability % by the nature player.

No matter the action selected by the dealer, the game transitions to a history of Player 1,
which marks the beginning of what in poker is called a “betting round”. First, Player 1
decides to either check (continue without betting any money) or bet $1. Then,

¢ If Player 1 checks, Player 2 can either check, or bet $1.

— If Player 2 checks, the game terminates with a showdown: the player with the higher
card receives from the other player whatever amount the other player bet, plus an
ante amount of $1.

— If, instead, Player 2 bets the additional $1, then Player 1 can either fold his hand or call,
that is, raise his bet by $1.

+ If Player 1 folds, he has to give Player 2 only the $1 ante;
+ if Player 1 calls, a showdown with the same dynamics as before.
o If Player 1 bets the $1, Player 2 can either fold her hand or call.

— If Player 2 folds her hand, Player 2 gives Player 1 the $1 ante.

— If, instead, Player 2 calls the bet, she increases her bet by $1 and a showdown occurs,
with the same dynamics as before.

Imperfect information and information sets To model imperfect information, the histories
of each player i € [n] are partitioned into a collection Z; of so-called information sets. Each
information set I € Z; groups together histories that Player ¢ cannot distinguish between when he
or she acts there. In the limit case in which all information sets are singleton, the player never
has any uncertainty about which history they are acting at, and the game is said to have perfect
information.

Since a player always knows what actions are available at a decision node, any two histories
h,h' belonging to the same information set I must have the same set of available actions.
Correspondingly, we can write A; to denote the set of actions available at any node that belongs
to information set /.

Example 2.1 (Continued; Kuhn poker). In Kuhn poker, each player observes their own private
card and the actions of the opponent, but not the opponent’s private card. The twelve
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information sets indicated in Figure 2.1 (six for Player 1 denoted A through F, and six for
Player 2 denoted P through U) reflect this partial information.

For example, Player 1’s histories following actions QK and QJ of the nature player (the
dealer) are part of the same information set B, in that Player 1 cannot distinguish between the
two histories, having observed only their private Queen card.

As another example, Player 2’s information set P captures the uncertainty the player has
on the underlying history after having observed a private King card, and a check from Player 1.

Example 2.2. To further illustrate how information sets capture private information, in this
example we speculate on how different rules for Kuhn poker would translate into different
information set structures.

e S~
W & . TR e
/ \
m First variation
Player 1 is revealed the private g é[ é[ g/ ﬁ[ é[ g/ ﬁ/
card of Player 2 by the dealer.
AA A A A A
/ \KQ

B Second variation
Player 2 does not get to observe g/
her private card.
I QV‘ o ’ry ko0

/ \
m Third variation
Player 1 is allowed to look at his j j / j j / j
private card only if he decides to \‘D A ooo A ooo A ooo ooog o0

LA

Perfect recall As is standard in the literature, we assume that the game has perfect recall, that

check.

is, information sets satisfy the fact that that no player forgets about their actions, and about
information once acquired. This condition is formalized as follows.
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Definition 2.1 (Perfect recall). A player ¢ € [n] is said to have perfect recall if, for any
information set I € Z;, for any two histories h, ' € I the sequence of Player i’s actions
encountered along the path from the root to h» and from the root to A’ must coincide
(or otherwise Player i would be able to distinguish among the histories, since the player
remembers all of the actions they played in the past). The game is perfect recall if all players
have perfect recall.

2.2 The player’s perspective: Tree-form decision processes

The game tree representation introduced in Section 2.1 provides a description of the global dynamics
of the game, without taking the side of any player in particular.

In this section, we will lay foundations and tools for operating with the tree-form decision process
(TFDP) that an individual player faces in an imperfect-information extensive-form game. The
TFDP provides a more natural formalism for defining player-specific quantities and procedures,
such as strategies and learning algorithms, that inherently refer to the decision space that one player
faces while playing the game. Most of the content of this dissertation, being generally concerned
with how individual players can optimize or refine their strategies so that equilibrium is reached,
will find its natural formalization in the language of TFDPs.

Example 2.3 (Player 1’s decision process in Kuhn poker). As an example, consider Player 1
in Kuhn poker (Example 2.1). From the player’s point of view, playing the game could be
summarized as follows:
* As soon as the game starts, the player observes a private card that has been dealt to
them; the set of possible signals is {Jack, Queen, King}.
* No matter the card observed, the player now needs to select one action from the set
{check, bet}.
— If the player bets, the player does not have a chance to act further
— Otherwise, if the player checks, the player will then observe whether the opponent
checks (at which point the interaction terminates) or bets. In the latter case, a new
decision needs to be made, between folding the hand, or calling the bet. In either
case, after the action has been selected, the interaction terminates.
By arranging the structure of decisions and observations along a tree as in Figure 2.2, we
obtain the free-form decision process for Player 1.
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___Jack"“ Qu:een ."ng__.
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[]; []; D’ .| @ Decision node
5| ® Observation node
fold call fold call fold call )
D‘ \D []" \D D‘ \D o0 End of process

Figure 2.2: Tree-form decision process faced by Player 1 in the game of Kuhn poker.

The tree-form decision process lays out the player’s opportunities to act. Unlike the game tree,
in which each node belongs to one of many players, the tree-form decision process is a directed
tree made of only two types of nodes: decision nodes, at which the player must act by picking an
action from a set of legal actions, and observation nodes, at which the player does not act but rather
observes a signal drawn from a set of possible signals. Furthermore, the information structure
of the player, previously defined indirectly through information sets, is captured directly in the
TFDP representation.

While the process that led us to Figure 2.2 was heuristic and based on our intuitive under-
standing of Kuhn poker, in the next subsection we discuss how a TFDP can be extracted from a
game tree in any perfect-recall imperfect-information extensive-form game.

2.2.1 Extracting a tree-form decision process from the game tree

In some cases, like in Example 2.3, it is straightforward to compile the tree-form decision process
faced by a player starting from our intuitive understanding of the game. In this subsection we
discuss how the TFDP for the player can be constructed programmatically starting from the game
tree when such an understanding is missing. We assume that an n-player imperfect-information
extensive-form game with perfect recall and a player i € [n] of interest, have been fixed.

The set of decision nodes 7; of the player’s TFDP coincides with the set of his or her information
sets, thatis, J; = Z,. This is consistent with the fact that the player cannot condition their behavior
on anything other than their information set, given that they cannot distinguish between histories
in the same information set. Furthermore, the set of actions available at any decision node
Jj =1 € Z; coincides with the set of actions .4; available at any history in information set /.

Fix an information set I for the player, and for any history h € I, imagine walking the path
from the root of the game tree to h, keeping track of all the information sets and actions of
Player i encountered along the path—let us call this the trace corresponding to history h. Because
the player recalls their past actions and information sets, and yet all » € I are by definition
indistinguishable to the player, it follows immediately that the traces of all histories h € I must
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coincide. Hence, the notion of trace of I, defined as the trace of any h € I, is well defined. We
give two examples illustrating traces.

Example 2.4. Consider Kuhn poker (Figure 2.1) from the point of view of Player 1.
e The trace of any history in A is the sequence (A).
* The trace of any history in E is the sequence (B, chk., E).

From the point of view of Player 2, the trace of any history in R is the sequence (R).

Example 2.5. Consider the small game tree given in Figure 2.3.

e Player 1 O Terminal history

>>
N
end

5| O Player 2
P Q =y Information set
B C D
A A )
3 4 5 6 789 789
R A A
O m} O ) O O O O

Figure 2.3: Small game tree used in the example.

Taking the side of Player 1, the trace of the only history in B is the sequence (A, 1, B), the
trace of any history in D is (A, 2, D), and the trace of the only history in A is (A). Taking the
side of Player 2, the trace of the only history in P is (P), and the trace of the only history in Q
is (Q).

Traces implicitly encode a notion of partial chronological ordering between information sets,
of which the player has recall—see Definition 2.1. Hence, for the TFDP of Player i to be an accurate
representation of the decision process the player faces while playing the game, it is necessary that
traces of the information sets are the same in the game tree and in the TEDP. In other words, we require
that decision points in the TFDP be structured so as to satisfy that the trace of any information set
I matches the sequence of information sets and actions encountered from the root of the TFDP to
decision node 1.

Definition 2.2 (Tree-form decision process). Fix the game tree of an n-player imperfect
information game, and a player ¢ € [n]. A tree-form decision process (TFDP) for Player i is a
directed rooted tree made of decision, observation, and terminal nodes, satisfying the following
properties.

® The set of decision nodes J; of the TFDP is equal to the set Z; of information sets.

® The set of actions available at each decision node j = I € Z; (i.e., the set of outgoing
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edges from the decision node) is equal to the set of actions .A; available at any history
h € I in the game tree.

¢ Given any decision node j = I € Z;, the sequence of decision nodes and actions
encountered from the root of the TFDP to j is equal to the trace of any history h € I.

We remark that Definition 2.2 leaves the labeling and structure of observation nodes unspecified.
In fact, a player might have multiple TFDPs that satisfy the definition, and differ in how the
observation nodes are placed. We illustrate this in the next example.

Example 2.6. The following are both valid TFDPs capturing Player 1’s decision process when
playing Kuhn poker.

i RV
----- ... ' et T
_____ H Tl 1 _‘." : "...
.............. 1 ‘ Y
A me 5 “ag ] A B /‘\ me
1
chi bet chk. bet chK bet . cck. bgt cck. bgt chk. b:t
X N N . D O E o F 0
v & v g v
1 fold call fold call fold call
. . . . . . 1
d bl el dFY ' d % d
fold call fold call fold call S| @ Decision node 0 Terminal node
¥\ b ox ¥ o 8o
o O o O o o 5

X Observation node

Example 2.7. A valid TFDP representing the decision process of Player 1 in the small game
of Figure 2.3, reproduced below on the left, is shown below on the right.

@ Decision node

% ® Observation node

| o Terminal node

h
>>
N
N
> >
N
Legend

VA
B/O\ c/o\ A /T\D BR’ C"\ ORI
3 4 5 6 789 789 3 4 5 6
Y o\ Yo\ ¥ ¥\ ¥ ¥\ A
O (] O (] O 0O g O 0o d [m] o d [m]

2.2.2 Notation

Most of the algorithms and procedures we will introduce in this dissertation are best understood
as operating on the tree-form decision process of a player. In this section we introduce additional
notation and conventions related to such objects, which will be used throughout the document.
A summary of the notation is given in Table 2.1 and in Appendix B.
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Convention regarding players In this dissertation we use the general convention of subscripting
quantities relative to a Player ¢ with a lowercase i whenever important. This is the case, for
example, of the information sets of the players, which we have denoted Z,,...,Z, in the past.
However, as most of the algorithms we will discuss in this dissertation assume that a TFDP
for a generic Player ¢ has been fixed, it will be typical to omit the lowercase i from most of the
discussion. The notation summarized in Table 2.1 has the player omitted.

Decision and observation nodes, transition function:

¢ We denote the set of decision nodes in the TFDP as 7, and the set of observation nodes as K.
At each decision node j € J, the player selects an action from the set A; of available actions.
At each observation node k € K, the player observes a signal s;, from the environment out
of a set of possible signals Sy.

* We denote p the transition function of the process. Picking action a € A; at decision node
Jj € J results in the process transitioning to p(j,a) € J UK U {L}, where L denotes the end
of the decision process. Similarly, the process transitions to p(k,s) € J UK U {L} after the
player observes signal s € S, at observation node k£ € K.

Sequences, which identify actions at decision nodes, and will be key in defining sequence-form
strategies in the next section:

® A pair (j,a) where j € J and a € A; is called a non-empty sequence. The set of all non-empty
sequences is denoted as X* := {(j,a) : j € J,a € A;}. For notational convenience, we will
often denote an element (4, ) in ¥ as ja without using parentheses, especially when used
as a subscript.

* The symbol @ denotes a special sequence called the empty sequence. The set of all sequences,
including the empty one, is denoted X.

¢ Given a decision node j € J, we denote by p; its parent sequence, defined as the last sequence
(that is, decision point-action pair) encountered on the path from the root of the decision
process to j. If the player does not act before j (that is, j is the root of the process or only
observation nodes are encountered on the path from the root to j), we let p; = @.

e Given a sequence o € 3, we denote with C, the set of decision nodes j whose parent
sequenceiso: C, :={j € J :pj =0}

Subtrees and descendancy relationships Finally, we introduce the following symbols to establish
descendancy relationships:
¢ Given two decision nodes j, j/, we write j < j' (or equivalently j' > j) to mean that j is an
ancestor of j” in the TFDP and that j # j’. The symbol j < j’ (or equivalently j' = j) means
thatj < j orj=j'.
¢ Given two sequences ja, j’'a’, we write ja < j'a’ (or equivalently j'a’ > ja) to mean that
(unique) path from the root to action o’ at j’ passes through action a at j.
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® The overloaded notation ¢ = j (or equivalently j < o), defined for any j € J, and sequence
o= (j',ad") € ¥*, denotes that j' = j.
* Finally, weletX; := {c € ¥* : 0 = j} C X* be the set of sequences at or below a given j € J.

Symbol Description
J Set of decision nodes
Aj Set of legal actions at decision node j € J
K Set of observation nodes
Sk Set of possible signals at observation node k € K
p Transition function:

e given j € J and a € Aj, p(j,a) returns the next point v € J U K in the
decision tree that is reached after selecting legal action « in j, or L if the
decision process ends;

e given k € K and s € Sk, p(k, s) returns the next point v € J U K in the
decision tree that is reached after observing signal s in k, or L if the decision
process ends

o Set of non-empty sequences, defined as ¥* := {(j,a) : j € J,a € A;}
z Set of sequences, defined as ¥ := ¥* U {@} where the special element & is
called the empty sequence
Dj Parent sequence of decision node j € 7, defined as the last sequence (decision
node-action pair) on the path from the root of the TFDP to decision node j; if
the player does not act before j, p; = @
Co Decision nodes j € J with parent sequence o € ¥: C, = {j € J : p; = 0}
=<7 j' € J is on the path from the root to j € J
j'a’ < ja  Action a at j’ is on the path from the root to action a at j € J
ox=] Shorthand for o = j'a’ with j’ = j
pI Sequences at or below j: 3. ; == {o € ¥* : 0 = j}

Table 2.1: Summary of basic notation for TFDPs. In cases where it is important to specify the player to
which the different quantities belong, a subscript with the player will be added.

2.3 Strategies and sequence-form representation

Consider the tree-form decision process faced by a player in an imperfect-information extensive-
form game. Conceptually, a strategy for a player corresponds to a choice of distribution over the
set of actions .A; at each decision node j € J. So, perhaps the most intuitive representation of a

strategy, called a behavioral strategy, is as a vector & € R indexed over sequences assigning to
each action a at decision node j the probability of picking that action at that decision node. The set
of all possible behavioral strategies is clearly convex, as it is the Cartesian product of probability
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simplexes—one per each decision node. However, that representation has a major drawback: the
probability of reaching a particular terminal state in the decision process is the product of all
actions on the path from the root to the terminal state. This makes many expressions of interest
that depend on the probability of reaching terminal states (including crucially the expected utility
in the game) non-convex.

2.3.1 Sequence-form representation of strategies

The sequence-form representation (Romanovskii, 1962; Koller, Megiddo, and von Stengel, 1996; von
Stengel, 1996) soundly resolves the issue of non-convexity. In the sequence-form representation, a
strategy is a vector & € RZ whose entries are indexed by ¥. However, the entry x[ja] contains
the product of the probabilities of all actions at all decision nodes on the path from the root of the
process to action a at decision node j. In order to be a valid sequence-form strategy, the entries in
x must therefore satisfy the following probability-flow-conservation constraints:

z[o] =1, > alja]) =xlp;] VjeJ. (2.1)

acA;

Conversely, it is easy to see that any « that satisfies the above constraints is the sequence-form
representation of at least one behavioral strategy.

Example 2.8. Consider the TFDP introduced in Example 2.7, reproduced below.
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A Al | 0.50

/\ A2 | 0.50

1 2 B3| 0.25

g‘/ D q:== B4|025

;:' ¢7 8 93(D EZ 8.4118

< .
B’\ C/l\ d 5 i
3 4 5 6

i VY D8 | 0.50

] o o | D9

Let us consider the mixed sequence-form strategy q € Q defined alongside the TFDP
above. We have that g[Al] = g[A2] = 0.5, and therefore Player 1 will select between actions 1
and 2 at decision node A uniformly at random.

Suppose Player 1 selects action 1. If Player 1 reached decision node B, she would select
actions 3 and 4 with probability 0.25/0.5 = 0.5 each. On the other hand, if Player 1 reached
decision node C, she would choose action 5 with probability 0.1/0.5 = 0.2, and action 6 with
probability 0.4/0.5 = 0.8.
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Analogously, if Player 1 played action 2 at decision node A, upon reaching decision node
D she would play action 8 with probability 0.5/0.5 = 1.
In general, the probability of playing action a at a generic decision node j can be obtained

by dividing g[ja] by g|[p;].

The set of all sequence-form strategies will be denoted with the symbol Q. Since (2.1) defines
linear constraints, Q is a convex polytope.

Definition 2.3. The polytope of sequence-form strategies of a TFDP is the convex polytope

Q=<zx¢€ Rgo : oz =1, Z xz[ja] =xp;] VjeT
acAj

Example 2.9. Consider the tree-form decision process faced by Player 1 in the small game of
Example 2.5, which is reproduced in Figure 2.4 (Left).

The decision process has four decision nodes J = {A,B,C,D} and nine sequences
including the empty sequence @. For decision node D, the parent sequence is pp = A2; for B
and Citis pg = pc = Al; for A it is the empty sequence pan = @. The constraints that define
the sequence-form polytope (Definition 2.3) are shown in Figure 2.4 (Right).

A Sequence-form constraints:
N o] = 1,
&‘/ \/T\D z[Al] + z[A2] = z[2],
;:' "“< %7 g 9\[] xz[B3] + z[B4] = z[Al],
ER R . x[C5] + x[C6] = x[Al],
FARARY z[D7] + x[D8] + x[D9] = x[A2].

Figure 2.4: (Left) Tree-form decision process considered in the example. (Right) The constraints
that define the sequence-form polytope Q for Player 1 (besides nonnegativity) in the TFDP
shown on the left.

This dissertation will almost exclusively work with strategies represented in sequence form.

The polytope of sequence-form strategies possesses a strong combinatorial structure that
enables speeding up several common optimization procedures and will be crucial in developing
efficient algorithms to converge to equilibrium.

Sometimes, we will find it important to consider partial strategies that only specify behavior
at a decision node j and all of its descendants 5’ > j. We make that formal through the following
definition.
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el2P] rooted at j, denoted Q. ;, is

Definition 2.4. The set of sequence-form strategies for the subtre
the set of all vectors « € Rigj such that probability-mass-conservation constraints hold at

decision node j and all of its descendants j' > j, specifically

Q.;={xeRy: Y alja]=1, and Y =[j'a]==[py] Yi' =], (2.2)
aE.AJ G.E.Aj/

2.3.2 Deterministic sequence-form strategies and Kuhn’s theorem

Out of the polytope of all possible strategies in the decision process, deterministic strategies are
extremely important. Deterministic strategies are strategies that select exactly one action at each
decision node, without ever randomizing the choice. In other words, deterministic strategies
assign probability either 0 or 1 to each action at each decision node. Hence, when using the
sequence-form representation, the set of all deterministic strategies—denoted II—corresponds to
the subset of ) whose components are 0 or 1.

Definition 2.5. The set of deterministic sequence-form strategies is the set
IM:=9n{0,1}*.
Similarly, the set of deterministic sequence-form strategies for the subtree rooted at j is

I, j = Qyy N {0, 1}777.

We provide examples of deterministic sequence-form strategies next.

Example 2.10 (Deterministic sequence-form strategies). Continuing Example 2.7, in Figure 2.5
(Right) we provide five deterministic sequence-form strategies i35, 7136, 7145, W27, Wog € IL.

[2PIThe term “subtree” does not refer to a subtree of the game tree, but rather to a subtree of the partially ordered set
(J,=<). In other words, the term subtree here refers to the fact that the quantities are specified only at decision node j and
all of its descendants.
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Figure 2.5: (Right) Examples of deterministic sequence-form strategies for the small tree-form
decision process on the left.

One can check that these vectors are valid sequence-form strategies by verifying that the
probability-mass-conservation constraints of Definition 2.3 hold.

As an illustration, consider the deterministic sequence-form strategy mi35. When playing
according to that strategy, the agent will always choose action 1 at decision node A, action 3 at
decision node B, and action 6 at decision node C. It is impossible for the player to reach decision
node D given her strategy at A and correspondingly m136[D7] = 7136[D8] = 7136[D9] = 0.

Kuhn's theorem (Kuhn, 1953) establishes the connection between the sequence-form strategy
polytope and the set of deterministic sequence-form strategies.

Theorem 2.1 (Kuhn’s theorem). The sequence-form polytope is the convex hull of the set of
deterministic sequence-form strategies, that is,

Q = coll, and Q.;=coll,; VjeJ.




Chapter 3

No-regret learning in games

One of the key focuses of this dissertation is providing positive, constructive answers to the
following fundamental question:

Can a player that repeatedly plays an imperfect-information extensive-form game follow rules to
refine their strategy after each match, so as to guarantee mastering the game in the long run?

Throughout the different chapters, we will investigate different angles of the question: How does
one define “mastering” the game? What kind of feedback is collected by each player after each
match? How fast can the agent master the game?

To attach a quantitative measure to the goal of learning, we will operate within the framework
of regret minimization. Regret minimization is founded on the idea that learning players should
keep under control (specifically, keep as low as possible) their regret—the difference between
the reward they accumulated through the actions they played, and the reward they would
have accumulated in hindsight had they consistently modified their behavior according to some
strategy transformation function. The size of the set of transformation functions considered by
each learning player determines a natural notion of rationality of that player.

An extremely important feature of regret minimization is that it connects a local notion of
optimality, the minimization of the regret incurred by each learning player, to a global notion of
optimality, convergence to game-theoretic equilibrium. This connection informs a methodology
for computing a variety of equilibria that is core to this dissertation. As of today, algorithms
based on learning dynamics are by far the most scalable techniques for computing many notions
of game-theoretic equilibrium in large games, and have played a central role in most recent
game-playing Al breakthroughs. Compared to other traditional optimization techniques for
equilibrium computation, which tend to define a more centralized notion of update, learning
dynamics have the advantage that the optimization is decentralized (each player updates their
own strategy incrementally), and uncoupled (each player only uses feedback about their own
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utility function).

3.1 Hindsight rationality and ®-regret

No-regret learning algorithms make the objective of “learning to play the game” concrete by
means of the quantitative metric called regret. Intuitively, as the name suggests, regret tracks the
difference between the utility that the algorithm accumulated over time, and the utility that it
could have cumulated in hindsight by employing a different strategy. More specifically, given a
generic player whose set of strategies is X', we consider a necessary condition for saying that the
player has “learnt” to play the game when looking back at the history of play, the player cannot
think of any transformation ¢ : X — X of their strategies that when applied at the whole history
of play would have given strictly better utility to the player. The size of the set ® of transformations
¢ : X — X considered by the player defines a natural notion of how “hindsight-rational” the agent
is. As we will see in Section 3.1.2, higher hindsight rationality is tied to the ability to recover more
sophisticated game-theoretic notion from no-regret strategies.

3.1.1 Definition of ®-regret for a player in the repeated game

In order to formally define ®-regret, consider a generic n-player imperfect-information extensive-
form game, and let u, ..., u, and Qy, ..., Q,, denote the expected utility functions and sequence-
form strategy spaces of the players, respectively. Furthermore, let ® be a compact set of functions
¢ Q; — Q, for a generic player 7 in the game. Suppose that at all times (repetition of the game)
®

t=1,2,..., Player i plays according to some strategy «,’, while all other players play according

to strategies (a:gt), s mg?l, mz(.i)l, aity = a:(fz Then, for any time horizon T, the ®-regret of
Player i up to time T is defined as the difference between what Player i could have accumulated
in hindsight had they consistently modified their strategy according to the best ¢ € ®, and the

expected utility that they actually accumulated; in symbols

T
peRog, (12, 2D ) = maxd S 0 (9, 20) o (2,29) |
e

t=1

It is clear from the definition that regret can grow at most linearly as a function of the time
horizon T'. When the player plays in a way that regret is guaranteed to grow sublinearly in 7', we
say that the player is a no-®-regret learner. As we show in the next subsection, sublinear growth of
regret is enough to guarantee ergodic convergence to game-theoretic equilibrium.
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3.1.2 Relationship between ®-regret and game-theoretic equilibrium

An important feature of the framework of ®-regret minimization is its ability to connect the
individual notion of ®-regret with global notions of game-theoretic optimality. The specific notion
of game-theoretic equilibrium that can be recovered from no-®-regret learning players depends
on the class of deviations ® with respect to which the agents seek to minimize regret. As the
set ® grows, so does intuitively the rationality of the agents, and more sophisticated notions of
equilibrium are approached. Below, we mention without proof a few landmark results showing
that some of the best-studied notions of equilibrium can indeed be reached via learning dynamics.

Constant transformations (External regret) In this case, we are only requiring that the player
does not regret substituting all of the strategies they played with a unique, constant strategy
Z in hindsight. Despite the seemingly restrictive notion of rationality, regret minimization
with respect to constant transformation is extremely powerful.

Connection 3.1 (D. Foster and Vohra, 1997). When all players in a multiplayer game play
so that their ®-regret with respect to the of constant transformations grows sublinearly
in the number of repetitions of the game 7, their average joint strategy!>?! converges to
the set of coarse correlated equilibria of the game as T' — oo.

Connection 3.2 (Folklore). When the two players in a two-player zero-sum game play so
that their ®-regret with respect to the set of constant transformations grows sublinearly
in the number of repetitions of the game T, the average strategies (:E%T), :EgT)) =

AT 2P LT | 2l converge to the set of Nash equilibria of the game as T — co.

Even more, we will show in Section 3.2.3 that the minimization of regret with respect to
constant transformations forms the backbone of learning with respect to any richer set of
deviations. ®-regret measured with respect to constant transformations is often called
external regret or static regret in the literature.

Mass-transferring deviations (Internal regret) These deviations apply only to nonsequential
games, where each player’s strategy space is the probability simplex over their finite set of
actions A. In this context, the set of mass-transferring deviations is the set of transformation
functions that intuitively transfer the probability mass given to an action a to another action
b; formally, ® := {@q—p : a,b € A}, where, forall k € A,

BalThat is, at all times T, the correlated distribution of play x(7) that selects (wgt), el )) with probability 1/7.



34 §3.1. HINDSIGHT RATIONALITY AND &-REGRET

x[k] if k ¢ {a,b}
Gasb(x)[k] =<0 ifk=a
xzla] +xb] ifk=0.

®-regret measured with respect to mass-transferring transformations is often called internal
regret in the literature. It can be easily shown that an internal-regret-minimizing agent is
automatically external-regret-minimizing; so, Connections 3.1 and 3.2 apply to internal-
regret-minimizing agents too. In addition, internal-regret-minimizing agents recover
correlated equilibria of the game, as the following celebrated result states.

Connection 3.3 (Hart and Mas-Colell, 2000). When all players in a multiplayer
nonsequential game play so that their internal regret grows sublinearly as a function of
the number of repetitions of the game T, their average joint strategy!>?! converges to
the set of correlated equilibria of the game.

Trigger deviation functions (Trigger regret) In Chapter 8 of this dissertation we will introduce
a generalization of the mass-transferring deviations mentioned above, called trigger devi-
ation functions. These deviation functions coincide with mass-transferring deviations in
nonsequential games, and are well-defined in any extensive-form game. In this case, we
will show how one can construct learning players that are able to update their strategies
efficiently while guaranteeing that their ®-regret bounded with a polynomial dependence
on the size of the game tree. Most importantly, we will show that trigger deviation functions
are related to solution concept called “extensive-form correlated equilibrium”, introduced
by von Stengel and Forges (2008).

Connection 3.4 (Chapter 8). When all players in a multiplayer extensive-form game
play so that their ®-regret relative to the set of all trigger deviation functions grows
sublinearly in the number of repetitions of the game T, their average joint strategy!>?]
converges to the set of extensive-form correlated equilibria of the game.

®-regret measured with respect to trigger deviation functions takes the name of trigger
regret.

3.1.3 Feedback available to the learning player

The previous subsections justify keeping regret as small as possible (and, in particular, at most
sublinear) as valuable goal with important connections to the computation of game-theoretic
equilibrium. In order for the player to learn and satisfy the sublinear regret requirement, it is
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clearly important to define what kind of input (that is, feedback) the learning player has at his
or her own disposal. In this dissertation we will consider three models of feedback that each
learning player might use to progressively refine their strategies.

Gradient feedback In this model, after the ¢-th match (repetition of the game) is completed, the

©) 5 of

i =g

learning player receives as input a vector, which represents the gradient V, u;(x
the player’s expected utility evaluated in the current strategy of each player.

Trajectory bandit feedback In this feedback model, it is assumed that the game is simulated by
having the players sample actions according to their current strategies. The learning player
observes the realized trajectory of play (the sequence of actions and observations from the
root of the player’s tree-form decision problem down to a terminal node), as well as the
realized utility.

Bandit optimization feedback In this feedback model, the learning player only observes the
realized utility, but not the realized trajectory of play. One way to think about this feedback
model is that at the beginning of each match, each player writes down their strategy, and
sends it to a third party. The third party simulates the game on behalf of the players, and
informs every player of their expected utility. It might come as a surprise to the reader that
even from this extremely limited feedback, learning and convergence to equilibrium are
possible.

The majority of this dissertation will consider learning algorithms that operate with gradient
feedback, for the important reason that learning under trajectory bandit and bandit optimization
feedback can be reduced to it. Specifically, it is known that the feedback of the latter two models
can be used to construct an unbiased estimator of the gradient of the utility function, making it
feasible to retrofit a learning algorithm designed for gradient feedback into one for the trajectory
bandit or bandit optimization feedback.

3.2 Mathematical abstraction of a predictive no-P-regret algo-

rithm

We have seen in Section 3.1.1 that a desirable goal for a generic player i in a repeated game is to
ensure that the ®-regret

o-Reg, ({a”, 2)}1,) = E?X{i ui(d(2),2) - (2", 2) } (3.1)

grows sublinearly as a function of the number of repetitions of the game 7', no matter the strategies
a:(_tz of the opponents. By construction of the sequence form, each player’s utility is linear the
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player’s strategy, and in particular
wil2l) = (Vo al), o).

Hence, we can rewrite (3.1) to express the goal of Player i as ensuring that the quantity

T
o-Reg, ({2, 2}, ) = max{zwmui(m?% D), b)) - m§”>}7 (3:2)

PeP | 1=1

grows sublinearly in the number of repetitions 7', no matter the strategies a:(_tz played by the
opponents. The mathematical abstraction of a no-®-regret algorithm generalizes (3.2), by asking
that

T
-Reg; ({21 w1, ) = max >~ (u®, d(@”) — "),

PP 1

no matter the sequence of (potentially adversarially chosen) linear utility vectors u(*), each of which
is assumed to be drawn from some bounded set. Moving away from the concrete choice of linear
utility vector Vmiui(azgt), ceey a:gf )) to a generic u® without assumptions other than bounded

norm comes with advantages and disadvantages.

* Decoupling u(*) from the strategies of the opponents, and requiring that the no-®-regret
algorithm for Player i be able to guarantee sublinear ®-regret no matter the sequence of u(*),
removes Player i’s opponents from the picture. In other words, learning defined in this
abstracted way is properly a per-player endeavor.

* Another advantage is in that the generality afforded by the u(*), which are now not constrained

to be in the form u® = Vg, u;(z\”, ...,z

), enables the use of no-®-regret algorithms for
tasks other than learning in games. In this sense, one can think of a no-®-regret algorithm
as an online optimization algorithm (Zinkevich, Bowling, Johanson, and Piccione, 2007).

* On the flip side, the generality comes at the cost of losing the ability to exploit any special
structure enjoyed by utility vectors of the form u(*) = Vwiui(:c(lt), Ll )), as the no-o-
regret algorithm has in general no assumption about the nature of the utility vectors it could

receive next.

The last point is not just of theoretical interest. When no assumptions are available about the
utility vectors u(*) (other than bounded norm), a lower bound of Q7(v/T') on the regret is known
(Shalev-Shwartz, 2012). Yet, the utilities u(*) = Vmiui(asgt), .. ,asgf )) that arise while learning
games are structured and often have nice properties—for example changing slowly over time.
It is then natural to wonder what improved guarantees can be achieved in games specifically,
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and consequently how fast convergence to equilibrium can be guaranteed. This fundamental
question was first formulated and addressed by Daskalakis, Deckelbaum, and Kim (2011) within
the context of zero-sum games. Since then, there has been a considerable interest in extending their
guarantee to more general settings (S. Rakhlin and Sridharan, 2013; Syrgkanis, Agarwal, Luo,
and Schapire, 2015; D. J. Foster, Li, Lykouris, Sridharan, and Tardos, 2016; Chen and Peng, 2020;
Daskalakis and Golowich, 2022; Piliouras, Sim, and Skoulakis, 2022). In particular, Daskalakis,
Fishelson, and Golowich (2021) established that when all players in a general nonsequential games
employ a variant of multiplicative weights update (MWL) (see Section 3.3.1), the regret of each player
grows nearly-optimally as Or(log* T') after T repetitions of the game, leading to an exponential
improvement over the guarantees obtained using traditional techniques within the no-regret
framework. In Chapters 6 and 7 of this dissertation, we will look into this question, extending
polylogarithmic guarantees to the significantly more challenging setting of imperfect-information
extensive-form games, and further improving on the bounds known in the literature, establishing
Or(log T) guarantees.

Predictions The preceding discussion about the advantages and disadvantages of abstracting
learning in games via the framework of no-®-regret algorithms begs the natural question as to
what is the best compromise, or middle ground, between the appealing decoupled formulation
and the ability to not lose track of the positive properties of game-induced utilities. In this thesis
we adopt the middle ground of learning with predictions, pioneered in the works of Chiang, Yang,
C.-]. Lee, Mahdavi, C.-]. Lu, R. Jin, and Zhu (2012) and S. Rakhlin and Sridharan (2013).

The framework of learning with predictions does not introduce any assumption on the
utility vectors u(*), but rather introduces the possibility that the no-®-regret algorithm is given a
prediction of the next utility function before the strategy is output. In this model the prediction
can either be received by an oracle as a generic input to the algorithm, or more typically it is
assumed that it is constructed by the learning algorithm itself. In the latter case, a standard
choice is to use as prediction the last-received utility vector, as we will recall in Section 3.2.1. In
particular, this latter choice will be used in Chapters 6 and 7 and will lead to Or(1/T’) convergence
to equilibria. We formalize this choice in what we call the canonical optimistic learning setup (COLS)
in Section 3.2.1.

Definition of no-®-regret algorithm We are now ready to formalize in the concept of a
no-®-regret algorithm in a definition.

Definition 3.1 (No-®-regret algorithm). Given a convex set X and a set ® of linear
transformations ¢ : X — X, a No-®-regret algorithm for the set X' is a model for a decision
maker that repeatedly interacts with a black-box environment. At each time ¢, the algorithm
interacts with the environment through two operations:
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* NextStrategy(m®)) informs the algorithm of the prediction vector m(?). The algorithm
will output the next strategy ¥ € X;

e ObserveUtility(u(®)) provides the environment’s feedback to the no-regret algorithm, in
the form of a linear utility function X > x ~ (u!), x). The utility vector u(*) can depend
adversarially on the outputs (1), ..., z(*) if the no-regret algorithm is deterministic
(i.e., does not use randomness internally”).

The ®-regret cumulated up to any time 7' compared to a transformation ¢ € ® is defined as
the quantity

T
o-Reg™ (9) = Y (u®, d(a) — 1), (33)
t=1

whereas the ®-regret cumulated by to time 7" by the algorithm is the maximum ®-regret
cumulated compared to any of the transformations in @,

®-Reg™) = max ®-Reg™(9). (3.4)
ped

“When randomness is involved, the utility vector cannot depend adversarially on «(*) or guaranteeing sublinear
regret would be impossible. Rather, u(*) must be conditionally independent on z(*), given all past random outcomes.

Calls to NextStrategy and ObserveUtility keep alternating to each other: first, the no-regret
algorithm will output a point (1), then it will receive feedback u(!) from the environment, then it
will output a new point 2(?), and so on. The decision-making encoded by the no-regret algorithm
is online, in the sense that at each time ¢, the output of the no-regret algorithm can depend on the
prior outputs ("), ..., £(*~1) and corresponding observed utility vectors u(!), ..., (1), but no
information about future utilities is available.

3.2.1 The canonical optimistic learning setup (COLS) for games

As mentioned in the discussion preceding Definition 3.1, a no-®-regret algorithm is an abstract
learning algorithm that outputs strategies (taking into account a prediction vector m(?), and
receives as feedback a utility vector u(*), guaranteeing that the (*) accumulate sublinear ®-regret
with respect to the u® over time. We now reconnect the definition to the context of learning
in games, by specifying how the m") and u(?) are defined. In particular, we will refer to these

specific choices as defining the canonical optimistic learning setup (COLS).
®)

i

In the COLS, at all times ¢ € {1,2, ... } each player i € [n] picks mixed strategies
)

%

according
®

to some no-®-regret learning algorithm R,.NextStrategy(m; ), where the prediction vector m;

is defined as the previous loss ml(.t) = ul(.t_l) ift > 2,and mgl)

receive as feedback the utility vectors ugt) = Vmiui(m(lt), e, a:g,?), that is, the gradient of their

:= 0 otherwise. Then, all players
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own utility evaluated in the mixed strategies last output by the learning players. In this setup,
the ®-regret accumulated by each player i € [n] is equal to the quantity ®-Reg;( {azgt (t)}t_ )
defined in (3.1), enabling the wealth of connections between ®-regret and equilibrium computation
laid out in Section 3.1.2.

3.2.2 The important special case of external regret minimization

The special case where @ is chosen to be the set of constant transformations is so important that it
warrants its own definition and notation.

Definition 3.2 (No-regret algorithm). Given a set X, an no-external-regret algorithm for X, or
simply “no-regret algorithm for X", is a no-®<°"'-regret algorithm, where @' is the set of all
constant transformations

peonst . {¢s: & € X}, where ¢z : X > x+— &.

Its corresponding ®<°"t-regret (Equations (3.3) and (3.4)) is called “external regret” or simply
“regret”. We will often indicate external regret with the symbol Reg!?” rather than ®*"'-Reg.
In particular, we will let

T
Z (uw® & — M), Reg'™) := max Reg!" (&). (3.5)
= zEX

3.2.3 Reducing ®-regret minimization to external regret minimization

As mentioned, a no-external-regret algorithm is a particular case of a no-®-regret algorithm.
Then, the problem of constructing a no-external-regret algorithm for a set X cannot be harder
than the problem of constructing a no-®-regret algorithm for X’ for a richer set of transformation
functions ®. It might then seem surprising that there exists a construction that reduces ®-regret
minimization to regret minimization. More precisely, a result by G. J. Gordon, A. Greenwald, and
Marks (2008) gives a way to construct a no-®-regret algorithm for a generic set X, starting from
any no-external-regret algorithm for the set of functions . We present the result next, as it will be
an important component in the construction of learning algorithms that guarantee convergence
to the set of extensive-form correlated equilibria (Chapter 8).

Theorem 3.1 (G.]. Gordon, A. Greenwald, and Marks, 2008). Let R be a deterministic no-regret
algorithm for the set of transformations ® whose (external) cumulative regret Reg™) grows
sublinearly in 7', and assume that every ¢ € ® admits a fixed point ¢(x) = = € X. Then, a
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no-®-regret algorithm R4 can be constructed starting from R as follows:

e Each call to Rg.NextStrategy first calls NextStrategy on R to obtain the next transformation
#»®). Then, a fixed point ) = ¢ (x®)) is computed and output.

e Each call to Rg.ObserveUtility(u(*)) with linear utility vector u(® first constructs the
linear utility vector L® corresponding to the linear map ¢ — (u(®, ¢(x(?))), where x(*)
is the last-output strategy. Then, it passes L) to R by executing R.ObserveUtility(L®).?

Furthermore, the ®-regret ®-Reg!”) cumulated up to time T by Re we have just defined is
exactly equal to the (external) cumulative regret Reg!”) cumulated by R:

®-RegM(¢) =Reg'"(¢) Voed, T=1,2,....

So, because the regret cumulated by R grows sublinearly by hypothesis, then so does the
®-regret cumulated by Re.

bOn the surface, it might look like L(*) is independent on the last output ¢(¢) of the no-regret algorithm R, and
thus, that it trivially satisfies the requirements of Definition 3.2. However, that is not true: z(*) is a fixed point of
¢, and since z(*) enters into the definition of L(*), if R picks ¢(*) randomly, it might very well be that L(*) is not
conditionally independent on #(*). We sidestep this issue by requiring that R is deterministic (cf. Footnote a).

Proof. We propose an independent proof of the above statement given the brevity and elegance
of the argument. By construction, the algorithm R outputs transformations ¢(1), ¢(®) ... € ®

and receives the linear utilities ¢ — (LM ¢) == (u® ¢(x®)). Hence, its cumulative external

regret Reg™ is by definition

~

Reg™ () Z<u(t) b ¢(t)($(t))>.

t=1

Since by construction z(*) is a fixed point of ¢(*), then ¢(!) () = z(*), and therefore

T
Reg™ (@) = Y_(u, (2?) — 2 ) Eo-Reg™ (9),

t=1

as we wanted to show. O

3.2.4 Degrees of predictivity

In this dissertation we propose a systematic classification of predictive regret minimization
algorithms on the basis of how effectively they are able to take into account predictions. In
particular, we introduce the following nomenclature.
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Definition 3.3. A no-®-regret algorithm for a set &’ is said to be:

e Weakly predictive relative to learning rate > 0 and norm || - ||, if its ®-regret satisfies a
relation of the form

T
1
-Reg™) = Or (n w0l - m<t>i);
t=1

* RVU-Predictive®?! relative to learning rate > 0 and norm || - |, if its ®-regret satisfies
a relation of the form

T T
1 1 _
d-Reg™) = O (n ) u® —mOp =25 e -2 1>||2); (36)
t=1 t=2

¢ Strongly predictive relative to learning rate > 0 and norm || - ||, if its ®-regret satisfies
a relation of the form

T T
1 1
max{0, ®-Reg"} = Oy (77 +1 g u® —m® |2 - p g |2® — a:(tl)||2>,
t=1 t=2

The following chain of implications follows directly from the definition above:

(strongly predictive) = (RVU-predictive) —> (weakly predictive).

3.3 No-external-regret algorithms for probability simplexes

In this section we review a few no-external-regret algorithms for probability simplexes. Several

more are known in the literature.

3.3.1 Multiplicative weights update (MWU) and its predictive variant (OMWU)

The predictive multiplicative weights update algorithm is arguably the best studied no-external-regret
algorithm with probability simplex, due to its strong properties that will recall in this subsection.
We remark that in the literature, the predictive multiplicative weights update algorithm is often
given under the assumption that the prediction m® is set to u*~!) at all times ¢, as is standard
within the COLS, and is known commonly under the alternative names optimistic multiplicative
weights update, optimistic randomized weighted majority, and optimistic hedge. In this dissertation we

[3PIThe term RVU stands for Regret bounded by Variation of Utilities (RVU) and was introduced by Syrgkanis, Agarwal,
Luo, and Schapire (2015) to describe the functional form (3.6).
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present the algorithm in its general form, that is, with no assumptions on m(*), but still refer to it
as OMWU to avoid confusion due to how widespread the acronym is. At all times ¢, OMWU produces
as strategy the distribution z(*~1) € A? as specified in Algorithm 3.1.

Algorithm 3.1: Predictive multiplicative weights update algorithm (OMWU)

Data: Learning rates n(*) > 0

1 u®, m®—0eR 20+ 11 Al

> function NextStrategy(m(*) € R9)
[> set m(*) = 0 for non-predictive variant]
3 w(t) <— u(t_l) — m(t_l) _|_ m(t)
4 | for k € [d] do
=Dk . () ®
5 x(t) [k‘] — € [k] eXP{U w [k}}

Ywepay VK] - exp{n® w®[K]}

6 | return z®

7 function ObserveUtility(u®)
‘ [> No operation until the next call of NextStrategy]

The nonpredictive version of OMWU, called multiplicative weights update (MWU) (or alternatively
randomized weighted majority and hedge), can be obtained from OMWU as the special case in which
m®) = 0 at all t. We mention the following well-known upper bound for the regret cumulated
by OMWU.

Theorem 3.2 (Syrgkanis, Agarwal, Luo, and Schapire (2015)). After any 7' iterations, the
regret cumulated by the OMWU algorithm (Algorithm 3.1) set up with constant learning rate
nY) =n > 0, satisfies the RVU-predictive regret bound

T T
log d 1 _
Rea™ < 22540 Y0 ful —mO L - 37 o 2l
t=2

t=1

Furthermore, each iteration runs in O(d) time.

In particular, Theorem 3.2 immediately implies that as long as the losses and predictions have
bounded norm, the choice of learning rate (*) = 1/1/T guarantees Reg™) = Op(1/VT).

In nonsequential (that is, normal-form) games, where each player i € [n] has a single decision
point with a set A4; of actions, OMWU can be used to learn Nash and coarse correlated equilibria
(Section 5.2.2). Specifically, when each player i learns within the COLS using OMWU with the same,
®)

constant learning rate ), := 7 as their learning algorithm R;, the following strong properties are

known to hold. For simplicity we assume without loss of generality that all utilities in the game
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are in the range [0, 1] (if not, rescaling all utilities to satisfy the condition leaves the equilibria
unchanged).

Theorem 3.3 (O (T 1/ 4 per-player regret; Syrgkanis, Agarwal, Luo, and Schapire, 2015). For
all T,ifn = %, the regret of each player i € [n] is bounded as

Reg!") < (4 +log [A;)Vn —1- TV

Theorem 3.4 (Near-optimal per-player regret; Daskalakis, Fishelson, and Golowich, 2021).
There exist universal constants C, C’ > 1 so that, for all T, if n <
player i € [n] is bounded as

m, the regret of each

1
Reg(»T) °8 |A | +C'lo

3

Theorem 3.5 (Optimal regret sum; Syrgkanis, Agarwal, Luo, and Schapire, 2015). If
n < m, at all times 7" the sum of the players’ regrets satisfies

E Reg( V<2 maxlog|Ai|.
i€n]
i€[n]

We remark that while Theorem 3.4 provides a substantially better bound than Theorem 3.3
asymptotically, for moderate values of T, Theorem 3.3 provides a better numerical bound.

When I is a two-player zero-sum game, the following also holds when the two players learn
within the COLS using OMWU.

Theorem 3.6 (Last-iterate convergence) There exists a certain schedule of learning rates ngt)
such that the players’ strategies (ac(1 ), a:2 ) converge to a Nash equilibrium of the game (Hsieh,
Antonakopoulos, and Mertikopoulos, 2021). Furthermore, if I" has a unique Nash equilibrium
(3, z3) and each player uses any constant learning rate 771@ =1 < 4, at all times ¢ the
24 ))

strategy profile (sc1 , &5 ) satisfies

KL(z} || ") + KL(z} | 2) < c(1 + C')~*

where the constants C, C’ only depend on the game, and KL(- || -) denotes the KL-divergence
between two distributions (C. Wei, C. Lee, M. Zhang, and Luo, 2021).
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3.3.2 Regret matching (RM), regret matching™ (RM'), and variants

Regret matching (RM, Hart and Mas-Colell, 2000) is a simple no-external-regret algorithm for
probability simplexes that has been widely used for computational game solving due to its
good practical performance and lack of hyperparameters. Regret matching™ (RM*, Tammelin,
2014; Tammelin, Burch, Johanson, and Bowling, 2015) is a modification of RM which has been
repeatedly observed to perform better in practice, although no theoretical justification for such an
improved performance is known. Both of the algorithm predate the introduction of predictions as
a concept in online optimization, so their formulation—given in Section 4.3.1—explicitly ignores
the prediction vector supplied to NextStrategy.

Algorithm 3.2: Regret matching (RM) Algorithm 3.3: Regret matching™ (RM™)
1r@c0er? 2@ 1/de Al 129 0eR? 20 1/de A’

> function NextStrategy(_ ) 2 function NextStrategy(_ )

3 | 0W — [pmF s | 6 — [T

4 | iFO® £ 0return z® — 0® /(|09 o | ifOM £ 0return z — 0D /||0M],

5 | else return z'¥) < any point in A’ 5 | else return z « any point in A?
6 function ObserveUtility(u") 6 function ObserveUtility(u(")

] e @l 20 | 2D D u® (@ ® @)yt

Predictive variants of RM and RMT will be given in Chapter 4. The predictive variants of RM
and RM™ retain all advantages of the original, nonpredictive algorithm (including the lack of
hyperparameters), while at the same time capitalizing from the benefit of (weak) predictivity,
further increasing the practical performance of these no-external-regret algorithms.

Regret matching and regret matching™ satisfy the following (nonpredictive) regret bound.

Theorem 3.7 (Farina, Kroer, and Sandholm, 2021b). The external regret cumulated up to any
time 7" by the RM and RM* algorithm satisfies, for all > 0, the bound

T
Reg™ < ,[23 " lu® — (u®, z®)1|]2.
t=1

In particular, Theorem 3.7 shows that whenever the norm of the utility vectors is bounded by
a time-independent quantity, the external regret incurred by RM and RM* is upper bounded as
Reg'”) = Op(V/T), a sublinear quantity.

Variants of RM have been proposed in the literature, including discounted regret matching
(Discounted RM) and linear regret matching (Brown and Sandholm, 2019). These have been
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observed to perform better in practice, though they are less well studied, and no predictive
versions are known. We recall Discounted RM and Linear RM in Algorithms 3.4 and 3.5 respectively.

Algorithm 3.4: Discounted regret matching Algorithm 3.5: Linear regret matching (Lin-
(Discounted RM) ear RM)

Data: o := 3/2, 8 := 0 discounting parameters 1 7@ —0er? 2 —1/de Al
1 7@ —0eRr? 2@ —1/de A’

function NextStrategy(_)
9  [pD)F

w N

2 function NextStrategy(_ )

3 | 0W  [pF 4 | ifFO0® £ 0return 2 — 0® /(|0D,

4 | ifOY £ 0return £ — 0D /|00, 5 | else return 2" < any point in A?
5 | else return 2(*) any point in ~ 6 function ObserveUtility(u® € R?)

6 function ObserveUtility(u® € RY) 7 ‘ e g (uw — (u(t),w(”)l)
7 | fork € [d] do

8 if 1= [k] > 0 then

9 | PO[k] T DE] 12/t + 1)

10 else

11 ‘ rO ]« rEYE] - P/ 4+ 1)

b | r® p® L@y ® g0y
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Part 11

Computation of coarse-correlated and
Nash equilibria






Chapter 4

Composability of learning dynamics
and predictive counterfactual regret
minimization

4,1 Contributions and related work

In this chapter we will show that predictive no-external-regret learning algorithms lend themselves
to a rather natural compositional calculus. In particular, we will show that for many composite
strategy sets obtained via convexity-preserving operations on simpler sets (e.g., Cartesian product,
convex hull, intersection, and more), a predictive no-regret learning algorithm can be obtained by
combining, as black boxes, any predictive no-regret algorithms for the simpler sets. We call these
composition rules regret circuits. This approach has parallels with the calculus of convex sets
and functions found in books such as Boyd and Vandenberghe (2004). It likewise is reminiscent
of disciplined convex programming (Grant, Boyd, and Ye, 2006), which emphasizes the solving of
convex programs via composition of simple convex functions and sets.

Applications to sequence-form polytopes An especially notable application of our framework
is the construction of a weakly-predictive no-external-regret algorithm for sequence-form strategy
polytopes (Section 4.3). In that case, our compositional calculus will show how any weakly-
predictive no-external-regret algorithm for a single-decision (i.e., nonsequential) problems can
be promoted to a weakly-predictive no-external-regret algorithm for tree-form problems. The
resulting algorithm is a generalization of the popular algorithm known as counterfactual regret
minimization (CFR) (Zinkevich, Bowling, Johanson, and Piccione, 2007). CFR and its newer
variants (Lanctot, Waugh, Zinkevich, and Bowling, 2009; Brown and Sandholm, 2015; Tammelin,
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Burch, Johanson, and Bowling, 2015; Brown, Kroer, and Sandholm, 2017; Brown and Sandholm,
2017a; Brown and Sandholm, 2019; Brown and Sandholm, 2019), have been a central component
in several recent milestones in solving imperfect-information games. Bowling, Burch, Johanson,
and Tammelin (2015) used CFR™ to near-optimally solve heads-up limit Texas hold’em. Brown
and Sandholm (2017c) used CFR variants, along with other scalability techniques such as real-time
endgame solving (Ganzfried and Sandholm, 2015; Burch, Johanson, and Bowling, 2014; Moravcik,
Schmid, Ha, Hladik, and Gaukrodger, 2016; Brown and Sandholm, 2017b) and automated action
abstraction Brown and Sandholm, 2014, to create Libratus, an Al that beat top human specialist
professionals at the larger game of heads-up no-limit Texas hold’em. Morav¢ik, Schmid, Burch,
Viliam Lisy, Morrill, Bard, Davis, Waugh, Johanson, and Bowling (2017) also used CFR variants
and endgame solving to beat professional human players at that game. CFR was originally
proposed as an algorithm for approximating Nash equilibria in two-player zero-sum game, with
a rather lengthy and complex proof. By using our regret circuit formalism, we will construct an
algorithm that specializes into CFR when used in self-play in two-player zero-sum games, but is
otherwise a no-external-regret algorithm in general. In other words, we move away from the
understanding of CFR as a method operating on a two-player game tree, and instead embrace
the one-sided, TFDP-based point of view, whereby CFR is a learning algorithm for a generic
player’s tree-form decision problem in a game. This point of view makes it apparent that CFR can
be used beyond two-player zero-sum games, for all applications in which no-external-regret is
useful (Section 3.1.2). All this comes with the benefit of a radically simpler proof of correctness,
and enables using predictions within the CFR framework in a principled way. As we show in
Section 4.3.2, this leads to some of the fastest learning algorithms known today for equilibrium
computation in large extensive-form games, when paired with predictive no-regret algorithms
for single-decision problems, such as ref PRM™.

Other applications throughout the dissertation However, the applications of our compositional
calculus go well beyond constructing algorithms for sequence-form strategy spaces. The
framework laid out in this chapter will lead to practical algorithms when constructing no-
®-regret learning dynamics leading to extensive-form correlated equilibria (Chapter 8), and
social-welfare-maximizing equilibria (Chapter 10).

Algorithms constructed via the regret circuits compositional calculus tend to perform better
in practice than those constructed using other approaches, for example those based on online
convex optimization techniques (Chapter 5). In fact, methods based on composition have several
positive features that are hard to mirror in other, more monolithic approaches to constructing
no-external-regret algorithms. For one, by treating every no-regret algorithm that appears in the
compositional construction as an independent black box, the compositional approach enables
one to select the best individual algorithm for each of them. Second, our framework is amenable
to pruning or warm-starting techniques in different parts of the composition, and substituting
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one or more parts of the composition with an approximation. Finally, it is immediately clear in
what cases the no-external-regret algorithms that are being composed can be run in distributed
and parallel environments.

4.2 Regret circuits

In this section we begin developing a set of rules for how no-external-regret algorithms can
be constructed for composite convex sets. Specifically, given no-regret algorithms for convex
sets (say, X and ))) we show how to compose these no-regret algorithms for the following
standard convexity-preserving operations performed on the sets: convex hull, Cartesian product,
affine transformation. In Section 4.2.5, we will also introduce and give a regret circuit for a
special operation, called scaled extension, which will become important later on in the dissertation,
specifically in Chapter 10.

4.2.1 Pictorial depiction of regret circuits

Regret circuits define the ways in which the inputs (predictions and utility vectors) and outputs
(strategies) of no-regret algorithms can be combined to define a composite no-regret algorithm.
To aid intuition and memory, we will pictorially visualize regret circuits as circuits in which
components are no-regret-algorithms, and wires carry utility vectors, predictions, and decisions.
A simple example of what such a representation will look like in this dissertation is given to the
right of Algorithm 4.1 on page 52.

¢ ano-external-regret algorithm is drawn as a box with the name of the algorithm placed at

the center, suchas| Rx | We will use the convention of calling the no-regret algorithms

that are being combined as R x, Ry, et cetera. The subscript of R, say X' or )/, corresponds to
the set from which the algorithm draws its strategies.

¢ Input wires to the no-regret algorithms carry prediction and utility vectors the algorithms
receive at the generic time ¢. They are dashed and colored dark red, like this: ----+.

* Output wires from no-regret algorithms carry the strategy output at the generic time ¢. They
are solid lines colored dark blue, like this: — .

* The node @ denotes an adder, that is a node that outputs the sum of all its inputs.

e The node [ is used to denote an operation, other than addition, that manipulates its
input(s) into its (single) output.

¢ The black dot ® denotes a connection point between wires: all wires leaving the connection
point carry the same signal (utility, prediction, or strategy) as the only wire entering the
connection point.

® The boundary of the regret circuits is marked by a gray rectangle, such as
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4.2.2 Cartesian product

Let X C R% and Y C R% be two sets, and let Ry and Ry be no-regret algorithms for X and Y
respectively. In this section we show that it is possible to minimize regret on X' x ) by simply
minimizing it on A and ) independently—via R x and Ry—and then combining the decisions.

More precisely, we can combine R x and Ry to form a no-external-regret algorithm for the
Cartesian product X x Y C R%*4s by means of the following natural procedure:

e To output the next strategy, given a prediction? vector m® = (m{? m{’) € Rd=+d,
we feed m{’ and mg(,t) to X and ) respectively, and receive their next strategies ) € X,
y") € Y. We then proceed to outputting the strategy (z®,y®)) € X x Y.

* Given the utility vector u(®) := (u{”, u{) € R%+ds, we forward ul” to Ry and ./ to Ry.

The algorithm we just described is summarized with pseudocode in Algorithm 4.1 and depicted
pictorially contextually to its right.

m® = (m{ m)

Algorithm 4.1: Regret circuit for &' x Y u® — (ugf)7 u,(f))
1 function NextStrategy(m® = (m( ) mg/t)) € Ré=tdy) :

> Set m(*) = 0 for non-predictive version

[ predic ] mﬁ“:"@"':mé”
> | &® — Rx.NextStrategy(m (¢ )) u® ' , uét)
3 | y® « Ry.NextStrategy(m (t)) : v
4 | return (2 y®) e X x Y R Ry

5 function ObserveUtility(u(®) == (u{ u{) € Rd=+dv)
6 | Rx.ObserveUtility(u (0) z® y®
7 | Ry.ObserveUtility(u (t))

(@®, y(®)

Regret analysis We now turn our attention to the analysis of the regret cumulated by the circuit.
By construction, at all times ¢ the no-regret algorithms R x and Ry produce iterates z® and y(*),
respectively, and observe utility vectors ug? and ugf), respectively. Hence, the regret accumulated

by Rx and Ry up to any 7 relative to any comparators & € X', € ) is given by

T T
Regly (&) = ) _(ul?, & —2), Regy ' (§) = Y _(ufl). 5 —y). (4.1)
t=1

t=1

[“al[n this dissertation predictions of the next utility vectors are always assumed to be given as input, with the
understanding that the non-predictive version of the algorithm can be recovered by setting the prediction to be 0, the
zero vector.
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On the other hand, the regret circuit produces strategies (x®), y(¥)) € X x ) and received utility

vectors (uly, ugf)) at all times ¢. Hence, its accumulated regret compared to any (Z,9) € & x Y

T (t) S (t)
A A~ Uy xr xr N R
Reg{)y(@9) =2 (| o ] (o)~ | ] ) =Resl (@) + Reel) (@), (4.2)
=1 \ \Yy Y Y

where we used (4.1) in the last step. By taking a maximum over all (&,y) € X x ) in (4.2) we

satisfies

further obtain

Reg(XTiy = Reg(XT) + Regg,T) . (4.3)

In summary, collecting (4.2) and (4.3) we have just proven the following characterization of
the regret of Algorithm 4.1.

Theorem 4.1. The regret circuit of Algorithm 4.1 provides a no-regret algorithm for the

Cartesian product X' x ) whose regret Reggzy accumulated up to any time 7’ is related to

)

the regrets Regg) and Regg,T accumulated by Rx and Ry, respectively, according to the

equalities
i. Reglt)y(@,9) = Regly (&) + Reg) ) (9), forall & € X, § € V;and

ii. Reg(XTiy = Reg(XT) + Regg,T).

So, in particular, RegSYle grows sublinearly in 7" since Regg) and Regg,T) are sublinear by
the hypothesis that R x and Ry are no-regret algorithms.

Extension to multiple sets We conclude the section with a couple of remarks on how one can
adapt the construction we have been describing thus far to Cartesian products of more than two
sets, say the Cartesian product Z := X} x Xy x --- x X, given access to no-regret algorithms R x,
for the individual sets. Two avenues are possible.

e First, one can observe that X; x Xo x -+ x X, = (((X1 x X2) x A3) x ...) x X,. Hence, it is
possible to construct a composite no-regret algorithm for Z by composing Algorithm 4.1
n — 1 times: first, combining R », and R x, to obtain algorithm R x, « x,, then combining the
algorithm we just obtained with R x,, and so on.

¢ Alternatively, we point out that the idea behind Algorithm 4.1 and its corresponding analysis
generalize straightforwardly to multiple sets, by defining a regret circuit that is able to
output strategies on & x --- x X, by combining the individual strategies returned by the
individual algorithms Ry, , ..., Rx,

n*
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4.2.3 Convex hull

We now show how to combine Ry and Ry for two sets X C R? and ) C R? to construct a
no-external-regret algorithm for the convex hull

ol X, Y} = {/\w—l—(l—)\)y:w EX,yeY \e [0,1]}.

The construction is more involved than in the case of Cartesian products we saw in Section 4.2.2,
but some of the ideas carry over. Like in the Cartesian product construction, we will use the
no-regret algorithms R and Ry to propose candidate points "), y(*). However, in this case, we
cannot simply return the pair (), y*)). Rather, we will use a third no-regret algorithm R x> for
the 2-simplex A? to decide how to “mix” ® and y*). More precisely, we will do the following.

e To output the next strategy given the prediction vector m*) € R?, we ask Rx and Ry for
their next strategies—call them z(*) and y®*—upon supplying m® to both. Then, we will
ask R e for its next strategy A(*) = ()\gt), )\g)) € A? given prediction

m® z®
mi = (| (®) <t>> ’
(m', y')
and return the convex combination /\Y) z® + /\ét) y® € co{X,V}.

» When at time ¢ we receive the utility vector u(*) € R¢, we forward u(*) to Ry and Ry. Then,
we forward to Rz the utility vector

) p(t)
@ . (', z)
Ups = ((u(t),y(t»)' (4.4)

The algorithm we just described is reported in pseudocode in Algorithm 4.2 and pictorially
contextually to the right.

Regret analysis By construction, the no-regret algorithms R x and Ry output strategies ("), y(*)
and observe utilities u(*) at all time ¢. Hence, their regret cumulated up to time 7 relative to any
comparators & € X,y € ) is given by

T
Regly (&) = > (u® & —z) (4.5)
t=1
T
T) /A A
Regl (4) =Y (u, g —y). (4.6)

~
I
-
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m® 4 ®
Algorithm 4.2: Regret circuit for co{ X, Y} e
1 function NextStrategy(m®) € R9) :
[> Set m) = 0 for non-predictive version] jmm ? """ |
2 ) € X + Rx.NextStrategy(m(!)) - ! -
5 | y® € Y« Ry.NextStrategy(m®) Rx | Ry

) <fm(t>7 w(ﬂ)
4| Mpz — (m®, y®) a:(t>'>—>z<—oy(t)

5 | AW = (/\gt), /\ét)) €A ’RAz.NextStrategy(mg) mxz)iu(t)
6 | return )\(lt>a:<t) + )\<2t)y(t) € co{X, )} Rz
7 function ObserveUtility(u®) A®
8 | Rax.ObserveUtility(u(®) Ny

9 | Ry.ObserveUtility(u(*)

®) g®
10 RAQ.ObserveUtility(u(Atz) = (Ezm’z(t);))

)\gt)a:(‘) + /\ét)y(”

Similarly, the no-regret algorithm Rz outputs strategies AW = ()\gt), )\ét)) at all times ¢ and
observes utility vectors ugg , defined in (4.4), at all times ¢. So, the regret cumulated by Rz
compared to any A € A? is given by

T T
- (Z A (u® 20y 4 :\2<u(t)7y(t)>> _ (Z AP (u® | g ®) _ 3P <u(t)7y(t)>).
t=1

The following theorem connects these three quantities, showing that when all of them are
sublinear, Algorithm 4.2 indeed yields a no-regret algorithm.

Theorem 4.2. The regret circuit of Algorithm 4.2 provides a no-regret algorithm for the

(T)
co{X, YV}

accumulated by R x, Ry, and R a2, respectively, according to

convex hull co{X, Y} whose regret Reg
T)

up to any time T, is related to the regrets

Regg( ), Regg, , and RegAz

i. for all comparators & € X, y € Y, and (5\17 5\2) € N?,

RegCO{X y}(:\lﬁ: + Xo@)) = Reg(T)(/\l, A2) 4+ A Reg(T)( )+ Ag Reg(T)( ),

ii. RegiOBX y} S Regg)

So, in particular, Reg( !3 x,y} 8rows sublinearly in T since Regg(T)7 Reg(T) and Regg) are

+ maX{Reg(XT), Regg,T) }.

sublinear by the hypothesis that Rx, Ry, and R a2 are no-regret algorithms.
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Proof. We start by proving the first point. Starting from the definition of regret, we have

T
Reg!s !y 3 (e + Ao@) =Y (u® Mz + Aog) — (u®, A2 + APy®)
t=1
T T
=5 @@ @) + 5y (g (Z A w® 20y 4 AP “,y“’>> 4.7)
t=1 t=1

for all comparators & € X,y € ), and (5\1, 5\2) € A%, From (4.5) and (4.6) we can relate the first
two sums to the regrets accumulated by R x and Ry, respectively, according to

T T
Z(u(t),ac) Reg'! (2) +Z 0 g®)y, 4.8)
t=1 t=1
T T
S w®,g) = Regl (@) + > (u®,y®). (4.9)
t=1 t=1

Plugging Equations (4.8) and (4.9) into (4.7), we obtain

T T
Regg{?&y}(Alﬁ: + X\od) = (Reg(T) + Z (u® > + o (Regy )+ Z(u(t), y(t))>
t=1

t=1

(Z)\(t) (t +)\(t)<u(t) y(t)>>
— A, Reg'? Ao Reg!D Reg'D (A1, X 4.10
1 Regy "(2) + A2 Regy, " (§) + Regro” (A1, A2). (4.10)

This concludes the proof of the first point. To show the second point, it is enough to note that
for any (A1, A2) € A2,

A Reg ) (&) + As Regll( )émax{Reg(X)( ), Reg{” (g )}. (4.11)

<>

(X] ,5\2)€A2
zeX,gcy

—  max {Reg(T)(/\l,Ag)+/\1 Regs) (&) + Ao Regll (4 )} (From (4.10))
(A1,A2)en?
TzeX,yc)y

<  max {Reg(T)()\l, A2) + maX{Regg(T)(:%), Regg,T) (@)}} (From (4.11))
(A1,h2)eA?
BEX,YEY
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- Regg) + maX{Reg(XT), Regg,T)}

as we wanted to prove. O

Extension to multiple sets Of course, the construction shown in Algorithm 4.2 can be readily

extended to handle the convex hull co{ A1, ..., X, } of n sets as follows.
* At each time instant ¢, we let m no-regret algorithms Ry, ..., Rx,, (for X1, ..., &), respec-
tively) output their next strategies :cgt), ...,z Those strategies are combined according to

the convex combination coefficients AY) output by the additional no-regret algorithm R xm
for the m-simplex A™ to form the convex combination strategy Aﬁ%ﬁ” oAzl
co{Xy,..., X}

e The utility vector u(® is fed into all the no-external-regret algorithms R, (i = 1,...,m).
Then, the utility vector ugr)n, defined as

(u®, 2"

® _
Up, = : ,

(u®,2i)
is input into a no-regret algorithm for the m-simplex A™.

With the same argument used earlier, it follows that the regret bound in that case is

T T
f{eg((m{)/.,(1 X1 S Reg(mz + maX{Reggl, - ,Regz‘;m }.

.....

4.2.4 Affine transformation and Minkowski sum

Let H : RY — R?, z — Az + bbe an affine map between two Euclidean spaces, and let X C R¢
be a strategy set for which a no-regret algorithm R x is given. In this section, we will show how
R can be adapted into a no-regret algorithm for the strategy set

HX)={Az+b:xc X} CRY,

the image of X under the affine map H. In this case we use this rather natural procedure:

* Given a prediction vector m¥) € R?, we feed ATm®) to Ry, receive its next strategy
) € X, and output H(z") = Az® +b.

e Given a utility vector u® € RY, we feed ATu(® to R+.

The construction is summarized by the circuit in Figure 4.1.
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z® H(z®)

h
N

(t) Ty (1)
m A'm
_________ @_ T ) X

Figure 4.1: Regret circuit for the image H (X) of X under the affine transformation H.

Regret analysis We now analyze the regret circuit we have just described, seeking to relate the
regret

Reg(T) (2)

=Y .z~ Ha")

t=1

accumulated by the circuit relative to a generic comparator 2 € H(X), to that accumulated by R x.
By construction, at all times ¢ the no-regret algorithm R » produces iterates z(*) € X’ and receives
the utility vector AT u(!). Hence, the regret accumulated by R x up to any time 7' is given by

T
(ATu® g — 2®) Z ) Az — Azx®)

1 t=1

M'ﬂ

Regly (&) =

~
Il

Il
MH

(u®, (Az +b) — (Az® + b)) = RegH(X)(H(:i:)).

t=1

Since every ¢ € H(X') can be written as ¢y = H(&) for some & € X, we can further conclude
that Reg(X ) = Reg( () X In conclusion, we have shown the following.

Theorem 4.3. The regret circuit depicted in Figure 4.1 provides a no-regret algorithm for the

image H(X) of X under affine transformation H, whose regret Regg()x) accumulated up to

(1)

any time 7 is related to the regret Reg, ' accumulated by R x according to

i RegH(X)(H(ﬁz)) = Regg)(ﬁc) for all comparators & € X; and

ii. Regly )y, = Regy .

So, in particular, Regg()x) grows sublinearly in 7" since Regg) is sublinear by the hypothesis

that Ry is a no-regret algorithms.

Application: Minkowski sum As a straightforward application, the above construction can
be employed to construct a no-regret algorithm for the Minkowskisum X + Y ={z +y:x €
X,y € Y} of two sets. Indeed, note that X + Y = o(X x )), where o : (z,y) — x+yisa
linear map. Hence, we can combine the construction for affine transformations presented in this
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section, together with the construction of the Cartesian product (Section 4.2.2, Algorithm 4.1).
The resulting regret circuit is in Figure 4.2.

2®

) R 1 R ONN0)
T
_________ > Ry

y®

Figure 4.2: Regret circuit for the Minkowski sum X + ).

4.2.5 Scaled extension

In this section we introduce the last regret circuit that will be used in the rest of the dissertation. It
refers to a particular convexity-preserving operation, scaled extension (defined below), which was
introduced in (Farina, Ling, Fang, and Sandholm, 2019b) to capture certain correlated strategy
spaces. We will make extensive use of the scaled extension operation in Chapters 9 and 10.

Definition We now introduce the definition of the scaled extension operation.

Definition 4.1. Let X and ) be nonempty sets, and let  : X — R be a nonnegative affine
real function. The scaled extension of X with ) via h is defined as the set

X5y = {(z,y):x e X, yehz))

As we show next, the operation above preserves convexity, non-emptiness, and compactness
of the sets.

Lemma 4.1. Let X', ) and h be as in Definition 4.1. If X and ) are nonempty, compact, or

ho. .
convex, then X’ <) is nonempty, compact, and convex, respectively.

Proof. Let Z =X 5 Y. We break the proof into three parts:

* Non-emptiness. Since X and ) are nonempty by hypothesis, let  and y be arbitrary
points in X and ). The element (z, h(x)y) belongs to Z and therefore Z is nonempty.

® Compactness. We now prove that Z is a compact set via the Heine-Borel theorem, by
proving that it is bounded and closed. First, we argue that Z is bounded. Indeed, note that
h is affine and therefore continuous, and since & is compact we conclude by Weierstrass’
theorem that h* := maxgcx h(x) exists and is finite. Hence, any (x, h(z)y) satisfies
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(@, h(@)y)ll < [lzll + A"yl < oo,

since both X’ and ) are compact and hence bounded, showing that Z is bounded. Now, we
argue that Z is (sequentially) closed. Indeed, let {z;} — 2z be a convergent sequence such
that z; € Zfori =1,2,...; we will prove that Z € Z. By definition of Z, for all ¢ it must
be z; = (x;, h(x;)y;) for some (x;,y;) € X x V. Since {z;} converges, then the sequences
{z;} and {h(z;)y,} must also converge. Let & := lim x;; by closedness of X, it must be
x € X. Furthermore, by continuity of h, lim h(x;) = h(z). Now, using the (sequential)
compactness of ), we can assume without loss of generality that {y;} converges’; let Y >
y = lim y,. By the usual properties of limits, z = lim z; = lim (x;, h(x;)y;) = (Z, h(Z)Y),
and since £ € X,y € Y we have z € Z and Z is sequentially closed.

Convexity. Let z, 2z’ be any two points in Z, and let A € (0, 1). By definition of Z, there
must exist z,z’ € X and y,y’ € Y such that z = (z,h(x)y) and 2z’ = (z/, h(z')y’). If
h(z) = h(2’) = 0, then the affinity of h implies h(Ax + (1 — A)z’) = 0 and therefore
Az + (1=)N)z2' = ()\w + (1 =Nz, O)
- (A:c F(1— N, b+ (1 — )\)zc’)y) cz.

On the other hand, if at least one of h(x) and h(x') is strictly positive, then the quantity
s = Ah(z) + (1 — M\)h(z’) is also strictly positive and we can write

A+ (1= 02 = Az + (1 - N)a!, M)y + (1 - D)y
= ()\w + (1 =N, s {)\hiw)y + (1 = V() y'})

S

= </\m + (1 =Nz, h(Az+(1-N)z') [)\hia:)y + (- )\S)h(:c’)y,] >7

where the last equality follows from the definition of s together with the affinity of h. The
quantity in the square bracket is a convex combination of the vectors y and v/, and it is
therefore equal to some y” € Y by convexity of J. Hence,

A2+ (1=2)2 = (A + (1= N2, h(da + (1= Na')y") € 2,

as we wanted to show. O

70r else, extract a convergent subsequence.

Regret circuit We now show that it is always possible to construct a no-regret-algorithm for

} . . . . .
Z = X<2Y, where h(z) = (a,z) + bis a nonnegative affine function, starting from no-regret
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algorithms Rx, Ry for X C Riand Y C R?, respectively. In particular, we consider the following
algorithm.

* To output the next strategy, given prediction vector m(*) := (mgf), mét)) € R x RY, we feed

vector m:ff) to Ry, and receive its next strategy y* € Y. Then, we construct the prediction

vector
m{) =ml) + (m{, y")a,

feed it to Ry, and receive its next strategy = € X. Finally, we return the point

* When at time  we receive the utility vector u(®) := (u{”, ) € R? x R?, we forward u\’
to Ry, and forward the utility vector

a® = u® + <u;t)7y(t)>a (4.12)

to Rx.

The regret circuit is summarized pictorially in Figure 4.3.

IO 2 ®
T )@") Rx

20
(h(wu))ym)

Figure 4.3: Regret circuit for the scaled extension X’ 4 Y.

Regret analysis We now relate the regret accumulated by the construction we just described up
to any time 7" compared to a generic point (&, h(&)§) € Z, that is the quantity

T ®
(T) A AN AN L (t) _ T
Regxzy(w,h(w)y) = ;_1<u , (h(ﬁ:)@) (h(a:(t))y(t)> >, (4.13)

to the regrets Reg(XT), Regg,T) accumulated by Rx and Ry respectively. By construction, at all

times ¢ the no-regret algorithm Ry, outputs strategies y* € ) and receives utilities ug,t). Hence,
the regret accumulated by Ry up to time T compared to any § € ) is

(o
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T
Reg (9) = (ul, 4 — y ). (414)

The no-regret algorithm R x outputs strategies 2(*) € X’ and receives utilities @) defined in (4.12);
hence its regret compared to any & € X is

T
Regly (&) = > _(a ®)). (4.15)

=1

~

The connection between the three regret quantities defined above is given in the next theorem.

Theorem 4.4. The regret circuit of Figure 4.3 provides a no-regret algorithm for the scaled

(1)

. h . .
extension X' 1) whose regret Reg'”, up to any time 7, is related to the regrets Regg) and
Xay

RegS,T) accumulated by Rx and Ry, respectively, according to

i. Reg") (& n(2)9) = Regl) (§) + h(&) Regy (&) forall & € X, § € V; and
X<y

ii. Reg”) < Regy +h* - Reg'l”, where h* := maxgex h(z).[4]
EENY

So, in particular, Reg(T,)L grows sublinearly in 7" since Reg(XT) and Regg,T) are sublinear by

XaY
the hypothesis that R x and Ry are no-regret algorithms.

Proof. By expanding the definition of @(!) given in (4.12) in the definition (4.15) of regret for
R x, we obtain

T T
Regly ' (#) (Z — >) + <Z<u;f>,y<t>>> (a,2) =y (u),yV) - (a2
(Z ac(t)>> + (Z(ul(f), y(t)>> ((a,2) +b)
t=1 t=1
_ Z<u(t)7y(t)> ((a m(t)> + b)
T T = T
= (Zw&t%ﬁs —w<t>>> + (ngﬂ,y%)h(i) = (P y V) h).

Using (4.14), we can rewrite the middle sum as

[4blSince h is affine and A’ is compact, h* exists and is finite by Weierstrass’ theorem.
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~
—
~
Il

—

and hence

Reg ™ () (Z ® g g,g<f>>> + <_ Regl) () + > (ull), @)) h(&)

— (& )Reg<T>( )+ Reg") (&, n(2)9),

where we used (4.13) in the last equality. Rearranging yields the result. O

4.3 Predictive counterfactual regret minimization paradigm

The set of sequence-form strategies can be decomposed in a bottom-up fashion by using the
convex hulls and Cartesian products operations. We illustrate this intuitively by means of a small
example.

Example 4.1. Consider the small tree-form decision problem of Figure 4.4, which was
originally introduced in Example 2.7. As our construction is bottom-up, we will denote with
the symbol Q,,, with v € J U K, the partial sequence-form strategy space corresponding to
the subtree rooted at v.

34
LA T G P

Figure 4.4: Sequential decision-making problem used in the example.

We can characterize the set of sequence-form strategies as follows:
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¢ At the terminal decision nodes j = B,C,D, @); is a probability simplex. Specifically,
Qg = Qc = A?and Qp = A3.

* At the (only) observation node k, a strategy for the subtree rooted at £ must provide
independent strategies for the subtrees rooted at B and C. So,

Qr = QB X Qc

is the Cartesian product of the strategy spaces for the subtrees rooted B and C.

* At the decision node A, we need to first pick a probability distribution of play for the
two actions (sequences 1 and 2). Let’s call the probabilities assigned to those actions as
A1 and Ay, respectively. Clearly, (A1, A2) € A?. Once the probabilities of sequences 1 and
2 are chosen, strategies for the subtrees rooted at the observation node %k and D. Since
sequence-form strategies associate to each sequence o the product of the probabilities of
all actions on the path form the root of the TFDP to o, the set of all valid sequence-form
strategies for the subtree rooted in A (that is, the whole TFDP) is

Qn = {(A17)\2,>\1$k,)\2w0) t (A, Ne) € A%y, € Qi o € QD}

1 0
0 1
=co ,
Qk 0
0 Q-p

The above approach can be used in any TFDP. In particular, we always have that the sequence-
form strategy space of a subtree rooted at an observation node is the Cartesian product of the
sequence-form strategy spaces of the children subtrees. Furthermore, the sequence-form strategy
space of a subtree rooted at a decision point is the convex hull of the sequence-form strategy
spaces of the children subtrees, augmented with the indicators of the actions. These inductive
rules are summarized in Table 4.1.

By applying the regret circuits described in Sections 4.2.2 and 4.2.3, we can then construct a
no-regret algorithms for any sequence-form strategy space. The resulting no-regret algorithm is
called CFR, whose pseudocode is given in Algorithms 4.3 and 4.4. In a nutshell, CFR decomposes
the problem of minimizing regret on the whole tree-form decision process into local regret
minimization problems at each of the individual decision nodes j € J. Any no-regret algorithm
R; for simplex domains can be used to solve the local regret minimization problems. Popular
options are the regret matching (RM) algorithm, and the regret matching™ (RM™") algorithm
discussed in Section 3.3.2.

By combining the regret guarantees analyzed for the Cartesian product and convex hull regret
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Algorithm 4.3: Predictive CFR (weakly-predictive no-external-regret algorithm for sequence-
form strategy polytope)

Data: {R; : j € J}: no-regret algorithms for A*7; one for each decision node j € J.

1 function NextStrategy(m("))

o g~ W N

10

11

12
13

14

15
16
17
18

19
20
21
22

[> Compute the expected prediction for each subtree rooted at each v € J U K]

M® « empty dictionary [> Maps keys J U K U {_L} to real numbers]
M®[L] +0

for each node in the tree v € J U K in bottom-up order in the TFDP do

if v € J then

Letj=wv

[> At each decision node j € 7, we now construct the counterfactual utility vector m(j")]
m;t) +—0cRA
for each action a € A; do

| m®Oa] - mO[ja] + MO[p(j,a)]

[> Query each of the R ; for their strategy local at each decision node]
b;t) e AN Rj.NextStrategy(m§t))

[> Update expected values using the new local strategy]
MOL] 7 b (o] mia]

aGAJ‘
else
Letk=v
MO« Y MD[p(k, )]
sESy

[> Construct the sequence-form representation of the strategy that plays according to the
distribution bg-l) at each decision node j € 7]

z) =0 € R”

for each decision node j € J in top-down order in the TFDP do
for each action a € A, do

if pj =9 then
| 2®[ja] « b [q]
else

| 9[ja] + 2O[p;] - b a]
return (9

(The algorithm continues in Algorithm 4.4)

65



66

§4.3. PREDICTIVE COUNTERFACTUAL REGRET MINIMIZATION PARADIGM

Algorithm 4.4: (Continued) Predictive CFR (weakly-predictive no-external-regret algorithm
for sequence-form strategy polytope)

1 function ObserveUtility(u® € R™)

o g A W N

10

11
12
13
14

15

[> Compute the expected utility for each subtree rooted at each v € J U K]
V") « empty dictionary; [> Maps keys J U K U { L} to real numbers]
VO] «0;
for each node in the tree v € 7 U K in bottom-up order in the TFDP do
if v € J then
Letj =v;
VO] 3 6] - (uja) + VOlp(,a));
a€A;
else
Letk = v;
VOLR < > VO [o(k,s)];
sES)
[> At each decision node j € J, we now construct the counterfactual utility vector u
for each decision node j € 7 do .
ug-t) — 0 € R4,
for each action a € A; do
| o] - u®lja) + VO a)];
Rj.ObserveUtiIity(u;t));

(t)
i




§4. COMPOSABILITY OF LEARNING DYNAMICS AND PREDICTIVE COUNTERFACTUAL REGRET
MINIMIZATION 67

€1 €2 €n

Decision node Observation point
Xy 0 0
0

AL A AT

Table 4.1: Bottom-up construction rules for sequence-form strategy spaces. e; denotes the i-th indicator
vector, that is, the vector whose entries are all 0 except for the entry in position i, which is set to 1.

circuits (Theorems 4.1 and 4.2), it is immediate that the regret cumulated by the CFR algorithm
satisfies the following bound.

Proposition 4.1. Let ReggT) (j € J) denote the regret cumulated up to time T" by each of
the no-regret algorithms R ;. Furthermore, let b; € A% be arbitrary strategies for the local
decisionnodes j, and let & € Q be the sequence-form strategy corresponding to the behavioral
strategy {b, : j € J}. Then, the regret Reg!") cumulated by CFR (Algorithms 4.3 and 4.4) up
to time 7T satisfies the equality

Reg™ (&) = > &[p;] - Reg'" (b))
jET

In particular,

Reg!?) < Z max{O,ReggT)}.
€T

4.3.1 Predictive RM (PRM) and predictive RM" (PRM") algorithms

As mentioned in Section 3.3.2, variants of the RM algorithm such as RM" and Discounted RM have
emerged as the preferred no-regret-algorithms for use in game theoretic settings, due to their
strong performance in practice and their lack of hyperparameters. However, those algorithms do
not support prediction, and therefore do not lead to an interesting predictive variant of CFR.
Motivated by the desire to combine the benefits of RM-based methods with those afforded
by predictivity, in this section we introduce the first predictive versions of RM and RM*. The
resulting algorithms, coined respectively predictive RM (PRM) and predictive RM™ (PRMT), are given
in Algorithms 4.5 and 4.6. The algorithms coincide with RM and RM™ given in Algorithms 3.2
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Algorithm 4.5: Predictive regret matching (PRM) Algorithm 4.6: Predictive regret matching™ (PRM™)
1@ 0eRY, 2 1/de A? 120« 0eR?, 20« 1/de A’
> function NextStrategy(m(”)) > function NextStrategy(m®)
[>Set m") = 0 for non-predictive version] [>Set m") = 0 for non-predictive version]
3 109  [rD £ m® _ (m® g t=Dyq) 2 [ 00 [207D 4 m® _ (m® g-yp)+
o | ifOW £ 0 return ® «— 0® /||0W]|; o | if0® £ 0return 2 — 0D /0D,
5 | else return x® « any point in A 5 | else return () < any point in A¢
6 function ObserveUtility(u(®) 6 function ObserveUtility(u(®))
O D ) ) 7| 2® e (207 1 (® z®)1)+

and 3.3 when the prediction vector m(?) is set to 0.

Theorem 4.5 (Farina, Kroer, and Sandholm, 2021b). PRM and PRM™ are no-external-regret
algorithms for the domain A?. For all # € A¢ and all times T satisfy the weakly-predictive
regret bound

T
2
R"(z) < 1y ny Hu(t) —m® — (u® — m(t)7w(t)>1H

n t=1 2

T
< % +2n(d+1) ZHu(t) - m(t)Hz.

t=1

4.3.2 Experimental evaluation

We empirically investigate the instantiation of the predictive CFR algorithm described in Section 4.3
together with the weakly-predictive no-external-regret algorithm for probability simplexes PRM™
described in Section 4.3.1.

In the experiments, we apply two heuristics that usually lead to better practical perfor-

mance: we average the sequence-form strategies z® 2™ using the formula zt =
(1 — mf)a%)j(t_l) + arnary @, and we use the alternating updates scheme. We call this

algorithm Predictive CFR * (PCFR'). We compare PCFR™ to the prior state-of-the-art CFR variants:
CFR' (Tammelin, 2014), Discounted CFR (DCFR) with its recommended parameters (Brown and
Sandholm, 2019), and Linear CFR (LCFR) (Brown and Sandholm, 2019).

We conduct the experiments on common parameteric benchmark games. Each game is
identified with an alphabetical mnemonic that uniquely denotes the game and parameters. A full
description of the game instances, as well as their dimensions, is available in Appendix A. Results
are shown in Figure 4.5.

The x-axis shows the number of iterations of each algorithm. Every algorithm pays almost
exactly the same cost per iteration, since the predictions require only one additional thresholding
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Figure 4.5: Performance of PCFR", CFR™, DCFR, and LCFR on nine games. In all plots, the x axis is the
number of iterations of each algorithm. For each game, the top plot shows that the Nash gap on
the y axis (on a log scale), the bottom plot shows and the average prediction error (on a log scale).
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step in PCFRT. For each game, the top plot shows on the y-axis the Nash gap, while the bottom
plot shows the accuracy in our predictions of the regret vector, measured as the average />
norm of the difference between the actual loss u(® received and its prediction m® across all
no-regret-algorithms at all decision points in the game. For all non-predictive algorithms (CFRT,
LCFR, and DCFR), we let m(*) = 0. For our predictive algorithm, we set m(*) = w(*~1) at all times
t > 2and m) = 0, in accordance with the canonical optimistic learning setup (Section 3.2.1).
Both y-axes are in log scale. On Battleship and [[§4d] Pursuit-evasion, PCFR™ is faster
than the other algorithms by 3-6 orders of magnitude already after 500 iterations, and around 10
orders of magnitude after 2000 iterations. On Goofspiel, PCFR is also significantly faster
than the other algorithms, by 0.5-1 order of magnitude. On Leduc poker as well as the
River endgame, the predictions in PCFR* do not seem to help as much as in other games.
On the River endgame, the performance is essentially the same as that of CFRT. On [B2LP4 Leduc
poker, it leads to a small speedup over CFR*. On both of those games, DCFR is fastest. In contrast,
DCFR actually performs worse than CFR™ in the non-poker experiments, though it is sometimes
on par with CFR™.

Finally, PRMT converges very rapidly on the game, a 2-by-2 matrix nonsequential game
that was identified as a hard instance for RM-based methods (Farina, Kroer, and Sandholm, 2019b).
By using optimism, we seem to be able to sidestep the issue.

We observe that, as expected, the convergence rate of PCFR™ is closely related to how good
the predictions m(*) of u(*) are. On Battleship and [#%#] Pursuit-evasion, the predictions
become extremely accurate very rapidly, and PCFR' converges at an extremely fast rate. On
Goofspiel, the predictions are fairly accurate (the error is of the order 10~°) and PCFR™ is
still significantly faster than the other algorithms. On the River endgame, the average
prediction error is of the order 1073, and PCFR™ performs on par with CFR™, and slower than DCFR.
Overall, the experiments show that PCFR™ tend to be superior to CFR* and DCFR on non-poker
games thanks to its ability to incorporate predictions, whereas on poker games DCFR is the fastest.



Chapter 5

Notions of distance for
sequence-form strategies, and prox
methods

We have seen in Chapter 4 that an effective way of constructing no-external-regret dynamics
for sequence-form strategy polytopes is through regret circuits. While algorithms constructed
through regret circuits are currently the practical state of the art for finding equilibria in large
games, in this chapter we look into techniques that belong to the important literature of (online)
convex optimization, which enjoy strong theoretical properties that are not known to apply to
algorithms constructed through regret circuits. The investigation of these optimization techniques
will naturally expose us to a series of fundamental questions about the metric structure and
properties of sequence-form strategy polytopes. We touch on some of these questions below.

Unlike regret circuits, which guarantee feasibility of the strategies produced by exploiting the
known combinatorial structure of the strategy set, most convex optimization methods maintain
feasibility of the iterates by projecting onto the feasible sets. Typically, much flexibility is allowed
in the notion of distance—called the distance-generating function (DGF)—that is used to define the
projection (or, more precisely, proximal) steps. This immediately leads to the following natural
question, which serves as the central theme of this chapter.

What are suitable notions of distance (distance-generating functions) for sequence-form strategies
in imperfect-information extensive-form games, leading to efficient proximal steps?

In principle, Euclidean distance can be used as a notion of distance between sequence-form
strategies. However, its efficacy is limited in practice by the fact that projecting points onto
the polytope of sequence-form strategies according to the Euclidean distance is prohibitively
expensive in practice (Gilpin, Pefia, and Sandholm, 2012).
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5.1 Contributions and related work

In this chapter we provide several contributions in the direction of better understanding which
notions of distance best serve sequence-form strategy polytopes. Most importantly, in Section 5.4.2
we provide the first DGF that enables, at the same time, (i) projections that can be computed in
linear-time in the number of sequences, and (ii) polynomial diameter of the set of the sequence-
form strategies, a key quantity that affects the runtime of convex optimization algorithms.

This chapter is structured as follows. In Section 5.2.1 we recall the properties that DGFs need
to satisfy for a generic convex feasible set, and introduce proximal setups. In Section 5.2.2 we
recall four convex optimization algorithms (two of which define no-external-regret algorithms,
and two of which do not), elucidating their dependence on the choice of DGFs. In Section 5.3 we
investigate projections onto sequence-form strategy polytopes with respect to the Euclidean norm
(and small variations of it, which will be important in Chapter 6). In particular, we will show that
exact projections can be computed inductively on the structure of the TFDP, albeit at a superlinear
cost in the number of sequences. Such a cost is prohibitive in large games. Motivated by the desire
of overcoming the superlinear dependence, in Section 5.4, we move away from Euclidean distance
to focus on notions of distance that enable linear-time (in the number of sequences) projections
onto the sequence-form strategy polytope. Specifically, in Section 5.4.1 we introduce the class of
dilated DGFs, a class of DGFs specifically designed for sequence-form strategy polytopes originally
introduced by Hoda, Gilpin, Pefia, and Sandholm (2010). Dilated DGFs enable fast projections,
but the diameter they induce currently exhibits an unfavorable, exponential dependence on the
dimension of the sequence-form strategy polytope. Finally, in Section 5.4.2 we introduce a new
DGF, which we coin dilatable global entropy DGF. Dilatable global entropy retains the appealing
linear-time guarantees on projections, while overcoming—for the first time—the exponential
diameter in favor of only a polynomial one. It is currently the theoretical state-of-the-art notion of
distance for strategies in imperfect-information extensive-form games.

Prior work The framework of dilated DGFs was introduced by Hoda, Gilpin, Pefia, and
Sandholm (2010). Hoda, Gilpin, Pefia, and Sandholm (2010) also introduce a notion of a “nice”
DGEF. Their definition is similar to the one used in this chapter, but only states that certain
operations should be “easily computable”. In contrast, we attach a concrete meaning to that
statement: we take it to mean linear time in the dimension of the domain.

Kroer, Waugh, Kiling-Karzan, and Sandholm (2020) and Kroer, Farina, and Sandholm (2018b)
note the drawback in the current analysis of dilated DGFs regarding the exponential dependence
of the DGF weights in the depth of the decision space. Farina, Kroer, and Sandholm (2019b)
extend the analysis of the strong-convexity modulus of ¢ with respect to the ¢; norm on Q, but
their weighting scheme is still exponential in the worst case.

The predictive versions of OMD and FTRL presented in this chapter as applications of proximal
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setups can be traced back to the works by Chiang, Yang, C.-J. Lee, Mahdavi, C.-J. Lu, R. Jin, and
Zhu (2012), A. Rakhlin and Sridharan (2013), S. Rakhlin and Sridharan (2013), and Syrgkanis,
Agarwal, Luo, and Schapire (2015). The mirror prox algorithm was introduced by Nemirovski
(2004). The excessive gap technique was introduced by Nesterov (2005a).

Finally, we remark that the question as to what DGF achieves desirable properties has been
explored in the literature for several classes of related decision sets as well, including i) the
simplex case, where both the negative entropy DGF and the Euclidean DGF are known to have
good properties (Held, Wolfe, and Crowder, 1974; Beck and Teboulle, 2003; Condat, 2016), and
ii) the case of positive semidefinite matrices with a trace constraint, where the matrix entropy
performs well (Aharon Ben-Tal and Nemirovski, 2005).

5.2 Preliminaries
In this section we recall key concepts and applications related to proximal setups.

5.2.1 Distance-generating functions and proximal setups

Let & be a convex and compact set. A distance-generating function for X is defined as follows.

Definition 5.1 (Distance-generating function). A distance-generating function (DGF) ¢ for a
compact and convex set X' C R is a function ¢ : X = R such that:

e itis continuous on X and differentiable in the relative interior of X;

e it is strongly convex in the relative interior of X with respect to some norm || - ||, that is,
there exists a constant y > 0 such that

(Vo(z) - Vo), z —a') > pllz—2|> Va,z’ €relint X.

For twice-differentiable ¢, the strong convexity condition is automatically verified as
long as

(m,V?p(z)m) > p|m|?, Ve € relint X, m € R". (5.1)

Once a distance-generating function ¢ for X has been picked, several important tools can be
defined, which collectively form a proximal setup for X:

® The Bregman divergence D, : X x relint ¥ — R associated with ¢ yields a notion of distance
between points defined as!>?

[>al A Bregman divergence need not be symmetric and thus might not be a metric.
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Dy(z | @) =¢(x) — p(x') — (Vo(z'),x —a') VxeX a' crelintX. (52)

e The p-diameter of X is

= ! < - i M
Qp.x = max Do(z|l2) < maxp(z) — min o(z) (5.3)

¢ Finally, we denote the largest possible value of the ¢; norm on X’ with the symbol

My = max||z||;.
xeX

While not a part of the assumptions on the DGF ¢, it is typically assumed that ¢ allows one to
efficiently compute the following two quantities, which come up at every iteration of most convex
optimization algorithms:

e the gradient V() of ¢ at any point « € relint X;

* the gradient of the convex conjugate ¢* of ¢ at any point g € R%:

Vi'(g) = argmax{(g, &) — () }.
BeX
The gradient of the convex conjugate can be intuitively thought of as a linear maximization
problem over X (i.e., the support function of X, which is a non-smooth convex optimization
problem), smoothed by the regularizer ¢. For that reason, in this dissertation we shall refer to
V*(g) either symbolically, or occasionally as the smoothed support function.

Because the above two quantities arise so frequently in optimization methods, it is important
that the chosen distance-generating function allow for efficient computation of them. In particular,
in this dissertation we are concerned with “nice” DGFs that enable linear-time (in the dimension
() exact computation of those two quantities.

Definition 5.2. A distance-generating function ¢ is said to be “nice” if ¢(x), Vo(x) and
V¢*(g) can be computed exactly in linear time in the dimension of the domain of ¢.

Finally, we mention a closely related operation that comes up often in optimization methods:
the proximal operator (or prox operator for short), defined as

prox@(g &) = argggin{(g, x) + Dy (x| i)} = V" (—g + ch(:E)) eX (5.4)

for any & € X and g € R?. In light of (5.4), the prox operator can be implemented efficiently
provided that Vp and V™ can. So, prox operators can be computed exactly in linear time in the
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imension ¢ for “nice S.
d o for “ ” DGF

5.2.2 Applications

Proximal setups are ubiquitous in convex optimization. In this section, we discuss four important
convex optimization methods, all of which require a proximal setup.

The first two methods—online mirror descent (OMD) and follow-the-regularized-leader (FTRL)—
are the premier algorithms in online convex optimization. Given any convex and compact set
X, OMD and FTRL define predictive no-external-regret algorithms with rather strong properties.
By having access to good proximal setups (for example, enjoying linear-time projections) for
sequence-form strategy polytopes X = Q, we will be able to efficiently instantiate OMD and FTRL
in imperfect-information extensive-form games.

The other two methods—excessive gap technique and mirror prox—are the two premier
accelerated bilinear saddle-point algorithm. They are offline optimization methods designed
to solve problems of the form maxgey mingcy ' Ay, which are frequent in games. The most
famous example is perhaps the computation of a Nash equilibrium in a two-player zero-sum
imperfect-information extensive-form game, in which case the sets X and ) are the sequence-form
polytopes of the players, and A is the payoff matrix of the game. This again underlines the
importance of researching proximal setups for sequence-form polytopes with strong properties,
which will be our focus in the next two sections.

5.2.3 Online mirror descent and follow-the-regularized-leader

Follow-the-regularized-leader (FTRL, Shalev-Shwartz and Singer, 2007) and online mirror descent
(OMD) are the two best-known (and studied) algorithms in online convex optimization. While
their predictive variants are relatively new and can be traced back to the works by Chiang, Yang,
C.-]J. Lee, Mahdavi, C.-]. Lu, R. Jin, and Zhu (2012), A. Rakhlin and Sridharan (2013), S. Rakhlin
and Sridharan (2013), and Syrgkanis, Agarwal, Luo, and Schapire (2015), in line with the rest of
the dissertation we use the name FTRL and OMD to refer to the predictive versions, with the usual
understanding that non-predictive variants of FTRL and OMD algorithms correspond to predictive
FTRL and predictive OMD when the prediction m®) is set to the 0 vector at all ¢.

Algorithms 5.1 and 5.2 give pseudocode for FTRL and OMD. In both algorithm, n > 0 is an
arbitrary step size parameter, ¥ C R? is a convex and compact set, and ¢ : X — Rxg is a
1-strongly convex distance-generating function with respect to some norm || - ||. We also recall
that the symbol D, (- || -) used in OMD denotes the Bregman divergence associated with ¢, a standard
surrogate notion of distance in convex optimization which was defined in (5.2).

Predictive FTRL and predictive OMD satisfy the following regret bound.
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Algorithm 5.1: Predictive FTRL Algorithm 5.2: Predictive OMD
L U@ —0eRr? 1 2(9 € X such that Vo (2(¥) = 0
> function NextStrategy(m® € R?) > function NextStrategy(m® e R?)
[>Set m') = 0 for non-predictive version] [> Set m'*) = 0 for non-predictive version]
_ . 1 . . 1 . _
3 | 2@ —argmind (U + m® 2) + —p(a) 3 | 29« argmin{ (m®, &) + =D, (& 2 1))
zeX n zeX n
4 | return 2 4 | return 2
5 function ObserveUtility(uY) € RY) 5 function ObserveUtility(u") € RY)
1
zex n

Proposition 5.1 (Syrgkanis, Agarwal, Luo, and Schapire, 2015). Let {2, x denote the diameter
of ¢ over X, as defined in Equation (5.3). At all times T, the regret cumulated by predictive
FTRL (Algorithm 5.1) and predictive OMD (Algorithm 5.2) compared to any strategy & € X is
bounded as

T T
Q 1 _
Rea™ < =22 4y 32— mO2 - 3 el Y,
t=1 t=2

where ¢ = 4 for FTRL and ¢ = 8 for OMD, and where || - || denotes the dual of the norm || - ||
with respect to which ¢ is 1-strongly convex.

We remark that the bound is RVU-predictive (see Section 3.2.4), a stronger guarantee compared
to CFR’s weak-predictivity (Chapter 4). In particular, predictive OMD and predictive FTRL guarantee
O7(1/T) convergence to Nash equilibrium, and Or(T*/4) per-player external regret when used
in self-play, in turn implying Or(7~3/%) convergence to a coarse-correlated equilibrium in general
imperfect-information extensive-form games.

5.2.4 Bilinear saddle points: Excessive gap technique and mirror prox

Another important class of convex optimization methods with applications to game solving is
methods for solving bilinear saddle-point problems (BSPPs), whose general form is

min max (x, Ay), 5.5
min max (z, Ay) (5.5)
where X C R% ) C R% are convex and compact sets, and A € Rd=*dy  This captures,
among other, the problem of computing a Nash equilibrium in a two-player zero-sum imperfect-
information extensive-form game.
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We will now present the EGT and mirror prox algorithms for solving BSPPs. These algorithms
depend on two proximal setups: one for X and one for Y, denoted ¢, and ¢,;, respectively. Let
|-l and || - ||, be the norms associated with the strong convexity of ¢, and ¢, in the given
proximal setup. The convergence rate then depends on the following operator norm of the payoff
matrix A:

A = max{(z, Ay) : [lz[l. <1, ]yll, <1}.

The magnitude of ||A|| is the primary way in which the norm matters: if both ¢, and ¢, are
strongly convex with respect to the {2 norm, then ||A|| can be on the order of \/d,d,, whereas if
both are with respect to the ¢; norm, then ||A|| is simply equal to its largest entry.

Excessive gap technique (EGT) algorithm The excessive gap technique (EGT) is a first-order method
introduced by Nesterov (2005b), and one of the primary applications is to solve BSPPs such as
Equation (5.5). EGT assumes access to a proximal setup for X and ), with one-strongly-convex
DGFs ¢, ¢,, and constructs smoothed approximations of the optimization problems faced by
the max and min players. Based on this setup, we formally state the EGT of Nesterov (2005a) in
Algorithm 5.3. EGT alternatingly takes steps focused on decreasing one or the other smoothing
parameter. These steps are called ShrinkX and ShrinkY in Algorithm 5.3.

Algorithm 5.3: Excessive gap technique (EGT) algorithm

1 function Initialize() 11 function ShrinkX() 19 function ShrinkY()

2 t<0

s | u” Al <A

4 | &< argmingcy 0o (&)

5 | ¥ Ve (ATa/u)

6 | 2@ « proxw(iAy(O) H :E)

1l

7 function lterate()
o | tet+1, T 2/(t+2)
9o | iftis even then ShrinkX()
10 | else ShrinkY()

& —Voi(-Ay" uih)
P R P
¥ Vo (ATa /)
(1—r)pl" Ay H 5”)
e -7z 2

t t—1 =
Yy 1-71y " +7Y

e = (1= 7)ps !

T ¢ prox,,

¥ Vo (ATa" g
ye(-ny ' +71y

& —Vi(—AY/ui )
w2z 9)
Y (1-n)y' T 4Ty

2 (1 -7z T2

My (1=l

Y + prox

Algorithm 5.3 shows how initial points are selected and the alternating steps and stepsizes

are computed. Nesterov (2005a) proves that the EGT algorithm converges at a rate of O (1/T).

yey

max(z!), Ag) — min (&, Ay®) <

Al A

Theorem 5.1 (Nesterov, 2005a, Theorem 6.3). At every iteration ¢ > 1 of the EGT algorithm,
the solution (z(), y*) satisfies x® € X, y*) € ¥, and

Qo x - Qo2

zeX

t+1
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Mirror prox (MPROX) algorithm  The mirror prox (MPROX) algorithm was introduced by Nemirovski
(2004). Rather than construct smoothed approximations, mirror prox directly uses the DGFs
to take first-order steps. Hence, the MPROX algorithm is best understood as an algorithm that
operates on the product space X' x ) directly. As such, in most analyses of the MPROX algorithm,
a single 1-strongly convex DGF for the product space X x ) is required. To better align with the
setup used for EGT, we will define the DGF for the product space X x J starting from proximal
setups for both X and ), with 1-strongly convex DGFs ¢, ¢, with respect to norms || - ||, and
|| - ||y, respectively. With this setup, it is immediate to see that the function

P X XY 3 (2, y) = pu(x) + 0y (y)

is a DGF for the product space X x Y, which is strongly convex with modulus one with respect
to the norm [|(z, y)|| == \/l|=||2 + [[y||?. Furthermore, each proximal step taken with respect to d
can be expressed as two independent proximal steps with respect to ¢, and ¢,:

_ (arg ming e {{g, ) + o2 (@) - <wm<a:>,w>}>
argmingcy{(g,,y) + ¢, (¥) — (Vo (9),y) }

_ (prox,. (9. @)
prox, (9,1/9))

Similarly, the d-diameter of the product space X' x ) is equal to the sum of diameters of X and Y

in their respective proximal setups. Finally, we note that the function

. Ay
F:XxY> (x,y)— (—AT:B>’

critical in the analysis of MPROX (Ahron Ben-Tal and Nemirovski, 2001), satisfies

/()-+()

= V1AW - )2, + AT (@ - )2

2 2
< max (¢, Ay — vy’ + {max T —x', Ay }
\/Lfc|m<1< -y )>] e, v)

xr—x
< \/IIAII2 Ny =y N5 + AP 2 — 2|13 = [|All - o

b

that is, it is || A||-Lipschitz with respect to the norm || - || on X x ).
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Algorithm 5.4 shows the sequence of steps taken in every iteration of the MPROX algorithm.

Algorithm 5.4: Mirror Prox (MPROX) algorithm

1 functlog Initialize() > function 'tirate() Note: {n'} is a sequence of step-
2|t (; ot <t_ t+ i size parameters. A well-known
3| zp < argmingy () 7| Wy < Prox,, (77 Az, || zI) and theoretically-sound choice
. A t AT - .
o | 29 arg mingc y, ¢y (9) s | wy ¢ prox, (—n'ATz | 2)) for n' is ' = gy forall ¢ =
o | 2ttt prox,, (ntAw; z;) 0,1,... (see also Theorem 5.2).

0| 2+ prox,, (—nf‘ATw; H zZ)
B B
|y [Ei:l U 21:1 n wy

Compared to EGT, mirror prox has a somewhat simpler structure: it simply takes repeated
extrapolated proximal steps. First, a proximal step in the descent direction is taken for both x
and y. Then, the gradient at those new points is used to take a proximal step starting from the
previous iterate (this is the extrapolation part: a step is taken starting from the previous iterate,
but with the extrapolated gradient). Finally, the average strategy is output.

As we recall in the next theorem, like EGT the MPROX algorithm converges at rate O (1/T).

Theorem 5.2 (Ahron Ben-Tal and Nemirovski, 2001, Theorem 5.5.1). Suppose the stepsize in
Algorithm 5.4 is set as 1, = 1/||A||. Then we have

Al(22 +Q
Iélg))}((:t(f),A@> _gﬂel%<i:’Ay(f)> < || H( @mv;t Soyvy).

5.3 Euclidean distance-generating function

We begin our investigation of distance-generating functions for sequence-form strategy spaces
starting from the prototypical notion: the Euclidean distance-generating function. Fix any
tree-form decision process, and let Q be the corresponding sequence-form strategy polytope. The
Euclidean distance-generating function is the function

1 1
plw) = Sllald =3 Y e, weoQ
oED
In this case, using the observation that V(') = o’ foralla’ € Q, itis easy to see that the Bregman
divergence associated with ¢ reduces to (half of) the squared Euclidean distance between two

points,
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1 1 1
Dy( ') = g llzll5 — 5 ll2'll5 — (2, — 2') = S [|l= — '3,
2 2 2
Similarly, the gradient of the convex conjugate of ¢ in a generic point g € R* reduces to the usual

Euclidean projection,

Ve'(g) = wgmax{(g.) - (@)} = argmin ~(g.9) + 513}

zeQ zeQ

o1 12
= argmin 2[lg - &[}3.
zeQ

The computation of the projection arg mingc o |lg — /|3 is not known to be possible in linear
time in the number of sequences |X|. This means the Euclidean DGF is not known to be “nice”
in the sense Definition 5.2, and in many cases it might provide a less appealing proximal setup
than, for example, the dilatable global entropy DGF which will be introduced later in the chapter.
However, there are good reasons to study the properties of the Euclidean DGEF. For one, out of
the DGFs that have been proposed for imperfect-information extensive-form games it is the only
one with Lipschitz-continuous gradients, which can be fundamental in certain contexts (see,
e.g., Anagnostides, Panageas, Farina, and Sandholm (2022)). Furthermore, some of the techniques
we will develop when studying algorithms for Euclidean projection will prove important in other

chapters (specifically, Chapter 6).

5.3.1 Exact Euclidean projection algorithm

In this section we give a combinatorial algorithm for computing exactly the Euclidean projection
of a generic point g € R®. Our algorithm formalizes and extends an idea by Gilpin (2009). In fact,
we give an algorithm that can work with any positive definite diagonal inner product norm, that
is a DGF of the form

pu(@) = (. ding(w)z) = L 3 (””M)

oeXy w[a]

for some given positive vector w € RY,,. Itis immediate to see that the Euclidean DGF corresponds
to the special case ¢ in which w = 1 € R, is the vector of all ones. In Chapter 6 we will benefit
from considering projections with respect to DGFs ¢,,, in which w # 1.

The gradient of the convex conjugate of ¢,, corresponds to the optimization problem

Vi, (g) = argmin{—(g,w) + % Z <w[a]) } (g € R¥). (5.6)

xreQ s 'w[o']

We will show how one can solve the projection problem (5.6) inductively, in a bottom-up fashion,
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over the structure of the tree-form decision process. To do so, at every decision node j € J we
define the value function

. . 1 &[o] \?
Viej(t) i Ryo = R, Ve ,(t) = e Z glo]) z[o] + 3 Z (11}[[0]]> . (5.7)
T oexy; oED

We will be particularly interested in the derivatives of Vi.;(t), which we will denote as!>"!

Awj(t) = iVm‘ (t).

As we will show, the function A, ;(t) is extremely structured, in that it is a strictly monotonically
increasing piecewise-linear (SMPL) function, as defined next.

Definition 5.3 (SMPL and quasi-SMPL function). Given an interval / C R and a function
f I — R, wesay that f is SMPL if it is strictly monotonically increasing and piecewise-linear
on .

A quasi-SMPL function is a function f : R — [0, +00) of the form f(z) = [g(z)]" where
g(z) : R - Ris SMPL and [- |t := max{0, - }.

The piecewise-linear nature of A, ;(t) lends itself nicely to combinatorial algorithms, in that
the function can be represented in memory implicitly through the set of breakpoints at which the
slope of the function changes. We call this a standard representation for the function, as introduced

next.

Definition 5.4. Given a SMPL or quasi-SMPL function f, a standard representation for it is an
expression of the form

S

flx) = &+aox+Zas[x—ﬂs}+,

s=1

valid for all z in the domain of f, where S € Nygand 31 < --- < fs. The size of the standard
representation is defined as the natural number S.

We review properties and manipulations of SMPL functions in an appendix to this chapter,
Section 5.A. With the above definitions we are ready to state the following result, which is central
in our analysis.

[5bIFor t = 0 we define A, ; () in the usual way as Ay ;(0) = lim,_, o+ M =1l Vi@
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Lemma 5.1. For any decision node j € 7, the function A, ;(¢) is SMPL and has a standard
representation of size |Q ;|, which can computed in polynomial time in | ;.

Proof. The result is known when j is a terminal decision node, i.e., Q5 ; is a simplex. Fix a
particular j € 7, and assume by induction that the result holds for all j' > j.
By definition, the value function decomposes recursively as

2
Vs = min, § = 3 glidena 4y 3 (2

A
Lo ELAT aE.Aj (LEAj

Y Y min 4= Y gldall Y (Z[E’]})

T eT
a€A; j'€Cjq j €@ea] Qs SNV oEX, 1

min ¢ — Z glja] zeal +% Z ( ) Z Z Vejr(xela]) p.  (5.8)
T ELATI a€A; a€A;

aEA g GC

Consider the KKT conditions for z, in Equation (5.8):

—glja 5+ Z Amjr(xela]) = e + p[al Va € A;j (Stationarity)
j'€Cja
xo €t NN (Primal feasibility)
Xe ER, peRL (Dual feasibility)
plal xela] =0 Va € A; (Compl. slackness)

Solving for x,[a] in the stationarity condition, and using the conditions x.[a] p[a] = 0 and
pla] > 0, it follows that for all a € A;

.
zafa] = wlja]’ | e +glja] = Y Aeji(@alal)| (5.9)

3'€Cja

Strict monotonicity and piecewise-linearity of x,[a] as a function of \,. Given the properties
of SMPL functions, it is immediate to see that x4[a] is unique as a function of \,. Indeed, note
that (5.9) can be rewritten as
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+

zola] = |wlja)* \e — wljal® [ —glja] + > Aej(wafa]) | |
j'€Cja

which is a fixed-point problem of the form studied in Lemma 5.8 in the appendix for
y = wlja)? A\e and function f, defined as

fa(@ala]) = wljal® | —gljal + Y Aojr(zalal) |,

J'€Cja

which is clearly SMPL by inductive hypothesis. Hence, the unique solution to the previous
fixed-point equation is given by the quasi-SMPL function

+

et o> i (@il + £ O]

a standard representation of which can be computed in time O(| Q. ;|) by combining the results
of Lemmas 5.3, 5.5 and 5.6 given that a standard representation of each A, ;/(t) (j' € Cj,) of
size |X ;| is available by inductive hypothesis.

Strict monotonicity and piecewise-linearity of A\, as a function of £. At this stage, we know
that given any value of the dual variable \,, the unique value of the coordinate x,[a] that
solves the KKT system can be computed using the quasi-SMPL function g,. In turn, this means
that we can remove the primal variables x, from the KKT system, leaving us a system in A,
and ¢ only. We now show that the solution A} of that system is a SMPL function of ¢ € [0, +00).

Indeed, the value A} (¢) that solves the KKT system has to satisfy the primal feasibility
condition

t= Z Tola] = Z ga(Ae)-

a€A; acA;

Fix any ¢ > 0. The right-hand side of the equation is a sum of quasi-SMPL functions. Hence,
from Lemma 5.4, we have that the right-hand side has a standard representation of size at most
A1+ aea, 2jrec,. E=i'l = [E5;| can be computed in time O(|X;.|log |.A;]). Furthermore,
from Lemma 5.7, we have that the A} that satisfies the equation is unique, and in fact that the
mapping (0, +00) 3 ¢t — A}(t) is SMPL with standard representation of size at most |2, |.

Relating A\, and A\ ;(¢). Since A;(t) is the coefficient on ¢ in the Lagrangian relaxation of (5.8),
it is a subgradient of Vi, ;(¢), and since there is a unique solution, we get that it is the derivative,
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thatis, A\;(t) = A\, (t) for all ¢t € (0,400). To conclude the proof by induction, we then need
to analyze the case ¢ = 0, which has so far been excluded. When ¢t = 0, the feasible set
tQ, ; is the singleton {0}, and V.. ;(0) = 0. Since Vi ;(t) is continuous on [0, +00), and since
im0+ Ay (t) = limy_,o+ A} (2) exists since A} (¢) is piecewise-linear, then by the mean value
theorem,

A (0) = lim Aj(¢

#3(0) = lim AS(),

that is, the continuous extension of A} must be (right) derivative of Vi ;(¢) in 0. As extending
continuously A} (¢) clearly does not alter its being SMPL nor its standard representation, we
conclude the proof of the inductive case. O

5.4 Distance-generating functions with linear-time projections

Most convex optimization methods maintain feasibility by projecting onto the feasible set at each
iteration. Hence, designing notions of distance that enable efficient projections is an important
step in scaling those methods.

In this section, we focus on notions of distance that enable projections in linear time in the
dimension of the dimension of the sequence-form strategy polytope. Remarkably, in Section 5.4.2
we introduce the first such notion of distance whose linear-time projection property does not
come at the cost of an exponential diameter.

5.4.1 Dilated distance-generating functions

Dilated distance-generating functions are a general framework for constructing “nice” DGFs
(in the sense of Definition 5.2) for (the relative interior of the) sequence-form polytopes (Hoda,
Gilpin, Pefa, and Sandholm, 2010). Specifically, a dilated DGF for a sequence-form polytope
is constructed by taking a weighted sum over suitable local regularizers ¢z : R»g — R>( and
¢+ A% — R for all decision nodes j € J, and is of the form

01 Q3 agpa(@le]) + Y a;¢f (2l (@lia))aea, ). (5.10)
JjeJ
where
- A 0 0 ifp=20
;R0 xRS = R, v;(p,2) = (5.11)

D@ (%) otherwise.

Each local function ¢; : A% — R is assumed to be continuously differentiable and strongly
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convex modulus one on the relative interior of the probability simplex A%/, By dividing
(x[ja])aca, by x[p;] in (5.11), we renormalize (z[ja])sc4, to the simplex, measure the DGF there,
and then scale that value back by x[p;]. Finally, the weight «; is a flexible weight term that can be
chosen to ensure good properties. Hoda, Gilpin, Pefia, and Sandholm (2010) showed that if each
local DGF ¢; is strongly convex, then the dilated DGF ¢ is also strongly convex (although they
do not give an explicit modulus), and they show that the associated smoothed support function
can easily be computed, provided that the smoothed support function for each ¢; can easily be
computed. For dilated DGFs, the strongest general result on the strong-convexity modulus comes
from Farina, Kroer, and Sandholm (2019b), where the authors show that if each local DGF ¢; is
strongly convex modulus one with respect to the ¢, norm, and the weights of the decision nodes
are set recursively according to a; = 2 + 2maxaea, ) _jiec,, @5 (S0, in particular decision nodes
without descendants have a weight of 2), then ¢ is strongly convex modulus one with respect to
the /5 norm on Q.

The local DGFs must be chosen so that they are compatible with the relative interior of the
simplex. For a given simplex A", these are usually chosen either as:

e the (negative) entropy DGF, log k + Ele y[i]log y[i], where we let y[i] log y[i] = 0 whenever
yli] =0; or

e the Euclidean DGF, % Zle (y[i] — 1/k)?. These are both 1-strongly convex on relint A* (for
entropy with respect to the ¢; norm and for Euclidean with respect to the ¢, norm), and
their associated smoothed support functions can be computed in O(k) time (see, e.g., Ahron
Ben-Tal and Nemirovski (2001) and Condat (2016)).

5.4.1.1 “Nice”ness of dilated distance-generating functions

One of the most important properties of dilated DGFs is that they lead to a “nice” DGF as long as

each local convex conjugate gradient V¢ can be computed in time linear in |.A; |.15<] Specifically,
the gradient of a dilated DGF and of its convex conjugate can be computed exactly in closed form

by combining the gradients of each ¢; and their convex conjugates, as shown in Algorithm 5.5.

5.4.1.2 Dilated entropy distance-generating function

As mentioned, the dilated entropy DGF is the instantiation of the general dilated DGF framework
of Section 5.4.1 with the particular choice of using the (negative) entropy function at each decision
node. In particular, for any choice of weights ay, ; > 0 it is the regularizer of the form!><!

[Selin particular, this makes the dilated entropy and dilated Euclidean DGFs “nice” DGFs.

[>d][n this dissertation, we let 0log(0) = 0log(0/0) = 0. Since the dilated entropy DGF is a Legendre function, it is
guaranteed that all iterates and prox-steps will remain in the relative interior of the optimization domain at all times, thus
avoiding the non-differentiability issue of the entropy function at the boundary of Q.
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Algorithm 5.5: Gradient and smoothed support function for general dilated DGFs.

1 function Gradient(x € relint Q) 10 function ConjugateGradient(g € R¥)
> | g+ 0eR® 11 | z+0eR”
3 | forj € J in bottom-up order do 12 | z[@] 1
. be AN (z[a‘a]) 13| for j € J in bottom-up order do
oo e A g "l aea; || (zliaaca, + V5 ((glia)aca,)
5 ora c Aj; do 15 . 1 2[jal)a + ialzlia
o || Tl < glial + a s alpi]  alps] = @5((2lja])aca;) }; glialz[jal
acA;
7 glps] < glps] + o (%’(b) = (Ve;(b), b>> 16 | for j € J in top-down order do
| glo]  gle] + acVes(elo) || fora€ Ajdo
9 | returng 18 ‘ z[ja] « z[p;] - z[ja]
19 | returnz € Q
) x|ja
Q3> x+— agx|[d]logx[d Z a; | z[p;]log |A;| + Z x[ja] log w[[J } ) (5.12)
jeg a€A; P

We will now briefly review existing results specific to the dilated entropy DGF, for which
stronger results are known than for the general class of dilated DGFs. A central result in the
present paper is to show that there exist DGFs for sequence-form polytopes which are better than
the dilated entropy DGF, but that these DGFs can be partially recast in a dilated form, in order to
enable efficient computation of the smoothed support function.

First, as a direct consequence of the more general discussion in Section 5.4.1 and Algorithm 5.5,
the dilated entropy DGF is a “nice” DGF (in the precise sense of Definition 5.2) no matter
the choice of weights «. In particular, in the case of the negative entropy functions ¢;(x) =
log | A;j| + 3=, 4, x[ja] log z[ja], one has

eJa

(Voi(@))la] = 1+logz[a],  (Vj(g))la] = Sen, 0
forall a € A;, z € relint A, and g € R4, By plugging the above expression in the template of
Algorithm 5.5 we obtain linear-time exact algorithms to compute Vi and V™.
Kroer, Waugh, Kiling-Karzan, and Sandholm (2020) show that the dilated entropy DGF is
strongly convex modulus 1/Mg with respect to the ¢; norm, when the weights « are chosen as in
the following definition.

Definition 5.5 (Kroer et al. dilated entropy DGF). Define the DGF weights 5; recursively as

Bo=2+2> B B; —2+2max > By Vied.

j€Cy 7 j'€Cja
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The resulting instantiation of the dilated entropy DGF is the Kroer et al. dilated entropy DGF

k:x— Bez|d]logx[o +ZBJ( x[p; logA|+Zm[ja]logz[2é]).

jeTg aCA; [ J]

Example 5.1. Consider the small tree-form decision process introduced in Example 2.7,
reproduced below. In this case, the weights 3 in the construction of the Kroer et al.’s dilated
entropy DGF ¢ are computed as follows: fp = 8¢ = g = 2; fa = 2+2max{fs+0c, p} = 10;
Be = 2+ 2pa = 22. Correspondingly, the DGF ¢ is the function

K x— 22 x[2]log x[D] A
z[2] lo x o ALl x z[A2]
+ 10( [@]log(2) + x[Al]log 2] + x[A2] log 2[] ) x/
x[B3] x[B4] Sy 7§
+2 (m[Al] log(2) + x[B3] log 2[A1] + x[B4] log [Al]) B ’\’ C R Y
¥3 4* ¥5 6*
+2 (m[Al] log(2) + x[C5] log E;ﬂ + z[C6] log m{iﬂ) 0T

+2<m[A2] log(2) + x[D7] log %2;]] x[D8] log %Ag} x[D9] log ﬂig})

We remark that, on the surface, the strong convexity modulus of ﬁ with respect to the ¢;
norm might appear less appealing than the modulus 1 obtained by using the ¢/, norm. However,
recall that the norm that is used to measure strong convexity affects the value of the operator
norm of A, which is significantly smaller under the ¢; — /., operator norm (where it is equal to
max, . |A[r, c]|) than the ¢, — ¢5 operator norm for strong convexity with respect to the ¢, norm.

Unfortunately, due to the exponential nature of the weights defined in Definition 5.5, the
only known bound on the diameter of Q under the Kroer et al. dilated entropy DGF is

exponential.

Proposition 5.2 (Kroer, Waugh, Kilin¢-Karzan, and Sandholm, 2020). The diameter of Q
under the Kroer et al. dilated entropy DGF & satisfies

Qo < 2927213 max log |A;/].

In fact, this drawback is actually shared by all known analyses of dilated DGFs, not just dilated
entropy (Farina, Kroer, and Sandholm, 2019b).
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5.4.2 Dilatable global entropy distance-generating function

As mentioned at the end of the previous subsection, one drawback of both the general and
entropy-specific dilated DGFs developed in the past is that they have an exponential dependence
on the depth of the sequence-form polytope. In particular, note that the factor of 2 in the recursive
definition of the weights means that the factor 3; for some root decision node is growing at
least on the order of 292, where D¢ is the depth of the tree-form decision process. For some
sequence-form polytopes this might be acceptable: if the tree-form decision process is reasonably
balanced, then the number of decision nodes is also exponential in depth. However, for other
sequence-form polytopes this is unacceptable: the most extreme case would be a single line of
decision nodes, where the number of decision nodes is linear in © g, but the j; at the root is
exponentially large. This exponential dependence on depth also enters the convergence rate of
the optimization methods, since it effectively acts as a scalar on the polytope diameter €2 induced
by ©¢. Motivated by the need to soundly resolve that drawback, in this subsection we introduce
the first “nice” DGF (in the sense of Definition 5.2) with guaranteed polynomially-small diameter
for any decision node.

Definition 5.6 (Dilatable global entropy). The dilatable global entropy distance generating function
1 is the function ¢ : @ — R defined as

0: Q5@ woalellog(@le)) + 3 3 wiaaljallogalial + 3 alp,log |4,
JET a€A; JET

where each v; > 1 (j € J) is defined recursively as
Yo =1+ > %, 7 = 1+ max D W Vied, (5.13)
Jj€Co J'€Cja

and each w, > 1 (0 € X) is defined recursively as

We =Ye = Y Vs

jE€Cy
Wjq =Y — Z vy =1 +ar/n€%i§ Z Vi — Z i Vja € 3.
3'€Cja T JeC i'€Cja

The weights v; defined in (5.13) are very similar to the ones given for the dilated DGFs in the
previous section, except that the whole expression is smaller by a factor of two. Avoiding this
factor of two is crucial, because it allows us to avoid the exponential dependence on depth. Here,
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it is easy to see that ; is upper bounded by the number of decision nodes in the subtree rooted at
J, 80 7; is at most polynomial in the size of the sequential decision problem. In fact, it is not hard
to show that if j is the sole root decision node, then v; is equal to max,co||x||:.

Example 5.2. We continue the example started in Example 5.1, this time looking at the dilatable
global entropy function. In this case, the weights v in the construction of the dilatable global
entropy DGF ¢ are computed as follows: 7p =vc =78 = 1, 7a = 1 + max{vs +vc,7p} = 3;
7o = 1+7a = 4. Correspondingly, all weights w;, are equal to 1 except for war = ya —p = 2.
Correspondingly, the DGF ¢ is the function

P(x) = a:[@] log z[2] 1/A\2
x[Al]log z[A1] + 2z[A2] log [A2] &/ N 5
(B3] log (B3] + «[B4] log [B4] 7/I\9
[C5] log z[C5] + 2[C6] log [C6] B c FEYy
z[D7]log [D7] + x[D8] log z[D8] + x[D9] log x[D9] 0‘3 4*[1 5‘5 6%

+ 3w[ ]log(2) + x[Al]log(2) + x[Al]log(2)
+ x[A2] log(2).

Small TFDP considered in this

example.

5.4.2.1 Dilatability property

The adjective dilatable comes from the key property that the dilatable global entropy is equal
to a specific dilated entropy regularizer 1), on the sequence-from strategy space Q. More precisely,
consider the dilated entropy DGF defined as

V: Q3 x— yox[d]logx[o —&—Z%( x[p; 10g|A|+Zx[ja]logz[[Zf}]).
j

jeTJ acA;

Then, we have the following.

Theorem 5.3. The dilatable global entropy DGF and the dilated entropy DGF coincide on
the polytope of sequence-form strategies Q, that is, 1)(x) = ¢(z) for all x € Q.

Proof. We start by expanding the definition of ¢ (z) for = € Q:

U(x) = ypx[o] log x[2] + Z Z vxljal log [ ] —|— Z% x[p;] log | A

JET a€A; jeT
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= Z ZVJ x[ja)log x[jal Z Z’yj x[ja]log x[p;] —l—Z’y] x[pj]log|A;|, (5.14)

JET acA; JET acA; jeTg

where in the second equality we have used the fact that [@] = 1, as well as the properties of
logarithms. Given the assumption z € Q, itholds that }_ . , x[ja] = [p;] forall j € J and
so we can simplify the middle summation in (5.14) and obtain

Z Z v;xljallogx[ja] — Z%w[p] log z[p;] + Z%w[p] log | A,

JET a€A; jeT jeTJ

The middle summation multiplies the weights +; by a quantity that depends on the parent
sequence p; of j. It can therefore be rewritten equivalently by summing over nonterminal
sequences and multiplying by the weight of the children decision nodes, as follows.

Z Z v;xljallogx[ja] — Z Z Z virxja) log x[jal +nyj x[p;]log| A,

JET a€A; JET a€A; j'E€Cjq jeT
= Z Z vjx[jallog x[ja] — Z Z Z v | xljallog z]jal —i—Z'ij[pj] log | A;|
JET a€A; JET a€A;j \j'€Cja jeT
= Z Z wjqx[jallogx[ja] + Z v;x[p;]log | A,
JET acA; jeg
=¢(z),
as we wanted to show. O

The equality established in Theorem 5.3 does not hold outside the sequence-form polytope—a
set with no interior. Because of that, it is not surprising that in general V¢)(z) # V4)(x) even at
points x in the relative interior of the sequence-form polytope. We will return to the difference
between the gradients of ¢ and 1 in Section 5.4.2.5, where we show that the mismatch between
Vi(x) and Vi(z) is orthogonal to the sequence-form polytope when z € Q.

5.4.2.2 “Nice”ness of the dilatable global entropy DGF

We now show that our dilatable global entropy regularizer is “nice” in the sense of Definition 5.2,
that is, its gradient and the gradient of its convex conjugate can be computed exactly in linear
time in |X].

* The gradient of 1/ can be trivially computed in closed form and linear time in |X| starting
from Definition 5.6 as

(w(m))[a] — (1 +logz[o))w, + 3 ylog|4;] Vo €S, € relint Q.
J€Cs
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* Using the dilatability property, we have that the gradient of the convex conjugate satisfies

Vi*(g) = argmax{(g, z) — ¢(x)} = argerréaX{@, x) —P(x)} = Vi (g), (5.15)

xzeQ

where we used the dilatability property (Theorem 5.3) in the second equality. Therefore,
since 1) is a dilated DGF and its smoothed support function can be computed in linear time,
the smoothed support function of ¥ can be computed in linear time in |X|.

Animmediate consequence of the niceness established in the previous bullet point is that proximal
operators of 1) can be computed efficiently, as

prox, (g || €) = Vi (—g + V() = V' (—g + Vi (e)),

where the last equality is a special case of (5.15).

5.4.2.3 Strong convexity of the dilatable global entropy DGF

On the other hand, we now show that 1) has the advantage of a better strong convex modulus,
compared to the existing dilated entropy DGFs.

Theorem 5.4. The dilatable global entropy function ¢ : @ — R>¢ is a DGF for the sequence-
form polytope Q, 1-strongly convex on relint Q with respect to the ¢, norm.

Proof. The function v is twice-differentiable on (0, 1)* D relint Q. Using (5.1) we conclude that
1 is 1-strongly convex, since the Hessian is

where we used the inequalities 0 < z[o] < 1 and w, > 1. O

Theorem 5.5. The dilatable global entropy function % is strongly convex modulus 1/Mg with
respect to the £; norm on relint Q.

Proof. Using the second-order definition of strong convexity, we wish to show that the inequality
(m,V?)(xz)m) > 575 |m| holds for any m € R*. Expanding the Hessian matrix and using
the fact that w, > 1 for all o € ¥ gives
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msiom = ({3} > S

oEX

On the other hand, by expanding the definition of |jm||? and applying the Cauchy-Schwarz

inequality, we have

Il = (Z |m[o1|>2 - (Z ';j%m)

(250 () - (R < (R 50 e

Substituting (5.16) into the last inequality yields a proof of the desired strong convexity
modulus 1/Mg. O

5.4.2.4 Diameter of the dilatable global entropy DGF

The properties above immediately imply that our dilatable global entropy DGEF satisfies all the
requirements for a prox setup on the polytope of sequence-form strategies Q. Here we complete
the analysis by giving bounds on the diameter induced by .

Theorem 5.6. The ¢-diameter €2, o of Q is at most M2 max ;¢ 7 log |A;|.

Proof. By the definition of the polytope diameter and the fact that we chose our DGFs such

that mingec 4 ¢¥(x) = 0, we have

Q.0 <maxv(@) <max > yalp]log | 4] < maxmax log |4y | Y v5@[p]
JjeT JjeTJ
<M log | A :
omaxmax log [ Ay| > @[p]
JjeJ
< M2 max log A,
QUET g Ay
where the second inequality is by noting that log z[o] < 0 since z[o] < 1 for all 0 € %, the

fourth inequality is by noting that -; is largest at root decision nodes, where it is at most Mg,
and the fifth inequality upper bounds . ; z[p;| by Mg. O

In particular, Theorem 5.6 shows that the dilatable global entropy DGF improves the polytope
diameter of dilated entropy (Proposition 5.2) by a factor of 2°2+2, achieving a polytope diameter
with no exponential dependence on the depth © o of the sequence-form polytope.
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Example 5.3. Let Q be the sequence-form polytope corresponding to an optimal stopping
problem: an agent has a sequence of k decision nodes, and at each decision node they can
either choose to stop the game, in which case a payoff is reached, or they can choose to
continue the game, in which case they continue to the next decision node. For such a problem,
Q has depth k, which is also the size of Q as measured by the ¢; norm, i.e. Mg = k. In
this case, the diameter associated to 1 is k? log 2, whereas the dilated entropy DGF of Kroer,
Waugh, Kiling-Karzan, and Sandholm (2020) gives diameter 2*+2k? log 2.

Example 5.3 shows the most extreme type of decision problem in terms of our improvement
over existing results. Another example of a polytope that partially embeds this structure is the
decision spaces of a no-limit poker game. In those games, a player may raise by any amount
between the minimum raise size and the size of their stack. Because of this, there exists a very
deep decision path where players take turns raising by the minimum amount. However, the
average depth is much smaller than this.

Summing up our results on the dilatable global entropy, we have shown that it enjoys the
same fast smoothed-support-function computation as the dilated entropy DGF, while having a
better way to achieve strong convexity modulus 1/Mg. In particular, the existing dilated entropy
setup requires the weight parameters /5 to grow exponentially in the depth of the sequence-form
polytope, whereas we have only a linear growth in those weights. More concretely, this means
that the largest weights max;c 7 §; in the dilated entropy DGF are larger than the largest weights
max e 7 ; in the dilatable global entropy DGF by a factor of more than 292, This in turn allowed
us to achieve a better polytope diameter by a factor of 2222 while retaining the same strong
convexity modulus.

5.4.2.5 Gradient properties of the dilatable global entropy DGF

The previous subsections establish that the dilated global entropy DGF ¢ is dilatable (i.e., it
coincides with a dilated entropy DGEF, &, on all of their domain Q) and nice (i.e., gradients,
smoothed support functions, and proximal operators can be computed efficiently). Furthermore,
we have seen that 1 has very appealing metric properties, including a diagonal Hessian matrix
that renders establishing strong convexity rather trivial, especially as compared to the analyses of
dilated entropy DGFs in the prior literature (Kroer, Waugh, Kiling-Karzan, and Sandholm, 2020).

In this subsection we go one step further: by studying the relationship between the gradients
of ¢ and ), we will establish that the two enjoy the same strong convexity parameter. In particular,
we will make use of the following property, which we prove at the end of the section.
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Lemma 5.2. At any point = € relint Q, the gradients Vi (x) and Vi) () differ only along
orthogonal directions to the affine hull aff Q of Q, that s,

<V¢(az) - V@(w)vy - Z> =0 Vy,z € Q.

Lemma 5.2 immediately implies that for any two points x, ' € relint Q

(Vi(z) - V(') z — 2') = (Vi(z) - Vi (2), z — '),

that is, the strong convexity properties of ¢ established in Section 5.4.2.3 apply to ¢ as well. In
particular, this shows that the specific dilated entropy DGE 4 is 1-strongly convex on relint Q
with respect to the ¢; norm, and 1/M g-strongly convex with respect to the ¢, norm. Additionally,
the analysis of the diameter of ¢ transfers directly to ¢ by dilatability (Section 5.4.2.1). Combined,
these results enable us to introduce a 1-strongly convex dilated entropy DGF (and not just any nice
DGF) ¢ that for the first time has worst-case polynomially-bounded diameter.

We remark that it would be hard to establish such a result without first introducing our dilated
global regularizer, as analyzing the product (Vi)(z) — Vi)(x'), z — ') for a dilated entropy DGF
¢ is notoriously involved. Instead, the good metric properties of y—especially the diagonal
Hessian matrix—make the analysis of the strong convexity and diameter properties trivial.

In fact, every strong convexity proof for an entropy DGF that we are aware of uses the
Hessian-based condition (Ahron Ben-Tal and Nemirovski, 2001; Kroer, Waugh, Kiling-Karzan,
and Sandholm, 2020). If we had used this definition directly on the dilated DGF ¢, then
the lower bound from Kroer, Waugh, Kilin¢g-Karzan, and Sandholm (2020) implies that we
would get an exponential dependence on the depth. This is because the Hessian condition is
a sufficient but not necessary condition for strong convexity: it asks for the condition to hold
along directions orthogonal to the affine hull of the sequence-form strategy space, which is not
necessary. Arguably, the key insight for the dilatable global entropy is that it allows us to use the
Hessian-based sufficient condition for proving strong convexity in a way that avoids paying the
cost of maintaining strong convexity along irrelevant orthogonal directions. The fact that it also
greatly simplifies the Hessian-based analysis is an added bonus.

Another consequence of Lemma 5.2 is that the proximal steps induced by v and 1 coincide.
Indeed, for all centers y € relint Q and gradients g, one has

ars;englin{<g7 y) + Dy(y =)}

= argggin{(g, y)+v(y) — V¢(£C)T(y - 33)}
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= argmin{(g,y) +¥(y) — VY (z)' (y — )} (By dilatability, Theorem 5.3)
yeQ

= arggrgﬂn{(g, y) + d(y) — Vi(x) (y — z)} (Lemma 5.2)
Yy

=argmin{(g,y) + D;(y| z)}.
ye

Hence, mirror descent, online mirror descent, follow-the-regularizer-leader, mirror prox, and
EGT (among others) all produce the same iterates when instantiated with ¥ or 1. It is conceivable
that some methods—for examples methods that require taking norms of gradients, or methods
that rely on norms induced by the Hessian matrix of the regularizer (e.g., Abernethy and A.
Rakhlin (2009))—would in general not be equivalent when set up using v or .

Proof of Lemma 5.2. We will prove the theorem by structural induction on the structure of
the sequence-form strategy space. Specifically, we seek to prove that at all decision nodes
j € J,one has

>y OW = %) yylia’) = v, ylp;) log zp; . (5.17)

Since y is arbitrary, the equality above will immediately imply that for any j such that p; = @

D3 M(acxy[j'a']—zu’a'])=w<y[@]—z[@]>1ogw[@]=o, (5.18)

ox[j'a
Jlrja' €A [j

where the last equality follows from the fact that y[@] = z[@] = 1 since y, z are sequence-form
strategies. Now, since the set of sequences can be partitioned as ¥ = {@} U| |;c 7., —o{J'a’ :
J' = j,d € Ay}, and furthermore y[&] = z[@] = 1, it is evident that (5.18) considered for the
set {j € J : p; = @} immediately implies the statement.

In order to prove (5.17) we will use structural induction over the structure of the sequence-
form decision problem.

¢ Base case: terminal decision nodes j. Consider a terminal decision node j, that is one for
which C;, = {} forall a € A;. Then, for all a € A; we obtain from direct inspection that

oy
Oz[ja]

(%) = wja(1 + log z[jal); 35564 (@) =1 (1 *loe z[[joj]} )

Hence,
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S M @yl = 3 (e — 5y + (g — 35) o lja] + 7, log wlpy]ulia]

aE.Aj aw[]a] aE.Aj
= v, y[p;] log z[p;],

where we used the fact that by definition v; = w;, = 1, as well as the fact that y is a

sequence-form strategy and therefore ) . 4 y[ja] = y[p;]. Since the only j' = jis j
itself, the proof of the base case is complete.

¢ Inductive step. Consider a nonterminal j. Again by direct inspection, we obtain

o B

aja] ) = Via(l Tlogalia) + 3 vylogl Ay and
j'€Cja

il (x) = 1+1lo Z + Z log |Aj/|

daja] g Y5 75 108
j'€Cja j'€Cja

= w;q + vjlogx[ja] — v, log x[p;] + Z v, log | Aj|,
J'€Cja

where the last equality uses the definition of wjq = 7; = > ¢ 4, V5-

Now, the set of descendant decision nodes {j’ € J : j' %= j} can be partitioned as

Gru | || " eT =)

a€A; j'€Cjq

Correspondingly, using the inductive hypothesis we have

> awa z)ylj'a]

JiFja’ €Ay

2 8211[;;}?) Dyyljal | + > > vy yliallogaljal

a€A; a€A; j'€Cja
= Y ((wsa — ) 10galja] + 75 log @py] ) ylja]

aCA;
+ Z Z v, ylja]log z[ja]

a€A; j'€Cjq

=2 (( i+ Y 7;)10gwya]+% logﬂc[m)yb‘a]

a€A; j'€Cja
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= > v yliallogxlp;] = v; ylp;] log [p;),
acAj

where we again used the definition of wjq == ; = >_/c 4, 7j7, @s well as the fact that y is
a sequence-form strategy and therefore ) A, yljal = ylp;].

This concludes the induction proof. O

5.5 Experimental evaluation

In this section we compare the numerical performance of the dilated entropy and dilatable global
entropy DGFs for computing Nash equilibria in two-player zero-sum imperfect-information
extensive-form games.

Our experiments will be shown on nine different games, which span a variety of poker games,
other recreational games, as well as a pursuit-evasion game played on a graph. All games are
standard benchmarks in the computational game theory literature, and a full description of the
games is given in Appendix A. In Table 5.1(a) we summarize the game instances we use, as well
as some of their key dimensions: the number of decision points | 71|, |J2| for Player 1 and 2,
respectively, the number of sequences ||, |33|, and the number of terminal nodes (leaves).

Decision Points Sequences  Leaves Weights Weights v

Game instance ||+ | T2| |21 + |22 |Z Avg Ma Avg Max
Kuhn poker 12 26 3¢ | 887 3 [[2286 7
Leduc poker (3 ranks) 288 674 111€ | 11.766 68 || 2.117 43
Leduc poker (13 ranks) 5148 12014 9895€ [12.057 12320 || 2.131 703
Goofspiel 34952 42658 13824 | 6.912 2344: || 1.698 917
Battleship (3 turns) 81027 327070 552132 | 3.294 289 | 1.242 99
Battleship (4 turns) 1050723 3236158 3487428 | 3.753 2747 || 1.331 483
Liar’s dice 24576 49142 147420 |15.556 6554( || 2.043 1399
Pursuit-evasion (4 turns) 382 2086 15898 | 8.286 6 || 1.943 5

4N Pursuit-evasion (6 turns) 11888 69029 118514 |19.424 25¢ 2.508 7

(A) — Game instances and sizes (B) (¢}

Table 5.1: (A) Various measures of the size of each of the games that we test algorithms on. (B), (C) The
magnitude of the dilated entropy DGF and dilatable global entropy DGF weights.

Our experiments will show performance on three algorithms. First, we will plot the perfor-
mance for both the EGT and MPROX algorithms, with stepsizes and smoothing chosen according to
the theoretical values dictated by Theorems 5.1 and 5.2, with one minor variation: for each DGF,
we do not scale by Mg, which is required in order to achieve strong convexity with respect to the
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¢, norm. This is done because scaling by this last factor leads to extremely slow performance for
all of the DGFs. Second, we will also show results on a tweaked variant of EGT called ‘EGT/AS/,
which implements several heuristics that typically lead to better performance in practice, as seen
in Hoda, Gilpin, Pefia, and Sandholm, 2010; Kroer, Waugh, Kilin¢-Karzan, and Sandholm, 2020;
Kroer, Farina, and Sandholm, 2018b. These heuristic are:

1. p balancing: At each iteration, we take a step on the player ¢ whose smoothing parameter 1;
is larger.

2. Aggressive stepsizing: The original stepsize of EGT at iteration ¢ is 7 = 2/(3 + t), which is
typically too conservative in practice. Instead, EGT/AS maintains some current value 7,
initially set at 7 = 0.5. EGT/AS then repeatedly attempts to take steps with the current 7,
and after every step checks whether the invariant condition of EGT still holds. If not, then
we undo the step, decrease 7, and repeat the process.

3. Initial i fitting: The initial EGT values for ji,, p,, are much too conservative. Instead, At the
beginning of the algorithm we perform a search over initial values for i, = p1,,. The search
starts at the candidate value = 107% and stops as soon as the choice of p1,, = p,, = p yields
an excessive gap value above 0.1. If the current choice does not, . is incremented by 20%
and the fitting continues.

For all parameters above, we use the same values as in Kroer, Farina, and Sandholm (2018b), even
though those values were tuned for the dilated entropy DGEF, rather than dilatable global entropy.

In the presentation of the numerical performance, we will generally plot the number of
iterations of the FOM on the x-axis, rather than plot wall-clock time. Since we hold the algorithmic
setup fixed in each plot, apart from the DGF, this gives a fair representation of performance, since
they all use the same set of operations (in particular the same number of gradient computations,
which is typically the most expensive operation). For EGT/AS, we will instead plot the number of
gradient computations on the x-axis, since the number of gradient computations can vary for
each DGF, depending on the amount of backtracking incurred.

We will focus on comparing our new dilatable global entropy for the sequence-form poly-
tope (Definition 5.6) to the prior state-of-the-art dilated entropy DGF (Definition 5.5) from Kroer,
Waugh, Kilin¢g-Karzan, and Sandholm, 2020.

Before we study the numerical performance, we look at the size of the DGF weights 8 and ~
for each of the games. Table 5.1 column (b) shows the average and maximum size of the dilated
entropy, and Table 5.1 column (c) shows the corresponding values for the dilatable global entropy
DGE. We see that the dilatable global entropy DGF requires vastly less weight, especially in terms
of the maximal weights near the root of each decision space.
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5.5.1 MPROX and EGT without aggressive stepsizing

First, we study the theoretically-correct way to use the DGFs. In particular, we instantiate both
EGT and mirror prox with the stepsizes and DGFs as specified in Theorems 5.1 and 5.2, for the
dilatable global entropy and dilated entropy. The results for EGT are shown in Figures 5.1 and 5.2.
Across both algorithms and all nine games, we see that our new dilatable global entropy DGF
performs better, sometimes by over an order of magnitude (e.g., in liar’s dice and pursuit evasion
(6 turns)). This is in line with the fact that our new DGF has a better strong convexity modulus,
which allows for a much smaller amount of smoothing, while still guaranteeing correctness. This
in turns allows the algorithms to safely take larger steps, thereby progressing faster.

—EGT 12230 Bey L22d2 [Eareyy

a 0
g 10" 4§
<
S
z N Y 107" 3 N
10-3 4 Dilated entropy (¢) N 107! 4 Dilated entropy (3) \\ —— Dilated entropy () \\
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T T T r T T T r 1072 4 f f T
10° 10! 102 10° 10° 10! 102 10° 10° 10 10? 10°
—EGT B2323 [y B2324 [alehy
==RZ 3.6 x 10° ===
a, N 3.4 x 10° \\
5. 5 3.2 % 10° \
< 1071 \ 3% 10° {
2 \ 2.8 x 10° \
\
0
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Figure 5.1: Performance of the EGT algorithm instantiated with the two entropy DGFs across nine
games. The x-axis shows the number of EGT iterations, and the y-axis shows the distance to Nash

equilibrium.
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Figure 5.2: Performance of the MPROX algorithm instantiated with the two entropy DGFs across nine

games.

5.5.2 EGT with aggressive stepsizing

Secondly, we investigate the numerical performance of the two entropy DGFs in the EGT/AS
algorithm in Figure 5.3.
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Figure 5.3: Performance of the EGT/AS algorithm instantiated with the two entropy DGFs, as well as
aggressive stepsizing, ;1 balancing, and initial p fitting.

Here we see a smaller performance improvement. For most of the games, we get a small factor

of improvement for the first 100 or so iterations, but then the performance is similar thereafter. For

liar’s Dice there is a persistent improvement to using dilatable global entropy across all iterations.

5.A Appendix: Properties of SMPL functions

In this appendix we mention several basic results about strictly monotonically increasing

piecewise-linear (SMPL) and quasi-SMPL functions. Proofs of elementary results are omitted.
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Lemma 5.3. Let f : I — R be SMPL, and consider a standard representation of f of
size S. Then, for any b € R and k£ > 0, a standard representation for the SMPL function
I> 2z~ b+ kf(x) can be computed in O(S + 1) time.

Lemma 5.4. The sum f; +--- + f, of n SMPL (resp., quasi-SMPL) functions f; : I — R
is a SMPL (resp., quasi-SMPL) function / — R. Furthermore, if each f; admits a standard
representation of size S;, then a standard representation of size at most Sy + - - - + ), for their
sum can be computed in O(S; + - - - + 5, + 1) log n) time.

Lemma 5.5. Let f : R = R be SMPL, and consider a standard representation of f of size S.
Then, for any 3 € R, a standard representation of size at most S for the quasi-SMPL function
I>zw[f(x)— B]" can be computed in O(S + 1) time.

Lemma 5.6. The inverse f~! : range(f) — R of a SMPL function f : I — R is SMPL.
Furthermore, if f admits a standard representation of size S, then a standard representation
for f~1 of size at most S can be computed in O(S + 1) time.

Lemma 5.7. Let f : R — [0,+00) be quasi-SMPL. The inverse f~! : (0,400) — R of f
restricted” to domain (0, +00) is SMPL. Furthermore, if f admits a standard representation of
size S, then a standard representation of size at most S for f~! can be computed in O(S + 1)

time.

"We restrict the domain to (0, +-00) because f~!(0) may be multivalued.

Proof. We have f(z) = [g(x)]T where g is SMPL. It follows that the function g : I — R defined
as g(x) = g(x) for the interval I = {z : g(x) > 0} is SMPL as well. For any z such that f(z) > 0
we have = € I, and thus f~! = ¢!, and it follows from Lemma 5.6 that f~! is SMPL. O

Lemma 5.8. Let f : [0,+00) — R be a SMPL function, and consider the function g that
maps y to the unique solution to the equation = = [y — f(z)]*. Then, g is quasi-SMPL and
satisfies g(y) = [(z + f)~'(y)]T, where (z + f)~! denotes the inverse of the SMPL function
z = + f([2] 7).
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Proof. For any y € R, the function hy : © — = — [y — f(z)]" is clearly SMPL on [0, +00).
Furthermore, h,(0) < 0 and hy(+00) = 400, implying that h,(x) = 0 has a unique solution.
We now show that g(y) = [(z+f)~!(y)] " is that solution, that is, it satisfies g(y) = [y— f(g(y))]*
forall y € R. Fixany y € R and let

g=@+H 'y <= g+fl@H=yv <= g=y—f(3") (5.19)

There are two cases:

e If g > 0, then g(y) = [g]" = g, and so we have
9(y) =a" =y~ f{g )" =y — flaw)]™,

as we wanted to show.
e Otherwise, g < 0 and g(y) = 0. From (5.19), the condition g < 0 implies y < f([g]*) =
£(0). So, it is indeed the case that

0=yg(y) =ly—fO)]" =[y— flg(O)]",

as we wanted to show.

Finally, we note that the function (z + f)~! : R — R is SMPL due to Lemma 5.6, implying that
g(y) is quasi-SMPL. O
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Chapter 6

Strongly predictive learning
dynamics, and Op(logT/T)
convergence in self play

As we have seen in the past chapters, it is possible to devise learning algorithms with guaranteed
external regret of order Or(v/T) in any imperfect-information extensive-form game, without any
assumption on the sequence of utility vectors observed by the learning algorithm. Furthermore, when
all players employ any such algorithm (with potentially different players opting for different
options), the average distribution of play converges to the set of coarse correlated equilibria.

The combination of the two previous facts is remarkable: equilibrium can be reached at
the approximation rate of Or(1/v/T) even when playing against adversarial unknown players.
However, this begs a natural question:

Isaregret rate better than Or (/T achievable in less adversarial (more predictable) environments,
including the setting of training agents using self play?

What are the optimal performance guarantees we can obtain when learning agents are
competing against each other?

6.1 Related work

The fundamental question above was first formulated and addressed by Daskalakis, Deckelbaum,
and Kim (2011) within the context of nonsequential, zero-sum games. Since then, there has been
a considerable interest in extending their guarantee to more general settings (S. Rakhlin and
Sridharan, 2013; Syrgkanis, Agarwal, Luo, and Schapire, 2015; D. J. Foster, Li, Lykouris, Sridharan,
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and Tardos, 2016; Chen and Peng, 2020; Daskalakis and Golowich, 2022; Piliouras, Sim, and
Skoulakis, 2021). In particular, Daskalakis, Fishelson, and Golowich (2021) recently established
that when all players in a general normal-form game employ the optimistic variant of multiplicative
weights update (MWU) (reviewed in Section 3.3.1), the regret of each player grows nearly-optimally
as Or(log* T) after T repetitions of the game, leading to an exponential improvement over the
guarantees obtained using traditional techniques within the no-regret framework. However,
while normal-form games are a common way to represent strategic interactions in theory, most
settings of practical significance inevitably involve more complex strategy spaces. For those
settings, any faithful approximation of the game using the normal form is typically inefficient,
requiring an action space that is exponential in the natural parameters of the problem, thereby
limiting the practical implications of those prior results.

6.2 Contributions

As mentioned, a positive answer for the fundamental question expressed above was known
for nonsequential games but not for imperfect-information extensive-form games, which are
significantly more involved. In this chapter we answer the question in the positive for any
imperfect-information extensive-form games, no matter the number of players. Specifically, in this
chapter we will show the first uncoupled no-regret algorithms that, if used in self play, guarantee
cumulating Or(log T') regret in the worst case, respectively. This method improves over the
prior state of the art, which achieved Or(log T) (albeit with better dependence on the size of
the game) and was based on the significantly different technique of Kernelized multiplicative
weights, described in Chapter 7.

One remarkable property about the algorithm we describe in this section, which we call
log-regularized lifted optimistic FTRL (LRL-OFTRL), is its wide applicability even beyond imperfect-
information extensive-form games. Indeed, like the OMD and FTRL algorithms we discussed in
Chapter 5, LRL-0FTRL can be used to define no-external-regret dynamics that apply to any convex
and compact strategy set X, not just sequence-form strategy spaces. However, LRL-0FTRL differs
from OMD and FTRL in at least two significant ways. First, LRL-0FTRL defines strongly predictive
dynamics. This property will be fundamental in establishing logarithmic regret bounds in self
play. Second, LRL-OFTRL does not enable flexibility in the proximal setup used to instantiate
the algorithm, and rather requires that a logarithmic regularizer be used. This inflexibility
should be naturally met with suspicion, as the logarithmic DGF is not “nice” in the sense of
Definition 5.2, and for general convex and compact strategy sets an exact algorithm for projecting
with respect to the logarithmic DGF might not even exist. Luckily, we show that under mild
assumptions—which we show are satisfied in the sequence-form strategy polytope setting—an
approximate projection can be computed with an extremely favorable loglog(1/¢) dependence on
the desired approximation level € > 0.
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6.3 Setup and algorithm pseudocode

Due to the applicability of LRL-OFTRL to any convex and compact strategy set, we present
LRL-OFTRL in full generality, letting X C R? denote such a strategy set. Without loss of generality,
we will further assume that X C [0, +00)? (otherwise, it suffices to first shift the set), and that
there is no index r € [d] such that «[r] = 0 for all x € X (if not, dropping the identically-zero
dimension would not alter regret).

The pseudocode for LRL-0FTRL is simple, and is given in Algorithm 6.1.

Algorithm 6.1: Log-Regularized Lifted Optimistic FTRL (LRL-OFTRL)

Data: » X C R‘;O convex and compact strategy set
* 1 € Ry learning rate.

(1

1 U+ 0e R
> function NextStrategy ®) € R¥)
(t) t)
3 | m® ( m (f)m ) [> Lifting]
A (t) A d
4 ( (t)) + argmax n<U +mm®, ( )> + log A + Z log y[r] [> FTRL step]
Y (A y)ex Yy =
y(i) L
5 | return z® = O ex [> Normalization]
6 function ObserveUtlllty (u® € R¥)
=~ (t) w“) cpps
7w\ u@) [> Lifting]
5 U(t+1) U (t) + u(t

It is easy to see that internally LRL-0FTRL builds on the follow-the-regularized-leader (FTRL)
algorithm, which was introduced in Section 5.2.3, but with some important twists.

1. Lifting. First, the FTRL steps are performed not on X, but rather on the lifted strategy set X,
defined as

X :={(\y): A€ 0,1],y € \X} C R, 6.1)

(See Figure 6.1 for geometric intuition on the relationship between X and X). The utility
vectors u(*) € R? passed to LRL-OFTRL as feedback will also be lifted to vectors @¥) € R**1,
defined on Line 7; this ensures that @*) is orthogonal to the vector (1, z().

2. Logarithmic reqularization. Second, FTRL is instantiated with the logarithmic DGF for R¢*1,
that is, the function
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Lifting

>

Figure 6.1: The lifting operation performed by the LRL-OFTRL algorithm on the strategy set.

d
¢\ y) = —logA— Y logylr],  V(\y)ecRL"

r=1

We discuss how the optimization problem defined in Line 4 can be solved efficiently in
Section 6.6. Below we point out that Line 4 is indeed well-defined.

Proposition 6.1. For any n > 0 and at all times ¢ € N, the FTRL optimization problem
on Line 4 of Algorithm 6.1 admits a unique optimal solution (A\(),y®) € X N R

3. Normalization. Third, given the iterate (\(!), y(V)) output by the FTRL step at time ¢, our
no-regret algorithm over X’ selects the next strategy z® := y® /A() (Line 5); this is indeed
a valid strategy in X’ by definition of X in (6.1), as well as the fact that A() > 0 as asserted
in Proposition 6.1.

6.4 Regret analysis

In this section, we study the regret of LRL-OFTRL under the idealized assumption that the
optimization problem on Line 4 (FTRL step) is solved exactly at each time ¢. In Section 6.6 we
will relax that assumption, and study the regret of LRL-OFTRL when the solution to Line 4 is
approximated using variants of Newton’'s method.

Connection between regret on X and on X Our ultimate goal will be that of analyzing the

external regret
T
ReaT) ®) 4 — g®
eg max ;m x—x')

accumulated by LRL-OFTRL up to any time 7" € N3;. To do so, it will be particularly useful to
relate it to the regret f{eg(T) incurred with respect to the lifted utilities @*) by the lifted iterates
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(A®,y®) € X (produced by Line 4) in the lifted space X, that is,

T
. A A0
Reg(T) ‘= max ~Z a®, 1w )
(A yr)e® Yy Yy

As the following theorem clarifies, there is a strong connection between f{eg(T) and Reg(T)

Theorem 6.1. For any time T' € N it holds that Reg(T)

follows that Reg(T)

= max{0, Reg™}. In particular, it
> 0 and Reg™ < Reg(T) for any T € Nx.

Proof. First, by definition of @(*) in Line 7, it follows that for any ¢,

t
a® AV ao, [ 1 =0.
"\ y® "\ z®

As a result, we have that max{0, Reg'"’} is equal to

T T
maX{O max Z O g ”)} = maX{O, meew)({z:
= *

T
T
_ ~ (t)
= max DA B
Ay~ )EX;< (y >
a A* A® . (7
= max Z ﬁ(t), — ) = Reg
(A y*)eX y* Y
as we wanted to show. O

The nonnegativity of Reg(T) will be a crucial property in establishing Theorem 6.2. Further,
Theorem 6.1 implies that a guarantee over the lifted space can be automatically translated to a
regret bound over the original space X'

Local norms induced by the logarithmic DGF  Given any vector (), y) € X NR%}!, the Hessian
matrix of ¢ at (A, y) induces a local primal-dual norm pair centered at that point, defined as

)], =626 )

(aX)? + Y (=[r]ylr)”

#(AY) r=1

(Ny)
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for any (a, z) € R, (Itis a well-known fact that || - ||, (s 4 is the dual norm of || - ||(» ), and vice
versa.) To simplify notation, we will use the streamlined symbols

[l = 11 fao yo) and I e = 1l xo yo) (6.2)

to denote the local norms centered at the iterate (\(), y*)) produced by FTRL at time ¢ (Line 4).
In the next proposition we establish a refined regret bound in terms of this primal-dual norm
pair.

Proposition 6.2 (Regret of FTRL in local norms). Let Reg(T) be the regret cumulated up to
time 7 by the internal FTRL algorithm. If [|u®||..||z|; < 1 atall times ¢ € [T, then for any
time horizon T’ € N and learning rate n < =&,

2

T T—1
~ (1) _ (d+1)logT _w | 1 A(+1) A
Reg "< —————— + 59 Hu -m - — — .
n t:zl *,0 27’[] t:zl y(t""l) y(f) .

Proposition 6.2 differs from prior analogous results in that the regularizer is not a barrier over the
feasible set.

Multiplicative stability of the lifted iterates The iterates produced by FTRL satisfy a refined
notion of stability, which we refer to as multiplicative stability.

Proposition 6.3. Forany timet € N> andlearningraten < 2, if [|[ul| || ||1, [m® | [lz]l1 <

lforallxz € X,
A1) A®
y(t+D y®

Intuitively, this property ensures that coordinates of successive iterates will have a small mul-

t

tiplicative deviation. We leverage this notion of stability to establish the following crucial
lemma.

Lemma 6.1. For any time ¢ € N> and learning rate n < &, if [[u® || [lz|l1 < 1,

AE+D A®
2+ — 2Dl < 4] X)) -
yt+D) y®

t
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Establishing strong predictivity Combining this lemma with Proposition 6.2 allows us to
obtain an RVU bound for the original space &, with no dependencies on local norms.

Corollary 6.1 (RVU bound in the original (unlifted) space). Fix any time T € N3, and

suppose that |[u®||,, < B forany ¢ € [T]. If n < m,

T-1

+ 167 X7 ) ul —mOZ,
t=1

~ d+1)logT
freg ™) < 0B, + (R

t+1) o (1))2
512n||zc||2 ZH‘” =zl

1 =1

6.5 Connecting strong predictivity and logarithmic regret

The variation in one player’s utilities is related to the variation in the joint strategies based on the
smoothness condition of the utility function, connecting the last two terms of the RVU bound. In
particular, for the rest of the chapter, we will work under the following standard assumptions,
which are always verified in (finite) normal-form and extensive-form games.

Assumption 6.1. The utility function w;(z1,...,x,) of any player i € [n] satisfies the

following properties:

1. (Concavity) u,(x;, x_;) is concave in x; for x_; = (x1,. .., Ti—1, Tix1, ..., &Tp) € X#i X;;

2. (Bounded gradients) for any (x1,...,&,) € X?Zl X, [Vaui(x1,...,20)]|o < B, for
some parameter B > 0; and

3. (L-smoothness) there exists L > 0 so that for any two joint strategy profiles x, ' € X;;l X,

IVa,ui(x) = Va,ui(@)||loo < L Z |x; — @ il

Jj€ln]

Given the assumption above, and by leveraging the nonnegativity of the regrets in the lifted
space, we establish that the second-order path lengths of the dynamics up to time 7" are bounded
by Or(logT'):
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Theorem 6.2. If all players follow LRL-OFTRL with learning rate

1 1
< mi ; )
! “““{256B||X|1 128nL||X||%}
where || X[|; == max;c [,y || A1, then
n T-1

332 — 22 < 61440y BI|X|f} + 1024n(d + 1) X3 log T (6.3)

i=1 t=1

We next leverage Theorem 6.2 to establish Theorem 6.3.

Theorem 6.3. If all players use LRL-0FTRL within the COLS (that is, with m®) = =1 of.
Section 3.2.1) with learning rate

. 1 1
= mm{ 256B[| X, 128nL[X[? }
then for any T' € N3 the regret RegET) of each player i € [n] can be bounded as
Reg!") < 12B| X |1 + 256(d + 1) max{nL||X|?,2B]/X|; } log T. (6.4)

Furthermore, the algorithm can be adaptive so that if player ¢ is instead facing adversarial

D = 0r(VD).

utilities, then Reg

For clarity, below we cast (6.4) of Theorem 6.3 in normal-form games with utilities normalized in
the range [—1, 1], in which case we can take B =1, L = 1 and ||X||; = 1.

Corollary 6.2 (Normal-form games). Suppose that all players in a normal-form game with

n > 2 follow LRL-OFTRL within the COLS with learning rate = 5. Then, for any T' € N3

and player i € [n],

(T)

Reg,”’ <12+ 256n(d + 1)logT.

6.6 Implementation and iteration complexity

In this section, we discuss the implementation and iteration complexity of LRL-0FTRL. The main
difficulty in the implementation is the computation of the solution to the strictly concave nonsmooth
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constrained optimization problem in Line 4. We start by studying how the guarantees laid out in
Theorem 6.3 are affected when the exact solution to the FTRL problem (Line 5) in Algorithm 6.1 is
replaced with an approximation. Specifically, suppose that at all times ¢ the solution to the FTRL
step (Line 4) in Algorithm 6.1 is only approximately solved within tolerance ¢, in the sense that

A A
y® yt”

where (A y®)) € RZE! and

AP S0 @y [A :
) | =argmaxen( U~ +m", +log A + Z logylr] ¢
Yx (\y)eX Y —1

Then, it can be proven directly from the definition of regret that the guarantees given in

< e, (6.5)
Ay

Corollary 6.1 deteriorate by an additive factor proportional to the sum of the tolerances Zthl e,
As an immediate corollary, when ¢(*) := ¢ := 1/T, the conclusion of Theorem 6.3 applies even
when the solution to the optimization problem on Line 4 is only approximated up to ¢ tolerance.
Therefore, to complete our construction, it suffices to show that it is indeed possible to efficiently
compute approximate solutions to the FTRL step. In the remainder of this section, we show that
this is indeed the case assuming access to two different types of oracles. It should be stressed that
optimizing over a general convex set introduces several challenges not present under simplex
domains, inevitably leading to an increased per-iteration complexity compared to algorithms
designed specifically for normal-form games—such as OMWU.

6.6.1 Local proximal oracle

First, we will assume access to a proximal oracle in local norm for the set X , that is, access to a
function that is able to compute the solution to the (positive-definite) quadratic optimization
problem

A+l , - 2
Mg (g) = argmjn{(@],i:} + %H:ﬁ — 117||121,} = argm}n{(f],i:} + % Z(aj[r] _ 1) } (6.6)

zeX r=1 w['f’}

for arbitrary centers w € R%}' and gradients g € R4*!. For certain sets X C R?, exact proximal
oracles with polynomial complexity in the dimension d can be given. In particular, this is the
case for sequence-form strategy polytopes, where I1;(g) can be computed using the algorithm
described in Section 5.3.1. Specifically, the following holds.
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Proposition 6.4. Let ¥ = Q be the polytope of sequence-form strategies for a player in an
imperfect-information extensive-form game. Then, the local proximal oracle II4(g) defined
in (6.6) can be implemented exactly in time polynomial in the number of sequences || for

any @ € RZ™ and g € RIZI+1,

When an efficient, exact local proximal oracle is available, the projection ()\it), y(*t)) € X can

be computed up to any precision € > 0 using loglog(1/¢) calls to the oracle, by using the proximal
Newton algorithm (Tran-Dinh, Kyrillidis, and Cevher, 2015). More precisely, Tran-Dinh, Kyrillidis,
and Cevher (2015) studied the following composite minimization problem:

Jin {F(2) = f(2) +9(2)}, (6.7)
where f is a (standard) self-concordant and convex function, and g : R¥*! — R U {+} is a
proper, closed and convex function. In our setting, we will let g be defined as

0 ifzeX,
9(x) = ,
+o0o otherwise.

Further, for a given time ¢ € N>, we let

d+1

7 ) +m®), i> - Zlog 2[r]
r=1

Fide —n<U
and

3, = arg rr}in{f(:ik) + (V@) (& — &) + %(5; — &) V2 (@) (@ — @k)}, (6.8)

xeX

for some &;, € R%;!. The optimization problem (6.8) can be solved directly through the local
proximal oracle. The proximal Newton method given in Algorithm 6.2.

The algorithm proceeds in two phases. In the first phase we perform damped steps of proximal
Newton until we reach the region of quadratic convergence. Afterwards, we perform full steps of

proximal Newton until the desired precision € > 0 has been reached. The following is known.

Theorem 6.4 (Tran-Dinh, Kyrillidis, and Cevher, 2015, Theorem 9). Algorithm 6.2 returns
T € R‘f{)l such that ||Zx — &*||z~ < 2€ after at most
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Algorithm 6.2: Proximal Newton method (Tran-Dinh, Kyrillidis, and Cevher, 2015)

Data: Initial point &(; Precision € > 0; Constant o := 0.2

1 fork=1,...,Kdo
Obtain the proximal Newton direction di, < 3j, — @1, where 3, is defined in (6.8)
Set A\, + ||dkH(i:k

if Ay > 0.2 then

‘ Tpr1 — T + ardy, where oy == (1+ M)t [> Damped Step]
else if \;, > ¢ then

‘ Tpt1 — T + d, [> Full Step]
else

| return

© 00 N o a B~ W N

K= | HE B s () | 42

iterations, for any ¢ > 0, where &* = arg min,, F(&), for the composite function F' defined
in (6.7).

Corollary 6.3. Givenany ¢ > 0, it is possible to compute (A, y) € X NRE}! such that (6.5)
holds for ¢®) = ¢ using O(loglog(1/¢)) operations and O(loglog(1/¢)) calls to the proximal
oracle defined in Equation (6.6).

Proof. The corollary follows from Theorem 6.4 by initializing Algorithm 6.2 at every iteration
t > 2 with &y == &1 = (At~D y(=1). Then, as long as e~V is sufficiently small,
the number of iterations predicted by Theorem 6.4 will be bounded by O(loglog(1/¢)), as
claimed. O

6.6.2 Linear maximization oracle

Moreover, we consider having access to a weaker linear maximization oracle (LMO) for the set X:

Lx(u) == arg max(x, u). (6.9)

reEX
Such an oracle is more realistic in many settings (Jaggi, 2013), and it is particularly natural in the
context of games, where it can be thought of as a best response oracle. We point out that an LMO
for X automatically implies an LMO for X. The following guarantee follows readily by applying
the Frank-Wolfe (projected) Newton method (Liu, Cevher, and Tran-Dinh, 2020, Algorithms 1 and 2).
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Theorem 6.5 (Frank-Wolfe Newton). Given any e > 0, it is possible to compute (A®), y(*)) €
X NRZE! such that (6.5) holds for €(Y) = ¢ using O(poly(1/¢)) operations and O(poly(1/e))
calls to the LMO oracle defined in Equation (6.9).

6.7 Experimental evaluation

Finally, we support the theory developed in this chapter by conducting experiments on four estab-
lished benchmark games: and [§€E}), respectively 2-player and 3-player Kuhn poker (Kuhn,
1950); 2-player limited-information Goofspiel (Ross, 1971); and [SIEPP), the baseline version
of (2-player) Sheriff (Farina, Ling, Fang, and Sandholm, 2019a). As usual, a full description of
the game instances used is available in Appendix A. Of these games, only 2-player Kuhn poker
() is a zero-sum game.

The experiments are meant to verify the logarithmic per-player regret bound established in
Theorem 6.3. Our findings are summarized in Figure 6.2, where we remark that the x-axis is on a
logarithmic scale. All plots refer to the choice of learning rate 7 := 0.5, which was selected after a
very mild tuning process.
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— 3-Player Kuhn poker
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Figure 6.2: The regret of the players when they follow our learning dynamics, LRL-0FTRL. The z-axis
indexes the iteration, while the y-axis the regret. The scale on the x-axis is logarithmic. We observe
that the regret of each player grows as Or(log T), verifying Theorem 6.3.

We confirm that each player’s regret indeed appears to have a linear trend in the semiloga-

rithmic plot, which corresponds to a logarithmic rate of growth as a function of the number of

iterations 7.

6.A Appendix: Proof details

6.A.1

Proof of Proposition 6.1

problem on Line 4 of Algorithm 6.1 admits a unique optimal solution (A}, y®) € X N

Proposition 6.1 (Restated). For any n > 0 and at all times ¢ € N>, the FTRL optimization

d+1
RELL.
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Proof. Uniqueness follows immediately from strict convexity. In the rest of the proof we focus
on the existence part.

We start by showing that there exists a point # € X whose coordinates are all strictly
positive. By hypothesis (see Section 6.3), for every coordinate r € [d], there exists a point x,
such that z,.[r] > 0. Hence, by convexity of X C [0, +00)? and by definition of X, the point

14
(1,z°) = (1, d;m,).

is such that (1,z°) € X NRY,,

Let now M be the /. norm of the linear part in the FTRL step (Line 4 of Algorithm 6.1).
Then, a lower bound on the optimal value v* of objective is obtained by plugging in the point
(1,z°) at least

d

vt 2 =M1+ | X]1) 4+ logz°[r]. (6.10)
r=1
Let now
d
m = exp{(QM +d)(1+ ||X|) + Zlogmo[r]} > 0. (6.11)
r=1

We will show that any point (), y) ¢ [m,+00) N X cannot be optimal for the FTRL objective.
Indeed, take a point (), y) ¢ [m, +00) N X. Then, at least one coordinate of (\,y) is strictly less
than m. If A\ < m, then the objective value at (), y) is at most

d d
MX+ M| X[y +log A+ Y logylr] < M(1+ || X|[1) +logm+ Y _log|| X[y

r=1 r=1
<M+ ||X]1) + logm +d| X1
< (M +d)(1+ ||X]1) + logm
d
=M1+ X[1)+ ) logz°[r] (from (6.11))

r=1

<ot (from (6.10))

where the first inequality follows from upper bounding any coordinate of y with ||X||;, and
the second inequality follows from using the inequality log z < z, valid for all z € (0, +00).
Similarly, if y[s] < m for some s € [d], then we can upper bound the objective value at (A, y) as
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d d
M + M| Xl +log 1+ > logy[r] < M(L+ [[X]l1) +logm + Y log|| X}

r=1 r=1
ML+ [|X[[1) + (d = 1) (|X]}s — 1) + logm
< (M +d)(1+[|X[l1) +logm < v

So, in either case, we see that no optimal point can have any coordinate strictly less than m.
Consequently, the maximizer of the FTRL step lies in the set S := [m, +00)¢*! N X. Since both
[m, +00)?*! and X are closed, and since X is bounded by hypothesis, the set S is compact.
Furthermore, note that S is nonempty, as (1,x°) € S, as for any s € [d]

logm = —(2M + d)(1 + ||X||1) Zlogm

—(2M + d)(1 + [|X]l1) + log 2°[s] + (d — 1) log| X1
—(2M +d)(1 + || X|1) +log °[s] + (d — 1)([| X1 — 1)
log °[s],

INCININ

implying that (1,2°) € [m, +00)?*1. Since S is compact and nonempty and the objective
function is continuous, the optimization problem attains an optimal solution on S by virtue of

Weierstrass’ theorem. O

6.A.2 Proof of Proposition 6.2

For notational convenience, we define the log-regularizer ¢ : X — R as

d+1

= —begac

and its induced Bregman divergence

~ 1
Dy(z|a) = p E h
Moreover, we define

2 = argmax —F,(z) = argmin Fy(x), where F,(z) = —<l7 +m > +Y(x).  (6.12)
zeX xeX
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A®)

! t)> computed by

We note that F} is a convex function for each t and &*) is exactly equal to (

Algorithm 6.1. Further, we define an auxiliary sequence {d(t)}tzlg defined as follows.

yees

a® = argmax —G,(x) = argmin Gy (x), where G,(z) = 7<l~f(t), :1:> + (). (6.13)
X rEX

Similarly, G, is a convex function for each t. We also recall the primal and dual norm notation:

Jall, - Z(m‘}[)[]]) lall,, - i(w air)”

Finally, for a (d + 1) x (d + 1) positive definite matrix M, we use ||@|/m to denote the induced
quadratic norm vVa' Ma.

In the proof of Proposition 6.2, we will make use of the following lemmas.

Lemma 6.2. The update rule (6.12) ensures the following for any & € X':
T
5 7(1) ) 1® — @
(a0 6) < vla) e+ (a0 <500 )
(oo ) oufa )

t=1

Proof. First note that for any convex function F' : ¥ — R and a minimizer =*, we have for any
T e X

F(x*) = F(z) = (VF(2"), —a") — Dp(z ||2") < F(x) — Dp(z || "),

where Dy is the Bregman Divergence induced by F' and the inequality is by the first-order
optimality. Using this fact and the optimality of a*), we have

Gi(a") < Gu(a") - Dy (20 | a®)

= F,(@") + <@<t)’m<t>> — Dy (@(t) H &<t>>

Similarly, using the optimality of (), we have

F(2") < F@*) - D, (a““) H :z;<t>)
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Observe that G (a)

— (@) and G4 (@) <

121

= G (@) + <&<t+1>7&(t) _ m(t>> ~ D, (d<t+1> H 53(0)

Combining the inequalities and summing over ¢, we have

G1(@W) < Gryq (@THD) +§T:(< (t) ﬁ<t>> <&<t+1> —z® g® _ m<t>>)
t=1

£ (e

t=1

'[a) = po(a0 [50))

—<:%, T]’<T+1)> + 9(&). Rearranging

then proves the lemma. O
Lemma 6.3. If n < & and ||u® ||| z|1, [|m®| <1 < 1forallz € X, then we have
Ha““) - i(t)H < 577Ha<t) prN < 10v2n < 157, (6.14)
H (t+1) _ H < 517H2u(t) m®| < 15v2n < 22 (6.15)
*,t

2
Ha(w _m®
*,1

<4(A0)?

r=1

where we use (z,u®)), (z, m) <
and similarly |u( [r]], |m(7[r]| < \
Analogously,

H%(t) 0|

*,1

— (Au) (<w(t),u(t)> _ <ac(t_1), m(t)>))2 +3 (y(”[r] (u(t) "] —
g 2 (11) <

_ (A(t) (2<$<t>’u<t)> _ <ar:(t_1), u(t—1>>))2 Y <y<t> ] (Qum ] —

Proof. The second part of both inequalities is clear by definitions:

d

i)

r=1

1 for any « by the hypotheses (using Cauchy-Schwarz),
- for any time 7 and any coordinate 7 by the assumption.

d

)

r=1
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<IN I?Ef)ll zd:( M ) <18,

r=1

=N

To prove the first inequality in Eq. (6.14), let & = {w : Hw —zW H < 57)”11(” —m®
t

*,t}

Noticing that a**!) is the minimizer of the convex function G, to show a!**?) ¢ &, it
suffices to show that for all & on the boundary of &;, we have G,41(&) > G141 (zE(t)). Indeed,
using Taylor’s theorem, for any such Z, there is a point £ on the line segment between (¥ and
Z such that

T 7 ~ S 1
Gi1(@) = G (@) + (VGra (@9),8 - &) + ;| @

z— m(t)‘
V2Gi11(8)

1 2
(@) <ﬁ<t> g >> <VFt(a:(t)) 5;—5,»<w> n §Hm — &0 e

1 2
> G (30) - (a® —m®,5 - 30) + 5 Haz —aV||
(by the optimality of ("))

1
Y — |la® — m® 7 — ® g —z®
> G (@) Hu M. ‘w T T2 H$ v2(e)
(by Holder’s inequality)
> Gt (80) — Hu“) — ‘sc — a0 4 ggHiic —a&® )
*,t t
2
= Chor (@) + gnHaa) _ m(t)‘ (H‘” _z0 = 577Hﬁ<t) 0|
*,6 t *,t
> G (@),
Here, the inequality () holds because Lemma 6.4 (together with the condition n < ;)
shows 12M[i] < [i] < 22"[i], which implies 12" [i] < &[i] < 32" [i] as well, and thus
V%ZJ(&) = 2v2y(2"). This finishes the proof for Eq. (6.14). The first inequality of Eq. (6.15)
can be proven in the same manner. O

A restatement of the second inequality of Lemma 6.3 was given earlier in this chapter, in
Proposition 6.3.

lforallx € X,

< 227.

A(t+1) A®
y D) y®

t

Proposition 6.3 (Restated). Foranytimet € Nxandlearningraten < &, if [|[u(® || [|lz1, [[m® | 2|1 <
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We are now ready to establish Proposition 6.2.

Lemma 6.4. If & satisfies | — #*)||; < 1, then 2(™[i] < &[i] < 22" [i] for every coordinate
i.
z2[i]—&®[i
Proof. By definition, || — |, < L implies for any i, % < 1, and thus 120 [i] <
(i) < 3aM[i). 0
Lemma 6.5. If n < 50, then we have
T
S (D, (2" ‘du) + Dy (@t H 7 ZH‘”(M w(t)
(o0 a9) a9 ) >
Proof. Recall h(a) = a — 1 —In(a) and Dy (e || @) = 1 Y] h(ﬁH) We proceed as
T
S (D, (3¢ ’a“) + Dy (@t H
(o0 (50 ) a1 )
T—1
> D, (&¢4+Y H (t+1) (t+1) H o)
5 (o0 505 o) s )
1 bl d+1 x(t+1 [i] t+1) ]
= 5 2 Zzzl t+1) Z
RS ((w““ ~a tﬂw 1? <a<t+l>m - fa<t>m>2>
T by = (@ +1[i])? (@[]
(h(y) > LG fory & [£,3)
= 6 3)
S %((WU[ i —a" )2 (@t -2 W)
B et (@M1i))>2 (@[i))?
> LTZ:_MXJFE @V — &80 [i))? 1 Tif”ﬁ;(tﬂ) 200
27y t=1 i=1 (i(t) [i])? 2777 t
ere, the third and the fourth inequalities ho ecause emma 6.3 and Lemma 6.4, we
H he third and the fourth inequalities hold b by L 6.3 and L 6.4
have%édgii;[)igi]<%and%<%<%,andthusé<%<3- m
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Proposition 6.2 (Restated; Regret of FTRL in local norms). Let f{eg(T) be the regret cumulated

up to time 7 by the internal FTRL algorithm. If |[u||,||x|/; < 1 atall times ¢ € [T7], then for

1

any time horizon T' € N> and learning rate n < =5,

2

T T-1
~ (T) (d+1) IOgT ~(t) ~ (t) 2 1 )\(t+1) A(t)
t=1 t=1 t
Proof. For any comparator & € X, define ' = -1 .2 + L - & € X, where we recall

#V = argmin,_ 3 Fi(z) = argmin,_ ¢ ¢(z). Then, we have

Z<m —z, u> — XT:<9,; _ i/,a(t)> n XTXQ;/ _ a2, @<t>>

t=1 t=1 t=1

where the last inequality follows from Cauchy-Schwarz together with the assumption that
[u® e < T

Now, from Lemma 6.2, the last term Zthl (@ — &M, a®) (cumulative regret against &') is
bounded by

ZT:<5;’ ~ a0, a0y < p(@) - v(@D) + i@(tﬂ) a4 - o)

For the term ¢(2') — v(2(!)), a direct calculation using definitions shows

d+1 (1)1
1 gV d+1
) — @) == 1 < ——logT.
P(@') — (@) 77; og z?:’[z] " og

For the other terms, we apply Lemma 6.3 and Lemma 6.5, which completes the proof. O
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6.A.3 Proof of Corollary 6.1

Next, we establish an RVU bound in the original (unlifted) space, namely Corollary 6.1. To this
end, we first proceed with the proof of Lemma 6.1, which boils down to the following simple
claim.

Lemma 6.6. Let (\,y),(\,y') € X NREY! be arbitrary points such that

X A 1
] S 9°
Y Y/ ow
Then,
! N A
rtheam |-G
1 Yy Yy (Ay)
Proof. Let i be defined as
/ /
y'lr] ‘}
‘= maxq | — — 1|, max — 1] 7. 6.16
8 { A retd] ylr] (619
By definition, /\7/ - 1’ < p, which in turn implies that
(1=pA <N <1+ p) (6.17)
Similarly, for any r € [d],
1=yl <yl < (L +pylr] (6.18)

As a result, combining (6.17) and (6.18) we get that for any r € [d],

= dpz[r],

il ol (Lol ol

since 1 < 1. Similarly, by (6.17) and (6.18),

1—p\ ylr] ylr]
S 1- 7< . .
XN ( 1+u) N S 2Ty = el

Thus, it follows that ’# — y/[\T]

N

< 4p(r], in turn implying that
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d d
Yl ylr
2" — |1 :; ~ " n <4MT:1$M < Apl|X |- (6.19)
Moreover, by definition of (6.16),
N N
W <|[{ ]~
Y v/,
Finally, combining this bound with (6.19) concludes the proof. O

Lemma 6.1 (Restated). For any time ¢ € N3¢ and learning rate n < &, if [u®||||lz|1 < 1,

507
AE+D A®
[+ — 2D < 4] X -
(D) y®

t

Proof. Since n < <5 by assumption, we have

Hw(tﬂ) —2W| <22 < %
t

Hence, we are in the domain of applicability of Lemma 6.6, which immediately yields the
statement. O

Corollary 6.1 (Restated; RVU bound in the original (unlifted) space). Fix any time 7" € N>,

and suppose that ||[u| ., < B forany ¢ € [T]. If n < m,

~ d+1)logT
fee” < 68| X1 + (Jr73(’g

T-1
+160] X017 Y llu® —m®|2,
t=1

1 T—1
- (t+1) _ L(t))2
sy 2 e -l

Proof. At first, assume that [|[u("||o, < 1/]X||1. By definition of the induced dual local norm
in (6.2),

d
2
@ — )2, < (@ u®) — @O, m)) AO)2 + 3 ylr2®f] - mOr)?

r=1
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<z u m®)? +Zm 2(w®[r] = mW[r))?
<20 X7 - ul” = mO|2,, (6.20)

Combining with Proposition 6.2 and Lemma 6.1, we get that Reg(T) is upper bounded by

d+1)log T
6+(+130g

T
+ 1603 Y [lu® —m @2, - 51277||XH2 Zl\w““ - =}
t=1

Finally, we relax the assumption that ||u® ||, |[m® |« < 1/[|X|:. In that case, one
can reduce to the above analysis by first rescaling all utilities and predictions by the factor
1/(B||X||1)—which in turn is equivalent to rescaling the learning rate n by 1/(B||X||1). We
then need to correct for the fact that the norm of the difference of utilities gets rescaled by a
factor 1/(B||X||1)?, and that the regret f{eg(T) with respect to the original utilities is a factor
B||X||1 larger than the regret measured on the rescaled utilities. Taking these considerations

into account leads to the statement. O

6.A.4 Proof of Theorems 6.2 and 6.3

Finally, we are ready to establish Theorem 6.3. To this end, the main ingredient is the bound on
the second-order path lengths predicted by Theorem 6.2, which is recalled below.

Theorem 6.2 (Restated). If all players follow LRL-OFTRL with learning rate

1 1
< mi ) )
! mm{%Gannl 128nL||X|%}
where || X][; = max;¢ [ [|Xi]|1, then
n T-1

ST Y — 2|2 < 61440 B| X[ + 1024n(d + 1) || X | log T 6.3)

i=1 t=1

Proof. For any player i € [n],

2

2 n n
t+1 t t+1 t t+1 t
(e = u®)e)” < | LY el =2y | <220 Y2l — a3,
. 2

by Jensen’s inequality. Hence, by Corollary 6.1 the regret RegET) of each player i € [n] can be
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upper bounded by

n T-1
(d+1)logT t+1 t
6B X1 + = = 16| XFLE0 Y D e — 2}
j=1t=1

(t+1) ()2
BENEIE lew —x;|I1,
51277IIXII1 =

Summing over all players i € [n], we have that

. d+1)logT
3 Reg™ < 6nB)2] + n(+;°g
1
1601121120202 — (t+1) _ ,®))2
+Z( XL — ”XHQ)ZH =03
n T-1
(d+1)logT (t+1 O
< 6nB|X 11T

)

since n < W Finally, the theorem follows since Y, Reg( > 0, which in turn follows

directly from Theorem 6.1. O

Theorem 6.3 (Restated). If all players use LRL-OFTRL within the COLS (that is, with
m® = u(=Y; cf. Section 3.2.1) with learning rate

. 1 1
O mm{ 256 B[ X[ 128n L[ X} }

then for any T' € N3 the regret RegET) of each player i € [n] can be bounded as

)

Reg!™) < 12B|1X||; +256(d + 1) max{nL| X|]7,2B||X||1 } log T. (6.4)

Furthermore, the algorithm can be adaptive so that if player ¢ is instead facing adversarial
utilities, then ReggT) = Or(VT).

Proof. First of all, by Assumption 6.1 we have that for any player i € [n],

2

t+1 t t+1 t t+1 t
luf™ — a2, < [ LY )2 — 2Py | < L2 [l — 202
Jj=1 j=1
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Hence, summing over all ¢,

T—1 T-1 n

t+1 t t+1 t
STl w2 <220 Y0 Y Y — 202
t=1 t=1 j=1

< 6144n°L*nB||X||? 4+ 1024n* L3 (d + 1)||X||2 log T,

where the last bound uses Theorem 6.2. As a result, from Corollary 6.1, if np = W,
1

i

T-1

- (T d+1)logT

Reg,"’ < 6B|X|s + <73g + 169 X7 Y e - %
t=1

< 12B||X |1 + 256(d + 1)nL|| X log T.

Thus, the bound on ReggT) follows directly since Regz(-T) < f{egl(-T) by Theorem 6.1. The case

where n = is analogous.

1
256 B[ X[
Next, let us focus on the adversarial bound. Each player can simply check whether there

exists a time ¢ € [T'] such that

(t—1)
ST — w72 > 614402 L2 B| X|J3 + 102402 L2 (d + 1) | X | log t. (6.21)
T=1

In particular, we know from Theorem 6.2 that when all players follow the prescribed pro-
tocol (6.21) will never by satisfied. On the other hand, if there exists time ¢ so that (6.21)
holds, then it suffices to switch to any no-regret learning algorithm tuned to face adversarial
utilities. O
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Chapter 7

State-of-the-art regret dependence on
game size via kernelization

7.1 Contributions and related work

In this chapter we establish a new technique for constructing no-external-regret dynamics for
imperfect-information extensive-form games, which leads to the current state-of-the-art regret
bounds in terms of dependence from the game dimensions, while at the same time enjoying
polylogarithmic (albeit with a worse exponent than the LRL-O0FTRL algorithm we presented
in Chapter 6) regret in self-play, and polynomial-time iterations. However, in addition to the
benefits above, I believe the technique is remarkable in that (i) it surprisingly shows that a
long-held popular wisdom in the literature of imperfect-information extensive-form games is
inaccurate, and (ii) reduces the gap between learning in sequential and nonsequential games, by
showing that in some cases the former (which is substantially harder both conceptually and in a
complexity-theoretic sense in general) can be efficiently reduced to the latter.

In order to understand our technique, it is beneficial to introduce the concept of normal-form
equivalent of the tree-form decision problem faced by a player. In short, because the polytope of
(sequence-form) strategies is the convex polytope spanned by the deterministic strategies, picking
a (sequence-form) strategy for the game is equivalent to picking a convex combination of vertices.
Such a process is no longer tree-form, but is rather a single decision with as many “actions” as
deterministic strategies for the player. By doing away with the tree-form structure in favor of a
single decision node, learning in the normal-form equivalent of a TFDP can then be achieved by
using any learning algorithm for nonsequential games, opening the way to reaping the benefits
of techniques for nonsequential games in imperfect-information extensive-form games too. Of
course, the catch of the above approach is that it comes at the cost of an exponential blowup
of the strategy space, as the flattened (normal-form equivalent) decision problem typically has
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exponentially many actions—as such is the number of deterministic strategies in a TFDP. For
this reason, the normal-form representation was viewed as impractical, historically leading the
communities working on learning in normal-form and imperfect-information extensive-form
games to follow separate tracks, with the latter community often having to catch up with advances
(e.g., last-iterate convergence and predictive regret bounds) from the former, larger community.

We contradict popular belief and show that it is possible to work with the normal-form
equivalent of a TFDP efficiently: we provide a kernel-based reduction that allows us to simulate
predictive multiplicative weights update OMWU algorithm—arguably the premier learning algo-
rithm for nonsequential games; cf. Section 3.3.1—on the normal-form representation, using only
linear (in the TFDP size) time per iteration. Our algorithm, Kernelized OMWU (KOMWU), achieves all
the guarantees provided by the various normal-form results mentioned previously, as well as any
future results on OMWU for nonsequential games.

As an unexpected byproduct, KOMWU obtains new state-of-the-art regret bounds among all
online learning algorithms for TFDPs (see also Table 7.1); we improve the dependence on
the maximum ¢; norm || Q||; over the sequence-form polytope Q from ||Q|? to || Q|1 (for the
non-optimistic version we improve it from ||Q||1 to /] Q][).

Algorithm Per-player regret bound Last-iter. conv.f
CFR (regret matching / regret matching®)  Chapter 4 O(\/Z ol TV/?) no
CFR (MWU) Chapter4  O(y/Iog A ||Q|; T"/?) no
FTRL/ OMD (dilated entropy) Chapter 5  O(y/Tog A2P/2||Q||, T*/?) no
FTRL/ OMD (dilatable global entropy) Chapter 5 O(y/log 4| Q||; T'/?) no
Kernelized MWU (this chapter) O(y/Iog A+/]| Q] T"/?) no
Predictive CFR Chapter4  Or(VT) no
Predictive FTRL/ OMD (dilated entropy) Chapter 5  O(y/mlog(A) 2P || Q|3 TV/4) yes*
Predictive FTRL/ OMD (dilatable gl. ent.) Chapter 5  O(y/mlog(A)||Q||3 TV/*) no
LRL-OFTRL * Chapter 6 O(mpoly(A)||Q||? logT) no
Kernelized OMWU (this chapter) O(mlog(A) ||Q|: log*(T)) yes

Table 7.1: Properties of various no-regret algorithms for imperfect-information extensive-form games.
All algorithms take linear time to perform an iteration. The first set of rows are for non-predictive
algorithms. The second set of rows are for predictive algorithms. The regret bounds are per
player and apply to multiplayer general-sum games. They depend on the maximum number
of actions A available at any decision node, the maximum ¢; norm || Q|1 = maxqeco ||g||1 over
the player’s sequence-form strategy polytope Q, the depth D of the decision polytope, and the
number of players m. Optimistic algorithms have better asymptotic regret, but worse dependence
on the game constants m, A4, and || Q||1. Note that our algorithms achieve better dependence on
| Q|1 compared to all existing algorithms. Last-iterate convergence results are for two-player
zero-sum games, and some results rely on the assumption of a unique Nash equilibrium—see
Section 7.5 for details. *We remark that LRL-OFTRL enjoys polynomial-time iterations (ignoring a
loglog T' dependence), but not linear-time iterations unlike the other methods in the table. *See
C.-W. Lee, Kroer, and Luo (2021).

Due to the connection between regret minimization and convergence to Nash equilibrium,
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this also improves the state-of-the-art bounds for converging to a Nash equilibrium at either a
rate of 1//T or 1/T by the same factor. Moreover, KOMWU achieves last-iterate convergence, and
as such it is the first algorithm to achieve linear-rate last-iterate convergence with a learning
rate that does not become impractically-small as the game grows large (albeit under a restrictive
uniqueness assumption).

More generally, we remark that KOMWU can simulate OMWU in general 0/1-polyhedral sets (of
which the decision sets for TFDPs are a special case): a decision set 2 C R4 which is convex and
polyhedral, and whose vertices are all contained in {0, 1}¢. KOMWU reduces the problem of running
OMWU on the vertices of the polyhedral set to d + 1 evaluations of what we call the 0/1-polyhedral
kernel. Thus, given an efficient algorithm for performing these kernel evaluations, KOMWU enables
one to get all the benefits of running MWU or OMWU on the simplex of vertices, while retaining the
crucial property that each iteration of OMWU can be performed efficiently.

Regret minimization over 0/1 polyhedral sets, of which the sequence-form strategy polytope
is an example, is closely related to online combinatorial optimization problems (Audibert, Bubeck,
and Lugosi, 2014), where the decision maker (randomly) selects a 0/1 vertex in each round instead
of a point in the convex hull of the set of vertices, and the regret is measured in expectation.
We review the approaches most closely related to the use of MWU here. One approach similar to
our KOMWU is to perform MWU over vertices (e.g., Cesa-Bianchi and Lugosi (2012)); the remaining
problem is whether there is an efficient way to maintain and sample from the weights. Such
efficient implementations have been shown in many instances such as paths (Takimoto and
Warmuth, 2003), spanning trees (Koo, Globerson, Carreras Pérez, and Collins, 2007), and m-set
(Warmuth and Kuzmin, 2008). The work by Takimoto and Warmuth (2003) is the closest to the
kernel approach we adopted, where they show how to produce MWU iterates for paths in directed
graphs. The kernelized method described in this chapter can be seen as a significant extension of
their approach to general 0/1 polyhedral games, unifying many of the previous results listed
above. This unification not only results in important applications to imperfect-information
extensive-form games, but also leads to improvement to previously studied problems such as
n-sets.

7.2 A natural reduction: Running OMWU on the vertices of the

strategy set

Since the set of sequence-form strategies Q in a TFDP is a convex polytope, the decision problem
of picking a sequence-form strategy x(!) € Q can be equivalently thought of as the decision
problem of picking a convex combination A® of vertices of O—that is, of deterministic strategies
7 € II (Definition 2.5).

This intuition is correct: as we show next, a learning algorithm R for Q@ C R* can be
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Tree-form decision process Algorithm 7.1: Vertex OMWU
m((:)) — R = a2®eqQ Data: Learning rates n*) > 0
u A

1 u®, mO —0eR>; A ﬁl e A [> Initialization]

! > function NextStrategy(m®) ¢ R*) [>Set m(Y) = 0 for
' non-predictive variant]

m(;t> =Vim® 20 — vaA® 3 | w® — w0 — )= L gp®
a® = VTqa® |
; | 4 | form€ldo  [>Run the OMWU update on A using A = ]
: : o || A0 = ATVl e {n® (w0, m) 71
: : - AED ) - exp{n® (w®), 7/)}
~ (1) N 1
Tf"(t) — R = A®cal [> Compute new convex combination of vertices]
U
) .— O[] .
Nonsequential decision process 6 Qox = Z A [7"] ™ (7-2)
well
Figure 7.1: Overview of reduc- 7 | return z(®

tion template from Q to
A". The matrix V has the 8
vertices IT of Q as columns.

function ObserveUtility(u(® € R¥)
|t t+1

©

constructed from any learning algorithm R for the set of vertices I. Indeed, consider the following
conceptual template:

e Each distribution A/ € A" output by R defines the convex combination of vertices of Q and is
used to construct the sequence-form strategy

93z = Z AO (] 7.

mell

e Each prediction m) € R* and utility vector u(*) fed into R is used to construct a prediction
m and utility vector @ € R according to

m® [] == (Tn(t)7 ),

vV e 1L
aW[r] = (u®, )

By letting V denote the matrix whose columns are the deterministic strategies w € 1I, we
can rewrite the above template more concisely by saying that each output A e AT of R is
transformed into the output ) := VA" € Q of R, and each prediction and utility vector
m® u®) ¢ R® of R are transformed into a prediction and utility vector ) = VT m(® and
@) == VTu® for R, respectively (see also Figure 7.1). The correctness of the above template is
given by the observation that, since @ = VT u(®) and 2® = VA® by construction, then the
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following equality of regrets holds.

Lemma 7.1. The regret Reg(T) = Z;‘;l (@®, A"y cumulated by R is equal, at all times T, to
the regret Reg™) = "7 (u®, £®).

In this chapter we are particularly interested in the algorithm obtained by using the above
construction for the specific choice of OMWU (Section 3.3.1) as the algorithm R. We coin Vertex OMWU
the resulting learning algorithm R. The algorithm is summarized in pseudocode in Algorithm 7.1.

7.3 Kernelized multiplicative weights

Kernelized OMWU (KOMWU) gives a way of efficiently simulating the Vertex OMWU algorithm given in
Algorithm 7.1 and described in Section 7.2.17-]

We start by defining the sequence-form feature map and associated kernel in Section 7.3.1, and
move on to describe how the kernel enables efficient simulation of Vertex OMWU in Section 7.3.2.

7.3.1 The sequence-form kernel

As the name suggests, at its heart KOMWU uses a kernel trick to simulate the steps of Vertex
OMWU without actually operating on the exponentially large probability simplex of deterministic
strategies. Let 0 € 7 be a shorthand notation for the set of sequences o € ¥ such that 7[o] =1,
that is, those sequences that are supported by the deterministic strategy .

Definition 7.1 (Sequence-form feature map). The sequence-form feature map ¢o : R* — R is
the function such that

do(x)[w] = H z[o] Ve eR® 7 ell (7.3)

oEm

Definition 7.2. The sequence-form kernel K¢ is the function Kg : R* x R¥ — R,

Ko(m,y) = (pa(x), do(y)) = > _ [] zlo]ylo]. (7.4)

well kem

[7alMore generally, the idea underlying KOMWU applies to on polyhedral decision sets whose vertices have 0/1 integer
coordinates, and leads to an efficient implementation of the Vertex MWU algorithm for such a decision set as long as a
specific polyhedral kernel function can be evaluated efficiently. The reader interested in the more general result is welcome
to read the section assuming that Q C R is an arbitrary polytope with (possibly exponentially many) 0/1 integral
vertices IT := {m1,...,mmq} C {0,1}%
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We remark that the sequence-form feature map and kernel are defined over the entirety of
R*, and therefore take as input generic points ,y € R¥ which might or might not be valid
sequence-form strategies.

7.3.2 Using the kernel to simulate the Vertex OMWU algorithm

We show that Vertex OMWU can be simulated using d 4 1 evaluation of the kernel K¢ at every
iteration. The key observation is summarized in the next theorem, which shows that the iterates
A® produced by Vertex OMWU are highly structured, in the sense that they are always proportional
to the feature mapping ¢o(b'")) for some b'*) € R,

Theorem 7.1. Consider the Vertex OMWU algorithm (Algorithm 7.2). At all times ¢ € N3, the
vector b¥) € R” defined as

b(t = exp{ Z 7w } (7.5)
forall k =1,...,d,is such that

(7.6)

Proof. By induction.
* At time ¢t = 0, the vector b is b = 1 € R®. By definition of the feature map (7.3),
#o(1) =1 € R So,

o®®,1)=>"1=1

mell

and hence the right-hand side of (7.6) is |r11\ 1, which matches A”) produced by Vertex 0MWU,
as we wanted to show.

¢ Assume the statement holds up to some time t — 1 > 0. We will show that it holds at time ¢
as well. Since 7 has integral 0/1 coordinates, we can write

exp{—n(w®, m)} = exp{—n“) > wl [U]}

oET

= [ exp{—n" w®o]}. (7.7)

oET
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From the inductive hypothesis and (7.3), for all = € I,
(-1 = 220N [A] _ Toen b lo]
A [] = = = — . (7.8)
Ko(d'" V1) Ko V1)
Plugging (7.7) and (7.8) into (7.1), we complete the inductive step
O] = — oen b Vlolesp{n @ wOlol} _ do(6)n]
Yoment [pen 8 Vlo]exp{ -0 w®[o]} Ko, 1)
for all w € II, where in the last step we used the fact that
b[o] = b Vo] exp{—n"" w[o]}
by (7.5). O

The structure of AY) uncovered by Theorem 7.1 can be leveraged to compute the iterate x(*
produced by Vertex OMWU, i.e., the convex combination of the vertices (7.2), using d + 1 evaluations
of the kernel K¢. We do so by extending an idea of Takimoto and Warmuth (2003, Equation (5.2)).

Theorem 7.2. Let b) be as in Theorem 7.1. For each o € ¥ := {o1,...,015}, lete, € R~ be
defined as the indicator vector

o, 0 ifo' =0
€s [U ] = 1]0'750’ = (7.9)
1 ifo’ #o.

Then, at all ¢ > 1, the iterate z(¥) € Q produced by Vertex OMWU can be written as

OFF Ko(b", e,
w(t) — (1 o KQ(b 7801) Q( \Z\) ) (710)

1
Ko(b",1) Ko(b",1)

Proof. The proof crucially relies on the observation that for all ¢ € ¥, the feature map ¢ (e,)
satisfies

poley)[m] = H e,[o'] = H lote = Vogm, Vmwell

o'ew o'em

Using the fact that ¢o(1) = 1, we conclude that

do(1)[r] — ¢o(es)[n] = Toen, Vo €EX. (7.11)
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Therefore, for all o € X, we obtain

20[0] 23 AO(n] 7o) = 3" AV ] Toer = 3 AP (] - (90 (1)[n] - bo(€,)[n])

well well well
_ (90(6"), 60(1)) — (9o(b"), $o(er)) _ Ko(b',1) — Ko(b", &,)
Ko(b'",1) Ko(b",1)
_q_ Ko(b", &,)
Ko(®",1) "

where the second equality follows from the integrality of = € II := QN {0,1}%, the third
from (7.11), the fourth from Theorem 7.1, and the fifth from the definition of Ko (7.4). O

Combined, Theorems 7.1 and 7.2 suggest that by keeping track of the vectors b instead of
A®, updating them using Theorem 7.1 and reconstructing the iterates 2:(*) using Theorem 7.2,
Vertex OMWU can be simulated efficiently. We call the resulting algorithm, given in Algorithm 7.2,
Kernelized OMWU (KOMWU). Similarly, we call Kernelized MWU the non-optimistic version of KOMWU
obtained as the special case in which m(®) = 0 at all ¢. In light of the preceding discussion, we
have the following.

Theorem 7.3. Kernelized OMWU produces the same iterates :(*) as Vertex OMWU when it receives
the same sequence of predictions m(?) and losses u'") € R*. Furthermore, each iteration of
KOMWU runs in time proportional to the time required to compute the [3| 4 1 kernel evaluations
{Ko(", 1)} U{Ko(d",&,): 0 € X}

7.4 Efficient evaluation of the sequence-form kernel

To complete our construction of KOMWU, we now show that the sequence-form kernel can be
evaluated efficiently. The central result of this section, Theorem 7.5, shows that KOMWU can be
implemented with linear-time iterations in the number of sequences X.

7.4.1 Worst-case linear complexity for a single evaluation

We start by verifying that the sequence-form kernel can be evaluated in linear time for any pair of
points z,y € R*. To do so, we introduce a partial kernel function K; : R® x R* — R for every
decision node j € 7,

K;:R¥ x R¥ = R, Kj(x,y) = Z H xz[o] ylo]. (7.12)

welly,; oem
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Algorithm 7.2: Kernelized OMWU (KOMWU)

Data: Learning rates () > 0
1w, mO@, 50 0eR> [> Initialization]
> function NextStrategy(m® € R¥) [> Set m*) = 0 for non-predictive variant]

[> Compute b'") according to Theorem 7.1]
w(t) < u(t_l) — m(t_l) —+ m(t)

3

4| 8®  s(t=D 4 pB)gy® [>s® =3 nMw]
5 | foro € X do

6 ‘ b o] + exp{—s?[o]} [> See (7.5)]

[> Produce iterate ! according to Theorem 7.2]

7 | x® «—0eR>

8 | o Ko(b® 1) [> Ko is defined in (7.4)]

9 | foro € X do

KQ(b(t)v éa)
«

10 zW[o] 1 — [> See (7.10)]

11 | return z®

> function ObserveUtility(u® € R™)
13 ‘ t+t+1

_

Theorem 7.4. For any vectors z,y € R¥, the two following recursive relationships hold:

KQ<m7y) = m[@]y[@] H Kj(way)a (713)
JjECH

and, for all decision nodes j € 7,
Kij(@,y)= > |aljadylja [[ Ki(zy)|. (7.14)
a€A; j'€Cja

In particular, Equations (7.13) and (7.14) give a recursive algorithm to evaluate the polyhedral
kernel K¢ associated with the sequence-form strategy space of any player ¢ in an imperfect-
information extensive-form game in linear time in the number of sequences |X|.

7.4.2 Batched computation and amortized complexity

Theorem 7.4 shows that the kernel K g can be evaluated in linear time (in the number of sequences
¥) at any pair of points (x,y) € R* x R*. So, the KOMWU algorithm (Algorithm 7.2) can be trivially
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implemented in quadratic O(|X|?) time per iteration by directly evaluating the || 4 1 kernel
evaluations {Ko(b", 1)} U {Ko(b",&,) : ¢ € X} needed at each iteration, where &, ¢ R%,
defined in (7.9) for the general case, is the vector whose components are e, [0'] := 1, for all
o,0' € X.

We will now refine that result by showing an implementation of KOMWU with linear-time
(i.e., O(]X])) per-iteration complexity, by exploiting the structure of the particular set of kernel
evaluations needed at every iteration. In particular, we rely on the following observation.

Proposition 7.1. For any player i € [m], vector z € R, and sequence ja € ¥*,

1- Ko(z,ej,)/Ko(x,1)  @ljalljcc, Ky(@,1)
1 _KQ(xvépj)/KQ(wvl) B Kj(wvl)

We defer the proof of Proposition 7.1 as an appendix at the end of the chapter, and first discuss
how the result informs an efficient batched computation of the kernel evaluations needed in KOMWU.
Specifically, in light of Proposition 7.1, we do the following to compute { Ko (b, &,) : 0 € ¥} in
cumulative O(|X]) time.

1. First, we compute the values K (b, 1) forall j € J in cumulative O(|%|) time by using (7.14).

2. Then, we compute the ratio K¢ Y ey)/ Ko, 1) by evaluating the two kernel separately
using Theorem 7.4, spending O(|%|) time.

3. At this point, we repeatedly use Proposition 7.1 in a top-down fashion along the tree-form
decision process of player i to compute the ratio K Q(b(t), eja)/ K o(b® 1) for each sequence
ja € ©* given the value of the parent ratio Ko (b'"), €p,)/ K o(bY, 1) and the partial kernel
evaluations {K;(b),1) : j € J} from Step 1. For each ja € %*, Proposition 7.1 gives a
formula whose runtime is linear in the number of children decision nodes |C;,| at that sequence.
Therefore, the cumulative runtime required to compute all ratios K& o e ja)/ K o™ 1)is
o(z).

4. Finally, by multiplying the ratios computed in Step 3 by the value of Ko(b'"), 1) computed in
Step 2, we can easily recover each Ko (b, &,) for every o € ¥*.

Hence, we have just proved the following result.

Theorem 7.5. For each player i in a perfect-recall extensive-form game, the Kernelized OMWU
algorithm can be implemented exactly, with a per-iteration complexity linear in the number
of sequences |X| of that player.
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7.5 Regret bound of Kernelized 0MWU

If the players in an imperfect-information extensive-form game run KOMWU, then we can combine
Theorem 7.3 with standard OMWU regret bounds given in Section 3.3.1 to immediately get the
following.

Theorem 7.6. In an imperfect-information extensive-form game, after any 7" iterations, KOMWU
satisfies

1. A player i using KOMWU with n*) := 1 = |/81log(A)[QJ[1/VT is guaranteed to incur

regret at most Reg™ = O(1/[[Q][1 log(A)T).

2. For all T, if n® = n = \T/%, the regret of each player i € [m] is bounded as

Reg™ < (4+(|Q||log A)v/m —1- T4,

3. There exist C, C’ > 0 such that if all m players learn using KOMWU with constant learning
rate () := 5 < 1/(Cmlog* T), then each player is guaranteed to incur regret at most
log(AT)]HQH1 + ' log T

4. If all m player learn using KOMWU with 1) := 5 < 1/4/8(m — 1), then the sum of regrets
is at most 7, Reg™) = O(max? , {|| Q|| log A} ).

5. For two-player zero-sum imperfect-information extensive-form games, if both players
learn using KOMWU, then there exists a schedule of learning-rates n*) such that the
iterates converge to a Nash equilibrium. Furthermore, if the NFG representation of
the imperfect-information extensive-form game has a unique Nash equilibrium and
both players use learning rates (¥} = < 1/8, then the iterates converge to a Nash
equilibrium at a linear rate C'(1 + C’)~*, where C, C’ are constants that depend on the
game.

Prior to our result, the strongest regret bound for methods that take linear time per iteration was
based on instantiating, e.g., follow the regularized leader (FTRL) or its optimistic variant with the
dilatable global entropy regularizer discussed in Chapter 5 (Section 5.4.2). For FTRL this yields a
regret bound of the form O(+/log(A) || Q|]2T). For optimistic FTRL this yields a regret bound of
the form O(log(A) || Q||2\/mT*/*), when every player in an m-player game uses that algorithm
and appropriate learning rates.

Our algorithm improves the state-of-the-art rate in two ways. First, we improve the dependence
on game constants by almost a square root factor, because our dependence on ||Q||; is smaller
by a square root, compared to prior results. Secondly, in the multiplayer general-sum setting,
every other method achieves regret that is on the order of T1/4 whereas our method achieves
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regret on the order of log*(T"). In the context of two-player zero-sum imperfect-information
extensive-form games, the bound on the sum of regrets in Theorem 7.6 guarantees convergence
to a Nash equilibrium at a rate of O(max;||Q||1 log A;/T'). This similarly improves the prior state
of the art.

C.-W. Lee, Kroer, and Luo (2021) showed the first last-iterate results for imperfect-information
extensive-form games using algorithms that require linear time per iteration. In particular, they
show that the dilated entropy DGF combined with optimistic online mirror descent leads to
last-iterate convergence at a linear rate. However, their result requires learning rates n < 1/(8|X|).
This learning rate is impractically small in practice. In contrast, our last-iterate linear-rate result
for KOMWU allows learning rates of size 1/8. That said, our result is not directly comparable to theirs.
The existence of a unique Nash equilibrium in the imperfect-information extensive-form game
representation is a necessary condition for uniqueness in the NFG representation. However, it is
possible that the NFG has additional equilibria even when the imperfect-information extensive-
form game does not. C. Wei, C. Lee, M. Zhang, and Luo (2021) conjecture that linear-rate
convergence holds even without the assumption of a unique Nash equilibrium. If this conjecture
turns out to be true for NFGs, then Theorem 7.3 would immediately imply that KOMWU also has
last-iterate linear-rate convergence without the uniqueness assumption.

7.6 Experimental evaluation

We complement the theoretical results provided in this chapter with a numerical investigation of
KOMWU in Kuhn and Leduc poker (Kuhn, 1950; Southey, Bowling, Larson, Piccione, Burch, Billings,
and Rayner, 2005), standard benchmark games from the extensive-form games literature. As
usual, a full description of the game instances we use is available in Appendix A.

Specifically, we investigate whether the strong theoretical guarantees enjoyed by KOMWU, which
crucially rely on predictivity, are shared by non-predictive algorithm such as (vanilla) CFR and
CFR instantiated with RM* at all decision points. Additionally, we investigate how KOMWU compares
with DOMWU (C.-W. Lee, Kroer, and Luo, 2021).

Results are shown in Figure 7.2 and Figure 7.3.

For algorithms that require learning rates (KOMWU and DOMWU), we consider the four different
choices of constants (") := 5 € {0.1,1,5,10}. We remark that the payoff ranges of these games
are not [0, 1] (i.e., the games have not been normalized). The payoff range of Kuhn poker is 6 for
the 3-player variant and 8 for the 4-player variant. The payoff range of Leduc poker is 21 for the
3-player variant and 28 for the 4-player variant. So, a learning rate value of » = 0.1 corresponds to
a significantly smaller learning rate in the normalized game where the payoffs have been shifted
and rescaled to lie within [0, 1].

In all games, we observe that the maximum per-player regret cumulated by KOMWU plateaus
and remains constants, unlike the CFR variants. This behavior is consistent with the near-optimal
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Max. individual regret

Max. individual regret

— 3-player Kuhn poker

— 4-player Kuhn poker

1.2
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——— CFR CFR (RM*) === KOMWU >p=01 O1 O5 V 10

Figure 7.2: Experimental comparison of KOMWU with CFR.
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Figure 7.3: Experimental comparison of KOMWU with DOMWU for different choices of learning rates.

per-player regret guarantees of KOMWU (Theorem 7.6). In the 3-player variant of Leduc poker, we
observe that the largest learning rate we use, = 10, leads to divergent behavior of the learning

dynamics.

7.A Appendix: Proof details

7.A.1 Proof of Theorem 7.4

Proof. In the proof of this result, we will make use of the following additional notation. Given
any z € R¥ and a j € J, we let ;) € R¥/ denote the subvector obtained from « by only
considering sequences o € ¥, ;, that is, the vector whose entries are defined as x; (0] = x[0]
forallo € Xy ;.
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® Proof of (7.13). Direct inspection of the definitions of IT and II, ; (given in Section 2.2.2),
together with the observation that the {X., : j € Cx} form a partition of ¥*, reveals that

= {ﬂ' cpn. Orel=] o } (7.15)

() €11

The observation above can be summarized informally into the statement that “II is
equal, up to permutation of indices, to the Cartesian product X, . 1I,.;”. The idea for the
proof is then to use that Cartesian product structure in the definition of 0/1-polyhedral
kernel (7.4), as follows

Ko(m,y)=>_ [] =lolylo]

welloenm

=> |alalylel [[ ]I zlolylol

well J'€Cy oET 1y

_ 3 (m[@]y[@] I 1II w[o]y[o])

Jj'€Cy oET 1y

= z[2]y[] > II II zllylol

71—()-)61'[#]‘ VjeCs \j' €Cx OET ;1)

=zl@lylel [[ > Il zlolylol

J€Co ;) ElL; TET(j)

= z[2] y[9] H Kj(z,y),

Jj€Cy

where the second equality follows from the fact that {@} U{X¥.; : j € Cx} form a partition
of ¥, the third equality follows from (7.15), the fifth equality from the fact that each
7; € Il ; can be chosen independently, and the last equality from the definition of partial
kernel function (7.12).

® Proof of (7.14). Similarly to what we did for (7.13), we start by giving an inductive
characterization of IT.. ; as a function of the children I, j for j' € Use 4,Cjq. Specifically,
direct inspection of the definitions of II.;, together with the observation that the
{¥5j 1 j' € Uaea,Cjq} form a partition of ¥._;, reveals that

@ ZaeAj W[ja] =1

_ ) . (716)
@ wy € wljal - My VaeA;, j' €Cha

H;j = {71' € {0,1}2%j :
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From constraint (1) together with the fact that [ja] € {0,1} for all « € A;, we conclude
thatexactly one a* € A;issuchthatw[ja*] = 1, while w[ja] = Oforallothera € A;,a # a*.
So, we can rewrite (7.16) as

@ wlja’] =1
ja] = 0 Va e Aj, .
Moy = (J qmefon™ @ lja o e . (717)
=gy ® mn €y Vj' € Cjar
@ () = 0 V]/ € UaEAj,a;éa*Cja

where the union is clearly disjoint. The above equality can be summarized informally
into the statement that “II, ; is equal, up to permutation of indices, to a disjoint union over

actions a* € Aj of Cartesian products X II.;”. We can then use the same set of

€Cjar
manipulations we already used in the proof of (7.13) to obtain

Kij(@,y)= > []=zlolylo]

well, ; oem

= Z xz[ja*| y[ja”] H H zlo] ylo]

welly, ; J'E€C o TET 41y
= > > |=zbalylie] T T =lolylo]
a*€A; ‘lTJ-/Eij/ J'€Cjqax TET (1)
V' €C qx
= > =baTwlia] T D. [ =lolylo]
a*€A; J'€Cjax )€l ;1 OET 51y
= > (zlaylia [] Ky |,
acA; 3'€Cja

where the second equality follows from the fact that the {X,j : j' € Useu,Cjq } form a
partition of X ;, third equality follows from (7.17), the fourth equality from the fact that
each 7; € II. j» can be picked independently, and the last equality from the definition of

partial kernel function (7.12) as well as renaming a* into a. O

7.A.2 Proof of Proposition 7.1

We give a self-contained proof of the result stated in Proposition 7.1, repeated below for
convenience.
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Proposition 7.1 (Restated). For any player i € [m], vector z € R, and sequence ja € X*,

1 - Ko(x,e,,)/Ko(x,1)  @ljallljec,, Ki(,1)
1 - Ko(z,ep,)/Ko(z,1) Kj(z,1)

Proof. Note that since « > 0, clearly Ko(x, 1), K;(x,1) > 0. Furthermore, from (7.11) we have
thatforalloc € £

Ko(®,1) — Ko(w,&,) = (po(1) — do(€s), po(®)) = Y [] =lo') > 0. (7.18)

well o'em
w[o]=1

The above inequality immediately implies that 0 < Ko(x, €,,)/Ko(x,1) < 1 and therefore all
denominators in the statement are nonzero, making the statement well-formed.
In light of (7.18), we further have

1—Ko(, éja)/KQ(:l:, 1) B x[jal Hj/ecja Kj(z,1)

1 - Ko(z.ey,)/Ko(z,1) K;(w,1)
L. Ko@) Ko(@ @) _ z(jal[]cc,, Kj(2,1)
KQ(%,].) _KQ(w7épj) KJ(:B’]-)
— Zﬂ'»’:‘l’[,‘rr[ja]:l HO’Eﬂ' :E[O'] _ CC[](Z} Hj/eCja Kj/(m7 1) (719)
Zﬂél‘[,ﬂ'[pﬂ:l HoETr %[0’] Kj (w7 1)

We now prove (7.19). Let
A={mrell: w[ja] =1}, B={mell:n[p;] =1}

be the domains of the summations. From the definition of IT (specifically, constraints (2) in the
definition of O, of which II is a subset by definition; see Definition 2.5), it is clear that A C 5.
Furthermore, it is straightforward to check, using the definitions of 11 ;, II, and B, that

T (5) S H&j VrebB (720)

We now introduce the function ((- || -)) : B x II.; — B defined as follows. Given any 7 € B
and 7’ € I, (7 || w")) is the vector obtained from 7 by replacing all sequences at or below
decision node j with what is prescribed by #’; formally,
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! ifoceXy;
(o] = 4 " 1) O E By Ve B,n elly, (7.21)
. 7J
w[o] otherwise.

It is immediate to check that (|| 7")) is indeed an element of B. We now introduce the
following result.

Lemma 7.2. There exists a set P C B such that every 7" € B can be uniquely written as

7" = (7 || 7)) for some w € P and ' € II.;. Vice versa, given any w € P and ' € IT. ;,

then (« || 7)) € B.

Proof. The second part of the statement is straightforward. We now prove the first part.
Fixany 7* € I, ; and let P == {(( || 7*)) : w € B}. It is straightforward to verify that
for any ©” € B, the choices 7 := (7" || 7*)) € P and 7’ = 7(;y € II.; satisfy the equality
(7 || =) = =". So, every ®"" € B can be expressed in at least one way as =" = (= || 7)) for
some 7 € P and ' € II. ;. We now show that the choice above is in fact the unique choice.
First, it is clear from the definition of ((-||-)) that 7' must satisfy =’ = ={}), and so it is
uniquely determined. Suppose now that there exist 7, # € P such that (7 || 7)) = (7 || 7).
Then, 7 and 7 must coincide on all 0 € ¥\ ¥ ;. However, since all elements of P are of the
form ((b|| 7*)) for some b € B, then 7w and 7 must also coincide onall o € £ ;. So, 7 and &

coincide on all coordinates o € ¥, and the statement follows. O

Lemma 7.2 exposes a convenient combinatorial structure of the set B. In particular, it
enables us to rewrite the denominator on the left-hand side of (7.19) as follows

> abl=> > I el

weBoem T EP /' Elly; oe((w || w))

> > | AT wllf] II bl

weP /€l | oe(n’ || =) oe(w || =)
TEDy oEN;

¥ % (I0#0)| 1T =i

7/ €P w/Ell,; \oen’ oew’
oFYy

= 2 Il =l1)] > 11 =l
w''€ll,; cem! 7w EeEP ocen’

O’€E>;j
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=Kz 1)-| Y ] =] (7.22)

7' EP cen’
ng%]

where we used (7.21) in the third equality.
We can use a similar technique to express the numerator of the left-hand side of (7.19). Let

Hi,ja = {7\' S H>Fj : TI'[]CL] = 1}

Using the constraints that define II and the definition of 4, it follows immediately that for any
m € A, m(;) € Il; jo. Furthermore, a direct consequence of Lemma 7.2 is the following:

Corollary 7.1. The same set P C B introduced in Lemma 7.2 is such that every "’ € A
can be uniquely written as 77"’ = (7 || 7)) for some 7w € P and #’ € II, 4.

Using Corollary 7.1 and following the same steps that led to (7.22), we express the numerator
of the left-hand side of (7.19) as

D Iell=> > I el

weAoET ' EP w€ll; jo o((w || 7))

2 2 | AL ey Il el

P m €M | o€ (! | 7) (. uw”»
73
Y ¥ (=)
' eP well; jo \oen” 0‘671'
oFNy
= > ]I =l (7.23)
7' €ll; jq oET 71'/673 {7'671'
U€E>J

The statement then follows immediately if we can prove that

S [ lol =aljal ] Ky ().

well; jo OET J'€Cja

To do so, we use the same approach as in the proof of Theorem 7.4. In fact, we can directly use
the inductive characterization of II, ; obtained in (7.17) to write
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@ wlja] =1
. / ;
I jo = ¢ ™€ {0,1}%77 : @ w[ja'l =0 V?/EAW@ #a ’
® my €y Vi€l
@ 77(]/) =0 v]/ c Ua’E.Aj,a/#(leﬂ/

which fundamentally uncovers the Cartesian-product structure of I1; ;4. Using the same technique
as Theorem 7.4, we then have

>, Il=ll= > zlja] [[ ][ =lo]

well; jo 0E™ 7)€l ;1 Vj'€Cja J'€Cja OET 51y

—lalia [T X I[ el

7'€Cja () €L,y OET (1)

= iB[ja] H Kj/(li,l) 5

j'€Cja

and the statement is proven. O
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Computation of extensive-form
correlated and team equilibria






Chapter 8

Uncoupled learning of
extensive-form correlated

equilibrium

In Chapter 4 we have seen how one can construct simple, uncoupled no-external-regret dynamics
for sequence-form strategy polytopes in any imperfect-information extensive-form game. Due to
the connection between external regret and coarse correlated equilibria discussed in Chapter 3,
those dynamics can be used to compute normal-form coarse-correlated equilibria in general
multiplayer games, as well as Nash equilibria in two-player zero-sum games.

However, a different notion of equilibrium, extensive-form correlated equilibrium (the
counterpart of correlated equilibrium in normal-form games), cannot be obtained through
no-external-regret dynamics, begging the following question.

Do uncoupled, polynomial-time learning dynamics leading to the set of extensive-form correlated
equilibrium exist in any imperfect-information extensive-form game?

In this chapter, we settle it for the positive.

8.1 Contributions and related work

In this chapter we show that it is possible to construct simple, uncoupled learning dynamics
that minimize a stronger notion of regret—that is, that guarantee a stronger notion of hindsight
rationality—than external regret. In particular, we will define and study an instance of ®-regret
based on the notion of trigger deviation functions. As we will show, the minimization of ®-regret
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with respect to the set of trigger deviation functions leads to extensive-form correlated equilib-
rium (EFCE), the imperfect-information extensive-form game counterpart of what correlated
equilibrium is for single-decision simultaneous-action games (von Stengel and Forges, 2008).

Related work The notion of trigger deviation functions which we introduce in this chapter
builds on prior work on extensive-form transformations by G. J. Gordon, A. Greenwald, and Marks
(2008). However, trigger deviation functions are simpler than the extensive-form transformations.
Specifically, extensive-form transformations allow one to specify more than one trigger sequence
(together with different continuation strategies, one for each specified trigger sequence), whereas
our notion of trigger deviation functions only contemplates a single trigger sequence. Conse-
quently, the set of all trigger deviation functions is significantly smaller, and simpler, than the
set of all extensive-form transformations. The simpler structural properties of the set of trigger
deviation functions, explored in Section 8.3.2, will enable us to construct an efficient no-regret
algorithm for the convex hull of the set of all canonical trigger deviation matrices.

We also mention relevant literature concurrent and subsequent to the conference version of
the paper on which this chapter is based (Celli, Marchesi, Farina, and Gatti, 2020). First, we
acknowledge the thesis work by H. Zhang (2022) on computing certain refinements of EFCE
via polynomial-time uncoupled learning dynamics, though their procedure could require up
to exponential memory. In a later chapter of the thesis, the author notes that some of the
dynamics introduced in the thesis can be modified to guarantee polynomial memory usage when
convergence to the set of (unrefined) EFCE is sought. That work was conducted independently
and concurrently with ours. In a recent paper, Morrill, D’Orazio, Sarfati, Lanctot, J. Wright, A.
Greenwald, and Bowling (2020) conduct a study of different forms of correlation in extensive-form
games, defining a taxonomy of solution concepts. Each of their solution concepts is attained
by a particular set of no-regret learning dynamics, which is obtained by instantiating the phi-
regret minimization framework (A. Greenwald and Jafari, 2003; Stoltz and Lugosi, 2007; G. J.
Gordon, A. Greenwald, and Marks, 2008) with a suitably-defined deviation function. As part of
their analysis, Morrill, D’Orazio, Sarfati, Lanctot, J. Wright, A. Greenwald, and Bowling (2020)
investigate some properties of the well-established CFR regret minimization algorithm (Zinkevich,
Bowling, Johanson, and Piccione, 2007) applied to n-player general-sum extensive-form games,
establishing that it is hindsight-rational with respect to a specific set of deviation functions, which
the authors coin blind counterfactual deviations. In subsequent recent work, Morrill, D’Orazio,
Lanctot, J. R. Wright, Bowling, and A. R. Greenwald (2021) extend their prior work (Morrill,
D’Orazio, Sarfati, Lanctot, J. Wright, A. Greenwald, and Bowling, 2020) by identifying a general
class of deviations—called behavioral deviations—that induce equilibria that can be found through
uncoupled no-regret learning dynamics. Behavioral deviations are defined as those specifying an
action transformation independently at each decision node of the game. As the authors note, the
deviation functions involved in the definition of EFCE do not fall under that category. A particular
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class of behavioral deviation functions—called causal partial sequence deviations—induces solution
concepts that are (subsets of) EFCEs. Thus, their result begets an alternative set of no-regret
learning dynamics that converge to EFCE, based on a different set of deviation functions than
those we use in this dissertation.

Organization This chapter is organized as follows. In Section 8.2 we introduce the notion of
trigger agents and trigger deviation functions, and formally establish the important connection
between such notions and convergence to the set of EFCEs via no-regret dynamics. In Section 8.3
we show how regret with respect to the set of all trigger deviation functions can be kept sublinear.
We do so by first identifying a suitable characterization of the set of all trigger deviation functions.
Such a characterization exhibits a strong combinatorial structure that naturally lends itself to
being addressed via the regret decomposition techniques we saw in Chapter 4. Pseudocode for
the resulting learning dynamics, as well as a theoretical analysis, is given in Section 8.3.3.

8.2 Extensive-form correlated equilibrium and its relation with

O-regret

Extensive-form correlated equilibrium (EFCE) has been proposed by von Stengel and Forges
(2008) as the natural counterpart to (normal-form) correlated equilibrium in sequential games. In
an EFCE, before the beginning of the game an external mediator draws a recommended action
for each of the possible decision nodes that players may encounter in the game, according to
some probability distribution known to the player. These recommendations are not immediately
revealed to each player. Instead, the mediator incrementally reveals relevant action recommen-
dations as players reach new decision nodes. At any decision node, the acting player is free to
deviate from the recommended action, but doing so comes at the cost of future recommendations,
which are no longer issued if the player deviates. In an EFCE, the recommended behavior is
incentive-compatible for each player, that is, no player is strictly better off ever deviating from any
of the mediator’s recommended actions.

We make the definition of EFCE formal in the next subsection.

8.2.1 Trigger agents and trigger deviation functions

Multiple equivalent definitions of EFCE can be given; we will follow the equivalent formulation
given by Farina, Ling, Fang, and Sandholm (2019a) based on the concept of trigger agents introduced
by G.J. Gordon, A. Greenwald, and Marks (2008) and Dudik and G. J. Gordon (2009). Fix any
n-player imperfect-information extensive-form game, and let i € [n] be a player. Furthermore,
let ¢ = (j, a) € X} be a non-empty sequence for Player i, and let 7« € II; . ; be a strategy for the
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subtree rooted at decision node j of the tree-form decision process for Player . The (&, 7 )-trigger
agent is the agent that plays the game as Player ¢ according to the following rules.

e If the trigger agent has never been recommended to play action a at decision node j, the
trigger agent will follow whatever recommendation is issued by the mediator.

¢ When the trigger agent reaches decision node j and is recommended to play action a, we
say that the trigger agent “gets triggered” by the trigger sequence 6 = (j,a). This means
that, from that point on, the trigger agent will disregard the recommendations and play
according to the continuation strategy 7 from decision node j onward (that is, at j and all its
descendant decision nodes).

More formally, a (&, 7 )-trigger agent for Player i is a function that maps a recommended strategy
to realized behavior, according to a trigger deviation function, which we now formally define.

Definition 8.1 (Trigger deviation function). Leti € [n], 5 = (j,a) € £}, and 7 € II; ;. We

call “trigger deviation function corresponding to trigger & and continuation strategy #”, any linear
function ¢s_,# : R¥ — R¥i whose effect on sequence-form strategies is as follows:

¢ all strategies w < II; that do not prescribe the sequence ¢ are left unmodified. In
symbols,

Pon(m) = vV ell;: w[6] =0; (8.1)

e all strategies 7 € II; that prescribe sequence ¢ = (3, a) are modified so that the behavior
at j and all of its descendants is replaced with the behavior prescribed by the continuation
strategy 7. In symbols,

b5 a(m)[0] = mlo] ifo £ VoeX,mell: o] = 1. 8.2)
#tlo] ifo=j

At this stage, it is technically unclear whether a linear function that satisfies Definition 8.1 exists
for all valid choices of 6 and 7. We show that this is indeed the case in Section 8.3.1, by exhibiting
such a linear function via an explicit transformation matrix. Until then, we will take for granted
the well-posedness of the definition of trigger deviations, and focus on their relationship with
EFCE.

Having defined trigger deviation functions, we are now ready to formally define the concept
of extensive-form correlated equilibrium (EFCE) as a distribution of recommended behavior, such
that no player has incentive to unilaterally deviate from the recommendation according to any
trigger deviation function. Formally, we have the following.
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Definition 8.2 (¢-EFCE). Let I" be an n-player imperfect information game, where each
player i € [n] has multilinear expected utility u; : Q1 x --- x Q[n] — R. A distribution
p € A" xTnl jg an e EFCE if for all i € [n], 6 = (j,a) € ¥f, and 7 € II; -,

D u[m,...,wn](ui(qb&ﬁf,(m),m)_ui(m,m>)<€,

m el wyell,

In particular, an EFCE is defined as a 0-EFCE.

8.2.2 Convergence to the set of EFCEs via no-®-regret dynamics

We now show that the set of EFCEs can be approached by no-®-regret dynamics, where & is the
set of all trigger deviation functions (Definition 8.1). This result can be thought of as the extension
of celebrated connection between correlated equilibrium and internal regret (D. Foster and Vohra,
1997) to imperfect-information extensive-form games.

Theorem 8.1. Consider an n-player repeated imperfect-information extensive-form game,
and denote with RegET) the ®-regret of a generic player 4, with respect to the set of all trigger

deviation functions (Definition 8.1) for that player, that is,

T
Reg!") := &—(IJI‘TS)XEE?{Z (“i (%aﬁ(wgw)’ w(—tz) T (xft)w(_tZ)) }

wel,,, W=l

Furthermore, for all i € [i] and time ¢, let ul(-t) € Al be a distribution of strategies whose

expectation is :cgt), that is, be such that

m,ell;

Then, at all times T the average product distribution of play
1
t=1

is an ¢(T)-EFCE, where

) max;e [n] ReggT)

€ = T
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Proof. Fix any player i € [n], trigger sequence 6 = (j,a) € ¥}, and continuation strategy

#« € II; ;. From the multilinearity of the expected utility function u; as a function of
sequence-form strategies, we obtain that

(173 (¢0—>7r( (t))7 &2) = U; (bg_,ﬂ-< Z [J(t) ) Z ,LL(jZ[ﬂ'_Z] ™_;

m;ell; w_;ell_;

=ui| > w[mildosn(m), . plmw (8.4)

7, €I1; w_;ell_;

Z Z H p ] Ui(¢&—>ﬁ'(7"i)7ﬂ-—i>7

m €Il w, €I, \r€[n]
where (8.4) follows from the linearity of ¢s_,+. Similarly, we have
w@® =3 o 3 | ] uPf] ui(mmﬂ_).
m €l w, €I, \refn]

Hence, using the definition of ®-regret for Player i, we can write

R M (IO D).
Z Z %Z H p,gt)[wﬂ (W((ﬁa—)fr(ﬂ'i),ﬂ'—i) — 'U:i(ﬂ'i)ﬂ'—’i))

m el w, ell, t=1re[n]

= Z Z plmy,...,m }<ui(¢&aﬁ'(ﬂ'i)aﬂ'—i) - ui(m,ﬂ-_i>>.

m elly  w, €I,

WV
H\

Rearranging, taking a maximum over players i € [n], trigger sequences 6 = (j,a) € ¥}, and
continuation strategies # € II; . ;, and applying Definition 8.2 yields the statement. O

Theorem 8.1 relates an inherently global object—EFCE, a correlated distribution of play—to
an inherently local, per-player goal—hindsight rationality for a learning agent with respect to a
specific set of deviation functions. In light of this connection, in the rest of the chapter we focus on
how any individual player can ensure their ®-regret with respect to the set of trigger deviations
grows sublinear in time. As a result, we will assume that a particular player and corresponding
tree-form decision process has been isolated, and we will omit (and imply) all player subscripts
from the corresponding TFDP quantities.
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Definition 8.3. We refer to a no-®-regret algorithm for the set ® of all trigger deviation
functions as a no-trigger-regret algorithm.

The rest of the chapter will be concerned with constructing simple, efficient no-trigger-regret
dynamics.

8.3 Construction of no-trigger-regret dynamics

For the rest of the chapter we assume that an arbitrary TFDP has been fixed, and omit any player
indices.

In this section, we give an explicit construction of a no-trigger-regret algorithm.!®2 To that
end, in Section 8.3.1 we start by giving an explicit characterization of the set of all trigger deviation
functions, showing that it admits a concise combinatorial description in terms of canonical trigger
deviation matrices. Then, in Section 8.3.2 we study the combinatorial structure of the convex
hull of canonical trigger deviation matrices, showing that it can be described using simple
convexity-preserving operations already studied in Chapter 4.

8.3.1 Canonical trigger deviation matrices

In this subsection, we show that for any trigger sequence 6 = (j,a) € X* and continuation
strategy 7« € 1l ;, a particular trigger deviation function (Definition 8.1) can be written explicitly
in matrix form, using a heavily structured object which we coin canonical trigger deviation matrix.
Such a structural characterization will form the basis for constructing simple, efficient, uncoupled
no-regret learning dynamics that converge to the set of EFCEs in any imperfect-information
extensive-form game.

Definition 8.4 (Canonical trigger deviation matrix). Lets = (j,a) € Z*and y € Rig‘j. We
denote with Ts_,,, € Rgéz the matrix whose entries are defined as

1 if o, % 6 and 0, = o,
T[rﬁy[a'ryo—c] = y[O’r} lf Oc = 6 and Op >;j v Or,0c e X (85)
0 otherwise

The matrix Ts_,, is called the “canonical trigger deviation matrix corresponding to trigger & and

7

continuation strategy «”. Furthermore, the set of all canonical trigger deviation matrices is

[Bal[n fact, this was the first efficient construction proposed in the literature.
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denoted with the symbol

U= {T;Hﬁ 6= (j,a) €T € HH}.

Canonical trigger deviation matrices fully characterize the set of trigger deviation functions,
as we show next.

Lemma 8.1. Forany ¢ = (j,a) € £* and # € Il ;, the linear function
Ps—i x> To iz,

where Ts_, # is as defined in Definition 8.4, is a trigger deviation function corresponding to
trigger 6 and continuation strategy 7, in the sense of Definition 8.1.

Proof. The proof just amounts to a simple application of several definitions. Let 7 € II be
an arbitrary sequence-form strategy. By expanding the matrix-vector multiplication Ts_, 77
using the definition (8.5), we obtain that forall o € ¥

(Tomam)|o] = wo|lops + T[o]7w[6]155;. (8.6)

There are only two possibilities:

e If w[6] = 0, then (8.6) simplifies to

wlo] ifoc#é
(Tomnm)[o] = ,
0 otherwise.

Since by case hypothesis the probability of the sequence of actions from the root of the
game tree down to & is zero, then necessarily the probability of any longer sequence
of actions o = 6 must be zero as well, thatis w[o] = 0forallo = 6. So, Tsam =7
and (8.1) holds.

¢ Conversely, assume 7r[6] = 1. This means that at decision node j € J action a is selected
(with probability 1), and therefore (o] = O forallo = (j,a’) : &’ € A;,a’ # a. This means
that w[o] 1,26 = 7[0]15y, for all 0 € X. Substituting that equality into (8.6) gives (8.2), as

we wanted to show. O

As the combinatorial structure of canonical trigger deviation functions will be the crucial
component in the construction of our simple no-regret dynamics converging to the set of EFCEs,
we now pause to provide a few examples. Specifically, in the following example we show three
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canonical trigger deviation matrices, and illustrate how they modify sequence-form strategies in
a simple extensive-form game.

Example 8.1. We build on the small extensive-form game and example sequence-form
strategies defined in Example 2.7, which are reproduced below for convenience.

135 136 145 o7 28
A (1.0 2 (1.0 2 (1.0 a (1.0 a (1.0
Al 1.0 Al ] 1.0 Al | 1.0 Al Al
/\ A2 A2 A2 a2 1.0] a2 1.0
1 2
EA/ Ny B3] 1.0 B3| 10| B3 B3 B3
D
B B4 B4 B4 1.0 B4 B4
RS 729\ s 10| o sl 10| o cs
B/-\ CR O C6 | 1.0 co 6 6
3 4 5 6 D7 D7 D7 D7 | 1.0 D7
D‘ )‘D D‘ 34D D8 D8 D8 D8 psl 1.0
D9 D9 D9 D9 D9

We consider the following three examples of canonical trigger deviation matrices:

T, T, T,
Trigger sequence: Al Trigger sequence: A2 Trigger sequence: B3
Continuation: A2, D7 Continuation: Al, B3, C5 Continuation: B4
2 2dRB3B858323 22 2dRB3B8S8BE32 22 2RI B8BE3
s (1 (1 (1
Al 0 Al 1(1 Al 1
A2 11 A2 0 A2 1
B3 0000 B3 11 B3 0
B4 0000 B4 001 : B4 11
cs5 0000 c5 1 1 c5 1
C6 00:00 C6 0 1 C6 1
D7 B 0:0 00 0:1 D7 ( 000 D7 1
D8 0 1 D8 000 D8 1
D9 0 1 D9 000 D9 1

Figure 8.1: Canonical trigger deviation matrices. Entries shaded with dark gray represent the
entries of the matrix defined in the second case of Equation (8.5). Given trigger sequence
& € ¥*, all indices (o, 0.) such that 0, 0. = ¢ are shaded with light gray.

First example (Ta1_#,,) First, let us consider the trigger deviation matrix corresponding to
trigger sequence & = (A, 1), and the continuation strategy #a; that plays action 2 at decision
node A, and subsequently action 7 at decision node D. The matrix Taj—,#,, is reported
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in Figure 8.1 (Left). In order to illustrate the effect of this linear mapping on sequence-form
strategies, we provide some examples using the sequence-form strategy vectors defined
in Figure 2.5. First, we observe that any sequence-form strategy choosing action Al with
probability 1 triggers a deviation which follows the continuation strategy #. The deviation
for those sequence-form strategies results in a final sequence-form strategy equal to 757. For
example, using some of the-sequence form strategies of Figure 2.5, it can be easily verified (by
working out the matrix-vector product) that:

Tar—ssa 7135 = Taraa 136 = Tar—an W45 = o7

On the other hand, sequence-form strategies that do not select sequence 1 are left unmodified
by the linear mapping. For instance,

Ta1sp Tog = Tog and Tai .z, o7 = To7.

Second example (Taz_,#,,) Second, we examine the trigger deviation matrix Tas_,#,, for
trigger sequence 6 = (A, 2), where the continuation strategy 7> is defined so that Player 1
plays action 1 at decision node A, sequence 3 at decision node B, and action 5 at decision node
C. The corresponding matrix Tas—#,, is reported in Figure 8.1 (Middle). As in the previous
case, all sequence-form strategy vectors which put probability 1 on action 2 at decision node
A are modified so that be strategy at A and its descendants B, C, D matches the continuation
strategy. For example, we have that

Taz—s7p, 27 = Tazs 70, Wog = T135.

Furthermore, sequence-form strategies which do not put probability 1 on sequence A2 are
left unchanged. So, for example,

Tp2sp, T136 = T136 and  Tao_,z,, W15 = T1ss5.
Third example (T'g3_,#,,) As a final example, Figure 8.1 (Right) shows the deviation matrix
Tg3_ sy, corresponding to trigger sequence & = (B, 3) and continuation strategy 7 g3 selecting

action 4 at decision node B. Here, we have that

Tg3-s7g; 135 = LB3sp; 145 and Tg3_yzp, T145 = T145.



§8. UNCOUPLED LEARNING OF EXTENSIVE-FORM CORRELATED EQUILIBRIUM 163

8.3.2 Structural decomposition of canonical trigger deviation matrices

The characterization of trigger deviation functions through canonical trigger deviation matrices
(Lemma 8.1) enables us to simplify the task of constructing no-trigger-regret dynamics to ensuring
sublinear regret compared to canonical trigger deviation matrices. Therefore, for the rest of
the chapter our objective will be to construct a no-U-regret algorithm for any sequence-form
polytope Q. We will achieve that by actually considering a slightly more complicated problem:
constructing a no-(co ¥)-regret algorithm, that is, tackling the convex hull of V. It is clear, since
coV¥ D U, that any no-(co ¥)-regret algorithm is automatically a no-¥-regret algorithm as well.

From the general theory developed in Chapter 4, a no-(co ¥)-regret algorithm can be con-
structed from any no-external-regret algorithm R for the set co . In this section we show
how the strong combinatorial structure of co ¥ enables use of regret circuits to construct a
no-external-regret algorithm for it.

The starting point of our approach is the observation that, because the convex hull operation
is associative, the set

coV = CO{T&Hﬁ- 16 =(j,a) X, 7 € HH}
can be evaluated in two stages:
1. First, for each sequence & = (j,a) € ¥* one can define the set

As = CO{T&_”} (T E Hj};

2. Then, one can take the convex hull of all A, that is,

coW = co{Af, 6 z*}. 8.7)

Our construction of R will follow a similar structure. First, for each 6 € * we will construct
a no-regret algorithm R for the set of deviations As. Then, we will combine all the no-regret
algorithms R into a composite no-regret algorithm R for the set co V.

No-external-regret algorithm for the inner sets A; For any 6 = (j,a) € ¥*, a no-regret
algorithm for the set As can be constructed starting from any no-regret algorithm for the set Q.. ;
by using one of the composition rules (regret circuits) seen in Chapter 4. The crucial insight lies
in the observation that the mapping

Hy i R¥71 3y Ty,
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is affine, since it is clear from Definition 8.4 that the entries in Ts_,,, =: H;(y) are either constants
or linear combinations of entries in y. By using the fact that affine images and convex hulls
commute, we can therefore write

As = CO{T&*H} e H>;J} = COH@-(H#j) = H&(COHﬁj) = H(,(Q#j).

So, we have just proved the following characterization of the set As.

Lemma 8.2. For all sequences 6 = (j,a) € ¥*, As is the image of Q. ; under the affine
mapping H;, that is,

As = {T&—m& T Xy € Q;j}-

Let A; € REX®)*E= B ¢ R¥*¥ be such that the affine map H; has representation
Hy(y) = Asy+b  Vye R

By leveraging the regret circuit for affine transformations we developed in Section 4.2.4, Lemma 8.2
immediately implies that a no-external-regret algorithm R for As can be constructed from any
no-external-regret Ro s for Q. ; (for example, CFR, §4.3), as done in Algorithm 8.1.

Algorithm 8.1: No-external-regret algorithm R for set Ay == {Ts 0, : Ts € Q»j}

Data: * 6 = (j,a) € X* trigger sequence
* Ro,s no-external-regret algorithm for set Q. ; (e.g., CFR, Section 4.3)
1 function NextElement(M®) ¢ R¥**)
> | 2l « Rg 5.NextElement(ALM®)

s |returnT, oL represented in memory implicitly through the vector !

&

4 function ObserveUtility(U") € R¥*¥)
5 | Rg,s.ObserveUtility(ALU®)

Algorithm 8.1 can be instantiated with any no-regret algorithm R o, s for the set of sequence-
form strategies Q.. ;. The following proposition formalizes the cumulative regret guarantee when
Ro.s is set to the CFR algorithm (Section 4.3), which so far has arguably been the most widely
used no-regret algorithm for sequence-form strategy spaces.

Proposition8.1. Leté = (j,a) € £* be any trigger sequence. Consider the no-regret algorithm
Rs (Algorithm 8.1), where R s is set to be the CFR no-regret algorithm (Section 4.3) with RM
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as the choice of local no-regret algorithm for each decision node. Then, upon observing any
sequence of linear utility matrices U™, ... U™T) ¢ R***, the external regret cumulated by
the elements T(Y) :== T, _,,1,..., T == T,_, . output by R satisfies

T
Reg!") = max » (U0, T —TO) < D[S VT,
.
t=1
where D is the range of U, U e, any constant such that maxrea, <U(‘k)7 T)< D
forallt =1,...,T. Furthermore, the NextElement and the ObserveUtility operations run in

O(|X;]) time.

Proof. From Theorem 4.3, the regret cumulated by R upon observing linear utility matrices
UM, ..., UM equals the regret cumulated by the CFR algorithm upon observing linear utility
functions ATU®). Furthermore, the range of A U(®) satisfies the inequality

max (A—gU(t),:@ = max (U(t),A(;.a:> <D,
TEQ, TEQ;
since Asx € As.
So, applying the regret bound of the CFR algorithm,

Regl”) < D 3" \/I4y] | VT < D[ 145 | VT = D[Sy | VT,

J"73 J'Fj

completing the proof of the regret bound.

We now look at the complexity analysis. First, we observe that H;(y) maps each entry of y
to exactly one entry of the resulting canonical trigger deviation matrix Ts_,,. Hence, A; has
exactly |Zs ;| nonzero entries, and therefore the products ALM® ATU® require O(|X,])
operations each. Since CFR’s NextElement and ObserveUtility operations both run in linear
time in | ;|, we conclude that the NextElement of Algorithm 8.1 required a total of O(|X;])
operation. O

No-external-regret algorithm for the convex hull of the A; We have seen in Section 4.2.3

that a no-regret algorithm for a composite set of the form co{X1, ..., X, } can be constructed by
combining any individual no-regret algorithms for X7, ..., A, through the convex hull regret
circuit.

Hence, we apply the construction described in Algorithm 4.2 to obtain our no-regret algorithm
R for the set co ¥ = co{As : 6 € ¥} starting from the no-regret algorithms R (Algorithm 8.1),
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one for each sequence & € %*, as well as any no-regret algorithm R for the simplex A™".

Pseudocode is given in Algorithm 8.2.

Algorithm 8.2: No-regret algorithm R for the set co ¥ = co{As : 6 € X}

10

11

Data: ® R;, one per 6 € ¥*: no-regret algorithm for A;, defined in Algorithm 8.1
® R no-regret algorithm for A (e g., regret matching (Hart and Mas-Colell, 2000))

function NextElement(M() ¢ R¥*)

for 6 € ¥* do

‘ T&_mgt) + Rs.NextElement() [> See Algorithm 8.1]

m(At) — <<M(t)7T&—>w{(§t)>)6€2*

AD R e .NextEIement(m(At))

return Z A 5] T, o, represented in memory as list {(AW[5], wg_t)>}5-ez*
sen

function ObserveUtility(U®*) € R>*>)
for 6 € ¥* do
| Rs.ObserveUtility(U®) [> See Algorithm 8.1]

uf (U0, 0)
Ra .ObserveUtiIity(u(At))

GeX*

Theorem 8.2. Consider the no-regret algorithm R (Algorithm 8.2), where R is set to the
regret matching algorithm, and R is instantiated as described in Proposition 8.1. Upon
observing any sequence of linear utility matrices U™V, ..., U(T) € R¥*>, the regret cumulated
by the transformations TD .. TD ccow output by R satisfies

T
Reg!™), == max S (U® T — T®) < 2D (2| VT,
T*cco ¥ P
where D is any constant such that maxreco q,(U(t), T) < Dforallt =1,...,T. Furthermore,

the NextElement and the ObserveUtility operations run in O(|X|?) time.

Proof. At all times t, (MY, T, ), (UY T, ) < D is upper bounded by D. Hence,
from the known regret bound of the regret matching algorithm (Hart and Mas-Colell, 2000;
Zinkevich, Bowling, Johanson, and Piccione, 2007), the regret cumulated by Ra after T
iterations is upper bounded as
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Reg) < D/[S*|VT < DIS|VT.

On the other hand, the regret bound in Proposition 8.1 shows that, for all 6 = (j,a) € £*,
the regret RegéT) cumulated by R; is upper bounded as ReggT) < D|E.,|VT. Applying
Theorem 4.2 together with the fact that |3, ;| < |X| for all j € 7, yields the regret bound in the
statement.

Furthermore, the regret matching algorithm produces elements in O(|%*|) time, while each

iteration of the loop over ¥* requires O(|X;|) time from Proposition 8.1. O

8.3.3 Complete algorithm and analysis

Having established the existence of an efficient no-external-regret algorithm for the set of canonical
trigger deviation matrices co ¥ (Algorithm 8.2, R), we can now invoke the reduction from ®-regret

to

external regret seen in Section 3.2.3 to establish no-trigger-regret dynamics.

Remark 8.1. To complete the construction, it is important to verify that for each canonical
trigger deviation function T¥) output by R, a fixed point strategy x(*) = T 2(*) exists and
can be computed.

fixed point must exist by Brouwer’s fixed-point theorem.

be computed in polynomial time using linear programming. A more efficient algorithm is
proposed in an appendix to this chapter, Section 8.A.

Existence is straightforward: as = — T®z is a continuous function from Q to itself, a

Furthermore, since Q is a polytope, we remark that a fixed point of each matrix T® can

The final algorithm is presented pictorially in Figure 8.2 and in pseudocode in Algorithm 8.3.

A

Igorithm 8.3: No-trigger-regret algorithm for sequence-form strategy polytope Q

2

Data: R no-regret algorithm for ¥, defined in Algorithm 8.2

20 + 0ecR®
function NextElement(m® ¢ R¥)

T® = Z )‘E%t)T&—):cf;’ € co¥ + R.NextElement(m® @ z(~1) [> Algorithm 8.2]
sex

x® € Q « FixedPoint(T®) [> See Remark 8.1]

return z(*)

function ObserveUtility(u(") € R¥)
‘ R.ObserveUtility(u®) @ x®)) [> See Algorithm 8.2]

From the guarantees of the different pieces combined, we obtain the following.
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No-trigger-regret algorithm for Q (Algorithm 8.3)

R (Algorithm 8.2)
R (Algorithm 8.1)

T, . _©

~ 1—x
| Ros g
(t) b)) ) o l ~ (t) . (t)
-------- R R REEREEETE 7 I N o g s s A

v Rm (Algorithm 8.1) T

S R

m%m,(nt)

Figure 8.2: Pictorial depiction of our no-(co ¥)-reget algorithm for the set of sequence-form strategies
Q. For notational convenience we let ¥* := {1,..., m}.

Theorem 8.3. Algorithm R, defined in Algorithm 8.3, is a no-(co ¥)-regret algorithm for
the set of sequence-form strategies Q, whose cumulative co U-regret upon observing any
sequence of linear utility functions u(*), ... u(™) € R¥ satisfies

Reg™) = ngé{q}('u(t), T*(x®) — ) < 2D|Z|VT,
where D is any constant such that maxzcg(u'"), ) < D forallt = 1,...,T. Furthermore,
ObserveUtility requires time O(|%|?), and NextElement requires O(|S|?) operations, plus the
time required to compute a fixed point of T(*) (see Remark 8.1). In particular, if the algorithm
described in the appendix (Section 8.A) is used to compute each fixed point, NextElement
requires O(|Z|% + >_jes FP(|A;])) time at all ¢, where FP(m) is the time required to find a
fixed point of an m x m stochastic matrix.

8.4 Final remarks

We conclude by pointing out that the material in this chapter can be extended in several directions,
though for space and organizational reasons we decided not to develop these extensions in detail
in this dissertation.

For one, the whole machinery presented in this chapter applies to extensive-form coarse correlated
equilibria (EFCCE) (Farina, Bianchi, and Sandholm, 2020), an intermediate solution concept that
sits between EFCE and coarse-correlated equilibria. Since an EFCE is always an EFCCE, the
algorithm we presented in this chapter can be used—without modifications—to find an EFCCE
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as well. However, as shown by Anagnostides, Farina, Kroer, Celli, and Sandholm (2022), when
an EFCCE is sought it is possible to slightly simplify the construction of the algorithm to obtain
slightly faster per-iteration complexity.

Another direction is obtaining learning dynamics that can recover EFCE at the near-optimal
rate O7(1/T), similarly to what was done in Chapter 6. This is possible, but is significantly harder
due to the presence of the fixed point computation in EFCE (Anagnostides, Farina, Kroer, Celli,
and Sandholm, 2022). We refer the reader interested in this direction to the work by Anagnostides,
Daskalakis, Farina, Fishelson, Golowich, and Sandholm (2022) and Anagnostides, Farina, and
Sandholm (2023).

8.A Appendix: Inductive computation of fixed points of trigger
deviation matrices

As mentioned in Section 8.3.3, a fixed point of any transformation T € co ¥ can be computed in a
variety of ways, including linear programming. In this appendix, we show that the combinatorial
structure of co ¥ enables us to find a fixed point of any T € co ¥ as the result of the solution
of a sequence of fixed point computations for smaller stochastic matrices. This structural
understanding will enable us to conclude that any transformation T € co ¥ admits a fixed point
x = Tx € Q that can be computed in time quadratic in the number of sequences .

As a key step in our algorithm, we will use the following well-known result about stationary
distributions of stochastic matrices.

Fact 8.1. Any stochastic matrix A € S? admits a fixed point Az = x € A?. Furthermore, such
a fixed point can be computed in polynomial time in d.

Several specialized algorithms are known for computing fixed points of stochastic matrices
(see, e.g., Paige, Styan, and Wachter (1975) for a comparison of eight different methods). Since
the particular choice of method is irrelevant, in this dissertation we will make the following
assumption.

Assumption 8.1. Given any m € N1, we assume access to an oracle for computing a fixed
point of any m x m stochastic matrix A. Furthermore, we assume that the oracle requires at
most FP(m) time in the worst case to compute any such fixed point.

Our algorithm for computing a fixed point of T &€ co ¥ requires that the transformation T be
expressed as a convex combination of elements from the sets {As }s¢x-, that is, an expression of
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the form

T=> ATosa,, with > A=1,120z;€Q; V6=_(ja)cy, (8.8)
GeEX* GeD*

in accordance with the characterization of co ¥ established by (8.7) and Lemma 8.2. Note that
our no-regret algorithm R for the set co ¥ (Algorithm 8.2) already outputs transformations T
expressed in the form above.

Our algorithm operates incrementally, constructing a fixed point sequence-form strategy « for
T decision node by decision node, in a top down fashion. To formalize this notion of top-down
construction, we will make use of the two following definitions.

Definition 8.5. Let J C J be a subset of decision nodes. We say that .J is a trunk of J if, for
every j € J, all predecessors of j (thatis, all 5/ € 7 such that j' < j) are also in J.

Example 8.2. Consider again the small tree-form decision process of Example 2.7, reproduced
below.

A

I/KZ
N T

B R’ C‘R o o 0O
3 4 5 6
LA T G
In this case, the sets { }, {A}, {A, B}, {A,C}, {A,D}, {A,B,D}, {A,C,D}, {A,B,C,D} exhaust
all the possible trunks.

Conversely, sets {B} and {B, D} are nof trunks, because A < B and yet A is not in the sets.
Similarly, {C} and {C, D} are not trunks, since A < C and yet A is not in the sets.

Definition 8.6. Let J C J be a trunk of J (Definition 8.5), and T € co¥. We say that a
vector ¢ € Rgo is a J-partial fixed point of T if it satisfies the sequence-form constraints at all
j € J, thatis,

zle] =1, xlp)= ) =[ja Vjel (8.9)
acCA;

and furthermore




§8. UNCOUPLED LEARNING OF EXTENSIVE-FORM CORRELATED EQUILIBRIUM 171

(Tx)[2] =z[@] =1, (Tx)[ja| = x[ja] VjeJ acA,. (8.10)

It follows from Definition 8.6 that a J-partial fixed point of T is a vector x € Q such that
x = Tx. The following simple lemma establishes a { }-partial fixed point for any transformation
T ccoV.

Lemma83. LetT =), .
Then, the vector zy € Rgo, whose entries are all zeros except for zy[@] = 1, is a { }-partial

A6 Ts_ o, be any transformation in co ¥, expressed as in (8.8).

fixed point of T.

Proof. Condition (8.9) is straightforward. So, we focus on (8.10). Fix any = (j,a) € £*. The
definition of Ts_,4, given in (8.5), implies that

1 ifo, =0
T§_>@6 [JT, @] = Vo, €.
0 otherwise

Consequently, Ts_,2, (x0) = Ts—a, To = xo (from expanding the matrix-vector multipli-
cation). So, T(xo) = D ;cx- A6 Ts4, (To) = xo and in particular T(xo)[2] = xo[9] = 1.
So, (8.10) holds, as we wanted to show. O

The key result that powers our algorithm to compute a fixed point of any T € co ¥ is that
a J-partial fixed point can be cheaply promoted to be a (J U {j*})-partial fixed point, where
j* € J\ Jis any decision node whose predecessors are all in J. Algorithm 8.4 below gives an
implementation of such a promotion: Extend(T, J, j*, «) starts with a J-partial fixed point  of
T, and modifies all entries x[j*a], a € Aj,, so that  becomes a (J U {j*})-partial fixed point.
Therefore, at a conceptual level, one can repeatedly invoke Extend, growing the trunk .J one
decision node at a time until J = 7, starting from the { }-partial fixed point x, described in
Lemma 8.3.
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Algorithm 8.4: Extend(T, J, j*, x)

Input  : e T=3 . \sTs 2, €coV,represented as list {(\s, %s)}sex-
e JC J trunk
* j* € J decision node not in J such that its immediate predecessor is in J
* xcC R;O J-partial fixed point of T

Output : * 2’ € RY; (J U {;j*})-partial fixed point of T
1 Op < Pj=
2 Letr € R’;{)* be the vector whose entries are defined, for all a € Aj;., as
rla =Y D> Nwzpwlitazljd]
Jj'Sopa’ €A

3 Let W € z[o,] - S#4i+ be the matrix whose entries are defined, for all a,, a. € Aj., as

Wia,, ac| = rla;]| + | Njra.@jea.[i7ar] + | 1 — Z Ao | Tap=a, | [op)
6EX", 6% ac
4 if x[op] = 0 then
5 ‘ w<+ 0¢€ R;é*
6 else
7 | b e A+ « fixed point of stochastic matrix ﬁw
8 | w< x[op)b
o & —x
10 fora € A;, do
11 ‘ Z'[j*a] + wlj*d]
12 return z’

Before giving a proof of correctness and an analysis of the complexity of Extend, we illustrate
an application of the algorithm in the simple extensive-form game of Example 2.5.

Example 8.3.

Consider the simple extensive-form game of Example 2.5, and recall the three deviation
matrices Ta1—sn; TA2— 44 TB3—4g considered in Example 8.1. We will illustrate two
applications of Extend, with respect to the transformation

1
3

1

1
T =z TA].*}ﬁ'Al + 6

5 TB3%ﬁ-B3 €coV.

TA24)7?FA2 +

e In the first application, consider the trunk J = {}, decision node j* = A, and the
{ }-partial fixed point described in Lemma 8.3, that is, the vector £ whose components
are all 0 except for the entry corresponding to the empty sequence &, which is set to 1.
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In this case, o, = p;- (Line 1 of Algorithm 8.4) is the empty sequence. Since no decision
node j’ can possibly satisfy j < o, the vector r defined on Line 2 is the zero vector.
Consequently, the matrix W defined on Line 3 is

12
1/ 1
W= 2 13\ 1
L 2/3 |2
which is a stochastic matrix. A fixed point for W is given by the vector b := (2/5,3/5) €
Af23}, So, the vector z’ returned by Extend is given by

'[@] =1, '[Al]= %, ' [A2] = %

and zero entries everywhere else. Direct computation reveals that ' is indeed a
{A}-partial fixed point of T.

¢ In the second application of Extend, we start from the {A}-partial fixed point that we
computed in the previous bullet point, and extend it to a {A, D}-partial fixed point.
Here, j* = D, and so o, = A2). The only j' < 0, is A, and so the vector r defined on
Line 2 is

Consequently, the matrix W defined on Line 3 is

7 8 9

3/ 1/ 1/5\ 7

W=1]0 25 0 |8
0 0 25/)0

As expected, W ¢ 3/5 SIP7:D8.D9} — 2[A2] §{P7:D8.09} " A fixed point for g W =W

is given by the vector b := (1,0, 0). So, the vector ' returned by Extend is given by
/ / 2 / 3 / 3 !/ /
z'[o] =1, z'[Al] = = T [A2] = 5 T [D7] = 5 T [D8] =0, z'[D9] =0,

and zero entries everywhere else. Once again, direct computation reveals that =’ is
indeed a {A, D}-partial fixed point of T.
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Proposition 8.2. LetT =} . 1. \s Ts_,z, be a linear transformation in co ¥ expressed as
in(8.8), x € Rgo bea J-partial fixed point of T, and j* € J be a decisionnode notin J such that
its immediate predecessor is in J. Then, Extend(T, J, j*, x), given in Algorithm 8.4, computes
a (J U {j*})-partial fixed point of T in time upper bounded by O(|X| |A;.| + FP(]4;.])).

The proof of Proposition 8.2 is deferred until the end of the section. Proposition 8.2 immediately
implies that a fixed point for T € co ¥ can be computed by repeatedly invoking Extend to grow the
trunk J one decision node at a time, until J = 7, starting from the { }-partial fixed point 2y € R,
introduced in Lemma 8.3. This leads to Algorithm 8.5, whose correctness and computational
complexity is a straightforward corollary of Proposition 8.2.

Algorithm 8.5: FixedPoint(T)

Input T =53 5. \sTs .z, €coV transformation
Output : x € Q suchthatx = Tx

1z 0ER® z[o]« 1

o J«+{}

s for j € J in top-down order®?! do

4 | @+ Extend(T, J, j,x) [> See Algorithm 8.4]
5 | J+— JU{j}

6 return x

Corollary 8.1. LetT = > sex+ A6 T a, be a transformation in co ¥ expressed as in (8.8).
Then, Algorithm 8.5 computes a fixed point @ > = = Tz in time upper bounded as
O(IZF + 32 e 7 FP(IA;D)-

Proof of Proposition 8.2

In order to prove correctness of Extend in Proposition 8.2, we will find useful the following
technical lemma.

Lemma 8.4. LetT =) sex+ A6 Ts sz, be any linear transformation in co ¥ expressed as
in (8.8). Then, forall o € %,

[8b1That is, according to a pre-order tree traversal: if j < j/, then j appears before j in the iteration order.
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(Ta)o] = (1= > Ao |alol+ D > ANwzjaloaljd].

6EXT, 6k0 Jj'soa’ €A

Proof. Fix any trigger sequence & = j'a’ € ¥*. By expanding the matrix-vector multiplication
between T;_,,, (Definition 8.4) and «, we have that for all 0 € %,

T[}Hm&(iﬂ)[d] = w[a]ﬂ(,%&—kw&[o]m[&]ﬂgﬁj«. (8.11)
Therefore, for all o € 3,
(Ta)o] = > Ao Toa, @0l = Y As(@[o]1oys + a5 [0]@[6]150)
e 6=j'a’ €X*
=| X el X D> Nwazyalolalid]
GEX", o#6 J'<oa’€A
=|1- Z As +Z ZA]a’xja/ []a]
6EX”, 6=k0 Jj'<Soa’€A;
as we wanted to show. O

We are now ready to prove Proposition 8.2, which is restated below for the reader’s convenience.

Proposition 8.2 (Restated). Let T = > . _y.. A\s Ts_,z, be a linear transformation in co ¥
expressed as in (8.8), ¢ € Rgo be a J-partial fixed point of T, and j* € J be a decision
node not in J such that its immediate predecessor is in J. Then, Extend(T, J, j*, z), given
in Algorithm 8.4, computes a (J U {j*})-partial fixed point of T in time upper bounded by
OS] | Aj.| + FP(14,.))).

Proof. We break the proof into four parts. In the first part, we analyze the sum of the entries of
m[g (W e S+,
as stated in Line 3. In the third part, we show that the output ’ of the algorithm is indeed a

vector r defined in Line 2 of Algorithm 8.4. In the second part, we prove that

(J U {j*})-partial fixed point of T. Finally, in the fourth part we analyze the computational
complexity of the algorithm.

Part 1: Sum of the entries of » In this first part of the proof, we study the sum of the entries of
the vector r defined on Line 2 in Algorithm 8.4. By hypothesis, the immediate predecessor of j*
isin J. So, because « is a J-partial fixed point, the sequence o, := p;- satisfies (Tx)[0},] = x[op].
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Hence, expanding the term (Tx)[o,] using Lemma 8.4, we conclude that
= Y n el XY Awaswle]ali'a] = alo,)
GET", 6<k0p Jj'<Sopa’€Ay
By rearranging terms, we have
S |zlop)= > > New xparloplali’d]. (8.12)
6EX”,6<k0)p Jj'<Sopa’€Ay

On the other hand, since z;, € Qs for all j/ x o,,¢’ € A;, the sequence-form
(probability-mass-conservation) constraints (2.2) imply that

Tjiqlop] = Z xjq[j al. Vi < opd €A
a€A;j«

Hence, plugging the previous equality into (8.12), we obtain

Z )\& :c[ap]: Z Z Z )\j’a/ wj/a’[j*a]w[jla/]

6EXY, 60 J'Sop a’ €A a€A;

- Y (X S vemalitaalial

a€A;j \J'Sopa’€Ay

> rld,

aC€Aj.

where the last equality follows from recognizing the definition of r on Line 2 of Algorithm 8.4.
So, in conclusion,

> rla = > X |aloy) (8.13)

a€A;, 6EX,6xk0p

Part 2: W belongs to x[s,] - S*i~ In this second part of the proof, we will prove that all
columns of the nonnegative matrix W, defined on Line 3 of Algorithm 8.4, sum to the same
value xz[o,]. Fix any a. € Aj;.. Using the definition of W, the sum of the entries in the column
of W corresponding to action a, is
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Z Wia,,ac] = Z T[ar]+)‘j*acw.7’*ac[j*ar]w[‘7p}

ar €A« ar €A«

o R DD Vil [ PR

6EX*, 6<% ae

= Z Ao | zlop] + xlop] Ajxa, Z Tjea, (7" ar]

6EX™, 6<k0p ar€A;«

+ 11— Z A :B[Up]

5EX*, 6<j"ae

= Yo xalol + o] Ao+ [ 1= D As | o),

6EX, 6<k0p 6eX*, 6xkj%a.

where we used (8.13) in the second equality, and the fact that 3, 4 @;-q.[j"ar] = 1since
Xjrq, € Qpj+ (Definition 2.4), in the third. Using the fact that the set of all predecessors of
sequence (j*, a.) is the union between all predecessors of the parent sequence o, and {(j*, a.)}
itself, after rearranging terms we can write

Z Wia,,a.] = Z Ao | zlop] + @[op] Ajra. + | 1 — Z Ao | ®[oyp]
ar€A; . GEX*, 650y GES*, 655" a.
=alop] {1+ Agrant D A D N
G6EX*, 650y GED*, 6<5*ac
= (o).

So, all columns of the nonnegative matrix W sum to x[o,], and therefore W € z[o,] - S4i-.

Part 3: o’ is a (J U {j*})-partial fixed point of T We start by arguing that =’ satisfies the
sequence-form constraints (8.9) forall j € JU{;*}. The crucial observation is that Algorithm 8.4
only modifies the indices corresponding to sequences (j*,a) for a € A;, and keeps all other
entries unmodified. In particular,

x'[ja] = x[ja] ViedJaeA;. (8.14)
Furthermore, because J is a trunk, the above equation implies that

x'[pj]l==xp;] Vjel
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Hence, using the hypothesis that « is a .J-partial fixed point of T at the beginning of the call,
we immediately conclude that the constraints (8.9) corresponding to j € J hold for vector o/,
and the only condition that remains to be verified is that

o)) = Y @[5, a)l. (8.15)

a€A; .

If z[o,] = 0, then all entries «'[(j*, a)] are set to 0 (Line 5) and so (8.15) is trivially satisfied.
On the other hand, if x[o,] # 0, then «'[j*a] is set to the value x[o,] b[a] (Line 8), and since b
belongs to the simplex A*i~, (8.15) holds in this case too. So, &’ satisfies (8.9) forall j € JU {j*}
as we wanted to show.

We now turn our attention to conditions (8.10). From Lemma 8.4 it follows that (Tx)[o]
only depends on the values of z[j’a’| for j' < 0,a’ € A;:. So, from (8.14) it follows that

T(z')[ja] = z[ja] = 2'[ja] VjeJac A,
and the only condition that remains to be verified is that
T(z')[j"a"] = 2'[j"a"] Va* € Aj.. (8.16)

Fix any a* € A;.. We break the analysis into two cases.

e If z[o,] = 0, then w = 0 (Line 5) and therefore «'[j*a*] = 0. Hence, to show that (8.16)
holds, we need to show that T(x')[j*a*] = 0. To show that, we start from applying
Lemma 8.4:

T)[j"a = Y Y Apwzyelifalafd].

J'<Si*a* a’€Ay

Now, using the fact that {j’ € J : j’ < [j*a*]} is equal to the disjoint union {j' € J : j' <
op} U{j*}, and that z’[(j*,a’)] = 0 for all ' € A;,, we have

= > Y Nwzpalitaa[ja]. (8.17)

Jj'<Sopa’€Ay

Since x4 € Qs is a nonnegative vector, from Definition 2.4 it follows that

Tjalop) = D xjwlital = @palita’]. (8.18)
a€A;,

Hence, substituting (8.18) into (8.17),
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<Y Nwzpalo)a]jd]

Jj'Sopa’€Ay

= T(2')[o}] = 2'[0,] = 0,

where the first equality follows again from Lemma 8.4, and the second equality follows
from the inductive hypothesis that «’ is a J-partial fixed point of T. Since &’ is a
nonnegative vector and T maps nonnegative vectors to nonnegative vectors, we conclude
that T(2')[j*a*] = 0 as we wanted to show.

If x[o,] # 0, then b is a fixed point of the stochastic matrix

L ;W, and therefore it
satisfies

z[op

Z Wla*, ac] bla.] = z[op) bla™].
ac€A;«

Hence, by using the fact that «'[j*a*| = x[0,] b[a*] (Line 11), we can write

Z Wla*, a.| bla.].

ac€A;«

By expanding the definition of W[a*, a.] (Line 3) on the right-hand side

[ a*] = Z rla*] + | Njra.@jra.[i 0] + I—Z Ao | Tar=a. | Z]op] | blac]

acEA; seT”
&ﬁj*ac

=rla’ ]+ (1= > |2 [T+ )] Neawjea[iTa’]2 [ a,

sET*, 65 a* ac€A;

where in the second equality we used the fact that b € A%i~, and the fact that ='[j*a] =
x[op] bla] for all @ € Aj, (Line 11). Expanding the definition of r (Line 2),

al= > > Nwzpglitalaldl+ [1- Y A |@[i"a’]

Jj'Sopa’ €A GED*, 6<5j*a*
+ 3 Namialitatl (7 ac)]

ac€A;

=|1- Z Ao |Z'[j a*] + Z Z Njrar Tjrar[j7a] ' [5a]

GED*, 6<j*a* J'<Sj*ar a’ €Ay
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=T(z')[j"a’],

where we used the fact that the set {j' € J : j/ < j*a*} is equal to the disjoint union
{j' € T : j < op} U{j*} in the second equality, and Lemma 8.4 in the third equality.

Part 4: Complexity analysis In this part, we bound the number of operations required by
Algorithm 8.4.

e Line 2: each entry r[a] can be trivially computed in O(|X|) time by traversing all
predecessors of j*. So, the vector r requires O(|X| |.A;.|) operations to be computed.

* Line 3: if a, = a., then the number of operations required to compute W{a,, a.]
is dominated by the computation of >, ;. , ) As, which requires O(|X[) operations.
Otherwise, if a, # a., the computation of W{a,, a.] can be carried out in a constant
number of operations. Hence, the computation of Wia,, a.] for all a,, a. € A;. requires
O(|Z| |Ajs| + [Aj«|?) time. Since |A;.| < |E|, the total number of operations required to
compute all entries of W is O(|X]| | A;.]).

e Lines 4 to 8: if x[o,] = 0, then the computation of w requires O(|.A;.|) operations. If,
on the other hand, z[o,] # 0, then the computation of w requires O(FP(|A;.|) + |A;«|)
operation. Since clearly any fixed point oracle for a square matrix of order |.A;,| needs to
spend time at least Q(].A;,|) time writing the output, O(FP(|A;.|)+|A;.|) = O(FP(JA;.])).
So, no matter the value of x[o,], the number of iterations is bounded by O(FP(|.A4,.|)).

e Line 11: finally, the algorithm spends O(|.A;.|) operations to fill out the entries of x.

Summing the number of operations of each of the different steps of the algorithm, we conclude
that each call to Extend(T, J, j*, «) requires at most O(|X||A;.| + FP(|.A;«|)) operations. [




Chapter 9

Geometry of correlated strategies,
and positive complexity results for
optimal EFCE

We have shown in Chapter 8 that one extensive-form correlated equilibrium can be obtained by
following simple, uncoupled no-trigger-regret dynamics. In this chapter we instead focus on the
computation of an optimal (for example, social-welfare-maximizing) EFCE. Because an EFCE is by
definition a correlated distribution over the Cartesian product of the strategies of the players, in
order to find one such optimal equilibrium point it is sufficient to have a concise characterization
of all such correlated distributions. That will be exactly the focus of this chapter:

Ave there polynomially-sized descriptions of the set of all correlated strategies of players in an
imperfect-information extensive-form game?

9.1 Contributions

In this chapter, we greatly expand the set of games in which we prove the question can be
answered for the positive, obtaining the first positive complexity results around optimal correlated
equilibria in more than a decade. Specifically, we show the following:

¢ In two-player games, correlated strategies have a polynomial description provided that
a certain condition, which we coin triangle-freeness, is satisfied. We then show that the
condition holds, for example, when all chance moves are public, that is, both players observe
all chance moves. This result immediately implies that a social-welfare-maximizing EFCE
can be computed in polynomial time in the game tree size in these games. Furthermore, the
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techniques that we introduce to establish the result might be of independent interest.

* As a byproduct of the proof technique, we show that in triangle-free games the polytope
of correlated strategies can be obtained via composition of the scaled extension operation
that we introduced in Chapter 4. This will set the stage for constructing a state-of-the-art
learning algorithm for computing optimal EFCE in Chapter 10.

* In Section 9.5 we mention that in games that are not triangle-free, we recently established
a generalization of the result, proving that the polytope of correlated strategies can be
expressed as a linear transformation of a set obtained via a chain of scaled extension
operations. While the length of the chain is in the worst case exponential in the size of
the game tree—this is unavoidable unless P = NP—we show that it can be bounded by a
function of a parameter of the game that intuitively measures the amount of asymmetric
private information among the players, thereby leading to state-of-the-art parameterized
complexity results.

¢ Finally, in Section 9.6 we put to use the characterization of the polytope of correlated strategies
we develop in the chapter to empirically investigate the set of expected utilities that can be
reached by EFCEs across nine games. In all cases, we observe that both the shape of the
polytope and the range of reachable payoffs are highly nontrivial. This empirically suggests
that being able to search and optimize over the space of EFCE (rather than computing a
single EFCE without a priori guarantees over the social welfare, as in Chapter 8) is important.

9.2 Preliminaries, notation, and prior work

In this section, we define some notation to describe correlated strategies. We will focus on the case
of two correlating players, as that reduces the notational burden while exposing the complexity
in its generality. Extending the notation and concepts to more than two players is mechanical.
We will denote quantities that belong to the two correlating players using subscripts 1 and 2,
respectively.

A correlated distribution of play is a probability distribution over deterministic sequence-form
strategies II; x Il of the players. As summarized in Table 9.1, given two decision nodes
J1 € Ji,j2 € J2, we say that j; and j, are connected, and write j; = js, if there exists at least
one possible trajectory in the decision process is consistent with Player 1 acting at j; and Player
2 acting at jo. Equivalently, in game tree terms, j; = js if and only if there exist nodes u; in
information set j; and us in information set j3, such that there exists a path from the root of the
game tree to uy that passes through u,, or vice versa. With the notation of connected decision
nodes, the notion of relevant sequence pairs can be introduced. We say that (o1, 02) € X1 x 33 form
a relevant sequence pair—denoted o > oo—if at least one of the sequences is the empty sequence,
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Symbol Description

Jj1 = Jo Connected decision nodes: if j; = ja, it is possible that the trajectory in the
decision process goes through both j; € J; and j» € 7>
o1 X 09 Relevant sequence pair: o; < 03 if at least one between o and o3 is the empty

sequence &, or if o1 = (j1, a1), 02 = (j2,a2) with j; = jo
PRSI Set of all relevant sequence pairs {(01,02) € 1 X g : 01 X 02}

j1 X oo Shorthand for: (j1,a1) <o forall a; € A,
01 X jo Shorthand for: o1 4 (j2,a2) forall a; € Aj,

Table 9.1: Additional notation used when dealing with correlation of strategy spaces.

orif o1 = (j1,a1),02 = (j2,a2) with j1 = jo. Finally, we denote with the symbol ¥, >1 X, the set
of all relevant sequence pairs, and use the notation j i ¢ to mean that (j,a) o forall a € A;.

9.2.1 Polytope of correlation plans =

Consider now a particular terminal state of the game. Let o1, 02 be the last sequences that were
encountered by the two players. Clearly, o, < 02 because the underlying decision nodes must
be connected. In order to express the expected utility of such terminal state, it is important to
measure the probability according to which strategies consistent with o, and o, were selected.
Let p be the correlated distribution over deterministic sequence-form strategies for the agents.
Such a probability is given by

Z Z plm, 7). 9.1

welly  w'ell,
wlo1]=1 7/[o5]=1

Next, we extend (9.1) to any pair of relevant sequences.

Definition 9.1. Let u € A" *!2 be a correlated distribution over deterministic strategies for
the correlating agents. We let f denote the function mapping p to the vector

fwlon,oo):= > Y plm, ] V(o1,02) € £y 54 Ta. 9.2)
welly  w'€ell,
""[‘Tl]zlﬂ'/[az]ZI

The function f just introduced defines a convenient mapping between a correlated distribution
of play p, an exponentially large object, to the vector f(u), which only has a polynomial number
of entries in the sizes of the correlated strategy spaces. We call f() the correlation plan equivalent
to p. The set of all legal correlation plan is introduced next.
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Definition 9.2. The polytope of correlation plans E is the image of f (Definition 9.1) as p varies
over the set of all possible correlated distributions over II; x Iy, thatis,

E=Imf= {f(u):p,EAHlXH?}.

Since the function f (Definition 9.1) is linear and the probability simplex is a convex polytope,
it immediately follows that = is indeed a convex polytope, as stated in the following lemma.

Lemma 9.1. The polytope of correlation plans = is a convex polytope, and a subset of Ri}f@z.

Lemma 9.1 means good news: just like in the non-correlated case (Section 2.3), we can
represent strategies as elements of low-dimensional (more precisely: with dimension bounded
as a polynomial in the size of the input decision spaces) convex polytope. However, unlike the
non-correlated case, in general the constraints that define = are unknown. Furthermore, even if
the constraints were known, a polynomial number of constraints might not be enough to describe
E. A simple computational complexity argument in the work by von Stengel and Forges (2008)
shows that this hurdle cannot be avoided, unless P = NP.

Remark 9.1. Since f sums up distinct entries from the distribution g, all entries of f(u)
belong to [0, 1]. Hence, = C [0, 1]¥1>2,

9.2.2 Optimal EFCE as a linear program

We now show that the concise representation defined by = enables to express the set of all EFCEs
as a polytope whose number of constraints is polynomial whenever = can be expressed via
polynomially many constraints. In order to elucidate the connection between the polytope of
all EFCEs and the polytope of correlation plans =, we go back to the very definition of EFCE,
which was given in Section 8.2. According to the definition, a correlated strategy p € AMixM2
is an EFCE when for any player i € {1,2}, there is no trigger sequence § = (j,a) € £} and
continuation strategy (deterministic or mixed) s € Q; .; such that the (&, x;)-trigger agent
for Player ¢ attains more value in expectation than the player that always play according to the
strategies sampled from p. As we show in Section 9.B, given any i € {1,2}, 6 = (j,a) € £}, and
continuation strategy s € Q;, »;, the difference in expected utility obtained by the (¢, x5 )-trigger
agent is a bilinear function & TA, s of the correlated plan £ € = that corresponds to p, and x;.
Hence, by just using the definition of EFCE we get to the following intermediate result.
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Lemma 9.2. An EFCE ¢ that maximizes the linear” objective c¢'¢ is the solution to the
following nonlinear optimization problem:

mgax c'¢
st. @O €e€=
@ max € Ajsx; <0 Vie{l1,2},6 = (ja) €.
T5E€Q;, =5

"We remark that by the very construction of correlation plans, the expected utility of a player that plays according
to the strategy sampled from £ is a linear function of £. Hence, linear objectives in £ are in particular able to capture
any linear combination of the utilities of the players, including the sum of the utilities (that is, the social welfare).

We now show that the constraints (2) can be rewritten as linear constraints, by means of linear
programming duality. Indeed, letting F; ..;, f, . ; denote the sequence-form constraints that
define Q; . ;, thatis, Q; »; = {zs : Fi - jxs = f, .;, Ts > 0}, we have that the linear programs

T . T
max £ A,'ﬁ:c& min f@;—jvi,&
s Vi, &
— T T
s.t. Fi>>r‘jwff — .fi,>,—j and s.t. FZ',;]"UL& 2 Ai’”g
xzs 2 0, Vis € RTi, =i

are dual to each other for all ¢ € {1,2} and trigger sequences 6 = (j,a) € X}, and therefore have
the same value. So, it follows that constraint (2) in the formulation of Lemma 9.2 holds if and only
if there exists v; 5 € R7:»i such that

FT?j’Ui’[, = Az&ﬁ and f;-f?jvi’& < 0.

l,

Hence, we have the following.

Proposition 9.1. An EFCE ¢ that maximizes the linear objective ¢ ¢ is the solution to the

following nonlinear optimization problem:

mgx c'¢

st. (O €€E
@ firvis <O vie {1,246 = (ja) €3]
® Fl vis=>Al6  Vie{l,2},6=(j,a) €%
@ v € RTurs Vie {1,2},6 = (j,a) € X}.
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9.2.3 The von Stengel-Forges polytope V

We now introduce a second important polytope. It lives in the same Euclidean space as = but
unlike = it is defined as the intersection of a polynomial number of linear constraints. This
polytope was introduced without name by von Stengel and Forges (2008)—we will refer to it as
the von Stengel-Forges polytope.

Definition 9.3 (von Stengel-Forges polytope). The von Stengel-Forges polytope is the convex
polytope of non-negative vectors v € R§6N22 indexed over relevant sequence pairs, and

defined as

O vle,e]=1
V= veR™: @ ZaeAh v[(j1,a),02] = v[pj;, 2] Vi1 € Jr,02 € X2 : j1 02
® ZaeAh v[o1, (j2,a)] = v[o1,pjp] Vj2 € Jo,01 € 1t o1 X

We remark that, unlike the sequence-form strategy polytope, the constraints that define the
von Stengel-Forges polytope V (Definition 9.3) do not exhibit a natural hierarchical structure: the
same entry in a vector v € V can appear in multiple constraints, and furthermore the constraints
will in general form cycles. This makes the problem of decomposing the structure of V' as we did
in Section 2.3 significantly more challenging.

9.2.4 von Stengel and Forges (2008)’s result for two-player games without
chance

The following important inclusion was shown by von Stengel and Forges (2008), and holds in
general—that is, no matter the game.

Lemma 9.3. The von Stengel-Forges polytope is always a superset of the polytope of
correlation plans. In symbols, = C V.

The reverse inclusion might or might not include. In their seminal paper, von Stengel and
Forges (2008) show that the reverse inclusion holds in all two-player games without chance
moves. From that statement, it follows that = = V), and since V is a convex polytope defined by a
polynomial number of linear constraints, optimization over the set of all EFCEs can be carried out
in polynomial time. For more than a decade, von Stengel and Forges (2008)’s result remained our
best understanding of the classes of games in which V = Z. In this chapter we greatly extend the
set of games for which the relationship holds.
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9.3 Characterization of the relationship between = and V

We now give a complete characterization as to when that inclusion V C = holds, by connecting it
with the integrality of the vertices of the von Stengel-Forges polytope. In doing so, we will find
the following lemma useful.

Lemma 9.4. Let 1, r,) € A" *!2 denote the distribution over II; x II, that assigns mass 1
to the pair (1, 72), and mass 0 to any other pair of reduced-normal-form plans. Then,

== CO{f(]_(ﬂ.h,w)) cmy €11y, € Hg}.

Proof. The “deterministic” distributions 1, ..\ are the vertices of A**2 g0, in particular,
(m1,72) p
AHI xIly __ 1 . I II
- CO{ (mwy,m2) - 71 €lly,me € 2}~

Since by definition = = Im f, and f is a linear function, the images (under f) of the 1(, ~,)
are a convex basis for =, which is exactly the statement. O

We are now ready to state our characterization.

Theorem 9.1. Let I' be a two-player perfect-recall imperfect-information extensive-form
game, let V be its von Stengel-Forges polytope, and let = be its polytope of correlation plans.
Then, = = V if and only if all vertices of V have integer {0, 1} coordinates.

Proof. We prove the two implications separately.

(=) We start by proving that if = = V, then all vertices of V have integer {0, 1} coordinates.
Since V = = by hypothesis, from Lemma 9.4 we can write

V= Co{f(]‘(ﬂ'l,ﬂ'z)) cmy €1y, m9 € Hg}.

So, to prove this direction it is enough to show that f(1(x, »,)) has integer {0,1}
coordinates for all (71, 72) € II; x II5. To see that, we use the definition (9.2): each entry
in f(1(x, x,)) is the sum of distinct entries of 1, r,). Given that by definition 1, )
has exactly one entry with value 1 and |II; x II;| — 1 entries with value 0, we conclude
that all coordinates of f(1(x, x,)) arein {0,1}.

(<) We now show that if all vertices of V have integer {0, 1} coordinates, then V C Z. This
is enough, since the reverse inclusion, V D Z, is trivial and already known von Stengel
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and Forges, 2008. Let {v1, ..., v, } be the vertices of V. To conclude that V C =, we will
prove that v; € Eforall¢ = 1,...,n. This is sufficient since V and = are convex.

Letv € {v1,...,v,} beany vertex of V. By hypothesis, v[o1, 03] € {0,1} for all (o1, 02) €
Y1 > X9. Because v satisfies the von Stengel-Forges constraints and furthermore v has
{0, 1} entries by hypothesis, the two vectors gq;, g, defined according to g, [01] = v]o1, 2]
(01 € ¥1) and g,[02] = v[@, 03] (02 € Xo) are pure sequence-form strategies. Now, let
77 and 73 be the reduced-normal form plans corresponding to g, and g5, respectively.
We will show that v = f(1(z+ xz)), which will immediately imply that v € = using
Lemma 9.4.

Since 1(x: x3) has exactly one positive entry with value 1 in the position corresponding
to (w},m3), by definition of the linear map f, for any (o1, 02) € X1 > Xy,

f(l(ﬂ';,ﬂ';))[a-lﬂ 0—2} - ]]0'161—11(01) : HUQEHQ(UQ)'
So, using the known properties of pure sequence-form strategies, we obtain
f(l(fr;,n;))[fflaaﬂ = qi[o1] - g2lo2] = v[o1, 2] - v[D, 02] = v[o1, 2],

where the last equality follows from Lemma 9.10. Since the equality holds for any
(01,02) € 31 X Xy, we have that v = f(l(ﬂ,,,z)). O

9.4 Scaled-extension-based structural decomposition for V

Theorem 9.1 shows that in all games for which the von Stengel-Forges polytope has integral
vertices, V = =, and hance computing an optimal EFCE can be done in polynomial time. In this
section we will show that in games for which the von Stengel-Forges polytope V' can be expressed
as a composition of scaled-extension operations (Definition 4.1) on probability simplexes, the
vertices of V are integral. We later isolate a condition, which we coin scaled extension, which
implies the existence of such a scaled-extension-based decomposition. Finally, we will show
that all two-player games with public chance moves are automatically triangle-free (and not all
triangle-free have public chance moves), thereby greatly extending the set of games for which the
equality V = = is known to hold. The chain of implications that lead to result are summarized in
Figure 9.1.

Beyond enabling the proof that V = Z, we also remark that the existence of a scaled-extension-
based decomposition enables the construction of scalable no-external-regret algorithms for V
using the regret circuits construction for scaled extension we presented in Section 4.2.5. We will
leverage this observation in Chapter 10.
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Triangle-freeness Thm. 9.3 Scaled-extension-based Thm. 9.4 Integrality of
(Definition 9.5) decomposition of V the vertices of V
W Theorem 9.2 ﬂ Theorem 4.4 H Theorem 9.1
Two-player game Efficient learning algorithm _
with public chance for optimal EFCE (Chapter 10) ==V

Figure 9.1: Overview of the connections among this chapter’s results.

9.4.1 Examples and intuition

We give three examples of increasing complexity that capture the main intuition behind our
structural decomposition routine, and will set the stage for the rest of the theory to come.

Example 9.1. We consider as examples the three small imperfect-information extensive-form
games whose game trees are depicted in the top row of Figure 9.2.

; AK/®\>\B AK/®\>\B Al)</®\35\8
; r 2 3 4 r 2 3 4 C ) %
% 1;{ }Qz 1RZ ?&C C1RZ 12 3;{ 34D 12 \R 1/2 é%D
R A A T N I A N A !
1%} 1 2 z 1 2 3 4 j7) 1 2 3 4
g, (@[ @ ] °[@)[@@][@[@)] I
£ % 1@ 1o ® ! | |
2 iged | Es U
Al =R RN
[@|F® @ ©) .

Figure 9.2: Three examples of extensive-form games with increasingly complex information
partitions. As usual, the crossed nodes belong the chance player, the black round nodes
belong to Player 1, the white round nodes belong to Player 2, the gray round sets define
information sets, and the white squares denote terminal nodes (payoffs are omitted as they
are irrelevant). The numbers along the edges define the action names; for clarity we assign
unique action names at each information set.

First example Consider the leftmost game in Figure 9.2. The game starts with a chance node,
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where two outcomes (say, heads or tails) are possible. After observing the outcome of
the chance node, Player 1 chooses between two actions (say, the “left” and the “right”
action). The choice as to whether to play the left or the right action can be different
based on the observed chance outcome. After Player 1 has played their action, Player 2
has to pick whether to play their left or right action—however, Player 2 does not observe
the chance outcome nor Player 1’s action. The chance outcome is not observed by Player
2, so, this is not a public-chance game.

The only information set C for Player 2 is connected to both information sets (denoted A
and B in Figure 9.2) of Player 1, so, all sequence pairs (o1,02) € X1 x X, are relevant.
Since Player 2 only has one information set, it is easy to incrementally generate the
von Stengel-Forges polytope. First, the fixed value 1 is assigned to v[@, @] (step D
in the fill-in order). Then, this value is split arbitrarily into the two (non-negative)
entries v[@, C1], v[@, C2] so that v[@, C1] + v[&, C2] = v[&, &] in accordance with the
von Stengel-Forges constraints. This operation can be expressed using scaled extension
as

{(v]2, 2], 0], C1],v]@,C2))} = {1} 4A2,

where h is the identity function (step (2) in the fill-in order).

Then, v[@, C1] is further split into v[Al, C1] + v[A2,Cl] = v[@, Cl] and v[B3,C1] +
v[B4, C1] = v[@, C1], while v[@, C2] is split into v[Al, C2] 4+ v[A2, C2] = v[@, C2] and
v[B3, C2] + v[B4, C2] = v[@, C2] (step (3) of the fill-in order). These operations can be
expressed as scaled extensions with A2,

Now that the eight entries v{o1, 03] for o1 € {Al, A2, B3, B4}, 09 € {C1, C2} have been
filled out, we fill in v[oy, @] for all oy € {Al, A2, B3, B4} in accordance with the von
Stengel-Forges constraint v[oq, @] = v[oq, C1] + v[oy, C2| (step (4)). In this step, we are
not splitting any values, but rather we are summing already-filled-in entries in v to
form new entries. Specifically, we can extend the set of partially-filled-in vectors

v = (v[g, 2], v[D, C1],v[=, C2],v[Al, C1],v[A2, C1],
v[B3, C1], v[B4, C1], v[Al, C2],v[A2, C2],v[B3, C2],v[B4, C2])

with the new entry v[Al, @] by using the scaled extension operation {v} Z{l} where h is
the (linear) function that extracts the sum v[oq, C1] 4+ v[o1, C2] from v. By doing so, we
have incrementally filled in all entries in v. Furthermore, by construction, we have thatall
von Stengel-Forges constraints v{oy, @] = v[o1, Cl]+v[o1, C2] (01 € {@,Al,A2,B3,B4})
and v[@, 03] = v[Al, 03]+v[A2, 03] = v[B3, 03]+v[B4, 03] (02 € {C1,C2}) musthold. So,
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the only two von Stengel-Forges constraints that we have ignored and might potentially
be violated are v[&, @] = v[Al, @] + v[A2, @] and v[¥, @] = v[B3, @] + v[B4, &]. This
concern is quickly resolved by noting that those constraints are implied by the other
ones that we satisfy. In particular, by construction we have

v[Al, @] + v[A2, @] = (v[Al, C1] + v[Al, C2]) + (v[A2, C1] + v[A2,C2])
v[A1, C1] + v[A2, C1]) + (v[A1, C2] + v[A2, C2])
[@,Cl] + v[@, C2]

= v[g, 9],

=

and an analogous statement holds for v[B3, @] + v[B4, &]. So, all constraints hold and
the scaled-extension-based decomposition is finished.

Remark 9.2. An approach that would start by splitting v[@, @] into v[Al, @] +
v[A2, 2] = v[@, @] and v[B3, @] + v[B4, @] = v[¥, @], thereby inverting the order
of fill-in steps (4) and (2), would fail. Indeed, after filling v[oy,02] for all oy €
{A1,A2,B3,B4}, 0, € {C1,C2}), there would be no clear way of guaranteeing that
v[Al, C1] 4+ v[A2,C1] = v[B3, C1] + v[B4, C1] (= v[@, C1]).

Second example We now consider a variation of the game from the first example, where
Player 2 observes the chance outcome but not the actions selected by Player 1. This
game, shown in the middle column of Figure 9.2, has public chance moves, because the
chance outcome is observed by all players. In this game, not all pairs of information
sets are connected. In fact, only (A, C) and (B, D) are connected information set pairs.
Correspondingly, entries such as v[Al, D3], v[B4, C2], and v[A2, D4] are not defined in
the correlation plans for the game. This observation is crucial, and will set apart this
example from the next one. To fill in any correlation plan, we can start by splitting
v[@, @] into v[Al, @] + v[A2, 0] = v[&, @] and v[B3, 2] + v[B4, 9] = v[@, @] (fill-in
step (2) in the figure). Both operations can be expressed as a scaled extension of
partially-filled-in vectors with A?, scaled by the affine function that extracts v[@, @] = 1
from the partially-filled-in correlation plans. Then, we further split those values into
entries v[oy, Cl] + v[o1, C2] = v[o1, @] for o1 € {Al, A2} in accordance with the von
Stengel-Forges constraint. Similarly, we will in v[o1, D3], v[o1, D4] for o1 € {B3,B4} in
accordance with the constraint v[oy, D3] 4+ v[o1, D4] = v[o1, @] for o1 € {Al, A2} (fill-in
step (3)). Finally, we recover the values of v[&, 03] for o2 € {C1,C2, D3, D4} with a scaled
extension with the singleton set {1} as discussed in the previous example. Again, it canbe
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checked that despite the fact that we ignored the constraints v[@, C1]4+v[@, C2] = v[&, &]
and v[@, D3] + v[@, D4] = v[@, @], those constraints are automatically satisfied by
construction. In this case, we were able to sidestep the issue raised in Remark 9.2
because of the particular connection between the information sets.

Third example Finally, we propose a third example in the third column of Figure 9.2. Itis a
variation of the first example, where Player 2 now observes Player 1’s action but not
the chance outcome. The most significant difference with the second example is that
the information structure of the game is now such that all pairs of information sets of
the players are connected. Hence, the problem raised in Remark 9.2 cannot be avoided.
Our decomposition algorithm cannot handle this example.

9.4.2 Triangle-freeness

The third example in the previous section highlights an unfavorable situation in which our
decomposition attempt based on incremental generation of the correlation plan. In order to
codify all situations in which that issue does not arise, we introduce the concept of rank of an
information set.

Definition 9.4. Let i € {1,2} be a player, and let —i denote the other player. Furthermore, let
Jji € Jiand o_; € ¥_;. The o_;-rank of j; is the cardinality of the set

{jmieJ-ijoi=jJipj_, =0}

The issue in Remark 9.2 can be stated in terms of the ranks. Consider a relevant sequence pair
(01,02) € £1 > Xy and two connected information sets j; = j2 such that p;, = o1,p;, = 02. If
the o;-rank of j; and the os-rank of j; are both greater than 1, the issue cannot be avoided and
the decomposition will fail. For example, in the third example, where our decomposition fails,
all information sets have @-rank 2. We prove that such situations cannot occur, provided the

game satisfies the following condition, which can be verified in polynomial time in the size of the
EFG.

Definition 9.5 (Triangle-freeness). A two-player imperfect-information extensive-form
game is triangle-free if, for any choice of two distinct information sets ji, j; € J; such that
pj, = pj; = o1 and two distinct information sets ja, J5 € Jo such that p;, = pj, = 02,1t is
never the case that j; = ja A j1 = j5 A j1 = j5.

Using the definition of triangle-freeness, we can verify that the issue exposed in Remark 9.2
never occurs, as the next lemma clarifies.
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Lemma 9.5. Consider a triangle-free game, let (01, 02) € X1 1 X9, and let j; = j; be such
that pj, = 01,pj, = o2. Then, at most one between the ¢;-rank of j, and the o2-rank of j; is
strictly larger than 1.

Proof. The results follows almost immediately from the definition of triangle-freeness. We
prove the statement by contradiction. Let (01, 02) € ¥1 1 X3 be a relevant sequence pair, and
let information sets j; € J1, j2 € J2 be such that p;, = 01, p;, = 0. Furthermore, assume that
the o;-rank of j is greater than 1, and at the same time the oy-rank of j; is greater than 1. Since
the oa-rank of j; is greater than 1, there exists an information set j;, € Ja, pj, = 02, distinct
from js, such that j; = j5. Similarly, because the o;-rank of js is greater than 1, there exists an
information set j; € 71, pj; =01, distinct from j;, such that j4 = j>. But then, we have found
Jj1,J1 € Jiand jy, ja € Jo such that p;, = p;, = 01,pj; = pj, = g such that j; = j,j; = Jja,
and j; = ja. So, the game is not triangle-free, contradiction. O

9.4.3 Two-player games with public chance moves are triangle-free

In Theorem 9.2 we show that games with public chance (which includes games with no chance
moves at all) always satisfy the triangle-freeness condition of Definition 9.5.

Theorem 9.2. A two-player imperfect-information extensive-form game with public chance

moves is triangle-free.

Proof. For contradiction, let j1, j» be two distinct information sets for Player 1 such thatp;, = pj,,
let Ji, J> be two distinct information sets for Player 2 such that p;, = ps,, and assume that
Jj1 = Ji,j2 = Ja, j1 = Jo. By definition of connectedness, there exist nodes v € j;,v € J; such
that v is on the path from the root to u, or vice versa. Similarly, there exist nodes v’ € ja, v’ € Jo
such that v’ is on the path from the root to v/, or vice versa. Let w be the lowest common ancestor
of u and v’. It is not possible that w = u or w = «/, because otherwise the parent sequences
of j; and j, would be different. So w must be a strict ancestor of both u and v/, and u and '
must be reached using different edges at w. Therefore, node w cannot belong to Player 1, or
otherwise it again would not be true that p;, = p;,. So, there are only two possible cases: either
w belongs to Player 2, or it belongs to the chance player. We break the analysis accordingly.

First case: w belongs to Player 2. From above, we know that « and v’ are reached by following
different branches at w. So, if both v and v" were strict descendants of w, they would need
to be on two different branches of w (because they are connected to v and v’ respectively),
violating the condition p;, = pj,. So, at least one between v and v’ is on the path from
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the root to w (inclusive). But then either v is an ancestor of v/, or vice versa. Either case
violates the hypothesis that p;, = p,.

Second case: w belongs to the chance player. If any between v and v’ is an ancestor of w, then
necessarily either v is an ancestor of v/, or v’ is an ancestor of v. Either case violates the
condition py, = py,. So, both v and v must be descendants of w. Because v is on the
path from the root to u (or vice versa), and v’ is on the path from the root to v’ (or vice
versa), then necessarily u, v and v, v’ are on two different branches of the chance node w.
To fix names, call a the action at w that must be taken to (eventually) reach v and v, and
let b be the action that must be taken to (eventually) reach v’ and v’. Now, we use the
hypothesis that j; = J,, that is, there exists u” € j1,v” € J; such that v” is on the path
from the root to v’ or vice versa. Assume that v is on the path from the root to v”. Since
u” belongs to the same information set as u (that is, j1), and since chance is public by
hypothesis, then Player 1, when acting at v and u”, must have observed action a at w.
In other words, the path from the root to «” must pass through action a at w. But then,
using the fact that «” is on the path from the root to v”, this means that the path from the
root to v’ passes through action a. However, the path from the root to v’ passes through
action b. Since chance is public, nodes v" and v” cannot be in the same information set,
because Player 2 is able to distinguish them by means of the observed chance outcome.
We reached a contradiction. The symmetric case where v’ is on the path from the root to
v’ is analogous. O

However, not all triangle-free games must have public chance nodes. For example, the leftmost
game in Figure 9.2 is triangle-free, but in that game the chance outcome is not public to Player 2.
So, our results apply more broadly than games with public chance moves.

9.4.4 Computation of the decomposition

Our algorithm consists of a recursive function, Decompose. It takes three arguments:
(i) asequence pair (01, 02) € X1 > Xo;
(ii) a subset S of the set of all relevant sequence pairs; and
(iii) a set D where only the entries indexed by the elements in S have been filled in.

High-level overview The decomposition for the whole von Stengel-Forges polytope V is com-
puted by calling Decompose((&, @), {(2, @)}, {(1)})—this corresponds to the starting situation
in which only the entry v[@, @] has been filled in (denoted as fill-in step (1) in Figure 9.2). Each
call to Decompose returns a pair (S’, D’) of updated indices and partial vectors, to reflect the new
entries that were filled in during the call.

Decompose((01,02),S, D) operates as follows (we denote with —i the opponent for Player 7):
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1. LetB; ={I € J;: Io_;,p; =0;} foralli € {1,2},and J* + {}.

2. For each (j1, j2) € By x By such that j; = jo, if the og-rank of I; is greater than or equal to
the o1-rank of js, we update J* < J* U {j1}. Else, we update J* + J* U {j2}.

3. Foreach i € {1,2} and I € B; such that the o_;-rank of [ is 0, do J* < J* U{I}.

4. For each I € J*: (Below we assume that I € 7, the other case is symmetrical)

(a) Hill in all entries {v[(I,a),02] : a € A;} by splitting v[o1,02]. This can be expressed
using a scaled extension operation as D < D 4 A1l where h extracts v[o1,02] from any
partially-filled-in vector.

(b) Update S <+~ SU{((I,a),02)} to reflect that the entries corresponding to (I, a) x o2 have
been filled in.

(c) For each a € Aj we assign (S, D) < Decompose((({,a),02),S, D). End for.

(d) LetK:={J € Jo:1 = J}. Forall J € Josuchthatp; = (J,a’) forsome J € KC,a’ € A

e If I = J, then for all « € A; we fill in the sequence pair v[o1, (J,a)] by assign-
ing its value in accordance with the von Stengel-Forges constraint v[o1, (J,a)] =
Yarea,. V[(I*;a*),(J,a)] via the scaled extension D < Dg{l} where the linear

areq,. V(I a%), (J,a)].

Since this is done for all a € A, automatically >, 4 v[o1, (J;a)] = v[o1,02], and

function h maps a partially-filled-in vector to the value of )

we can safely ignore the latter constraint.
¢ Otherwise, we fill in the entries {v[o1, (J,a)] : a € A;}, by splitting the value

v[o1, ps]. In this case, we let D < D 4 Al9| where h extracts the entry v[o1, ps] from
a partially-filled-in vector in D.

5. At this point, all the entries corresponding to indices S = {(0},d%) : 0} = 01,0, = 0o} have
been filled in, and we return (SU S, D).

The above algorithm formalizes and generalizes the first two examples of Figure 9.2. For
example, step (2) of the fill-in order in either example is captured in Step 4(a), while fill-in step (3)
corresponds to Step 4(c). Finally, fill-in step (4) corresponds to Step 4(d). In the rest of the section,
we formalize the construction and prove the correctness of the algorithm.

9.4.4.1 Two useful subroutines

We start by presenting two simple subroutines that capture Step 4(d) of Section 9.4.4 (which
correspond to fill-in step (4) in Figure 9.2). The two subroutines are symmetric and have the role
of filling rows and columns of the correlation plans.

The following inductive contract will be important for the full algorithm.



196 §9.4. SCALED-EXTENSION-BASED STRUCTURAL DECOMPOSITION FOR V

Algorithm 9.1: FillOutRow((o1,02), j1,S,D) Algorithm 9.2: FillOutColumn((o1, 02), j2, S, D)

Preconditions: (01, 02) € X1 X Xo,j1 € Th,pj, =
o1, (0’1,0’2) esS

Preconditions: (01, 02) € X1 X X2, j2 € Za,pj, =
o2, (0'1,0'2) es

1 for jz such that p;, = 02 and o1 < j2 do 1 for ji such that p;; = 01 and 02 < j; do
2 if j1 = j2 then 2 if 71 = j2 then
3 for o5 € {(j2,a) :a € Aj,} do 3 foro’ € {(j1,a):a € Aj, } do
[> Fill (o1, 0%) by summing up all entries [> Fill (o}, o2) by summing up all entries
{v[(j1,a), 03] : a" € A, }] {vlo1, (j2,0))] : a’ € Aj,}]
4 S+ Su{(o1,0%)} 4 S+ Su{(ot,02)}
5 D« 'Dgl{l} where 5 D« DZ{I} where
h:ve— ZG’EA]‘I 'v[(jl,a/)yo'é] h:v— Za’eAjz v[cri, (j27a/)]
6 | else 6 | else
[>Fill all {v[o1, (J2,a)] : a € Aj, } by [>Fill all {v[(j1,a), 02] : a € Aj, } by splitting
splitting v[o1, 02| accordance with the von v[o1, 02] accordance with the von
Stengel-Forges constraints] Stengel-Forges constraints]
7 S« Su{(o1,(j2,a)) :a € Aj,} 7 S+ Su{((j1,a),02):a € Aj, }
8 D « DAAAiz where h : v s v[o1, 02 8 D + D4AAn where h : v s v[o1, 03]
9 | forob € {(j2,a):a € Aj,} do o | foro’ € {(j1,a):a € Aj,} do
10 | | FillOutRow((01,0%), j1) 10| | FillOutColumn((a?,02), jz)

11 return (S, D)

11

return (S, D)

Lemma 9.6 (Inductive contract for FillOutRow). Suppose that the following preconditions

hold when FillOutRow((c1,02), 71, S, D)) is called:

(Prel) (o1,02) € X1 X1 Xy;
(Pre2) ji € 7, is such that p;, = o;

(Pre3) S contains only relevant sequence pairs and D consists of vectors indexed by exactly

the indices in S;

(Pre4) (01,02) € S,but (01,0%) ¢ S forall o > 09;

(Pre5) For all a € j; and o), = o9 such that j; < ), ((j1,a),05) € S;

(Pre6) If j1 1 09, all v € D satisfy the von Stengel-Forges constraint v[oy,02] =

Zaejl U[(jlv CL), 02];

(Pre7) All v € D satisfy the von Stengel-Forges constraints

v[(1,a), ]

Z ’U[(I, a)? (J2, a/)]

a’€Aj,

foralla € J1, and Jo €1y 1 [><lj2,pj2 = 09.
Then, the sets (S, D’) returned by the call are such that
(Postl) S’ contains only relevant sequence pairs and D’ consists of vectors indexed by
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exactly the indices in §’;
(Post2) 8" =S U{(01,0%) : 04 = 03,0 0% };

(Post3) All v € D’ satisfy the von Stengel-Forges constraints

197

'U[O'l,pjg] = Z ,U[O-la (j?aa/)] v.]? € IZ o D(]jZaij = 09
a’€A;,

and all von Stengel-Forges constraints

vloy, 05 = Z v[(I,a),05] Vob € Xy : 051,05 = oo.
a€Aj,

Proof. By induction.

Base case The base case corresponds to o, € Y5 such that no information set js € 75 : pj;, =

o9 A o1 X jo exists. In that case, Algorithm 9.1 returns immediately, so (Postl) holds
trivially from (Pre3). Since no j» such that p;, = o2 A 01 4 j2 exists, no o5 > o9 such that
o1 X oh exists, so (Post2) holds as well. The first set of constraints of (Post3) is empty, and
the second set reduces to (Pre6).

Inductive step Suppose that the inductive hypothesis holds when ¢ > 0,. We will show

that it holds when o = 05 as well. In order to use the inductive hypothesis, we first
need to check that the preconditions are preserved at the time of the recursive call on
Line 10. (Prel) holds since o; < jo. (Pre2) holds trivially since o does not chance. (Pre3)
holds since we are updating S and D in tandem on lines 4, 5 and 7, 8. (Pre4) holds since
by the time of the recursive call we have only filled in entries (01, 05) where ¢} is an
immediate successor of o. (Pre5) at Line 10 holds trivially, since it refers to a subset of
the entries for which the condition held at the beginning of the call. (Pre6) holds because
j1 X oh < j; = jo. Hence, if j; > o) then Lines 4 and 5 must have run. (Pre7) at Line
10 holds trivially, since it refers to a subset of the constraints for which the condition held
at the beginning of the call. Using the inductive hypothesis, (Postl), (Post2), and the
second set of constraints in (Post3) follow immediately. The only constraints that are left
to be verified are

vlo1,09] = Z v(o1, (j2,a)] Vio € I : 0 X j2,pj, = 0o. (9.3)
a’€A;,

That constraint is guaranteed by Lines 7 and 8 for all j; 7# ji. So, we need to verify
that it holds for all those j; such that p;, = 02,0 < js and j; = ja. Let jo be one such



198 §9.4. SCALED-EXTENSION-BASED STRUCTURAL DECOMPOSITION FOR V

information set. Then, from Lines 4 and 5 we have that

v[glv(ana)]: Z v[([,a'),(jg,a)] vaEAh'

a’€Aj,

Summing the above equations across all ¢ € A;, and using (Pre7) yields

Z v[017(j27a)] Z Z 'v[(Iv a/)v(j%a)]

(I,G.AJ'Q (J.E.Aj2 (L/GAjl

Z Z 'v[(I, a/)»(j%a)]

a’EA“ aGAj2

Z v[(Iv al)vpjz]

a’ EAjl

= Z v[(I,d’),09],

a/EAjl

where we used the hypothesis that p;, = o7 in the last equality. Finally, since j; = j2
and p;, = o9, it must be j; 1 02 and so, using (Pre6), we obtain that

> wloy, (j2,a)] = v[o1, 03],

aE.Aj2

completing the proof of Equation (9.3). So, (Post3) holds as well and the proof of the

inductive step is complete. O

The inductive contract for FillOutColumn is symmetric.
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9.4.4.2 The full decomposition algorithm

We are now ready to present the full decomposition algorithm.

Algorithm 9.3: Decompose((01, 02),S, D)

Preconditions: (01, 02) € X1 X X, (01,02) € S

1 B+ {}
2 fOI’aHiE{1,2},IEIi,p1:Ui,O'_iD<]IdO
3 | if the o_;-rank of I is 0 then
« | | B« BuUI
5 for (jl,jg) €1y X1Is such thatpjl = 01,Pjp = Ug,jl - jg do
6 | if the oo-rank of j; is > the o;-rank of jo then
7 ‘ B+ BUj;
s | else
9 ‘ B+ BU j2
10 for I € Bdo
11 if I € Z; then

[>Fill all {v[(I,a),02] : a € A;} by splitting v[o1, 02] accordance with the von Stengel-Forges

constraints]

12 S+ Su{((I,a),02) :a € Ar}
13 D + DA where h : v - v[o1, 0]
14 foroy € {(I,a):a € A;} do [> Recursive call]
15 ‘ Decompose((co7,02),S, D)

[> Fill a portion of the row for 1]
16 fol’jg €ls:01 l><lj2,pj2:0'2d0
17 for o5 € {(j2,a') : a’ € Aj,} do

[> Fill (o1, 0%) by summing up all entries {v[(I,a’),05] : ' € Ar}]

18 S+ Su{(o1,0%)}
19 D<—DZ{1} where h:vi 30, w[(I,a'),09]
20 FillOutRow((o1,0%), I)
21 | else

[>Fill all {v[o1, (I,a)] : a € A;} by splitting v[o1, 02] accordance with the von Stengel-Forges

constraints]

2 S+ Suf{(o1,(,a)) :a€ Ar}
23 D+ DEAAT where h : v - v[o1, 0]
24 foroy € {(I,a):a € A;} do [> Recursive call]
25 ‘ Decompose((01,0%),S, D)

[> Fill a portion of the column for o]
26 for j1 € I, : 02 ™ j1,pj;, = o1 do
27 for o) € {(j1,a’) : @’ € Aj, } do

[> Fill (¢, 02) by summing up all entries {v[o}, (I,a")] : a’ € Ar}]

28 S+ Su{(oy,02)}
29 D(—DZ{I} where h:vi= 30, wlot, (1,d")]
30 FillOutColumn((cl, o2),I)

31 return (S, D)
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Lemma 9.7 (Inductive contract for Decompose). Assume that at the beginning of each call to
Decompose((o1,02),S, D) the following conditions hold
(Prel) S contains only relevant sequence pairs and D consists of vectors indexed by exactly
the indices in S.

(Pre2) S does not contain any relevant sequence pairs which are descendants of (o1, 02),
with the only exception of (01, 02) itself. In formulas,

Sn{(oy,0h) € X1 x Yo : 0] 3= 01,05 = 02} = {(01,02) }.

Then, at the end of the call, the returned sets (S’, D’) are such that
(Postl) S’ contains only relevant sequence pairs and D’ consists of vectors v indexed by
exactly the indices in S’
(Post2) The call has filled in exactly all relevant sequence pair indices that are descendants
of (01, 02) (except for (01, 02) itself, which was already filled in). In formulas,

S =8SU{(o},05) € X1 x X : 0] = 01,0 3= 09, (01,04) # (01,02),0] X 0y}
Post3) D’ satisfies the subset of von Stengel-Forges constraints
g g
Z v[(I,a),0h] =vlp;, 0b] Vobh =09, 1 €Iy st. oI, pr =0

a€Ag

Z vlol, (J,a)] =vlo],ps] Vo = o01,J € Iy st o) X J,py = oo.
a€Ay

Proof. By induction.

Base case The base case is any (o1, 02) such that there is no o} = 01,05 = 02, 07 > 05. In that
case, the set B is empty, so the algorithm terminates immediately without modifying
the sets S and D. Consequently, (Post1) and (Post2) hold trivially from (Prel) and (Pre2).
(Post3) reduces to an empty set of constraints, so (Post3) holds as well.

Inductive step In order to use the inductive hypothesis, we will need to prove that the
preconditions for Decompose hold on Lines 15 and 25. We will focus on Line 15 (I € Z;),
as the analysis for the other case (I € Z,) is symmetric. (Prel) clearly holds, since
we always update S and D in tandem. Since all iterations of the for loop on Line 10
touch different information sets, at the time of the recursive call on Line 15, and given
(Post2) for all previous recursive calls, the only relevant sequence pairs (¢, o4) such that
o = 0!, 0% = o9 that have been filled are the ones on Lines 12 and 13. So, (Pre2) holds.
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We now check that the preconditions for FillOutRow hold at Line 20. (Prel), (Pre2),
(Pre3), and (Pre4) are trivial. (Pre5) and (Pre7) are guaranteed by (Post2) and (Post3) of
Decompose applied to Line 15. (Pre6) holds because of Lines 18 and 19.

Using the inductive contracts of FillOutRow, FillOutColumn and Decompose for the recursive
calls, we now show that all postconditions hold at the end of the call. (Post1) is trivial
since we always update S and D together. (Post2) holds by keeping track of what entries
are filled in Lines 12, 13, 18, 19, 22, 23, 28, 29, as well as those filled in the calls to
FillOutRow, FillOutColumn and Decompose, as regulated by postcondition (Post2) in the
inductive contracts of the functions. In order to verify (Post3), we need to verify that the
constraints that are not already guaranteed by the recursive calls hold. In particular, we
need to verify that

® > ol(I,a),00] = v[o1, 03] VI €Ty st oyl py=01,1¢B
a€A;

> wloy, (Ja)] =vlor,00] VJ ETysit. oy J,py =03, ¢ B.

acAy

We will show that constraints (A) hold; the proof for (B) is symmetric. Using Lemma 9.5
together with the definition of B (Lines 1-9), any informationset I € Z; : p; = 0;,0_; > [
thatisnotin B musthave o_;-rankexactly 1. LetI € Z; besuchthatoe < I,p; = 01,1 ¢ B,
as required in (A). Since the op-rank of I is 1, let J be the only information set in Z, such
that I = J,p; = 02. Note that J € B. The entries v[(I,a),02] : a € A were filled in
Lines 28 and 29 when the for loop picked up J € B. So, in particular,

v[(I,a),09] = Z v[(I,a),(J,a’)] Va € Aj.
a'€Ay

Summing the above equations across a € A, we obtain

Z 'U[(I,a)70'2] = Z Z ’U[(Iaa)’(‘]’a/)]

a€Ar a€Ara’ €Ay

S 3 wl(la), (La)]

a’€AyacAg

Z 'U[Uh (J7 a/)]

a’€Ay

1)[0'1,02],

where the last equation follows from the way the entries v[o1, (J,a')] : ¢’ € A; were
filled in (Lines 22 and 23). This shows that the set of constraints (A) hold. O

We are now ready to conclude the proof of correctness for the decomposition algorithm.
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Theorem 9.3. The von Stengel-Forges polytope V of a two-player perfect-recall triangle-free
EFG can be expressed via a sequence of scaled extensions with simplexes and singleton sets:

v={"4x%x% " a, (9.4)
where, fori = 1,...,n, either X; = A® for some simplex dimension s, € N, or X; = {1}, and

h; is a linear function. Furthermore, an exact algorithm exists to compute such expression in
linear time in the dimensionality of V, and so, in time at most quadratic in the size of the
game.

Proof. The correctness of the algorithm follow from (Post3) in the inductive contract. Every
time the set of partially-filled-in vectors D gets extended, it is extended with either the singleton
set {1} or a simplex. In either case the nonnegative affine functions s used are linear. So, the
decomposition structure is as in the statement. Finally, since the overhead of each call (on top
of the recursive calls) is linear in the number of relevant sequence pairs (o, 7) € £; b X5 that
are filled, and each relevant sequence pair is filled only once, the complexity of the algorithm

is linear in the number of relevant sequence pairs. O

9.4.5 Integrality of the vertices of V in triangle-free games

The scaled-based decomposition of V can be used to conclude the integrality of the vertices of V,
by leveraging the following analytical result about the scaled extension operation.

Lemma 9.8. Let X,), and h be as in Definition 4.1. If X' is a convex polytope with

. . . . h,.
vertices {x1,...,x,}, and Y is a convex polytope with vertices {y;,...,y,,}, then ¥ <Y isa
convex polytope whose vertices are a nonempty subset of {(z;, h(x;)y;) :i € {1,...,n},j €
{1,...,m}}.

Proof. Take any point z € X 21 Y. By definition of scaled, extension, there exist x € X',y € )
such that z = (x, h(x)y). Since {x1, ..., x,} are the vertices of X, x can be written as a convex
combination @ = """, \;@; where (\1,...,\,) € A™. Similarly, y = >, p;y, for some
(M1 -+, Hy,) € A™. Hence, using the hypothesis that 4 is affine, we can write

z = (x, h(z)y) = Z&muh@) M‘) > HiY;
i=1 i=1 Jj=1
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i=1 j=1
Since A\;u; > O forall i € [n],j € [m] and

sz\iuj = (ZM) Zuj =1,

i=1 j=1 i=1 j=1
we conclude that z € co{(z;, h(z:)y;) : i € [n],j € [m]}. On the other hand, (z;, h(z:)y;) €
Xiﬁy, SO

h . .

Xy = co{(mi,h(mi)yj) i en],je€ [[m]]}

Since the vertices of a (nonempty) polytope are a (nonempty) subset of any convex basis for the
polytope, the vertices of X 4 Y must be a nonempty subset of {(z;, h(x;)y;) : i € [n],j € [m]},
which is the statement. O

In particular, by applying Lemma 9.8 inductively on the structure of the scaled-extension-based
structural decomposition of V, we obtain the following theorem.

Theorem 9.4. Let V be the von Stengel-Forges polytope of a two-player triangle-free game
(Definition 9.5). All vertices of V have integer {0, 1} coordinates.

Proof. We prove the statement by induction over the scaled-extension-based decomposition

v={1"4x%. "3x,.

In particular, we will show that for all £ = 0,...,n, the coordinates of the vertices of the
polytope
Ve={1}4... % x,

constructed by considering only the first £ scaled extensions in the decomposition are all
integer. Since V C [0, 1]*1>*2 (Remark 9.1), this immediately implies that each coordinate is in

{0,1}.

Base case: k = 0. In this case, Vy = {1}. The only vertex is {1}, which is integer. So, base case
trivially holds.
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Inductive step Suppose that the polytope Vi (k < n) has integer vertices. We will show

h
that the same holds for V1. Clearly, V41 = Vg 9 AXi+1. From the properties of the
structural decomposition, we know that Ky 1 is either the singleton {1}, or a probability
simplex A®++1 for some appropriate dimension s,41. We break the analysis accordingly.

o If A}y = {1}, the scaled extension represents filling in a linearly-dependent entry
in v € V by summing already-filled-in entries. So, hj: takes a partially-filled-in
vector from V;, and sums up some of its coordinates. Let vy, ..., v, be the vertices
of Vi. Using Lemma 9.8, the vertices of V. are a subset of

{(vi,h(v;)-1):i=1,...,n}. 9.5

Since by inductive hypothesis v; have integer coordinates, and h sums up some of
them, h(v); is integer for all ¢ = 1,...,n. So, all of the vectors in (9.5) have integer
coordinates, and in particular this must be true of the vertices of Vj11.

o If X1 = A®+1, the scaled extension represents the operation of partitioning an
already-filled-in entry v[o, 7] of V; into s; non-negative real values. The affine
function hy4 extracts the entry v[o, 7] from each vector v € V. Letvy, ..., v, be the
vertices of Vj. The vertices of A®++! are the canonical basis vectors {ey,..., e, }.
From Lemma 9.8, the vertices of V}; are a subset of

{(vi,h('ui)ej) 1= 17. .. ,n7j = 1,. . .,Sk+1}
= {(vi7vi[a77—]ej) 1= 17' . 7n7j = ]-w . '7Sk+1}' (96)

Since by inductive hypothesis the vertices v; have integer coordinates, v;[c, 7] is an
integer. Since the canonical basis vector only have entries in {0, 1}, all of the vectors
in (9.6) have integer coordinates. So, in particular, this must be true of the vertices
of VkJrl . O

Finally, combining Theorem 9.4 and Theorem 9.1, we obtain the central theorem of this
chapter.

Theorem 9.5. In a two-player perfect-recall imperfect-information extensive-form game that
satisfies the triangle-freeness condition (Definition 9.5), the polytope of correlation plans
coincides with the von Stengel-Forges polytope. Consequently, an optimal EFCE can be
computed in polynomial time (in the size of the input imperfect-information extensive-form
game) in two-player triangle-free games.
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9.5 Beyond triangle-freeness

The result established in Theorem 9.3 shows that, in certain games, the polytope of correlation
plans can be expressed as a polynomially-sized chain of scaled extension operations. This
characterization implies that an optimal EFCE can be found in polynomial time, and, as we
will show in Chapter 10, it also enables the construction of practical no-regret algorithms via
the formalism of regret circuits (Chapter 4). In work following the introduction of the result,
B. H. Zhang, Farina, Celli, and Sandholm (2022) showed that a characterization of = based on
scaled extension exists in any game, though it might not be of polynomial size.?! To establish
that result, which will not be discussed in detail in this dissertation, we used techniques from
the theory of tree decompositions to construct a polytope of dimension typically exponential in
the input game tree size, whose vertices are guaranteed to map onto the vertices of the polytope
of correlation plans via a linear projection. We remark that the length of the chain of scaled
extension operations that define the polytope whose projection is = is exponential in a parameter
that intuitively represent the amount of uncommon information between the players, thereby
yielding the current state-of-the-art parameterized complexity results for the computation of
optimal EFCE in general imperfect-information extensive-form games.

We refer the interested reader to the paper by B. H. Zhang, Farina, Celli, and Sandholm (2022)
for the result, and to prior work by B. H. Zhang, Farina, and Sandholm (2023) and B. H. Zhang
and Sandholm (2022a) as a gentle introduction on how the machinery of tree decomposition can
be applied in correlated strategy spaces, and how that relates to scaled extension.

9.6 Experimental investigation of utilities reached by EFCE

The characterization of the polytope of correlation plans given in this chapter enables visualizing,
for the first time, the polytope of all expected utility profiles that can be reached by EFCEs. Indeed,
recall that the expected utility for any player is a linear function of the correlation plan £. Hence,
set of all utilities reachable by EFCE is a linear transformation of the polytope of EFCE defined by
constraints (1)-(4) in Proposition 9.1, and can thus be computed efficiently.

In the next two subsections, we use the characterization of the polytope of correlation plans to
investigate empirically the set of expected utilities that can be reached by EFCE in game instances
drawn from a variety of standard parametric classes, identified with an alphabetical mnemonic:
E — battleship, E —liar’s dice, m — Kuhn poker, {8 — Leduc poker, m - ridesharing game,
E — sheriff, fjJi] — three-player tricks game, — double dummy bridge game. As in the other
chapters, a full description of the games is available in Appendix A.

2l As discussed, the exponential size cannot be avoided, unless P = NP. See also von Stengel and Forges (2008).
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9.6.1 Two-player general-sum games

Figure 9.3 shows the polytopes of expected utilities that can be reached by EFCE in three two-player
general-sum games. We observe that both the shape of the polytope and the range of reachable
payoffs is highly nontrivial. This empirically suggests that being able to search and optimize over

the space of EFCE (rather than computing a single EFCE without a priori guarantees over the
social welfare, as in Chapter 8) is important.

=yl — Battleship SPAPPN — Sheriff 4Pl — Ridesharing

—0.015 7.906 3.092
—0.034 1 7.133 4 3.067
4+ —0.053 6.360 3.043
2 —0.071 5.587 3.018 -
2 —0.090 4.814 4 2.993 -
2 —0.109 4,041 1 2.968
— —0.128 3.268 A 2.943 -
2 —0.147 | 2.495 1 2.919 1
~ —0.166 1.722 - 2.894
—0.184 - 0.949 2.869 -
~0.208 +—————1———1— 0.175 A+————————— 2.844 +—————————
0 00— FH I~ O M © AN W < I~ 0 OO = N M F 0 O <+ O F O M 00 M 00 M I A
o0 1D M O I~ 1 N OO o~ 0 I ™M D © A W O O N F © O A Ff © OO = FH © D
BB BBEIIFERR S D BSBRI N RH LA BB RS IS
Player 2’s utility — Player 2’s utility — Player 2’s utility —

Figure 9.3: Polytope of expected utilities for the players that can be reached via extensive-form correlated
equilibria in three standard two-player general-sum imperfect-information extensive-form games.

9.6.2 Three-player zero-sum games

Figure 9.3 shows the polytopes of expected utilities that can be reached by EFCE across six
three-player zero-sum games. We remark that despite the appearance of curved boundaries, the
set of payoffs reachable by EFCE, being the linear projection of a polytope with finitely many
facets, must itself be a polytope defined by finitely many facets. The experimental data confirms
the conclusion we drew in the case of two-player games (Figure 9.3): both the shape of the
polytope and the range of reachable payoffs is highly nontrivial. Once again, this empirically
suggests that being able to search and optimize over the space of EFCE (rather than computing a
single EFCE without a priori guarantees over the social welfare, as in Chapter 8) is important.
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Figure 9.4: Polytope of expected utilities for the players that can be reached via extensive-form correlated
equilibria in three standard three-player zero-sum imperfect-information extensive-form games.

9.A Appendix: Additional lemmas on the structure of V

Lemma9.9. Letv € V. For all o; € %5 such that v[oy, @] = 0, v[o1, 03] = 0 for all o9 x 0;.
Similarly, for all o5 € X5 such that v[@, 03] = 0, v[o1, 02] = 0 for all 7 < 0.

Proof. We prove the theorem by induction on the depth of the sequences oy and o2. The depth
depth(c) of a generic sequence o = (I, a) € ¥, of Player i is defined as the number of actions
that Player i plays on the path from the root of the tree down to action a at information set 1
included. Conventionally, we let the depth of the empty sequence be 0.
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Take 01 € ¥ such that v[oy,@] = 0. For o2 of depth 0 (that is, oo = @), clearly
v[o1,02] = 0. For the inductive step, suppose that v[o1,02] = 0 for all o9 € ¥3,01 X 09
such that depth(oz) < da. We will show that v[os, 02] = 0 for depth(os) < da + 1. Indeed,
let (I,a’) = o2 > 01 of depth dy + 1. Since v € V), in particular the von Stengel-Forges
constraint ), 4 v[o1, (I, a)] = v[o1, pr] must hold. The depth of p; is dz, so by the inductive
hypothesis, it must be v[o1, p;] = 0, and therefore | . A v[o1, (I,a)] = 0. But all entries of v
are nonnegative, so it must be v[o1, (I,a)] = 0 for all @ € Ay, and in particular for (I, a’) = 0.
This completes the proof by induction.

The proof for the second part is analogous. O

Lemma 9.10. Let v € V have integer {0, 1} coordinates. Then, for all (o1, 02) € X1 X X9, it
holds that

’U[O’l,O'z] = 1)[0'17®] . 'U[@,O’Q].

Proof. We prove the theorem by induction on the depth of the sequences, similarly to Lemma 9.9.

The base case for the induction proof corresponds to the case where o; and o2 both have
depth 0, that is, 01 = 02 = @. In that case, the theorem is clearly true, because v[@, @] = 1 as
part of the von Stengel-Forges constraints (Definition 9.3).

Now, suppose that the statement holds as long as depth(cy), depth(o2) < d. We will show
that the statement will hold for any (01, 02) € 31 1 X9 such that depth(cy), depth(os) < d+ 1.
Indeed, consider (o1,02) € ¥ < 33 such that depth(oy), depth(os) < d + 1. If any of the
sequences is the empty sequence, the statements holds trivially, so assume that neither is the
empty sequence and in particular o1 = (I, a), 02 = (J,b). If v[o1, @] = 0, then from Lemma 9.9
v[o1,02] = 0 and the statement holds. Similarly, if v[&, 02] = 0, then v[o1,02] = 0, and the
statement holds. Hence, the only remaining case given the integrality assumption on the
coordinates of v is v[oy, @] = v[D, 03] = 1.

From the von Stengel-Forges constraints,

vpr,el= Y v[(ld),el=1+ >  o[Id)e]>1

a'€Ag a’€Ay,a’#a

Hence, because all entries of v are in {0, 1}, it must be v[p;, @] = 1 and v[(I,a’), @] = 0 for all
a’ € Ar,d’ # a. With a similar argument we conclude that v[@, p;] = 1 and v[@, (J,b')] = 0
forall ' € A;,b# b'. Using the inductive hypothesis,

vlpr, ps] = vlpr, 9] - v[@,py] = 1.
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Now, using the von Stengel-Forges constraints together with the equality v[pr, ps] = 1 we
just proved, we conclude that

>N o), (L) =1. 9.7)

a’'€Ar b EA;

On the other hand, since v[(I,a’), @] = 0 for all «’ € A;,a’ # a and v[@, (J,V’)] = 0 for all
b e Ay, #b, from Lemma 9.9 we have that

a #aVvd #£b = v[(I,d),(J,V)] =0. (9.8)

From (9.8) and (9.7), we conclude that v[(I,a), (J,b)] = v[o1,02] = 1 = v[o1, D] - V[, 02], as
we wanted to show. O

9.B Appendix: Optimal EFCE as a linear program

In order to express the utility of a trigger agent, it is necessary to compute the probability of the
game ending in each of the terminal states. To do that, for the purposes of this appendix we
introduce the following additional notation:

e II;,(I), is the set of reduced-normal-form strategies that can lead to information set I
(which belongs to Player i) assuming that the other player acts to do so as well. This is
equivalent (assuming no zero-chance nodes or disconnected game trees) to saying that all
reduced-normal-from strategies in II; (1) have some action which belongs to information set
1. Formally,

IL(I) = {7 € 1L, : wps] = 1}.

e II;(Ia) is the set of reduced normal form strategies which will lead to information set I
and recommend the action a at I. This is equivalent to the set of reduced normal form
strategies which contain a as part of their recommendation (this set is typically a subset of
IT;(Ia)).Formally,

II;(Ia) == {m €11, : w[la] = 1}.

* 0;(#) is the last sequence belonging to Player i on the path from the roof of the game tree to
the terminal state z € Z.

e II;(z) is the set of reduced-normal-form strategies which can lead to the terminal state z
(assuming the other player players to do so). This is equivalent to II;(c;(2)).
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For simplicity, we focus on the two-player case; generalizing to the general case is straight-
forward. Consider the random variable t5 : II; x Il x II; (f ) — Z that maps a triple of
reduced-normal-form strategies (71, 72, 7t1) to the terminal state of the game that is reached
when Player 1 is a 6-trigger agent and Player 2 follows all recommendations. We are interested in
expressing the probability of terminating at each z € Z for a 6-trigger agent, given the mediator’s
joint distribution y over reduced normal form strategies and the trigger strategy /i for the deviating
player, which we will assume to be Player 1 without loss of generality. For each trigger &, the

terminal leaves may be partitioned into the following 3 sets.

* Z; (or equivalently Z; ,) is the set of terminal nodes that are descendants of the trigger
6 = (I,a). In order for the game to end in one of these terminal nodes, it is necessary that the
recommendation device recommended to Player 1 the trigger sequence &, and therefore the
agent must have deviated. Furthermore, Player 2 must have been recommended the terminal
sequence 05 (z) corresponding to the terminal state, and finally #; must be compatible with
01(z). We can capture all these constraints concisely by saying that the sampled (71,72, 71)
must be such that 7y € I11(6), w2 € II2(2) and 71 € II;(z). Therefore the probability that a
0 trigger agent terminates at some z € Z; is given by,

P;L,ﬂ[t& =zE& Z&} = Z M(ﬂ-la 772) Z ﬂl(frl) )
71'161_[1(6') ﬁ-leHl(z)
o €lls (Z)
where the first term in the product is the probability that Player 2 plays to z and Player 1
gets triggered, and the second term is the probability that the deviation strategy from Player
1 upon getting triggered is one that reaches z.

* Z; is the set of terminal states that are descendant of any sequence in I, except 6. In
order for the game to reach this terminal state, recommendations issued to Player 1 by the
correlation device must have been such that Player 1 reached /. There are two cases: either
the correlation device recommended & at I, or it did not. In the former case, Player 1 started
deviating (using the sampled reduced-normal-form plan 7); hence, in this case it must be
71 € II;(2). In the latter case, Player 1 does not deviate from the recommendation, and
therefore it must be w; € II;(z). Either way, Player 2 must have been recommended the
terminal sequence z corresponding to the terminal state z; that is, o € II5(z). Collecting all
these constraints, it must be

(701,79, 1) € 1 (6) x Ia(2) x Iy (2) U I (2) x Ia(z) x T4 ().

Using the fact that the two cases as to whether or not Player 1 was recommended & or not at
I are disjoint, we can write
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Pualts =2€ Zi]=| Y plmi,m) YoomE) |+ D] wlwr,m)
71 €111 (6) 71 €111 (2) 71 €111 (2)
wo€llz(2) o €lla(2)
The first term in the summation may be understood as the probability that the agent was
triggered and its deviation was to play something other than . The second term is that
probability that the agent was not triggered and the game simply terminates at z based on .

¢ Finally, Z_; is the set of terminal nodes that are neither in Z; nor in Z;. If the game
has ended in any terminal state that belongs to Z_;, Player 1 has not deviated from the
recommended strategy, since they have never even reached the trigger information set, I.
Hence, in this case it must be (71, 73) € II1(2) x IIz(2). Hence,

Pualts =2 € 2 5] = Z p(my, wo).
1 €11 (2)
mwo€lla(2)

With the above, we can finally express the constraint that no deviation strategy /i can lead to a
higher utility for Player 1 than simply following each recommendation. Indeed, for all /i, the
utility of the trigger agent is expressed as

Z ul(z)ﬂj’mﬂ[t& = ZL

z€EZ
where the correct expression for P, ;[ts = z] must be selected depending on whether z € Z;,
z € Zjor z € Z_;. On the other hand, the utility of an agent that follows all recommendations is

Zul(z)[pu,ﬂ[“'l €Ili(z),my € Ia(2)] = Z u1(2) Z p(mwy, o)

z€EZ z2€EZ 7\‘1€H1(Z)
wo€lla(2)

Therefore, following all recommendations is a best response for the 5-trigger agent if and only if
1 is chosen so that

Y@ | Puslts =21 = Y plmim) [ <0 vpe A 99)
z€EZ w1 €l (2)
o €lla(2)

The crucial observation is that all the probabilities P, [t = 2] defined above can be expressed
via the following quantities:
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Y1,6(2) = E fa(f1) Yz e Z; §i(o1;2) = E p(my, ma) Vo € ¥,z € Z.
71 €11, (2) 1€ (01)
TFQGHQ(Z)

For example, for all z € Z; we can write
Pualte = 2] = £1(65 2)yi s (2) + &1(01(2); 2).

When deviations relative to Player 2 are brought into the picture, the following two sets of
symmetric quantities also become relevant:

Y2,6(2) = Z fu(f2) Vze Z; §a(0232) = Z p(mwy, me) Vog € X9,z € Z.
erEHQ(Z) ﬂlel'll(z)
mo€llz(02)

It is now natural to perform a change of variables, and pick (correlated) distributions for the
random variables y1 (), ¥2,6(-), 1 (+; ) and & (+; ) instead of 1, i1 and fi. Since there are only a
polynomial number (in the game tree size) of combinations of arguments for these new random
variables, this approach would allow one to remove the redundancy of realization-equivalent
normal-form plans and focus on a polynomially-small search space. In the case of the random
variables y; ; and ys 4, it is clear that the change of variables is possible via the sequence form (von
Stengel, 2002). Therefore, the only difficulty is in characterizing the space spanned by ¢; and &,
as [ varies across the probability simplex, which has been the focus of the present chapter.



Chapter 10

Learning optimal extensive-form
correlated equilibria

10.1 Contributions

In this chapter, we propose the first no-regret learning algorithm that guarantees convergence to
an optimal EFCE. Specifically, we show that computing optimal EFCE in multiplayer imperfect-
information extensive-form games can be cast as solving a bilinear saddle-point problem. This
unlocks applying rich technology, both theoretical and experimental, developed so far for
computing bilinear saddle points (for example, Nash equilibria in zero-sum games) for the more
challenging—and much less understood—problem of computing optimal equilibria.

To establish the result, we build on the structural understanding of the polytope of correlation
plans =, which we developed in Chapter 9, to cast the computation of optimal EFCE as a max-min
equilibrium over two heavily structured domains: = on the one side, and a Cartesian product of
rescaled sequence-form strategy polytopes on the other. By then leveraging the machinery of
regret circuits, together with the insight regarding the scaled-extension-based decomposition of
=, we are able to construct learning algorithms that are able to compute EFCE at significantly
faster and at a significantly larger scale than the best prior approach based on linear programming
(Proposition 9.1).

We experimentally evaluate our learning-based method on 23 game instances from 8 different
classes of established parametric benchmark games. Our experiments once again confirm the
conclusion that learning dynamics form the basis for some of the most scalable technique available
today to compute equilibrium points in large games, and computation of optimal EFCE in
imperfect-information extensive-form games is no exception.

Beyond computational advances, we remark that our bilinear formulation also allows us to
obtain last-iterate guarantees to the optimal equilibria when using predictive online gradient
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descent as the learning algorithm, instead of the time-average guarantees traditionally derived

within the no-regret framework.

10.2 Optimal EFCE as a bilinear saddle-point problem

In this section we show that the problem of computing an optimal (for example, social welfare
maximizing) EFCE can be converted to the problem of finding a Nash equilibrium in a two-player
zero-sum game. This realization is important algorithmically, in that it will enable us to tap into
the richness of approaches studied in Part II of this dissertation to compute an optimal EFCE at
scale, for the first time.

Our approach relies on a Lagrangian relaxation of the optimization problem that was given in
Lemma 9.2, reproduced below for convenience:

m?x c'¢
st. (D) €€z (10.1)
@ max €TA x5 <0 Yie[n],6=(ja) €Tt
T5 €L, =

We note that the feasible set of the program above does not change if constraint (2) is replaced by

maX{O, max £TAi’[;.a:&} <0 Vie([n],6=(j,a) €X;.

T5€Qi, 5

Hence, using the fact that max{0, maxzcx f()} = maxzccoffoy,x} f(x) for any linear function f
and set X, the following program is equivalent to (10.1):

m?x c'¢
st. (@O &€= (10.2)
max €Az <0 Yie[n],6=(j,a) € X

x;€co{{0},Q; »,}

Lettingnow Q; 5 = co{{0}, Q; ; foralli € [n]and 6 = (j,a) € X}, the Lagrangian relaxation
of the above program is the saddle-point problem

. T T

max min c £— A\ E E Asx; 5. 10.3

ge= AER>, 5 4 . *6 oLi6 ( )
©;,6€Q;,6 Vi, 6 i€[n] 6€X;

We first point out that the above saddle-point optimization problem admits a solution (£*, z*, \*).
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Proposition 10.1. The problem (10.3) admits a finite saddle-point solution (£*,z*, \*)
Moreover, for all fixed A > A*, the problems (10.3) and (10.1) have the same value and same
set of optimal solutions.

Proof. Let v be the optimal value of (10.2), which, as we argued, is equal to the optimal value
of (10.1). The Lagrangian of (10.2) is

max  min CTE— Z Z )\i)gﬁTA&xi,(;.

£€E N\ s€R>, .
i, 6€Qi,6 i€[n] oEX]
Vie[n],6€X;

Now, making the change of variables Z; s := \; 5&; s, the above problem is equivalent to

max  min c'é— Z Z £TA5:T:Z~,5,. (10.4)

E€EE 3,,€0;5 ) Jappe

vie[n],6€x; i€n]oex;

where Q,U is the conic hull of Q; ;: Qiﬁ = [0, 4+00)Q; 5. The problem (10.4) is a bilinear

saddle-point problem, where = is compact and convex and Q; 5 is convex. Thus, Sion’s

minimax theorem Sion, 1958 applies, and we have that the value of (10.4) is equal to the value
of the problem

min  max e £— Y > £TAZ,. (10.5)

Z;5€0;s £€E . JupE

vie[n],6€S; i€n] oEX;

Since this is a linear program (by taking a dual of the inner maximization problem) with a finite

value, its optimum value must be achieved by some & :== (..., Z;5,...) = (..., A\i6Tis,... ).

Let \* := max; s A; . Using the fact that 0 € Q; 5 C Qiﬁ and clearly £TAZ-7&0 = 0 for all u,
the profile

Nio
' = (.., \N"%is,...) where x,:=0+ )\; (i —0)
is also an optimal solution of (10.5). Therefore, for any A > \*, &’ := («f,..., ] is an optimal

solution for the minimizer in (10.3) that achieves the value of (10.1), so (10.1) and (10.3) have
the same value.

Now take A > A\*, and suppose for contradiction that (10.3) admits some optimal p € = thatis
not optimalin (10.1). Then, either ¢ p < v, or pviolates some constraint maXe, , NTAi)é—wiﬁ— <
0. The first case is impossible because then setting x; ; = 0 for all 7 yields value less than v
in (10.3). In the second case, since we know that (10.3) and (10.1) have the same value when
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A = \*, we have

c'e— Amax SNo> A smis<cTE- N max Yo> gTA s <. O

i€[n] 6EXY i€[n] 6€X}

10.3 No-regret learning algorithm

Since (10.3) is a bilinear saddle point, its solution can be found by self play of no-external-
regret algorithms. However, a challenge that arises in this approach is that the domain of the
minimization is unbounded—the Lagrange multiplier is allowed to take any nonnegative value.
Nevertheless, we show in the theorem below that it suffices to set the Lagrange multiplier to a
fixed value (that may depend on the time horizon); appropriately setting that value will allow us
to trade-off between the equilibrium gap and the optimality gap. Before we proceed, we remark
that the minimization domain in (10.3) is the Cartesian product of Q; ; over all possible (7, 5).
Hence, a no-regret algorithm for the minimization problem can be obtained by instantiating
individual no-regret algorithm for each 9, s using the approach described in Section 4.2.2; this
justifies the notation 3 ;.1 > sexs Reg(QTi)_

N

used for the regret of the min deviator below.

Theorem 10.1. Suppose that the max deviator in the saddle-point problem (10.3) incurs regret
Reg(ET) and the min deviator incurs regret 3,1, >_ sex: Reggg& after T' € N repetitions, for
a fixed A = A\(T) > 0. Then, the average mediator strategy = > £ := L+ 23:1 ¢ satisfies the
following:

1. For any strategy £ € = such that max;e[n] sexn: maxg: co, ,(§") T Aisx; <0,

- 1
T T g+ (T) 2 : } : () .
(& 5 Zc 5 - T RegE + Reggiﬁ )

i€[n] 6€37
2. The equilibrium gap of £ decays with a rate of A~':

T !/
4 . _ maxgegezc (§—&) 1 (T) (T)
Aisxi < : — | Regz Regh ) |.
el Bl SR § Aio® By Tar | ees fgﬂﬁé* °8o,,

Proof. Let & € = be the average strategy of the mediator, and &; € Q; 5 be the average strategy
of each deviator i € [n],5 € X7 over the T iterations. We first argue about the approximate
optimality of €. In particular, we have that
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_ 1
. - TA = (1) (1)
c'é>maxde €AY Y & Asmi o~ | D Y Regg), +Reg: (10.6)

se= i€[n] 6€X] i€[n] 6€X]
1
T (T ) (T)
—AY > E ) Ao — Z > Regg,, +Regt (10.7)
i€[n] 6€X] i€[n] 6€X7
T) (T)
)\Z Z HGIZXU A sx] Z Z RegQ + Regz
i€[n] 6€X] i€[n] 6€X7
3 3 Regl) +Regl” |, (10.8)
i€[n] 6€XF

where:

* (10.6) follows from the fact that the Lagrangian of the problem,

LEXX3(E(@is)i) e €=AD > &' A mis,

i€[n] 6€37

satisfies
- 1
max L6, (@)iL) = min LE @) <F| D Y Reg5) +Regl” |, (10.9)
= Fili=1 ic[n] 6€T

in turn implying (10.6) since

=T
S i €A, > Y Y € A0
i€[n] 6EXY i i€[n] 6€XF
* (10.7) uses the notation £* to represent any equilibrium strategy optimizing the objective
c'¢; and
* (10.8) follows from the fact that, by assumption, £* satisfies the equilibrium constraint
maxg:eo, ,(£°)  Assx; < 0 forany Player i € [n],6 € X}, as well as the nonnegativity

of the Lagrange multiplier.

This establishes Item 1 of the statement.
Next, we analyze the equilibrium gap of €. Consider any mediator strategy £ € = such that

ETAi,&mw < 0for any x; 5 € Q; s and deviator i € [n],é € X¥. By (10.9),
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cTé=A D > &lAsmi—cTé+ A} 3 max € TAsal,

i€[n] 6€X i€[n] 6€3;F 7

1
< = Reg(T)Jr Z Z Reg(T) . (10.10)

=T
i€[n] €37

But, by the equilibrium constraint for &, it follows that £ TAi7,;a:w <Oforany x; s € Q; s and
deviator i € [n], 6 € X, in turn implying that 3, ,; > sex ¢"A; sz 5 < 0. So, combining
with (10.10),

1
A3 *Iréaé)fgﬁ Aipwl, <cTé—clet o 37 3 Regd) +Regl” | (1011)
ic[n] 6€3r ° ic[n] 6€X;

. . -T =T . o
Finally, given that max.+ ex, & Ayx; > § Aydy = 0 for any deviator 7/, it follows that

*

g E RL> S f A;sx;; > max . *max f AZU:I:“,7
e[n] 6eme x; ,€Qi6 i€[n],6€x; &} ,€Qi 6
K3

and (10.11) implies Item 2 of the statement. O

As a result, if we can simultaneously guarantee that A(T") — +o0 and

1
T Reg(ET) + Z Z Reggg& —0, asT — +oo,
i€[n] 6€XY

Theorem 10.1 guarantees that both the optimality gap (Item 1) and the equilibrium gap (Item
2) converge to 0. We show that this is indeed possible in the sequel (Corollaries 10.1 and 10.2),
obtaining favorable rates of convergence as well.

It is important to stress that while there exists a bounded critical Lagrange multiplier for our
problem (Proposition 10.1), thereby obviating the need for truncating its value, such a bound is
not necessarily polynomial.

10.3.1 Construction of weakly-predictive algorithms via regret circuits (Chap-
ter 4)

Next, we combine Theorem 10.1 with suitable regret minimization algorithms in order to
guarantee fast convergence to optimal equilibria. A particularly natural approach in this case is
via the regret circuits introduced in Chapter 4. Indeed, the regret minimization problem over
the domain of the minimization in the saddle-point problem is the Cartesian product of the
sets Q; 5, each of which is the convex hull between the singleton set {0} and the sequence-form
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polytope Q; . ;, for which several no-regret algorithms are known (including those presented in
this dissertation, in Chapters 4 to 7).

Similarly, as we discussed in Chapter 9, the domain = of the maximization problem—the
polytope of correlation plans—can be expressed as (possibly a linear projection of an exponentially
long) composition of scaled extension operations and probability simplexes. Since scaled extension
admits a regret circuit, we can repeatedly use the circuit in combination with no-regret algorithms
for probability simplexes (for example, Discounted RM or PRM™) to construct a parameter-free
no-external-regret algorithm that is rather competitive in practice.

Given that the deviators” observed utilities have range Or()), the regret of each deviator
under suitable choices of local algorithm (for example, Discounted RM or PRMT as we use in the
experiments) will grow as O (AV/T). Selecting a bound of \ := T'*/* on the Lagrange multiplier,
so as to optimally trade off Items 1 and 2 of Theorem 10.1, leads to the following conclusion.

Corollary 10.1. There exist regret minimization algorithms such that when employed in the
saddle-point problem (10.3), the average strategy of the mediator £ = L Zthl ¢ converges
to the set of optimal equilibria at a rate of 7~!/4. The per-iteration complexity is polynomial
in the number of scaled extensions required to represent X (see Chapter 9).

10.3.2 Faster rates using RVU-predictive algorithms (Chapter 5)

As already discussed in Chapter 5, proximal algorithms such as predictive online mirror descent
beget RVU-predictive algorithms, which typically imply faster convergence rate compared to
only weakly-predictive algorithm such as those constructed in Section 10.3.1. In particular, using
predictive mirror descent we can guarantee that the sum of the agents’ regrets in the saddle-point
problem (10.3) will now grow as Or (), instead of the previous bound O7(AV/T). Thus, letting
A = T'/2 leads to the following improved rate of convergence.

Corollary 10.2 (Improved rates using predictivity). There exist regret minimization algorithms
that guarantee that the average strategy of the mediator £ := £ Zthl £® converges to the
set of optimal equilibria at a rate of 771/2

Corollary 10.1.

. The per-iteration complexity is analogous to

Proof sketch. By the RVU bound (Syrgkanis, Agarwal, Luo, and Schapire, 2015; S. Rakhlin
and Sridharan, 2013), the sum of the agents’ regrets can be bounded as diamg +diamy ¢ q

sufficiently small n = Or(1/)), where diamz and diam y denote the ¢s-diameter of = and X,

respectively. Thus, taking n = ©(1/)) to be sufficiently small implies the statement. O

1/2

Improving the T'~*/ rate of Corollary 10.2 is an interesting direction for future research.



220 §10.3. NO-REGRET LEARNING ALGORITHM

10.3.3 Remarks on last-iterate convergence

The results we have stated thus far apply for the average strategy produced by the no-regret
algorithm—a typical feature of traditional guarantees in the no-regret framework. In contrast,
there is a recent line of work that endeavors to recover last-iterate guarantees as well (Daskalakis
and Panageas, 2019; Gorbunov, Loizou, and Gidel, 2022; Abe, Sakamoto, and Iwasaki, 2022; Cai,
Oikonomou, and Zheng, 2022; Azizian, Iutzeler, Malick, and Mertikopoulos, 2021; C. Wei, C. Lee,
M. Zhang, and Luo, 2021; C.-W. Lee, Kroer, and Luo, 2021; Golowich, Pattathil, and Daskalakis,
2020; Lin, Zhou, Mertikopoulos, and Jordan, 2020; Gorbunov, Berard, Gidel, and Loizou, 2022).
Yet, despite many efforts, the known last-iterate guarantees of no-regret learning algorithms
apply only for restricted classes of games, such as two-player zero-sum games. There is an
inherent reason for the limited scope of those results: last-iterate convergence is inherently tied to
Nash equilibria, which in turn are hard to compute in general games (Daskalakis, Goldberg, and
Papadimitriou, 2009; Chen, Deng, and Teng, 2009)—Ilet alone computing an optimal one (Gilboa
and Zemel, 1989; Conitzer and Sandholm, 2008). Indeed, any given joint strategy profile of
the deviators induces a product distribution, so e-iterate convergence requires at the very least
computing an e-Nash equilibrium.

Proposition 10.2 (Informal). Any uncoupled learning dynamics without a mediator require
superpolynomial time to guarantee e-last-iterate convergence, for a sufficiently small € =
(1/ poly), even for two-deviator normal-form games, unless PPAD C P.

There are also unconditional exponential communication-complexity lower bounds for uncoupled
methods (Babichenko and Rubinstein, 2022; Hirsch, Papadimitriou, and Vavasis, 1989; Rough-
garden and Weinstein, 2016; Hart and Mansour, 2010), as well as other pertinent impossibility
results (Hart and Mas-Colell, 2003; Milionis, Papadimitriou, Piliouras, and Spendlove, 2022) that
document the inherent persistence of limit cycles in general-sum games. In contrast, an important
advantage of our formulation using = is that we can guarantee last-iterate convergence to bilinear
saddle points, using the known bound of O7(\/V/T) for the last-iterate gap of predictive online
gradient descent can be employed (Anagnostides, Panageas, Farina, and Sandholm, 2022).

Theorem 10.2 (Last-iterate convergence to bilinear saddle points). There exist regret
minimization algorithms that guarantee that the last strategy of the mediator &7 converges
to the set of optimal equilibria at a rate of 7~'/%. The per-iteration complexity is analogous
to Corollaries 10.1 and 10.2.

As such, our mediator-augmented learning paradigm bypasses the hardness of Proposition 10.2
since last-iterate convergence is no longer tied to convergence to Nash equilibria.
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10.4 Experimental evaluation

We extensively evaluate the empirical performance of the regret-circuit-based learning algorithm
given in Section 10.3.1 for computing optimal EFCE across 23 game instances and different
objective functions including social welfare. The game instances we use are described in detail in
Appendix A, and belong to following eight different classes of established parametric benchmark
games, each identified with an alphabetical mnemonic: E — Battleship, E - Liar’s dice,
— Goofspiel, m — Kuhn poker, [§] — Leduc poker, E - ridesharing game, B — Sheriff, [ -
double dummy bridge game.

For each of the 23 games, we compare the runtime required by a commercial linear programming
method instantiated on the optimal EFCE LP given in Proposition 9.1 (and originally proposed
by B. H. Zhang, Farina, Celli, and Sandholm, 2022) (‘LP’) and the runtime required by our
regret-circuit-based learning algorithm defined in Section 10.3.1 (‘Ours’) for computing e-optimal
equilibrium points.

Game Max. PL1.1’s utility | Max. P1.2’s utility | Max. soc. welf. Game Max. P1.1’s utility | Max. P1.2’s utility | Max. P1.3’s utility
LP Ours LP Ours LP Ours LP Ours LP Ours LP Ours
0.00s  00ls| 000s  005s| 000s 0025 [BEA 12.00s =~ 040s | 11.00s ~ 035s | 10.00s  0.66s
9.00s 1.23s 9.00s 4.63s 9.00s 1.60s timeout timeout | timeout timeout | timeout timeout
3m54s = 4840s | 4m9s 1m27s | 3m40s =~ 44.87s | 000s  001s| 000s 001s| 000s 001
timeout 9m 3s | timeout 10m 21s | timeout 10m 48s
| 57.00s = 0.55s| 5500s = 1.03s | 60.00s = 1.26s
0.00s  001s| 000s 0025 | 000s  0.02s
EPE]| 1.00s |~ 0.09s| 100s = 034s| 1.00s  0.5s Smilss] OIS BSmib7s) MEEGR] | W7miSos) EEMGHES
Ve | 400s | 052s|  3.00s | i3is| 3.00s | 049 2lm25s | 684s |21m43s = 10.76s | 19m58s | 10.28s

reeeed IEEE | timeout timeout |[eond IR (I3 | timeout timeout | timeout timeout | timeout timeout
timeout timeout | timeout timeout | timeout timeout L3223 2m2s 552s | 1m50s 6.46s 2m 0s 594s
[lPe) | timeout timeout | timeout timeout | timeout timeout

0.00s 0.00s 0.00s 0.00s 0.00s 0.00s - - -
e 35.37s | timeout 32.49s | timeout 23375 TP3 ‘ timeout 13.46s | timeout 14.25s | timeout 14.48s

RS222 0.00s 0.00s 0.00s 0.00s 0.00s 0.00s
timeout timeout | timeout timeout | timeout timeout

| [208%)
NN (N
N N[N
==l
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Table 10.1: Experimental comparison between our learning-based approach (‘Ours’, Section 10.3.1)
and using the commercial LP solver Gurobi on the linear programming formulation of optimal
EFCE (Proposition 9.1), both for computing an optimal EFCE within an optimality and feasibility
tolerance set to 1% of the payoff range of the game.

Table 10.1 and Table 10.2 show experimental results for the case in which the threshold e is set
to be, respectively, 1% and 0.1% of the payoff range of the game. Each table is split into a left
part, which contains two-player general-sum games, and a right part with three-player zero-sum
games. For each game, three objective functions are considered:

¢ For the two-player general-sum games, we consider the three objectives of (i) maximizing

Player 1’s utility, (ii) maximizing Player 2’s utility, and (iii) maximizing social welfare, that is,
the sum of the two players’ utilities.

¢ For the three-player zero-sum games, we consider the three objectives corresponding to
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maximizing Player 1, 2, and 3’s utility, respectively.
Each row corresponds to a game, whose identifier begins with the alphabetical mnemonic of the
game class.

The regret-circuit-based construction detailed in Section 10.3.1 allows a degree of flexibility as
to what no-regret algorithms are used for each of the probability simplexes that make up = and
the Q; 5. In the experimental tables, the column ‘Ours’ reports the minimum between the time
required by the regret-circuit-based algorithm instantiated with Discounted RM and PRM™ at each
decision point. For each run of the algorithms, the timeout was set at one hour.

We observe that our learning-based approach is faster—often by more than an order of

Game Max. P1.1’s utility | Max. P1.2’s utility | Max. soc. welf. Game Max. P1.1’s utility | Max. P1.2’s utility | Max. P1.3’s utility
Lp Ours Lp Ours Lp Ours Lp Ours LpP Ours LP Ours
0.00s 0.16s 0.00s 0.10s 0.00s 0.03s  [[BEp 14.00s 092s | 13.00s 0.74s | 12.00s 1.60s
9.00s  11.04s | 9.00s 1087s | 9.00s  4lls timeout timeout | timeout timeout | timeout timeout
4m12s | 3m4ls| 4m9s 3m35s | 3m40s  1m28s | 000s  006s| 000s 005 | 000s 005

timeout timeout | timeout timeout | timeout timeout
| 1m5s = 299s| 1m3s = 480s| 1mds = 466s

0.00s  0.04s| 0.00s 007s| 000s  0.07s
5005 ROEEE BEEIGEE WG | i00s BROEE 9m4ls = 26.68s | 10m28s = 27.57s | 9m54s  30.00s
5.00s 112s 3.00s 4.80s 4.00s 0.95s [SCHEER | 26m 52s 22.31s | 27m 22s 39.44s | 25m 32s 40.75s
e R | timeout  timeout | ncoud BEEEE timeout timeout | timeout timeout | timeout timeout
timeout timeout | timeout timeout | timeout timeout 20 3Kl EIEES) | F2mis2s B || 2mB1s BIEBE
timeout timeout | timeout timeout | timeout timeout

0.00s  0.00s| 000s 00ls| 000s  0.00s
timeout MIGRHS | timeout WAFIGY | [timeout Wom283 ‘ timeout  26.28s | timeout  40.64s | timeout  41.96s

0.00s ~ 0.02s | 000s 002 | 000s 0025

timeout timeout | timeout timeout | timeout timeout

Table 10.2: Experimental comparison between our learning-based approach (‘Ours’, Section 10.3.1)
and using the commercial LP solver Gurobi on the linear programming formulation of optimal
EFCE (Proposition 9.1), both for computing an optimal EFCE within an optimality and feasibility
tolerance set to 0.1% of the payoff range of the game.



Chapter 11

Learning dynamics for team
coordination and collusion

The positive results regarding the geometry of correlated strategies we investigated in Chapter 9
also imply positive results about the computation of optimal team strategies in imperfect-
information two-team zero-sum games, helping answer questions such as:

How should two players colluding against a third at a poker table play?

Or, how would the two defenders in Bridge (who are prohibited from communicating privately
during the game) play optimally against the declarer?

Depending on the amount of communication allowed among the team members, we can

identify at least three solution concepts.

e If the team members can freely (and privately) communicate during play, the team effectively
becomes a single player. Hence, all the tools we have seen so far (for example, learning
an optimal strategy using CFR or linear programming) directly apply. We will refer to this
equilibrium as “Team Nash equilibrium’.

e If the team members cannot communicate at all, then the strategies of the team members
should be picked as the pair of strategies that maximizes the expected utility of the team
against a best-responding agent. This solution concept is called a team maxmin equilibrium
(TME). As we show in Section 11.2, the minmax theorem does not hold in general for TME.
So, perhaps, the term “equilibrium” should be used carefully when referring to TME.

® The third case is intermediate, and models the setting where the team members have an
opportunity to discuss and agree on tactics before the game starts, but are otherwise unable
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to communicate during the game, except through their publicly-observed actions. This
models, for example, multiplayer poker in the presence of collusion, and the game of bridge.
This solution concept is called a team maxmin equilibrium with correlation device (TMECor).

TMECor can be thought of as follows. Before playing, the team members get together in
secret, and discuss about tactics for the game. They come up with m possible plans, each of
which specifies a deterministic strategy for each team member, and write them down in
m separate envelopes. Then, just before the game starts, they together pick one of the m
envelopes according to a shared probability distribution, and play according to the plan in
the chosen envelope.

It is important to realize that the sampling of the envelope can happen even if the team
members cannot communicate before the game starts, as long as they can agree on some
shared signal, such as for example a common clock. With that signal as input, the team
members could seed a random number generator and use that to agree on the same random
envelope to use, without having communicated among each other.

Table 11.1 compares the properties of the three solution concepts defined above. Generally

speaking, as the amount of allowed communication increases (from TME to TMECor to Team

Nash), the utility of the team increases, while the complexity of computing the optimal strategy

for the team decreases. In particular, as the first three rows of Table 11.1 show, the problem of

computing a TME strategy for the team is significantly less well-behaved than TMECor.

For all these reasons, we believe that TMECor is often a superior solution concept for adversarial
team games when no in-game private communication is allowed. 1t yields higher utility to the
team, is computationally and game-theoretically better behaved, and can be implemented in
many practical interaction.

TME TMECor Team Nash Eq.
no communication nocommunication private communication

ever during play during play
Convex problem X v v
Bilinear saddle-point problem X v 4
Low-dimensional strat. polytope X 4 v
Minmax theorem X 4 v
Team utility low higher highest
Complexity very hard sometimes hard polynomial

Table 11.1: Comparison between TME, TMECor and Team Nash equilibrium.
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11.1 Contributions and related work

After demonstrating that TME does not satisfy the minmax theorem, in this chapter we show
that learning dynamics for the teams can be devised to compute TMECor, by connecting TMECor
computation with EFCE-related technology introduced in Chapters 9 and 10. As we show, this
approach leads to theoretical and practical state-of-the-art learning algorithms for computing
TMECor strategies in imperfect-information two-team zero-sum games, adding to the conclusion,
already drawn several times in this dissertation, that uncoupled learning dynamics often lead
to both the theoretical and practical state-of-the-art technique for computing equilibria in
imperfect-information extensive-form games.

The study of TME dates back to at least the work by von Stengel and Koller (1997). The study
of TMECor—the focus of this chapter—is more recent. Basilico, Celli, De Nittis, and Gatti (2017)
show that TMECor can lead to significantly higher utility (up to a factor linear in the number of
game tree leaves) than TME. The study of the computational aspects of TMECor was initiated by
Celli and Gatti (2018). Until recently, the best techniques for solving adversarial team games in
absence of communication were based on column generation (Farina, Celli, Gatti, and Sandholm,
2018; Farina, Celli, Gatti, and Sandholm, 2021; Y. Zhang, An, and Cerny, 2021; B. H. Zhang, Farina,
Celli, and Sandholm, 2022). Those techniques work well in some small and medium-sized games
in practice, but generally have no or weak theoretical guarantees. More recently, other techniques
emerged. B. H. Zhang and Sandholm (2022b) developed an algorithm for solving adversarial
team games based on a novel tree decomposition of each player’s strategy space, and use it to devise
a linear program. They show parameterized complexity bounds that scale with the amount of
uncommon information among team members. Simultaneously, Carminati, Cacciamani, Ciccone,
and Gatti (2022) developed an algorithm for converting the game into a strategically equivalent
(but exponentially-larger) two-player game with perfect recall, inspired by prior research in the
multiagent reinforcement learning community (e.g., Nayyar, Mahajan, and Teneketzis, 2013;
Sokota, Lockhart, Timbers, Davoodi, D’Orazio, Burch, Schmid, Bowling, and Lanctot, 2021).

The technique we develop in this chapter is based on learning dynamics, and yields an
algorithm significantly faster than all prior approaches.

11.2 Failure of minmax theorem for team maxmin equilibrium

As mentioned in the introduction, one of the major shortcomings of TME (at least from a game-
theoretic point of view) is that it fails the minmax theorem. We demonstrate this by explicitly
showing a game in which the maxmin and minmax values of the game are different.

Consider the matching pennies game of Figure 11.1 (Left), where a team A of two players
(denoted 1A and 2A respectively) compete against an opponent. Each player has a penny. First,
the opponent (denoted V) secretly turns their penny heads (H) or tails (T). Then, Player 1A secretly
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Figure 11.1: Matching pennies game.

turns their penny heads or tail. Finally, Player 24A turns their penny heads or tail. After all pennies
have been turned, all of them are revealed. If all three pennies match (that is, they are all heads or

they are all tails), the team wins a payoff of 1 and the opponent suffers a loss of —1. Otherwise,
nobody gains or loses anything.

Maxmin value We will use x, y, 2z to denote strategies for Players 1A, 24, and Vv, respectively.
The TME strategy for team A is the solution to the maxmin problem

min Ty YH 20+ TT YT 2T
z
max st. O zwtzr=1

Yy
ZH, 2T 2 0
Umaxmin ‘= @ ’ (‘)
s.t. @ y+aTr =1
@y tyr=1

® zn,xT,yH,y1 = 0.

Lemma 11.1. The solution to the maxmin problem defined in (M) iS Vmaxmin = /4.

Proof. The internal minimization problem in (#) is minimizing a linear function over the
2-simplex. So, the solution to the internal minimization problem is the minimum of the
function over the two vertices, that is, min{zy - yu, y7 - y7}. Hence, we can rewrite (#) as
max min{zy - yu, y1 - Y7}
st. ®zzptar=1

@ yn+yr=1

® zn, 21, y0,y7 2 0.

Umaxmin =
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We can now perform the substitutions 1 = 1 — 2y and y1 = 1 — yy (justified by (3) and (@),
and get to

z,Y

max min{zy - yn, (1 —2ay) - (1 —yu)}
Umaxmin =
st. ®0<ay<l, 0<ya<1.

Not that the problem is completely symmetric: if (xf},3;;) is an optimal solution, then
(1 —xfy, 1 —y}) is also optimal. Hence, there exists at least one optimal solution in which

iy < (I-H)-(1-wn) <= autyu<l
and consequently

max TH - YH
z,y

Umaxmin = s.t. @ zH+yn <1
G®0<zy<l, 0<yq <.

Since xy is nonnegative, the objective is maximized when yy is maximized, which happens for
yy = 1 — zy. So,

max xy- (1 —xy)
Umaxmin = oH

s.t. @ngHgl,

which is the maximum of a one-dimensional parabola. Taking the gradient of the objective, it’s
immediate to check that the maximum is obtained when z = 1/2, and hence the statement of
the lemma follows. O

Minmax value Conversely, the TME strategy for the opponent is the solution to the maxmin
problem

max TH-YH - 2ZH T TT YT 2T
zy

min st Qaytarr=1
i @ ypnt+yr=1 &)
@ H, 271, YH, YT = 0.
st. @ ayt+ar=1
®) zn,2T1 20

Uminmax =
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Lemma 11.2. The solution to the minmax problem defined in (&) iS VUminmax = /2.

Proof. The choices (zy, z1, yn, y7) = (1,0,1,0) and (zn, zT1, 91, y1) = (0, 1,0, 1) are feasible for
the internal maximization problem in (&). Hence, we have

min  max{zn, 27} :
N 4 min max{zn,1 — zn}
Vi .t =1 = p
minmax £ S @ ZH + 2T s.t. @ 0<zv <L
® zH,21 20

It’s immediate to see that the solution to the one-dimensional optimization problem on the

right-hand side is 1/2, attained for zy = /2. SO Uminmax > 1/2. To complete the proof, it is

enough to show that the there exists an assignment of z for which (&) attains the value 1/2.
To that end, consider the feasible assignment zy = z1 = 1/2. Then, the objective of (&) is

max 2-xy-yn+ 12 a1 y7

z,Y
st. @ ap+ar=1 _ ) max o(on - yu + (1 —2u)(1 = yn))
@ yntyr=1 st. ®0<ay<l, 0<yy <1

B zn,xT,YH,y1 = 0.

x,y
st. ®0<ay<l, 0<ya< 1.

= 1p,

:{mw(m—%Mme+%

where the last equality follows from since the product in the objective is maximized for

n =yn = L. O

Given that the maxmin and minmax values are different, we conclude that, unlike regular
minmax equilibrium, TME does not satisfy the minmax theorem in general.

11.3 TMECeor as a bilinear saddle-point problem

In this section, we show how TMECor in imperfect-information two-team zero-sum games can
be cast as a bilinear saddle-point problem over polytopes embedded in Euclidean spaces of
polynomial dimension in the game size. To simplify the exposition, we will assume that the
teams—denoted A and V respectively—each consist of two team members, denoted 14, 24 and

, 2V respectively. The case where a team has less or more players extends directly; in the
experimental evaluation we test on teams of varying size.
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Similar to maxmin strategies in regular (non-team) two-player zero-sum games, a TMECor
strategy for team (say, A) is a distribution p, € Al *12s gver tuples of deterministic strategies
for the team members’ (1A and 24), such that it maximizes the team’s expected expected utility
against a best-responding, independent opposing team:

/J'Aegll_[al‘i(xnzl I eAIIl_lIlan [E(ﬂ-l"ﬂ-QA)N’-"A[E(Tr o) |:UA(7T1A,7T2A77T 7 ) ’ (11.1)
where u, = u;, + u2,. denotes the utility function of team A, defined as the sum of the utilities of
its team members.

By definition of expectation, the objective function in (11.1) is bilinear in g, and p,. This
shows that the computation of a TMECor is a bilinear saddle-point problem over convex polytopes
(and therefore in particular it can be converted into a linear program, which is itself a convex
problem, cf. Table 11.1). Another consequence of the bilinear saddle-point structure is the fact
that the minmax theorem must hold for TMECor strategies, unlike TME, as we have hinted in
Section 11.2. However, as formulated, the optimization problem (11.1) has the major drawback
of requiring optimization over exponentially-large domains, since so is typically the number
of deterministic strategies of every player. We show in the next subsection that by operating
an appropriate change of variables, we can retain the convexity-concavity and the bilinear
saddle-point structure, while at the same time gaining that the domains of the maximizing and

minimization problems belong to a space of polynomial dimension in the game tree size.

11.3.1 Realization vectors and low-dimensional parameterization

Letting u4 (2) = wi1a(2) + u2a(2) denote the utility received by team A at terminal node z € Z,
pe(z) denote the product of the probability of all chance actions on the path from the root of the
game tree to terminal node z, and o;(z) denote the last sequence on the path from the root of the
game tree to z, by definition we have that the utility w, (714, 724, 71y, 72y ) can be written as

Y ua(2) pe(2)  wialo1a(2)] - woulooa(2)] - wivlowe (2)] - wovlons (2)] (11.2)
€2 probability of all A’s probability of all v’s
actions on the path actions on the path
from root to z from root to z

By using (11.2) together with the independence of i, and ., the expected utility

'aA(“Avl*l’ ):: IE(WlA,TrgA)N[J.‘[E(T\' STy )~ uA(ﬂ-lAaTrQAaﬂ- , T ):|

satisfies the equation
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Ta (B te) = D0 wa(2) - pe(2) - By [mialoa ()] maulooa (2)]] - B, [0 [0 ()] v oy (2]
(11.3)

where for brevity we used E,,, and E,, as shorthands for E(x,, x,,)~p, aNd E(x,, 7oy )op, s
respectively. The above formulation shows that it is not necessary to optimize over p, and p
directly, as the objective function only depends bilinearly on the aggregate quantities

walz] = Ep, [7\'“[0“(2)]%2‘[JQA(Z)}} = Z palmia, mou] - miafoa(2)] - moalooa(2)],

(7T|A77TzA)

wold] = B, [moslos () molow (D] = D pelmiy, mor] - milon ()] moe oo ()]

(1v,7ov)

(11.4)

for z € Z. Hence, at least conceptually, we can operate a change of variables in the optimization
problem, trading the distributions p, , pt, in (11.1), for the vectors w, , wy, called realization vectors.
Doing so greatly reduces the number of variables in the optimization problem: the distributions
p are over an exponential number of elements (the product of deterministic plans for each of the
team’s members), while w, ,wy only require | Z| scalar variables—a linear amount in the game

tree size.

In order to perform the change of variable effectively, we need to study the new domain of the
optimization problem. In particular, as we move away from p; € A''i2*Ii2 and allow the team to
specify a w; instead (i € {A, ¥}), we need to characterize the domain of w; that can be induced
from p; according to (11.4). The key observation here is that the mapping from p; to w; is linear.

1xIli2) e can use the

Hence, since the set of feasible p, is a convex polytope (the simplex Al
following lemma to conclude that the set §2; of all feasible w; is itself a convex polytope. Hence, a

TMECor can be expressed as a bilinear saddle-point problem

Jnax  min ;UA(Z)'pc(z)'wA[Z]'w [¢] = max min w[U,wy, (11.5)
z

where U, is an appropriate matrix that encodes the bilinear objective.

While the formulation (11.5) is reminescent of the bilinar formulation of Nash equilibrium in
two-player zero-sum games, several important differences exist. Most importantly, unfortunately,
in general the convex polytopes €2, and €2y cannot be captured via a polynomial number of linear
constraints, as it is known that the computation of TMECor is computationally intractable in
practice (Chu and Halpern, 2001). This makes the formulation (11.5) conceptually similar to that
of EFCE (Chapters 9 and 10). In the next subsection we formalize this latter connection, and give
new positive complexity results for TMECor, as well as learning dynamics for teams inspired by
the technique pioneered by Chapter 10.
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11.3.2 Connection with correlation plans and triangle-freeness

For each team i € {A, v}, consider the game tree I'; obtained by converting all nodes of the
opposing team into chance nodes. The polytope of correlation plans =; of I'; encode a superset of
the information encoded by realization plans. Indeed, it is immediate to see from the definition
of the polytope of correlation plans (Definitions 9.1 and 9.2) that the following holds.

Lemma 11.3. The polytope of valid realization vectors for each team i € {A, vV} can be
obtained by considering a subset of the dimensions of the polytope of correlation plans =; of
the team, specifically

Q, = {(ﬁ[oil(z)70i2(2)]) Li6e 5} (11.6)

zE

As a direct consequence, we have the following.

Corollary 11.1. When the information structure of the members of a team i € {A, V} is
triangle-free (Section 9.4.2), then (2; can be defined using only polynomially many constraints
in the size of the input game tree.

Hence, when both teams are triangle-free, or a triangle-free team plays against a single
opponent (for which the set of correlation plans is simply the sequence-form polytope), a
TMECor can be found in polynomial time.

As far as we are aware, this positive complexity result has not been noted before in the
literature. As an example application, we remark that in many cases the [[&] Goofspiel,
limited-information Goofspiel, and E battleship games involve triangle freeness, and therefore a
TMECor in those instances can be computed in polynomial time.

More generally, the connection between 2; and =; enables us to use the results discussed in
Section 9.5 to characterize an upper bound on the number of constraints required to define €2;, and
consequently arrive at parameterized complexity results for the computation of TMECor.

Corollary 11.2. For any team i € {A, V}, the set {2; of realization vectors is a linear
transformation of a set that can be defined via a chain of scaled extension operations

hy o, ha o hs  hy
{1} 4, 4,44 A,, (11.7)
where, for j = 1,...,m, X; = A% for some simplex dimension s; € N and h; is a linear

function.
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Remark 11.1. In fact, we remark that since §2; only depends on a subset of =;, sharper bounds
can be given on the number of simplexes m used in (11.7) and the total dimension Z;”Zl sj
that what could be done directly using the results known for Z; alone. We will not discuss
such improvements in this dissertation, but refer the interested reader to the preprint by
B. H. Zhang, Farina, and Sandholm (2023).

Following the same approach as Chapter 10, by leveraging the structural decomposition
of Q,, €y via scaled extension operations (Corollary 11.2) via the framework of regret circuits
described in Chapter 4, we obtain no-external-regret learning dynamics. By using the folklore
connection between no-external-regret algorithms and solutions to bilinear saddle-point problems,
we can then use these learning dynamics to compute TMECors in games. We show in Section 11.4
that this approach indeed leads to the current practical state-of-the-art algorithm for computing
TMECor.

11.4 Experimental evaluation

In this section we experimentally evaluate our no-external-regret dynamics for solving the
TMECor bilinear saddle-point formulation (11.5). Following the approach laid out in Chapter 10,
we construct the dynamics by applying the regret circuit of Section 4.2.5 to the scaled-extension-
based decomposition of the sets (Corollary 11.2), employing both PRM' and Discounted RM as
local no-external-regret minimizers for the probability simplexes that form the scaled-extension-
decomposition of =, , Zy.

We compare our method against the prior state-of-the-art algorithms from three different set
of techniques that have been used for this problem (see also Section 11.1):

* The tree-decomposition-based LP solver proposed by B. H. Zhang and Sandholm (2022b)
(henceforth “ZS22”). We used the original implementation of the authors, which internally
uses the barrier algorithm implemented by the commercial solver Gurobi. As recommended
by the authors, we turned Gurobi’s presolver off to avoid numerical instability and increase
speed. We allowed Gurobi to use up to four threads.

* The single-oracle algorithm of B. H. Zhang, Farina, Celli, and Sandholm (2022) (henceforth
“ZFCS22"), which is an improved version of a prior single-oracle algorithm by Farina, Celli,
Gatti, and Sandholm (2021). It represents currently the fastest single-oracle benchmark, and
therefore it fairly represents the state of the literature based on such technique. ZFCS22
iteratively refines the strategy of each team by solving best-response problems using a tight
integer program derived from the theory of extensive-form correlation (von Stengel and Forges,
2008; Farina, Kroer, and Sandholm, 2021b). We used the original code by the authors, which
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was implemented for three-player games in which a team of two players faces an opponent.

Like ZS22 and our LP-based solver, ZFCS22 uses the commercial solver Gurobi to solve linear

and integer linear programs. We allowed Gurobi to use up to four threads.

* The coordinator-based representation of Carminati, Cacciamani, Ciccone, and Gatti (2022)

(henceforth, “CCCG22”), which computes a TMECor by converting the problem into com-

puting a Nash equilibrium of a strategically-equivalent by exponentially-sized imperfect-

information extensive-form game, using a technique inspired by the work of Nayyar, Mahajan,

and Teneketzis (2013).

All experiments were run on a 64-core AMD EPYC 7282 processor. Each algorithm was

allocated a maximum of 4 threads, 60GBs of RAM, and a time limit of 6 hours. Experimental

results are summarized in Table 11.2.

Game {v} Decompos. of 2, Decompos. of ) CCCG22| This chapter 7522 ZFCS22
Simplexes Dimension Simplexes Dimension ~ Game size| =102 e=10"* i e=10"3 e=10"*
3} 487 918 37 36 4108/ 0.00s 0.00s 00ls 0.00s 0.00s
K34 {3} 2,100 6,711 49 48 66,349  0.00s 0.00s 0.02s 0.01s 0.02s
{3} 54255 336944 73 72 7002,763| 0.03s 0125 1225  0.14s  0.14s
{3} 1,783,926 15,564,765 97 96 488,157,721| 4.73s 32.36s 3m 23s 0.23s 0.32s
K3c {3} — — — — oom oom oom 0.84s 1.39s
{34} 26,566 124,875 4,621 15,415 —| 0.03s 0.05s 0.79s — —
K45 {4} 998,471 4,658,070 121 120 202,660,366 1.59s 6.34s 3m 25s — —
{3} 23,983 49,005 685 684 1,691,158  0.02s 0.05s 0.50s  24.89s 45.96s
{3} 139,964 417,027 1,201 1,200 61,983,093| 0.10s 0.48s 758s 2m4s 6m3s
{3} 150,707 496,196 1,501 1,500 —| 0.18s 0.50s 9.30s 3.06s 13.98s
BIEl (3} 855,397 3,486,091 1,861 1,860 1,973,610,366| 1.24s 494s 4m24s 7m23s 28m 13s
BeyPil (3} 32,750 45,913 2,437 2,436 538,111  0.03s 0.08s 0.27s  13.48s 18.53s
Belpkl (3} 2,911,352 4,183,685 220,705 220,704 222,239,487| 11.26s 24.86s 2m 26s > 6h > 6h
RRER{3,4) 79,351 158,058 75,157 155,475 277,714,570| 0.21s 0.92s 7.30s — —
D33 {3} 91,858 215,967 1,522 1,521 —| 0.11s 0.40s 2.10s  11.05s 11.05s
{3} 4,043,377 13,749,608 16,381 16,380 22.54s 1m28s 8m29s 3h19m 3h19m
{24} 514,120 1,217,310 486,442 1,155,144 2.31s 4.70s 1m 32s — —
DIePN{2,4,6) 254,758 457,795 218,570 389,995 1.72s 426s 16.55s — —
{46} 991,861 2,029,546 46,236 60,717 3.80s 11.09s 1m 35s — —
D62 {6} 3,158,364 7,395,885 5,551 5,550 30.20s 1m1ls 8m 53s — —

Table 11.2: Runtime of our learning algorithm (column “This chapter’), compared to prior state-of-the-
art algorithms based on linear programming (‘ZS22’, B. H. Zhang and Sandholm, 2022b) and
column generation ("ZFCS22’, B. H. Zhang, Farina, Celli, and Sandholm, 2022) respectively, on

several standard parametric benchmark games. ‘—’: Missing or unknown value.

Column ‘Game’ indicates the game, and the set of players on Team

. The games belong to
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different classes of standard parametric benchmark games, each identified with an alphabetical
mnemonic whose starting letters and numbers identify the game class and number of players:
§¢3 3- and 4-player Kuhn poker; 73 3- and 4-player Leduc poker; m 3-,4-,
and 6-player liar’s dice. Depending on the game instance, we test with different time sizes, raging
from all-versus-one scenarios, to balanced splits. As usual, we refer the reader to Appendix A
for a description of each game class and their parameters. Columns ‘Decompos. of 2, and
‘Decompos. of )y’ report the total number of simplexes and dimension of the scaled-extension
decomposition of 2,y (see Remark 11.1) for each game. Column ‘CCCG22’ indicates the
number of histories in the equivalent game produced by Carminati, Cacciamani, Ciccone, and
Gatti (2022)’s algorithm. Column “This chapter’ reports the time to convergence of the best
variant of our learning dynamics to an average team exploitability of less than e times the range
of payoffs of the game. Column ‘ZS22’ reports the time it took ZS22 to compute an equilibrium
strategy for team A, to Gurobi’s default precision. Finally, column ‘ZFCS22’ reports the time it
took ZFCS22 to compute an equilibrium strategy for team A with exploitability of less than e
times the range of payoffs of the game. The missing values in that column are due to the fact that
the implementation of ZFCS22 by the original authors only supported 3-player games.

Overall, our algorithms based on the team belief DAG are generally 2-3 orders of magnitude
faster than ZS22. In games with high parameters (e.g., and ), on the other hand, ZFCS22
is significantly more scalable, as it avoids the exponential dependence in the parameters at the
cost of requiring the solution to integer programs, for which runtime guarantees are hard to
give. Compared to the converted game of Carminati, Cacciamani, Ciccone, and Gatti (2022), our
team belief DAG is much smaller, often by orders of magnitude, which allows our algorithms to
similarly be faster by orders of magnitude. Since Carminati, Cacciamani, Ciccone, and Gatti (2022)
do not give detailed timing results for their implementation for most of the games they tested, we
have not included a runtime comparison. However, they reported a runtime of approximately 3
minutes to achieve an exploitability of 0.021 in , whereas our algorithm took 0.02 seconds
to achieve a lower exploitability of 0.001—a difference of about four orders of magnitude.



Part IV

Beyond perfect rationality






Chapter 12

Positive complexity results for
trembling-hand perfect equilibria

The Nash equilibrium prescribes optimal strategies against perfectly rational opponents. However,
it is known that it has serious shortcomings when used to prescribe strategies to be deployed
against imperfect opponents who may make mistakes. This is problematic when operationalizing
equilibria in the real world among imperfect players. In this chapter we will provide new
positive complexity results for the computation of a refinement of the Nash equilibrium—called an
extensive-form perfect equilibrium (EFPE)—that guarantees rational strategies even upon mistakes
of the opponent.

Undesirable behavior can be prescribed by the Nash equilibrium already in the simple and
well-understood case of two-player zero-sum games, as we illustrate with the following example.

Example 12.1. As an example, consider the perfect-information game in Figure 12.1.

(0,0) (—5,5)

Figure 12.1: Perfect-information game in which a sequentially-irrational Nash equilibrium is
highlighted.

The bold lines show one of the Nash equilibria of the game. It does not matter whether
the white player acting at B chooses action [ or action r because he never gets to action if
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the black player acting at A plays rationally. So, in Nash equilibrium, the white player can
choose action I. However, if the black player makes a mistake and chooses action b, it would
be better for the white player to choose action r (thus getting a payoff of 5 instead of 0). So, in
that part of the game where the black player has made the mistake, the white player’s Nash
equilibrium strategy is not rational. In game-theoretic terms, it is not sequentially rational.

While in the particular example of Figure 12.1 the issue could be resolved by using an
equilibrium refinement called subgame perfect Nash equilibrium, that solution concept is not
particularly useful in imperfect-information extensive-form games, where few subgames (nodes
of the game tree that are alone in their information set) typically exist.

Example 12.2. For example, consider the example in Figure 12.2.

A s

o Player 1 O Terminal history
OPlayer 2

Legend

Y Information set

N

=
|
Nt
~
>{
Le

PN AN

(0,0) (-=5,5) (-1,1) (-5,5)

Figure 12.2: Small imperfect-information game in which a sequentially-irrational Nash equilibrium
is highlighted.

The white player acting at information set B does not have any subgame, and therefore the
highlighted sequentially-irrational Nash equilibrium is subgame perfect.

Another refinement of Nash equilibrium is undominated Nash equilibrium (UNE), that is, Nash
equilibrium where the pure strategies in the support of the equilibrium do not include strongly
dominated strategies. UNE would remove the unreasonable Nash equilibria in the games of both
Figures 12.1 and 12.2, but there are other games where UNEs can be sequentially irrational, and
in general undomination and sequential rationality are incomparable in the sense that neither
implies the other (Miltersen and Serensen, 2006). We included an example of a situation where an
undominated equilibrium is sequentially irrational in an appendix to this chapter, Section 12.A.

Trembling-hand refinements are the standard solution proposed in the literature to avoid the
issue of sequential irrationality. One of these, extensive-form perfect equilibrium (EFPE) will then be
the focus of this chapter. We review trembling-hand refinements, and in particular EFPE, in the
next section.
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12.1 Preliminaries on trembling-hand refinements

The issue of sequential irrationality stems from the fact that some parts of the game tree are
unreachable at equilibrium. For those excluded parts of the game tree, any strategy can be
picked without affecting the equilibrium. The idea behind trembling-hand refinements can be
conceptualized easily. To avoid sequential irrationality, trembling-hand refinements force all
players to explore the whole game tree. They do so by requiring the players to tremble, that is, play
all actions at all decision points with some strictly positive lower bound probability controlled
by a hyperparameter € > 0. A trembling-hand refinement is then any limit point of such Nash
equilibria as e — 0.

Different equilibrium notions differ as to how the lower bounds are set as a function of €. In
this chapter we are interested in extensive-form perfect equilibria (EFPE), due to Selten (1975),
which define perhaps the conceptually simplest trembling scheme. Specifically, in an EFPE, the
trembles are behavioral: given e > 0, the perturbed game simply mandates that every action at
every decision point must be picked with probability at least e.

Definition 12.1 (Extensive-form perfect equilibrium, EFPE). Given a game I', an EFPE is
a limit point, as ¢ — 07, of Nash equilibria of the perturbed I'(¢) in which each player is
constrained to play only strategies that put probability at least € on every action.

It is well-known (e.g., Kreps and Wilson, 1982) that every game has at least one EFPE, and that
EFPEs are sequentially rational.

Other notions of trembling-hand refinements exist, most notably the quasi-perfect equilibrium
(QPE) due to van Damme (1984). The definition of QPE is significantly more complicated, and
will be given in Definition 13.5 (in Chapter 13), together with its one-sided counterpart called
one-sided QPE (Farina and Sandholm, 2021a).

12.2 Contributions and related results

The main contribution of this chapter will be to establish the following result:

Finding an EFPE in a two-player game is not harder than finding a Nash equilibrium.

Specifically, in zero-sum games, an EFPE can be found in polynomial time in the size of the
input game, and in general-sum games it can be computed using a path-following algorithm
with polynomial-time steps.

The result closes a problem left explicitly open by Miltersen and Serensen (2006), and
complements a similar result that was known for the quasi-perfect equilibrium (see Table 12.1).
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Solution concept Two-player general-sum games  Two-player zero-sum games
Nash equilibrium (NE) PPAD-complete FP
(Nash, 1950) (Daskalakis, Goldberg, and Papadim-  (Romanovskii, 1962)

itriou, 2009) (von Stengel, 1996)
Quasi-perfect equilibrium (QPE) PPAD-complete FP
(van Damme, 1984) (Miltersen and Serensen, 2010) (Miltersen and Serensen, 2010)
Extensive-form perfect eq. (EFPE) PPAD-complete FP
(Selten, 1975) (this chapter) (this chapter)

Table 12.1: Complexity of computing trembling-hand equilibrium refinements in two-player games.

Building on some of the ideas and techniques introduced in this chapter, in Chapter 13 we
will propose the first scalable algorithm for computing exact QPE, EFPE, and other refinements of
the Nash equilibrium in two-player zero-sum games.

12.3 Positive complexity results for two-player EFPE

In two-player games, a Nash equilibrium can be expressed as a linear complementarity problem
(LCP). In this section, we show that the same holds even when each strategy is required to select
every action with probability at least € as required to compute the EFPE defined in Definition 12.1.

12.3.1 Behavioral perturbation matrices

The constraint that each action in a strategy «; € Q; for Player i € {1, 2} must be selected with
probability is at least e is captured in the sequence-form representation by requiring that

x;[ja] > € - x;[p;] Vja € 3.

By including the dummy constraint x;[@] > 0 so as to make the matrix square, we can collect
the linear constraints above in matrix form as R;(¢) ; > 0, where the matrix R;(e) € R¥*¥i is
defined by

1 ifo=0'

Ri(e)[o,0'] = { —¢ ifo = jaand o’ =p; Vo,0 €%

0  otherwise,

We call R;(¢) the behavioral perturbation matrix of Player i. We illustrate these matrices with an
example.
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Example 12.3. Consider the small game below. The matrices R (¢) and Rz (¢) in this case are

as follows:
A 2 288
1/\2 1 0000)\e 2 33
C
D‘( )3\ -1 0 00 [|A1 1 009
3 g Ri(e)=| -0 1 00 [A2 Ro(e)=| —e 1 0 | cs.
£ >\ 0 0 —e10 |85 €01 )ca
5 6 0 0 —e01]8B6
¥ N
O O

Assuming that the rows and columns of behavioral perturbation matrices are ordered in
accordance with the partial order < of sequences, we remark that behavioral perturbation matrices
are lower triangular square matrices having only 0 or —e as entries. We now show that they are
always invertible and that their inverse is a matrix of polynomials in e.

Lemma 12.1. Let R;(¢) be a n x n behavioral perturbation matrix. Then R (¢) is invertible.
Furthermore, assuming that the rows and columns of behavioral perturbation matrices are
ordered in accordance with the partial order < of sequences, its inverse is

Ri(e)™' =T+ cE(e),

where I is the identity matrix, and E(e) is a lower triangular matrix whose entries are
polynomials in € having non-negative integer coefficients.

Proof. By induction on the submatrix formed by the first k rows and k£ columns. When k = 1,
the statement is trivial. Now, suppose the theorem holds for the & x k top-left submatrix of
R(e), denoted R} (¢); we will show that it holds for the (k + 1) x (k + 1) top-left submatrix
mRF¥1(€) of Ry(€). By definition of R;(e€), we can write

where b(e)" = (0,...,0,—¢,0,...,0).

3

It is immediate to check by direct inspection that the matrix

Ri)™1 |0

RI.C+1 € -1 =
(9 —b(e) TRE(e)! . 1
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is the inverse of R"!(¢). Using the inductive hypothesis, we have R¥(¢)~! = I 4 ¢E¥(¢), and
therefore

EF () 0
(—b(e)/e) "R (e)™!

R;H'l(e)*l =I+e¢€
0

Since (—b(e)/e)T = (0,...,0,1,0...,0) is a non-negative real vector, the row vector b’ (¢) :=
(—b(e)/e) TRE(e)~! has entries that are polynomials with non-negative integer coefficients, and
SO

Ri () =T+e =T+ B (e),

where EF*1(e) is a lower triangular matrix whose entries are polynomials in ¢ having non-

negative integer coefficients, as we wanted to show. O

Example 12.4. For the matrix R, (¢) of Example 12.3, we have:

g 2 &8 8
10000)\@
e 1000 |AL
Ri(e)™'=] € 0100 |A2.
e 0el10 |85
e 0e01])86

12.3.2 EFPE as a trembling linear complementarity problem (LCP)

In this subsection, we show that the problem of finding a Nash equilibrium of a two-player game
I'(e) subject to the constraint that each player pick each action with lower bound probability e can
be expressed as a linear complementarity program whose entries are polynomials in e. In what
follows, we let F; € R7i*¥i and f, € R7 define the sequence-form polytope

Qi:{a:e[RgiozFiw: x>0}

of Player i € {1,2}, and U; define the payoff matrix of Player i in sequence form.

Lemma 12.2. An EFPE is a limit point as ¢ — 0" of any solution of the perturbed standard-
form LCP
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find z,w
t zlw=0
Ple) - s z'w
w=M(e)z+b
z,w>=0
where, using the shorthand R, = R (¢), R2 = Ra(¢) for brevity,
I 0
o 0
+
S .
vy —f1
vy fa
vy —fa
0 “Ri'URy ' R[] Ry F] 0 0
-R; 'U;R;" 0 0 0 Ry 'F; -Ry 'Fj
~FR; ! 0 0 0 0 0
M(e) = 5 —1
F;R{ 0 0 0 0 0
0 ~FyRs ! 0 0 0 0
0 FoR;5 ' 0 0 0 0

Proof. The problem of finding the best response of Player i in the perturbed game I'(¢) where
every action is selected with probability at least ¢ is a linear problem

maXg, :B;FUZ-:B,Z-
BR;(e) : s.t. Fix,=f,

Notice that R, (¢) is invertible (Lemma 12.1), hence by changing variable ; := R;(¢)x;, we find
the equivalent problem:

maxz, %, Ri(e)"TUR_;(e) ‘&,
BR;(e) : { st. @O FRi(e)'a;=f,;
@ & >0.

Taking the dual:
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min,,, flv;
ﬁl(e) : s.t. @ Ri(€>_TF;’U¢ > Ri(€>_TUiR,i(€)_153,i
(® w; freein sign.

Finally, complementarity slackness requires that

® % (Ri(e) "F/v; —Ri(e) "U;R () '&;) = 0.
Solving problem BR;(¢) or BR;(¢) is equivalent to solving the feasibility problem defined by
constraints (1) to (5). It is now easy to see that we can cast the problem of satisfying conditions
(D to (&) for both players as a standard-form LCP whose parameters are as defined in this

lemma. O

In particular, we show that a polynomial (in the game size) number of bits is sufficient to
represent the polynomial entries of the LCP introduced in Lemma 12.2.

Lemma 12.3. Consider the LCP formulation of Lemma 12.2, where € is treated as a symbolic
variable, so that the entries of M(e) are polynomials in e. A number of bits polynomial in the
input game size is sufficient to store all coefficients appearing in P(e).

Proof. Consider the LCP formulation of Lemma 12.2. We begin by showing that each coefficient
appearing in P(e) requires a polynomial amount of memory to be store. This property trivially
holds for vector b. On the other hand, all numbers appearing in matrix M(e) are either
zeros, or they are obtained by multiplying two or more of the following matrices together:
Ri(e)~T,Ra(e)~ T, Uy, Us ,F{ ,FJ. Hence, as long as each of the coefficients appearing in
the above-mentioned matrices requires a polynomial number of bits in the input game size,
the property is true. This is clearly true for Uy, U, ,F1,FJ, so we are left with the task of
proving this property for Ry (¢)~! and Ra(€) . However, since det R4 (¢) = 1 (indeed, notice
that R (¢) is lower triangular), using the adjoint matrix theorem and the Leibniz formula for
the determinant, we conclude that each entry in R, (€)~! is obtained as a sum of |3 |! terms,
each of which is a product of |3;| entries of R4 (¢), since |X1| is the dimension of R (¢) (the
same holds for R4 (¢€)). Therefore, the property holds, showing that each coefficient in M(e)
and b requires a polynomial amount of memory to be stored.

We now show that the maximum degree appearing in M (e) is 2|3 |. This is a consequence
of the observation above: since each entry in R;(¢) ! is obtained as sum of |3 |! terms, each
of which is a product of |¥;| entries of R (¢), the maximum degree appearing in Ry (¢) ! is
|X:|. Now, since each element of M(e) is obtained from the product of at most two matrices
dependent on ¢, the maximum degree appearing in M(¢) (and therefore in P(e)) is 2|%4].

Thus, we have a polynomial amount of coefficients to store, each of which requires a
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polynomial amount of memory. The required space is therefore polynomial. O

Finally, we show that for e sufficiently small, the LCP of Lemma 12.2 is feasible.

12.3.3 Existence of a negligible positive perturbation (NPP)

Before turning our attention to the computational aspects of finding an EFPE, we introduce some
general concepts, pertaining to perturbed linear optimization problems. While we target the
development of these concepts with our specific use-case in mind, it should be noted that this
section’s definitions and lemmas are of broader interest, being applicable to any linear program
(LP) or LCP. We recall that a basis B for a standard-form LP with constraints Mx = b or a
standard-form LCP with linear equality constraints w = Mz + b is a set of linearly independent
columns of M such that the associated solution (called basic solution) is feasible.

Definition 12.2 (Negligible positive perturbation, NPP). Let P(¢) be an LCP dependent on
some perturbation e. The value €* > 0 is a negligible positive perturbation (NPP) if any optimal
basis B for P(e*) is optimal for P(e), for all € € (0, €*].

Definition 12.3 (Optimality certificate for a basis). Given an LCP P(e), and a basis B for it, we
call the finite-dimensional column vector v (€) an optimality certificate for B if for all € > 0

vi(€) > 0 < Bis optimal for P(e).

Lemma 12.4. In the case of a perturbed LCP in standard form

find zZ,w
Plo) - st. @ z'w=0
@ w=M(e)z+b(e)
B zw=0

an optimality certificate for the complementary basis B is

v5(e) = B(e)"'b(e)

where B is the basis matrix corresponding to 5.
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Proof. Since the basis B is complementary by hypothesis, constraint (1) is always satisfied.
Constraint (2) is satisfied by the definition of B(¢). Constraint (3) is satisfied if and only if
B(e)7!b(e) = v5(e) > 0. O

Finally, before proceeding, we introduce three lemmas that come in handy when dealing with
optimality certificates. Indeed, it is often the case that 73 (¢€) has polynomial or rational functions
(with respect to €) as entries.

Lemma 12.5. Let p(e) == ag + ar€e! + - - - + a,€" be a real polynomial such that ag # 0, and let
p = max; |a;|. Then p(e) has the same sign of a for all 0 < ¢ < €*, where

€ = lal /(1 + o).

Proof. We prove that when ag > 0, p(¢) is positive for all 0 < € < €*. Indeed,

oo
_ 1 n i _ HE
ple) =ag+aje + -+ ane >a0—uezoe =a0— 7 .-
im
Since € < €* := ag/(u + ag) we have
Hao
ple) >a9— ——— =0
(© pw+ap — ag
The case a¢ < 0 is symmetric, and in that case p(e) is negative for all 0 < € < €*. O

As a corollary, we extend the result of Lemma 12.5 to rational functions.

Lemma 12.6. Let

(©) aop +arel + -+ ape”
€) =
P bo + biel + -+ + bype™

be a rational function such that ag, by # 0, and let p, = max; |a;|, up == max; |b;|. Then p(e)
has the same sign of ag /b for all 0 < € < €*, where

. { |ao| o] }
€ := min , .
p+ laol” 1+ |bol
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Proof. The proof follows immediately by applying Lemma 12.5 to the numerator and the
denominator of p(e). O

Lemma 12.7. Let

(©) aop +arel + -+ ane”
€) =
b by + brel + -+ + by e™

be a rational function with integer coefficients, where the denominator is not identically zero;
let pg == max; |a;|, pp == max; |b;|, p = max{u,, up} and €* := 1/(2u). Then exactly one of
the following holds:

e p(e*)=0forall0 < e < €*,
. p(e*) >0forall 0 < e <€,

* p(e*) <Oforall 0 < e < €*.

Proof. If the numerator of p(e) is identically zero, the thesis follows trivially, as p(¢) = 0 for all
¢, while the denominator is never zero for all 0 < ¢ < ¢* due to Lemma 12.5. If, on the other
hand, the numerator of p(¢) is not identically zero, there exist j and «, both non-negative, such
that p can be written as

(€) = €¢!(ag + agr1€+ -+ ane" )
p - Er(br+br+161 —f—-"—l—bnE”*T’)’

with ag, b, # 0. Since a4 and b, are integer, |a,/, |b,| > 1 and we have

*

— i < : { |aq‘ |b7| }
€ = < min , .
2p ta + |ag| " py + [br]
Using Lemma 12.6 we conclude that the sign of p(e) is constant, and equal to that of a, /0., for
all0 < e < €. O

Theorem 12.1. Given a (general-sum) two-player game I" with v := max;c (1 9}, je s, |A;], the
problem P(¢) of computing any EFPE for I" admits an NPP ¢* < 1/v that can be computed
from T in polynomial time. In particular, ¢* = 1/V*, where the integer value V* can be
represented in memory with a number of bits polynomial in the input game size.
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Proof. We illustrate the steps that lead to the determination of such V*. The central idea is as
follows: we want to determine €* so that, whatever the feasible base B for P(¢*) may be, the
optimality certificate for e* is positive for all € € (0, €*]. Indeed, it is immediate to see that such
€* is necessarily an NPP.

e Optimality certificate. We begin by studying the optimality certificate for the LCP P(e),
that is, by Lemma 12.4,

B(e) " 'b(e) > 0,

where B(¢) is base matrix corresponding to the feasible base 55 found by Lemke’s algorithm.
Introducing C(e) = cof B(¢), the cofactor matrix of matrix B(e), and leveraging the well-
known identity B(e) ™! = C(e) "/ det B(¢), we can rewrite the optimality certificate above
as

C(e) "b(e)

> 0.
det B(e) >0

The vectorial condition above is equivalent to a system of m scalar conditions, each of the

form

Ck(G)Tb(G)

= >
9:(©) = "4t Bl ="
where ¢y (¢) is the k-th row of C(e) ". Evidently, gy (¢) is a rational function in ¢, having

only integer coefficients, forall k = 1,...,m.

* Denominator coefficients. We now give an upper bound on the coefficients of the
denominator of g(e), that is det B(e). Let Vg be the largest coefficient that could
potentially appear in B(¢) and b(e), and let d be the largest polynomial degree appearing
in B(e). Notice that d € O(poly(m)). By using Hadamard’s inequality, we can write

coeff(det B(e)) < m™/2V coeff((1+ €+ --- + e))™),

where coeff(-) is the largest coefficient of its polynomial argument. Since coeff((1 + € +
~o+eh)m) < d™, we have

coeff(det B(e)) < Vp = m™/?(dVg)™.

Notice that this bound is valid for all possible basis matrices B(¢). Furthermore, notice
that
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log Vp = m/2logm + mlogd + mlog Vg,

and by Lemma 12.3 we conclude that Vp requires a number of bits polynomial in the
input game size in order to be stored in memory.

e Numerator coefficients. Since the elements of c;(¢) are cofactors for B(e), they are
upper-bounded by det B(¢), which in turn is upper-bounded by V. Therefore,

coeff(c;(€) Th(e)) < Viy = VVp.

Again, it is worthwhile to notice that this bound is valid for all possible basis matrices
B(e).

e Wrapping up. Define V* = 2max{Vy,Vp} = 2VpVp. We now argue that ¢* = 1/V* is
an NPP for P(e). Indeed, let B* be a feasible basis (since €* < 1/m, B always exists—see
Lemma 12.9) for P(e*), and let B(e*) be the corresponding base matrix. Being B feasible
for P(e*), each row g, in the optimality certificate is non-negative when evaluated at e* for
all k. Therefore, we know from Lemma 12.7 that g;,(¢) > O forall e € (0,1/V*] = (0, €*].

*

Hence, the optimality certificate for B is non-negative for all 0 < e < €, which is

equivalent to say that ¢* is an NPP. Finally, note that V* = 2VgVp be stored in memory

with a number of bits polynomial in the game size. This completes the proof. O

12.3.4 Computation of extensive-form perfect equilibria

We finally delve into the computational details of finding extensive-form perfect equilibria. The
central result of this section (Theorem 12.1) roughly states that the EFPE LCP (Lemma 12.2) always
admits a “small” NPP. Leveraging this fact, we quickly derive a path-following algorithm for the
computation of EFPE in general-sum games in which each pivoting step has a polynomial-time cost
(Theorem 12.2), and a polynomial-time algorithm for the zero-sum counterpart (Theorem 12.3).
These two algorithms put the two search problems in PPAD and FP classes, respectively.

To establish the result, we will make use of Lemke’s algorithm (Lemke, 1970), a classic iterative
algorithm that is able to solve a linear complementarity problem, provided it satisfies the following
conditions.

Lemma 12.8 (Theorem 4.1, Koller, Megiddo, and von Stengel, 1996). Consider a linear
complementarity problem in standard form
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find zZ,w

st. @ z'w=0
@ w=Mz+b
B3 =z,w=>=0.

If the two conditions
(@) 2™z > 0forall z > 0,and
b) 2>0, Mz>0, 2’ Mz=0 = 2'b>0,

are satisfied, then Lemke’s algorithm computes a solution of the LCP.

We start by observing that, as long as the perturbation e is “reasonably small”, the LCP defined
in Lemma 12.2 always admits a solution.

Lemma 12.9. If 0 < € < 1/v, where v = max;eq1 2y, je,

A;| is the maximum number of
actions available at any information set of the game. Lemke’s algorithm always finds a
solution for P(e).

Proof. We follow the same proof structure as that in Koller, Megiddo, and von Stengel, 1996,
Section 4. In particular, we prove that if Uy, Uz < 0, then conditions (a) and (b) of Lemma 12.8
hold for all problems P(¢) defined in Lemma 12.2. Notice that we can always assume Uy, Uy < 0

without loss of generality, as we can apply an offset to the payoff matrices leaving the game
unaltered.

¢ Condition (a). We need to show that when Uy, U, < 0, then 2" M(¢)z > 0 for all z > 0.
We have:

ZTM(E)Z = iIRl(G)_T(—Ul — UQ)RQ(E)_liQ.

Substituting U = —U; — U, > 0 and using Lemma 12.1:

2z M(e)z

\Y
&

iI(I + eEl(e))TU(I + €eEq(€))Zo
[ Ug,. (12.1)

When z > 0, then 1, > > 0 and we conclude that :”clTU:%Q > 0, which implies the thesis.

¢ Condition (b). We already proved (Equation (12.1)) that

2z 'M(e)z > & Uiy,
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where U > 0. In order for z "M(e)z to be zero given z > 0, it is necessary that &1, &5 = 0.
Defining v; = v{ — v] and vy = v] — v;, we have

Rl(E)_TFI’Ul
RQ(G)_TF;’UQ

, 2Tb=b"z=flvi+ fr0,

o © © O

Hence, in order to complete the proof, it suffices to show that
Ri(e) "F/v, >0 = flv,>0 (ie{1,2}).

To this end, we consider the following linear optimization problem Y;(¢), and its dual

Yi(e):

maxgz, O

Yi(e) : s.t. FRi(e) & = f; ,

z;, >0
. T

_ min,, f; v;

Yi(e) - N—TRT :
s.t. RZ(G) Fz v; > 0

Notice that Y;(¢) is feasible since ¢ < 1/v by hypothesis (indeed, the strategy that picks
every action uniformly at random satisfies that each action is select with probability
> 1/v). By the strong duality theorem, we conclude that whenever the constraint of
the dual problem is satisfied, the objective value is non-negative, that is R;(e) ™ 'F v; >
0 — f;r’Ui > 0 as we aimed to show. O

We remark that when ¢ is a given value, the task of finding an NE of P(¢) has a powerful
interpretation. Indeed, it captures the situation in which the actions of a player are subject to
execution uncertainty and therefore a player cannot perfectly control their actions.

Theorem 12.2. The problem of computing an EFPE of a general-sum two-player game I' is
PPAD-complete.

Proof. Let e* = 1/V* be an NPP as defined in Theorem 12.1, and let 55 be a feasible base for the
(numerical) problem P(€*), found using Lemke’s algorithm. Since ¢* is an NPP, the pair of
strategies (x7, x5) corresponding to B retain their feasibility with respect to the LCP P(¢) as
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e — 07, meaning that (7, }) is in fact an EFPE.

Furthermore, given that V* requires a number of bits polynomial in the input game size,
each iteration of Lemke’s algorithm takes time polynomial in the game size. This proves that
the algorithm described is a path-following algorithm requiring a polynomial-time cost at each
step, and therefore the problem of finding an EFPE in two-player games is in the PPAD class.
The hardness easily follows from the fact that EFPE is a refinement of Nash equilibrium, an
EFPE always exists, and finding a Nash is PPAD-complete. Therefore, if finding an EFPE were
not PPAD-hard, then one could use the EFPE-finding algorithm with the aim of finding an NE
and therefore not even finding an NE would be PPAD-hard. This concludes the proof. O

We remark that the proof of theorem above also applies for an arbitrary e (potentially non-NPP),
showing that finding an NE for any ¢ < max;c(1,2}, jes, |-A;| is in the PPAD class. We summarize
the procedure to find an EFPE of general-sum games in Algorithm 12.1.

Algorithm 12.1: Find-EFPE

1 Compute €* from I as in the proof of Theorem 12.1
2> Determine a basis B for the numerical LCP P(e*)
3 Let B(e) be the base matrix corresponding to 55 in P(¢), as € varies

[> Since B(e)'b is a rational bounded function in a neighborhood of 0, B(0) ~'b exists]
4 (21, 22, vii_’ vy, 'U;rv v;)—r = B(O)_lb
[> Note that RN()) R_)(()) I, SO .’I~I1 fI}p.’i?l) .’IJ-_)]

5 return the pair of strategies (&1, Z2)

12.3.5 Polynomial-time computation in zero-sum games

We now show that Algorithm 12.1 requires polynomial time when the game is zero sum.

Theorem 12.3. The problem of computing an EFPE of a zero-sum two-player game I" can be
solved in polynomial time in the size of the input game.

Proof. Like in Theorem 12.2, we can easily extract an EFPE by looking at the feasible matrix B
which solves the (numerical) LCP P(e*). However, in the zero-sum setting, we do not need to
use Lemke’s algorithm. Indeed, notice that in zero-sum two-player games, matrix M(e¢) as
defined in Lemma 12.2 is such that M(¢) + M(¢) T = 0 for all ¢, because U, = —U . Therefore,
the complementarity condition can be rewritten as

0=2z"(M(e)z + b(e)) = % 2" (M(e) + M(e) ")z + 2" b(e) = 2 be),
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a linear condition instead of a quadratic one. This shows that when the game is zero-sum,
the LCP is actually an LP. As such, a basis for the LCP of Algorithm 12.1 can be computed
in polynomial time, leading to an overall polynomial time algorithm. This completes the
proof. O

We remark that the technique used to establish the above result yields a polynomial-time
method for computing EFPE. However, the method scales unfavorably in practice due to the need
to operate with extremely small rational numbers. A significantly more scalable approach will be
presented in Chapter 13.

12.A  Appendix: Undomination does not prevent sequential

irrationality

One might believe that the problem of sequential irrationality is that of picking dominated
strategies. So, one might be inclined to look into the problem of finding a Nash equilibrium
whose support does not include any (weakly) dominated strategy (the concept is not immediately
well defined, but for the purposes of this discussion let’s restrict ourselves to Nash equilibria in
deterministic strategies).

Example 12.5. Figure 12.3 shows a modification of the classic Guess-the-Ace game introduced
by Miltersen and Serensen (2006).

(A on top) 1/52’ - N '51/52 (A not on top)

- ~
- ~
- <

A

quit  bet bet  quit

/

E]/ B \E]
(0,0) A (0,0)
-Ad Ad -Ad Ad

C K \D D’( x D
~gift gift (-8,8) (=59 ~gift gift
F oo\ ¥\

0,0) (8,9 0,0) (8,9

Figure 12.3: Modified Guess-the-Ace games. The highlighted equilibrium is undominated, and yet
sequentially irrational.
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In regular Guess-the-Ace, at the start a standard 52-card deck is perfectly shuffled, face
down, by a dealer. Then, Player 1 can decide whether to immediately end the game, at
which point no money is transferred between the players, or offer $1000 to Player 2 if they
can correctly guess whether the top card of the shuffled deck is the ace of spaces or not. If
Player 2 guesses correctly, the $1000 get transferred from Player 1 to Player 2; if not, no money
is transferred.

In Figure 12.3, again due to Miltersen and Serensen (2006), the Guess-the-Ace game is
slightly modified in that, when Player 2 guesses wrong, Player 1 can decide whether they
still want to give $1000 to Player 2 out of the kindness of their heart or not. By introducing
that possibility, action ‘<A’ is not strictly dominating anymore, because Player 2 might still
hope that the second gift of $1000 is given only when the insensible guess ‘A&’ is made.

The example above implies the following general principle.

Observation 12.1. Undomination does not prevent a player from playing risky actions,
“hoping” for an opponent’s mistake.




Chapter 13

Computing exact trembling-hand
refinements in two-player zero-sum
games at scale

In this chapter we develop the first technique for computing exact trembling-hand equilibrium
refinements—including extensive-form perfect (Chapter 12) and quasi-perfect equilibria—in large
two-player zero-sum games. For the first time, it enables computing exact, refined, sequentially-
rational Nash equilibrium strategies in games with up to hundreds of millions of terminal states,
4-5 orders of magnitude larger than what prior techniques could handle.

13.1 Related work

An alternative algorithm to compute an exact quasi-perfect equilibrium (QPE) is a simplex
algorithm variant that deals symbolically with the perturbation using the lexico-minimum ratio
test (Miltersen and Serensen, 2010). It was not known if, in practice, it can scale up to large
instances. Our experiments show that it does not. While in principle also an extensive-form
perfect equilibrium (EFPE) can be computed using a simplex algorithm that deals with the
perturbation symbolically, it is not even clear whether it can run in polynomial space. In summary,
although there is agreement that Nash equilibrium refinements can play an important role even
in two-player zero-sum games, prior algorithms do not scale in practice.

Some algorithms have been proposed for computing approximate trembling-hand equilibria
resorting to regret-minimization techniques (Farina, Kroer, and Sandholm, 2017) or to smoothing
methods paired with bilinear saddle-point techniques (Kroer, Farina, and Sandholm, 2017). Those
algorithms do not provide any guarantee of finding or approximating actual QPEs or EFPEs.
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Rather, they provide approximate solutions to approximate solution concepts.

Finally, we mention proper equilibria (PEs), proposed by Myerson (1978). PEs form a non-empty
subset of EFPEs, with the additional requirement that the worse an action is for a player, the lower
the agent’s tremble probability on that action must be. Therefore, the trembles are a function of
the strategies of the players. This potentially complicates equilibrium finding. It is unknown
whether PEs can be efficiently found in imperfect-information extensive-form games, and the
techniques in this chapter do not apply to PE.

13.2 Refined strategies as solutions to trembling linear programs

In this chapter we will focus on three notions of trembling-hand refinements: extensive-form
perfect equilibria (EFPE, already seen in Chapter 12), quasi-perfect equilibrium (QPE, defined
in Section 13.2.2), and one-sided quasi-perfect equilibrium (OS-QPE, defined in Section 13.2.3).
As we will show, in two-player zero-sum games all these equilibria are similar, in the sense that
they can be expressed as limit points, as € — 07, of sequences of optimal solutions to appropriate
linear programs (LPs) shows entries are polynomials of € > 0. In this section, we formalize this
type of problems into a general framework and develop a series of results that apply not only to
QPEs, OS-QPEs, and EFPEs, but to any other computational problem with that general structure
as well.

Definition 13.1 (Trembling linear program). A trembling linear program (TLP) is a linear
program parametric in € > 0,

max c(e)' x
P(e) st. A(e)x =b(e)
x >0,

where A (e), b(e), c(e) are polynomials in the variable e with rational coefficients. Furthermore,
we require that the set of all feasible solutions for P(¢) be non-empty for all sufficiently small
¢, and that the set of all feasible solutions for P(0) be non-empty and bounded.

In the case of QPEs (Section 13.2.2) the perturbation variable € only appears in b, whereas in the

case of EFPEs (Section 13.2.1) the perturbation ¢ only appears in A.[132]

[13al1n principle, one could also study the case where ¢ appears only in c. To our knowledge, that does not have
applications to games, and has not been studied in that context. However, it has been studied, for example, for
lexicographic multi-objective LPs Isermann, 1982. In particular, given the set of objectives ¢] z,c] z, ..., ¢, x, one can
define a new objective (c1 + eca + - - - + €1, ) T x. That formulation is fundamentally equivalent to the grossone-based
approach Cococcioni, Pappalardo, and Sergeyev, 2018. Even for the grossone-based approach, our TLP-based approach
overcomes some of the key limitations of the work by Cococcioni, Pappalardo, and Sergeyev (2018). In particular, our
algorithm for finding a TLP limit solution (Section 13.4) is purely numerical (yet provably correct)—thus avoiding the time
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We now formalize the concept of limit solution for a TLP:

Definition 13.2 (Limit solution of a TLP). A limit solution of a TLP P(¢) is a limit point of
optimal solutions for P(e) as e — 0.

In the rest of the section, we show that EFPE, QPE, and OS-QPE strategies can all be expressed
as limit solutions of appropriately defined trembling LPs. To do so, we will assume that a
two-player zero-sum game has been fixed. Analogously to the previous chapter, for each player
i €{1,2}, weletF; € R7*¥i and f, € R7 define the player’s sequence-form polytope

Qi={z Ry :Fiwx = f;,,x > 0}.

Furthermore, we let U; be the payoff matrix of Player :.

13.2.1 Extensive-form perfect equilibria as trembling linear programs

As defined in Definition 12.1 in Chapter 12, an EFPE is a limit point, as ¢ — 0%, of Nash equilibria
of the restricted game in which players need to select each action with probability at least e. Using
the fact that in two-player zero-sum games Nash equilibrium strategies are solutions to a linear
program, we obtain the following result.

Proposition 13.1. Any limit point of solutions to the trembling linear program

max flv_;

st. @O RIJ(OF,v_; <RI/ (U R ()&
@ F.R;' (o) = f,
3) & >0.

as the trembling magnitude ¢ — 0" is an extensive-form perfect equilibrium strategy for
Player i € {1,2}.

Proof. A Nash equilibrium strategy for Player i € {1,2} in a two-player zero-sum game is
a max-min strategy. Incorporating the constraint that the strategy x; pick each action with
probability at least ¢, captured via the behavioral perturbation matrix R;(¢) as R;(€)x; > 0, we
obtain the optimization problem

and space penalty for storing the symbolic powers of the grossone unit—and not tied to the use of the simplex algorithm,
thereby guaranteeing a polynomial run time.
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min IE:UlIE_l
T

max 4 st @ Fa=f,
' @ R_;(€)z_; >0 (13.1)
st. ® F,x,=1Ff,
® Ry(e)x; = 0.

Since the perturbation matrices R; and R_; are invertible (Lemma 12.1), we can substitute
ii = Ri(ﬁ)wi, fk,i = R,i(E)CL',Z', obtaining

maXxgz, s.t.

s.t. @ Finl(E) ~i =171

Taking the dual of the inner problem introducing the vector of dual variables v_; for constraint
(D), we obtain the LP in the statement. O

13.2.2 Quasi-perfect equilibria: Definition and formulation

Quasi-perfection, introduced by van Damme (1984), is significantly more intricate to define
than extensive-form perfection. Instead of giving an explicit lower bound on the probability
with which each action needs to be selected, the definition of a quasi-perfect equilibrium (QPE)
relies on a refined notion of best response. We now give one of the multiple known equivalent
definitions, and we present it for the special case of two-player games only. Several equivalent
definitions that apply to more general games can be found in the original work by van Damme,
as well as in the work by Miltersen and Serensen (2010) and Gatti, Gilli, and Marchesi (2020).

Definition 13.3 (I-local purification). Let ¢ € {1,2} be a player, « be a strategy for Player i,
and let I € Z; be an information set. We say that a strategy «’ for Player ¢ is an I-local
purification of x if ' is deterministic at any information set I’ = I, and coincides with x at
any other information set. When «’ is an I-local purification of =, we further say that
o x' is e-consistent with x if, for all I’ = I, ' assigns probability 1 only to actions that have
probability > € in x;
» 7’ is optimal against a given strategy of the opponent if no other I-local purification of «
achieves (strictly) higher expected utility against said strategy of the opponent.
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Definition 13.4 (e-quasi-perfect best response). A strategy «; is an e-quasi-perfect best response
to the opponent strategy = _; if

(i) x assigns strictly positive probability to all actions of Player 7; and

(ii) for all information sets I € Z; of Player i, every e-consistent /-local purifications of ;
(Definition 13.3) is optimal for «_;.

A strategy profile (x1,x2) where each strategy is an e-quasi-perfect best response to the
opponent’s strategy is called an e-quasi-perfect strategy profile.

Definition 13.5 (Quasi-perfect equilibrium). A quasi-perfect equilibrium is any limit point of
e-quasi-perfect strategy profiles as e — 0.

It is known since the work by Miltersen and Serensen (2010) that some QPEs (we call them
Miltersen-Sorensen QPEs) can be computed in any two-player game as the limit point of Nash
equilibria of perturbed games I'(¢), akin to EFPE. The subtlety is that while in EFPE each perturbed
game I'(e) mandates a lower bound of € on the probability of playing each action, in the case of a
Miltersen-Sgrensen QPE the lower bounds are given on the probability of each sequence of actions.
Specifically, for any € > 0 and for each player i € {1,2}, let £; : ¢ — R} denote the vector whose
entries are defined as

2;(e)[o] = edePh(@) o ew,, (13.2)

where depth(o) denotes the number of Player i’s actions on the path from the root of the
player’s tree-form decision process down to the sequence o (the empty sequence has a depth of
0). Miltersen and Serensen (2010) prove that any limit point of the solution to the perturbed
optimization problem

. T
max min x,U;jxs. 13.3
Fizi=f, Faza=F, E ( )

1 221 (E) o 222 (6)

is a Miltersen-Serensen QPE.[13}]

(13.b] Recently, Gatti, Gilli, and Marchesi (2020) took this construction further, and showed that any QPE can be expressed
as a limit point of solutions to (13.3), as long as more general vectors of polynomials £1, £ are used than in (13.2). In this
chapter, we will solely focus on Miltersen-Serensen-style perturbation as defined in (13.2).
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Proposition 13.2. Any limit point of solutions to the trembling linear program

_ max floi+eli(oz
s.t. @ F;ri’U_i — U;r:il < UZTEZ(e) —Z_;
® &,z_; >0

as the trembling magnitude ¢ — 07 is a Miltersen-Serensen QPE strategy for Player i € {1,2}.

Proof. Similarly to the proof of Proposition 13.1, we start from the problem of finding a maxmin
strategy for Player 7 in the game subject to the perturbation constraints,

ming_, «, Ujz_;
maxg, s.t. @O Fouz_i=f,
@ 23000 (134

s.t. @ F,’ €Tr; = fz

Taking the dual of the inner minimization problem, we obtain

maxy ;- , f—_ri voi+L€_ i)z
max, s.t. ® Fl,vii+z<Ulz
@ 2,20

s.t. @ Fi r; = fi

Finally, by substituting &; = x; — £;(¢), _; = ©_; — £_;(€¢) we obtain the formulation in the

statement. O

13.2.3 One-sided quasi-perfect equilibrium: Definition and formulation

Both EFPE and QPE define “two sided” notions of refinements, in the sense that both players
are trembling. That two-sidedness comes at a computational cost: both the domain of the
maximization and minimization problem in the saddle-point formulations (for example, Equa-
tion (13.3) in the case of QPE) of the refinements are perturbed, making the computation of a
limit point computationally expensive. Yet, in many strategic interactions of interest, a player
might be concerned about being able to capitalize on the opponent’s mistakes, but not about
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making mistakes of her own. After all, in the age of machines, that player might well be a bot
interacting strategically (for example, playing a poker tournament) against imperfect opponents.
In that situation, the player in question might therefore seek, in the interest of lowering the
computational requirement of computing a robust strategy, to find equilibrium points that are
robust to perturbations of the opponent’s strategy only, thereby breaking the two-sidedness of all
known trembling-hand equilibrium refinements.

We introduce a one-sided trembling-hand refinement, which we coin one-sided quasi-perfect
equilibrium (OS-QPE, Farina and Sandholm, 2021a). Because of the asymmetric role of the players,
from now on we stop referring to the players as Player 1 and 2, and adopt the terms machine
player and imperfect player to highlight their asymmetric role. The machine player is assumed to
never make mistakes: lower bounds on the probability of play (the “trembling hands”) are only
introduced for the imperfect player. Accordingly, from now on we will drop subscripts 1 and 2 to
denote quantities that belong to the players, and will use m and & for quantities belonging to the
machine and the imperfect player, respectively.

Definition 13.6 (One-sided quasi-perfect equilibrium). We call a strategy profile (7, 7)) a
one-sided e-quasi-perfect strategy profile if v}, is an e-quasi-perfect best response (Definition 13.4)
to 7,,, and 7, is a best response to 7;,. We say that (,,, 7;,) is an one-sided quasi-perfect
equilibrium if it is the limit point of one-sided e-quasi-perfect strategy profiles, as e — 0.

In two-player zero-sum games, a OS-QPE is any limit point as ¢ — 07 of solutions of the
bilinear saddle-point problem

max min mLUmmh (13.5)
Fonxm=Ff,, Fren=Ff,

Tm20  xp,>L;(€)

where £}, (¢) is as in Equation (13.2). Then, for any € > 0 for which the domain of the minimization
problem is nonempty, any solution to (13.5) is a one-sided e-quasi-perfect strategy profile.

Following steps similar to those we took for QPE in Proposition 13.2, we obtain the following
trembling LP formulation.

Proposition 13.3. Any limit point of solutions to the trembling linear program

argmax (U, £y (€)) z,, + (fn, — Fil(e)) v

Tm

st. ®Ulz,, —Frv >0

@ mem = .fnL
3 @, =0, v free.

P(e):=
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as the trembling magnitude ¢ — 0" is a one-sided quasi-perfect equilibrium strategy for the
machine player.

13.2.4 Formulations with sparsified payoff matrices

As we discuss in Section 13.4, our algorithm for solving trembling linear programs relies on
solving the linear program P(e) for different numerical instantiations of the value of € > 0. Since
the solution of the linear programs is the bottleneck of our algorithm, generally speaking the
sparser the formulation of the linear programs P(e), the better. The use of sparsified payoff
matrices was recently shown to help speed up the solution of linear programs representing Nash
equilibrium computations (B. H. Zhang and Sandholm, 2020). Farina and Sandholm (2022) show
games with a strong combinatorial structure such as poker can be sparsified efficiently, and
propose a more general framework than that of B. H. Zhang and Sandholm (2020). In particular,
a sparsification of Player i’s payoff matrix U; is a decomposition of the form

U, =U,+S,K'V/], (13.6)

such that the combined number of nonzeros in U;, KS;, and V; is significantly smaller than the
number of nonzeros in U;, and K is a square invertible matrix.

All formulations of refinements (Propositions 13.1 to 13.3) can benefit from a sparsified payoff
matrix directly. As an illustration, we consider the case of OS-QPE, but the technique applies to all
other equilibria. By plugging in (13.6) into the constraints of the formulation of Proposition 13.3,
we can express OS-QPE as limit solutions of the trembling LP

argmax (Upn(e) @m + (f), — Frln(e)) v

Tm

st. U, +S,K'V))Ta, —Fw>0

@ mem, = .fm
B3 xm =0, v free.

Hence, by introducing the variable
y, =K '8 'z, — Ky, =S z,,

we can rewrite the formulation into sparsified form as
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argmax (U, £ (€)) @ + (f, — Frln(e)) v

Tm

st. ™ S xm -K'y,,=0
P(e):= @ IAJ;;wm —Fpw+Vyy, >0
@ Fonzn, = .f n

3 @, >0, v free,

where the dense U,,, matrix in constraint (1) has been replaced with a much smaller combined
number of nonzeros due to the presence of K, V,,, and S,, in the sparsified formulation. Due
to the reduced number of nonzero entries in the LP, solving the LP typically requires less
computational resources (time and memory).

We will use the sparsified formulation of EFPE, QPE, and OS-QPE when testing on real poker
endgames in Section 13.5.

13.3 Basis stability

We now introduce the concept of basis stability for TLPs. As we will show, there is a tight
connection between a stable basis and a TLP limit solution. In particular, given a stable basis, one
can find a TLP limit solution in polynomial time.

First, recall that a basis of an LP is a subset of the program’s variables such that the submatrix
B obtained considering the columns of A corresponding to variables in the basis is square and
invertible. Now we define our notion of basis stability.

Definition 13.7 (Stable basis). Let P(¢) be a TLP. The LP basis B is called stable if there exists
€ > 0 such that B is optimal for P(¢) foralle: 0 < e < €.

Theorem 13.1 states a connection between stable bases and TLP limit solutions. Informally,
Theorem 13.1 guarantees that once we know a stable basis 55, we can recover a limit solution of
the TLP by simply taking the limit of the solutions to the underlying perturbed LP induced by
B.

Theorem 13.1. Let P(¢) be a TLP, and let BB be a stable basis for P, optimal foralle: 0 < € < €.
Furthermore, let z(¢) := B(e) ! (€) b(e) be the optimal basic solution of P(e) corresponding
to B. Then,

1. & = lim._,o+ @(€) exists, and

2. & is a limit solution to the TLP P.
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Proof. The fact that & is a solution to P follows directly from Definition 13.2. Therefore, it is
enough to show the existence of &.

For all € > 0, let B(¢) be the basis matrix in P(e), corresponding to the given basis 5. By
hypothesis, B is optimal for P(e) forall e : 0 < € < & hence, B(e) is invertible foralle : 0 < e < €
and we conclude that det B(e) is not identically zero over that range. This implies that

is well defined for all 0 < e < € and is a vector of rational functions. This, together with the
boundedness assumption of the feasible set of P(0), is enough to conclude that lim._, o+ ()

exists. 0

The matrix of (symbolic) rational functions B~!(¢) in Theorem 13.1 can be computed in
polynomial time in the size of the TLP starting from B(e¢). Hence, we can compute all the rational
function entries of z(¢) in polynomial time, and therefore also lim._,o+ . Thus we have the
following result.

Theorem 13.2. Let P be a TLP, and let BB be a stable basis for P. A limit solution to P can be
computed in polynomial time in the size of the input TLP.

13.3.1 Analytic basis stability condition and existence of stable bases

Theorem 13.2 above shows that the problem of solving a TLP is not harder than the problem of
finding a stable basis for it. In this subsection, we focus on this latter problem, showing that a
stable basis always exists and can be computed in polynomial time given access to an efficient LP
oracle.

Given a TLP and a stable basis B for it, let B(¢) be the basis matrix corresponding to B in the
underlying perturbed LP P(¢). From the theory of LPs, we know that 5 is optimal for P(¢) if and
only if (see, for instance, the book by Dantzig and Thapa (2006)):

¢ itis primal-feasible, that is,
B !(e) b(e) > 0.

(In practice, sometimes we have non-negativity constraint on only some of the variables,
but not all. In this case, we can simply check that B! (¢)b(e) is non-negative only for what
concerns the relevant entries.)

¢ the reduced costs of all nonbasic columns are nonpositive, that is,
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cg —csB7(e)B(e) €0,

where cp is the part of c corresponding to the basic variables, ¢ is the part of ¢ corresponding
to the nonbasic variables, and B(e) is the matrix formed by all nonbasic columns.

Therefore, we can define the following analytical notion of a stability certificate. 1t collects the
conditions above into a vector ¢;(¢), which is nonnegative if and only if B is an optimal basis for
the LP P(¢). Therefore, by the definition of basis stability, a basis is stable if ¢3(¢) is nonnegative
for all sufficiently small values of . Formally, we have the following.

Theorem 13.3. Given a TLP P(e), a basis B is stable if and only if there exists € > 0 such that

o BN e
gle) = _ e >0 Ve:0<e<e
B'(e)B™ ' (e)es — ¢

The vector tz(e) is called the stability certificate for B.

13.3.2 Existence of stable bases

We use Theorem 13.3 as an important building block to prove the following. The proof is presented
in the appendix.

Theorem 13.4. Given as input a TLP P(e), there exists ¢* > 0 such that any optimal basis for
the numerical LP P(€*) is stable. Furthermore, such a value ¢* can be computed in polynomial
time in the input size.”

"We assume that a polynomial of degree d requires Q(d) space to represent in the input. If this were not the
case, evaluating a polynomial in an integer n would not be an efficient operation, since it requires £2(d log n) bits to
represent the output.

Before showing the proof of Theorem 13.4 we recall a couple of simple facts from Chapter 12.

Lemma 12.6 (Restated). Let

ag +arel + -+ an€e?
p(e) = 1 —
bo + biel +-- -+ b€

be a rational function such that ag, by # 0, and let p,, = max; |a;|, pp = max; |b;|. Then p(e)
has the same sign of ag/bg for all 0 < € < €*, where
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. { |ao |bo }
€ := min , .
p+laol ™ p+ |bol

Lemma 12.7 (Restated). Let

ap+are + -+ ape”
€) =
b() +b161 -+ - +bm€m

be a rational function with integer coefficients, where the denominator is not identically zero;
let o == max; |a;|, gy = max; |b;|, p = max{pq,, p} and €* := 1/(2u). Then exactly one of
the following holds:

. p(e*) =0forall 0 < € < €*,
. p(e*) >0forall0 < e <€,

* p(e*) <Oforall 0 < e < e*.

We now proceed with the proof of Theorem 13.4.

Proof of Theorem 13.4. Let B* be the set of all bases for P(¢) that are optimal for at least one
€ € Ryo. For any B € B*, we let tg(d) be the stability certificate for 5 (Theorem 13.3). All
entries of tz(d) are rational functions in §; hence, by Lemma 12.6, we can find a value §3 > 0,
such that all entries of £5(0) keep the same sign on the domain 0 < § < ¢35. We now introduce
the function f : B* — Ry that maps every B € B* to the corresponding value of 5. Since B*
is finite, min f exists and is (strictly) positive; this means that any optimal basis for P(min f) is
optimal for all P(e) where 0 < e < min f, and is therefore stable.

In light of the above, we only need to prove that we can compute a lower bound for min f
in polynomial time. We will assume without loss of generality that the objective function is
not perturbed. Furthermore, we will assume without loss of generality that A (¢), b(e) and c(e)
only contain integer entries (if not, it is enough to multiply all the entries in the LP by the least
common multiple of all denominators to satisfy this assumptions). As long as we can prove
that the maximum coefficient appearing in ¢z is polynomially large (in the size of the input
TLP), the result follows from the bound in Lemma 12.6.

The entries of the stability certificate are obtained by composing sums and products of
entries from three vectors: the LP matrix A (¢), the inverse of the basis matrix B~!(e), the vector
of constants b(¢) and the objective function coefficients c. Let M be the largest coefficient that
appears in A (e), b(e) and ¢, and let m be the largest polynomial degree appearing in A (e) and
b(e). We now study the magnitude of the maximum coefficient and the maximum polynomial
degree that can appear in B(e) L.
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Introducing C(¢) = cof B(¢), the cofactor matrix of B(e), we can write the well-known
identity

Cle)"

B~ (e) = det B(e)

Denominator. We now give an upper bound on the coefficients of the denominator of the
entries in B! (¢). By using Hadamard’s inequality, we can write

coeff(det B(e)) < n™2M™ coeff((14 €+ - -+ + m4)"),
where coeff(+) is the largest coefficient of its polynomial argument. Since
coeff(1 4+ e+ -+ ™)) < (ma +1)",
we have
coeff(det B(e)) < n™?((m4 + 1)M)", deg(det B(e)) < n-ma.
Notice that this bound is valid for all possible basis matrices B(e).

Numerator. It is easy to see that the bounds on coeff(det B(¢)) hold for the cofactor matrix as
well:

coeff(det C(e) ") < n™2((ma+1)M)",  deg(det C(e)T) < n-my.
Again, it is worthwhile to notice that this bound is valid for all possible basis matrices B(e).
Stability certificate. We have

coeff(CTb(e)) < coeff(BT (¢) C(e) " eg) < n™?((ma + 1)M)"™ - my - MM,
coeff(det B(e) ¢g) < n™2((ma + 1)M)™ - M..

Hence,

coeff(t5(e)) < n™2((ma+ 1)M)"™ - Mo(maM +1)
<™ ((ma +1)M)" 1 M,..

Therefore, all coefficients involved require a polynomial number of bits to be represented,

concluding the proof. O
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The existence of polynomial-time algorithms for solving LPs (Karmarkar, 1984), as well as for
finding optimal basic solutions (Megiddo, 1991), taken together with Theorems 13.2 and 13.4,
immediately imply the following corollary.

Corollary 13.1. A limit solution to a TLP can be found in polynomial time by means of the
following algorithm.

Algorithm 13.1: Naive algorithm for finding a limit solution to a TLP P(e).

1 Compute the value €* as described in the proof of Theorem 13.4;

2 Extract an optimal basis B for P(e*);

3 Extract the (symbolic) basis matrix B(e) corresponding to 5;

4 Compute the symbolic vector z(e) = B~ (e) b(e);

5 return & = lim o+ x(€) ; [ See also Theorem 13.2]

When this algorithm is applied to the EFPE or QPE TLPs, it essentially specializes into the
algorithm proposed by Miltersen and Serensen (2010) for QPE and the one proposed in Chapter 12
for EFPE. In practice, as we show in the experiments later in this dissertation, this algorithm is
extremely inefficient, because it involves finding an exact solution to an LP whose numerical
constants require a large number of bits. Therefore, we devote the next section to developing a
practical algorithm for finding limit solutions to general TLPs.

13.4 A practical algorithm for finding a TLP limit solution

We now develop a practical algorithm for finding a limit solution in a TLP P(e). It avoids the
pessimistically small numerical perturbation ¢* of Theorem 13.4 by using an efficient stability-
checking oracle for checking if a basis is stable or not. It enables an iterative algorithm that
repeatedly picks a numerical perturbation £, computes an optimal basis for the perturbed LP
P(£), and queries the basis-stability oracle. If the basis is not stable, the algorithm concludes
that the perturbation value £ was too optimistic, and a new iteration is performed with a smaller
perturbation (for example, £/2). On the other hand, if the basis is stable, the algorithm takes
the limit of the LP solution and returns it as the limit solution of the TLP (by Theorem 13.1, this
is guaranteed to provide a limit solution). Termination of the algorithm is guaranteed by the
following observation.

Observation 13.1. Let ¢* be as in Theorem 13.4. Any value of £ in the range (0, €*] guarantees
termination of the algorithm. Indeed, by Theorem 13.4, any optimal basis for P(§) is stable
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and makes our iterative algorithm terminate. Furthermore, if after every negative stability
test the value of £ is reduced by a constant multiplicative factor (e.g., halved), then since
€* only has a polynomial number of bits, the algorithm terminates after trying at most a
polynomial number of different values for &.

This algorithm is summarized pictorially in Figure 13.1.

Pe |
£ : A > Solve P (E) .
; Check basis Evaluate limit Lozt
' | Reduce & ¢— Not stable — o L Gable —yf oA AN L
' stability of solution

Figure 13.1: High-level overview of the steps of our practical algorithm for finding a TLP limit solution.

Two practical considerations contribute to making our algorithm appealing. First, as long as &
is sufficiently large, we can use any finite-precision LP solver to solve the numerically-perturbed
linear program. However, as soon as £ becomes small, a finite-precision solver is doomed to fail
because of numerical instability, and an implementation of the simplex algorithm supporting
arbitrary-precision rational numbers is required. Second, the optimal basis found in the previous
iteration can be used to warm-start the next iteration. This greatly reduces the runtime of the
method, as iterations of the arbitrary-precision simplex method are extremely expensive.

In the next section, we formally state the purpose of the basis-stability oracle.

13.4.1 Basis-stability oracle

We now formally state the purpose of the basis-stability oracle.

Definition 13.8. Given a TLP P(¢) and a basis B optimal for some numeric instance P(€), a
basis-stability oracle determines whether B is stable or not.

It is not necessary—and in general not true—that the inverse of B(0) exist. We start from the
simpler case in which B~1(0) exists (thus ruling out the possibility that the stability certificate 5
is not defined in 0) and later move to the general case.

However, the existence of B~!(0) allows further numerical optimizations making the overall

algorithm fast. In what follows we separately analyze these two cases (singular versus non-singular
B(0)).
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13.4.2 Oracle for non-singular basis matrices

If B(0) is non-singular, then B~!(¢) b(¢) and BT (¢) B~ (¢) ¢ — ¢ are analytic functions of ¢ at
€ = 0. Thus, t5(¢) is analytic at ¢ = 0. In other words, each entry ¢;(¢) of tz(¢) is equal to its Taylor
expansion

Q41 Q2 o

ti(e):aio+T6+ ol €+ 31

Qa3 -
k €3+...

where a;; = (d’t;(¢)/de?)(0) is the j-th derivative of ¢; () evaluated at ¢ = 0.3 The sign of ¢;(¢)
in positive proximity>! of 0 is the same as the first (i.e., relative to the lowest degree monomial)
non-zero coefficient of the expansion of ¢;(¢) around 0. In other words, there exists a € > 0 such
that t;(€) has the same sign as the first non-zero derivative of ¢; evaluated in 0 forall 0 < € < €. If
all derivatives are 0, then we conclude that ¢;(¢) is identically zero around e = 0.

This suggests a simple algorithm for determining whether B is stable: we compute its stability
certificate ¢3(¢) and repeatedly differentiate each row until we either determine the sign of that
row in positive proximity of 0 or we establish that the row is identically zero. If all the rows
happen to be non-negative in positive proximity of 0, then the basis is stable; otherwise, it is not.
In order to make the algorithm fast, we need to be able to quickly evaluate tz(€) and its derivatives
at 0. This fundamentally reduces to our ability to efficiently compute a Taylor expansion of a
function of the form B! (¢) H(e) around ¢ = 0, where H is a matrix or vector whose entries are
polynomial in e. This part of the algorithm assumes that a sparse LU factorization of the numerical
basis matrix B(0) is available; one is easy to compute in polynomial time. Below, we will break
the presentation of the algorithm into multiple steps. Since the algorithm described below can be
applied to any square matrix M(e)—not only to a basis matrix B(¢)—with polynomial entries
and with nonzero determinant at ¢ = 0, we will use the symbol M(e) in place of B(e).

Derivatives of M~!(¢) H. We start by showing how to efficiently and inductively evaluate
derivatives of M~!(e) H in 0, where H is a constant matrix or vector. We start with a simple
lemma.

Lemma 13.1. Foralln > 1,

i n\ d*M(e) d"*M~1(e) — o
i det den—t -

=0

[13'C]Throughout this dissertation, we define the zeroth derivative d° f/de® of f to be f itself.

[13dlWe say that a property parametrized by e is true in positive proximity of 0 to mean that there exists a € > 0 such that
the property holds for all € : 0 < e < €& We say that the property is true in proximity of 0 if there exists a € > 0 such that
the property holds foralle : 0 < |¢| < €.
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Proof. The statement is equivalent to the expansion of the identity

dar o
MM () =0,

which holds true for all » > 1, by means of the product rule of derivatives. O

Lemma 13.1 implies that

n

Mo 0 == 3 (1) o T o

: i) det den—t
=1

Multiplying by H and introducing the symbol D,, := d"%fl (0) H, we obtain

M(0)D,, = — En: (”) d;g/[ (0)Dy_s.

{
i=1

The right hand side is relatively inexpensive to compute, especially when n is small. Indeed,
computing (d'M/de’)(0) amounts to extracting the coefficients of the monomials of degree i
of the polynomial entries in M. This can be done extremely efficiently by reading directly
from the perturbed LP constraint matrix A. Therefore, if we inductively assume knowledge of
Dy, D;,...,D,_1, we can easily compute D,, using the precomputed LU factorization of M(0).

Derivatives of M~ (¢) H(e). We now turn our attention to the computation of the derivatives
of M~1(e) H(e), where H(¢) can be any matrix or vector with polynomial entries. This case is
particularly relevant, as it applies to both the primal-feasibility conditions and the reduced costs.
We introduce the formal symbol (i, j) defined over pairs (i, j) € N? as

d'M~! dH
det dei

(i,5) = (0).

By means of the product rule, we have that

d(l\;i*H) 0= (’Z) (in — ). (137)

i=0

From the previous section, we know how to compute (i + 1, j) having access to (0, 5), (1, ), - . .,
(i, 7). On the other hand, (0, 7) = M(0)~! &’ /de’ H(0) is easy to compute having access to the LU
factorization of M(0). Therefore, Equation (13.7) gives an efficient way of expanding M~ (e)H(e)
into its power series. Finally, we address the problem of determining, row by row in the derivative
vector in the Taylor series, when it is safe to stop after observing only zero-valued derivatives for
some row for a number of iterations (i.e., a number of terms in the Taylor series).
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Lemma 13.2. Consider a TLP € — P(¢) where P(e) has n rows and let m be the maximum
degree appearing in the polynomial functions defining P. Given any basis B, if the first
2nm + 1 derivatives of the i-th entry of the stability certificate ¢5(e) are all zero, the entry is
identically zero.

Since 2nm + 1 is a polynomial number in the input size, we conclude that the overall algorithm
runs in polynomial time, since it terminates in a polynomial number of steps and each step takes
polynomial time. There is a more convenient way of determining whether a given row is 0. It is
sufficient to pick a random number € (for example in (0, 1)), and evaluate the rational function ¢;
at & if ¢;(€) = 0, then ¢, is identically zero with probability 1 because of the fundamental theorem
of algebra. This is the variant that we use in the experiments later in this dissertation.

Finally, in some cases we can take theoretically sound shortcuts to further enhance the speed
of the algorithm. For example, in the formulation of QPE given in Section 13.2.2, the LP constraint
matrix A is constant, meaning that the stability certificate b has polynomial entries (as opposed
to ratios of polynomials entries). In this case, we can avoid computing all the derivatives of B~*,
with large practical savings of time and space.

13.4.3 Oracle for singular basis matrices

We now show how to deal with a singular B(0). An example of this phenomenon is shown in the

next example.

Example 13.1. Consider the TLP of Figure 13.2; there, the (only) basis matrix

2 2
B =
(€) (1—62 1—|—€—62>

is not invertible when € = 0.
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T2

T max X9
1/

s.t. 2 2x9 =1
® P Doz :
@ QA-e)rm+(1+e—€)ao=1/2
® OPT ® 21,2220
y 1 The optimal solution (OPT) is x(¢) = (1 g 6, %), foralle > 0.

0 1/5
Figure 13.2: Example of a situation where the basis matrix B(¢) is singular at ¢ = 0.

The core idea of our method is to replace the computation of the Taylor expansion of the stability
certificate around € = 0 with a Laurent expansion, that is, a power series in ¢ where negative
exponents are allowed. Lemma 13.3 provides the key result that enables this process.

Lemma 13.3. Let M(¢) be a square matrix with polynomial entries, not all of which are
identically zero. Then there exist k¥ € N* and matrices M(¢) and T (e) that have polynomials
as entries, with nonsingular M(0), such that

M(e) = ¥ T71(e) M(e), (13.8)

in proximity of € = 0.

Proof. We prove the lemma by induction on the number of roots in 0 of det M(¢). This number
corresponds to the maximum integer d > 0 such that €? is a divisor of det M(e).

Base case. When d = 0, det M[(0) # 0, and therefore M(0) is nonsingular. The result holds
trivially by letting M(e) = M(¢) and T(¢) = I be the identity function for all e.

Inductive step. Suppose the results holds for all matrices M(e) whose determinants have
d < d — 1roots in 0, with d > 1. We will now show that the results holds when d = d as well.
Since d > 1, det M(0) = 0 and therefore there exists a nonzero vector v such that v " M(0) = 0.
This necessarily means that ¢ divides all entries of v M(e), and therefore e v " M(e) is a
vector with polynomial entries. Let i be any index such that v; # 0, and consider the new
matrix M’(¢) obtained by substituting the i-th row in M(e) with e ~'v T M(e). It is immediate
to verify that we can write this operation compactly as

where S(¢) is a nonzero square matrix with polynomial entries. Hence,
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M(e) = €S™(e) M (e). (13.9)

M’ (e) is a square matrix with polynomial entries not all of which are identically zero; however,
the number of roots in 0 of det M’(¢) is smaller than d since we multiplied one of the rows by
e~ !. Thus, we can apply our inductive hypothesis to M’ (e) and write

M (€) = ¢* T" " () M'(¢)
for some integer k > 0. Substituting into (13.9), we obtain

M(e) = "1 S~ (e)T" () M ()
= *1 (T (€) S(e)) "M ().

Since T'(¢) S(e) is a square matrix with polynomial entries, concluding the proof. O

Example 13.2. For the TLP in Figure 13.2,

-1
2 2 € 0 2 2
=€ - . .
1—€2 14+e—¢ —1k 1 — 1—c¢

M(e) T~ (e) M(e)

We observe that B(¢) respects the hypotheses of Lemma 13.3: its entries are not all identically
zero since its determinant is not identically zero. Inverting Equation (13.8) in proximity of € = 0,
we obtain

M~ 1(e) = — M~1(e) T(e).

1
e
Now, given a matrix or vector with polynomial entries H(e), suppose that we seek to expand
M~ !(e) - H(e) into its Laurent series. Due to Lemma 13.3, we can rewrite this product as

where the equality holds in proximity of ¢ = 0. Since M(e) is a square matrix with polynomial
entries invertible at e = 0 and T(¢)H(e) is a vector or matrix with polynomial entries, we can
leverage the machinery of Section 13.4.2 to expand M~!(¢) - (T(¢)H(¢)) into its Taylor series
around € = 0. Multiplying this power series by e ~* gives a Laurent series for M~ (e)H(e) at e = 0.
The above shows how to deal with a singular basis matrix. The rest of the algorithm remains
unchanged.
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13.4.4 Limit of strategy

Together, Sections 13.4.2 and 13.4.3 show that, for every TLP, there exists a polynomial-time
basis-stability oracle. Finally, we deal with the last piece of the algorithm, which is the computation
of the limit of optimal solutions lim, o+ #(€) = lim._,o+ B~ (€)b(e). This task is easy after having
computed the Laurent series expansion of x(¢) around e = 0 (see Sections 13.4.2 and 13.4.3).
Theorem 13.1 guarantees that all coefficients of the monomials of negative degree are zero vectors,
so we conclude that computing lim._, o+ x(¢) simply amounts to returning the coefficient of the
term of degree 0 in the expansion.

13.5 Experimental evaluation

We evaluate the algorithm presented in this chapter by computing EFPEs, QPEs, and one-sided
QPEs. The algorithm is single-threaded, was implemented in C++, and was run on a machine
with 32GB of RAM and an Intel processor running at a nominal speed of 2.4GHz per core.

As mentioned in Section 13.4, the algorithm computes, as an intermediate step at every
iteration, an optimal basis of each trembling linear program where the perturbation magnitude e
has been set to a numerical value €*. We start from the value * = 10~ and use Gurobi to solve the
linear program. After the first iteration, if the basis is not stable, we halve the magnitude of ¢* and
re-solve the linear program using the previous basis as warm start. The process continues until
€* < 1075, If the basis is still not stable, we switch to a modification of Google’s open-source linear
programming solver (GLOP), which we modified so as to use arbitatry-digit precision floating
point numbers via GNU’s MPER library (Fousse, Hanrot, Lefevre, Pélissier, and Zimmermann,
2007). From there onward, if the basis is not stable we reduce the value of ¢* by a factor 1000 and
solve again with our modified version of GLOP, until a stable basis is found or e* < 107", In the
latter case, our implementation was set up to employ a rational-precision implementation (that
is, one that represents all numbers as ratios of integers to achieve an exact “infinite-precision”
solution) of the simplex algorithm, but that case was never hit in practice. The basis stability oracle
is implemented using rational precision, using GNU’s GMP library (Granlund and the GMP
development team, 2012). Therefore, our answer is exact (i.e., infinite-precision) even though the
intermediate steps are not.

13.5.1 Experiments on small and medium-sized benchmark games

We experimentally evaluate the performance of our practical algorithm against the following
three algorithms in small and medium-sized benchmark games. A description of the games, as
usual, is available in Appendix A.

Exact Nash equilibrium solver (‘Simplex’) via an implementation of the simplex method using
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arbitrary-precision arithmetics implemented using the GMP library. We warm start the LP
oracle with a Nash equilibrium found by an LP oracle that uses finite-precision arithmetics.

NPP-based naive solver (‘NPP’, Algorithm 13.1) using an infinite-precision LP oracle; to im-
prove the efficiency, we warm start the LP oracle with a NE found using an LP oracle with
finite-precision arithmetics.

Symbolic-simplex QPE solver (‘M&S’) proposed by Miltersen and Serensen (2010) to find a
QPE. It is a modified simplex algorithm, where some entries are kept as polynomials. We
implemented the algorithm as described in the original paper. However, we modified the
pivoting rule from the suggested one (pick any nonbasic variable with positive reduced
cost) to the greedy one (pick any nonbasic variable with maximum reduced cost). This
greatly improved run time. This method does not apply to EFPE.

Experimental results for QPE and EFPE are given in Table 13.1.

| Nash | QPE | EFPE
Simplex M&S NPP This chapter NPP This chapter
Game Time Time Time Time Final ¢ | Time Time Final ¢
K23 [ Ims | 78ms  28ms 1lms 1/819200 | 14ms 26ms 1/819200
12232 59ms | >6h  1.56s  1.15s 1076 | >6h 535ms 1/819200
12252 372ms | >6h 27.81m  494ms 1076 | >6h  16s 106
12282 3355 | >6h  >6h 1s 1076 | >6h 15s 106
12292 490s | >6h  >6h 1s 1076 | >é6h 15s 106
33ms | 21.64m  2.88s 203ms 1/819200 | 1.93m 489ms  1/819200
10lm | >6h  >6h 19s  1/819200 | > 6h 54s 10-6

Table 13.1: Comparison between different methods of computing Nash equilibrium refinements in
two-player zero-sum small and medium-sized benchmark games benchmark games.

The largest poker games solvable by the NPP method within 6 hours is — Leduc poker
with 5 ranks, for QPE. The NPP solver is significantly slower than the NE solver. This is because
1) it requires a larger number of pivoting steps, and 2) each pivoting step has a higher cost. Unlike
the exact NE computation, additional pivoting steps are needed by the rational simplex to find a
QPE or an EFPE, even after warm starting from a Nash equilibrium. These extra pivoting steps
need to manipulate extremely small constants due to the values of ¢, hence introducing a large
overhead. For instance, already in the order of magnitude of the e used for QPE is 107883
In the QPE case, these expensive numerical values only appear in the objective function and in
the right-hand-side constants. In the EFPE case, they appear in the constraint matrix, and there
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are qualitatively more of them, making the computation even slower. Accordingly, the EFPE NPP
solver scales very poorly.

The M&S solver only applies to QPEs. Empirically, it is significantly slower than the NPP
solver. The reason is two-fold. First, the method is harder to warm start, as the initial basic
solution has to be feasible for all sufficiently small e > 0. We initialize the method according to the
suggestion of the authors, but this initial vertex is empirically farther away from the optimal one
than a NE, which we use to warm start NPP solvers. Second, the pivoting step is more expensive,
as the min-ratio test is substituted with a more sophisticated lexicographic test on polynomial
coefficients.

Our solver represents a dramatic improvement over the prior state-of-the-art algorithms. It
finds a QPE/EFPE in few minutes even on the largest game instances. This is a reduction in
runtime by 3—4 orders of magnitude. This breakthrough is mainly due to the fact that, in practice,
terminates with an e that is drastically larger than that required by the NPP algorithms.

13.5.2 Experiments on real-world poker endgames

We use our scalable technique to compute sequentially-rational equilibria in real poker endgames
that were encountered as part of the “Brains vs AI” competition played by the Libratus Al (Brown
and Sandholm, 2017c). To increase the scalability of our solver, we employed the Kronecker-
product-based sparsification technique described in Farina and Sandholm (2022) to bring down
the number of nonzeros of the payoff matrix when solving the linear program at each iteration
(see Section 13.2.4). The unsparsified and sparsified dimensions of each endgame are listed in
Table 13.2. We remark that unlike other papers (for example, Brown and Sandholm, 2019), we do
not use a simplified abstraction, and rather use the full-sized abstraction used by Libratus.

Decision nodes Sequences Terminal Sparsified
Pl 1 Pl 2 PL 1 Pl 2 nodes NNZ

NP 26550 26460 64606 77617 71270327 271364
NEPI 20801 21297 61062 62518 75928256 279902
FEPE] 33930 33501 85261 98786 111580420 395700
49470 49674 146471 147075 185831684 677886
NEPE] 120744 121446 360169 362263 494214830 1660170

Game

2]

Table 13.2: Unsparsified and sparsified size of River endgames encountered by Libratus during the
“Brains vs Al” competition.

Runtimes for each of the solution concepts are given in Table 13.3. We observe that our
algorithm is able to compute an exact refinement in all of the game instances. This would have
not been possible for any of the other algorithms known for the problem. Our method pushes
the boundary of what refinement technology can achieve today by several orders of magnitude,
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hopefully adding a crucial step towards the investigation and adoption of sequentially-rational
equilibrium refinements, which so far had only remained a theoretical remedy to a serious
drawback of the Nash equilibrium, in practice.

Time

Gam Refinement MPER

ame ehmeme Gurobi GLOP  Stability  Final e Total | precision
N=96) EFPE Player 1 36s 35m43s 6m50s 107'5  43m11s | 200 digits
EFPE Player 2 36s 43m23s 9m45s 1071  53m45s | 200 digits

QPE Player 1 1m8s  7m50s 25s 1071 9m24s | 100 digits

QPE Player 2 21s  12m44s 19s  107!2  13m26s | 100 digits
OS-QPE  Player 1 20s  16m 15s 20s 107 16m56s | 50 digits
OS-QPE  Player 2 28s 2m 24s 21s 10712 3m 14s 50 digits

N=%48 EFPE Player 1 46s lThém 5m12s 10712 1h12m | 200 digits
EFPE Player2 | 3m37s 1h10m 9m12s 107!2  1h22m | 200 digits

QPE Player 1 14s 7m 25s 20s 107 8m 0s | 100 digits

QPE Player 2 24s  4m22s 19s 1077 5m 5s | 100 digits
OS-QPE  Player 1 17s  11m 27s 20s 107 12m 5s 50 digits
OS-QPE  Player 2 33s 2m 47s 21s 10712 3m42s | 50 digits

REL28 Esiugs Player1 | 2m52s 1h3m 58m7s 107'° 2h 4m | 200 digits
EFPE Player2 | 4m28s 1h52m 29m52s 107!  2h26m | 200 digits

QPE Player 1 Im7s 16m32s ImOs 107 18m41s | 100 digits

QPE Player2 | 1m27s  31m3s 41s 107  33m12s | 100 digits
OS-QPE  Player1 | 4m36s 14m 20s Im1s 107 19m59s | 100 digits
OS-QPE  Player2 | 2m26s 14m3ls 38s 107'2  17m37s | 100 digits

M= BPY EFPE Player 1 | 33m 24s 3h58m  2h48m 10-18 7h 20m | 200 digits
EFPE Player 2 1h 7m 4h 5m 1ThOm 107'®  6h13m | 200 digits

QPE Player 1 8m7s  1h43m 1m45s 1072  1h53m | 100 digits
QPE Player2 | 19m22s 1h19m 1m44s 107!'2  1h40m | 100 digits

OS-QPE  Player1 | 10m11s 37m2ls 2m19s 107!2 49m51s | 100 digits
OS-QPE  Player2 | 17m55s 48m19s 1m3ls 10712 1h 7m | 100 digits

=248 EFPE Player 1 — — — — > 72h —
EFPE Player 2 — — — — > 72h —
QPE Player1 | 39m37s 13h28m  4m40s 107!2 14h13m | 200 digits
QPE Player 2 | 1h1lém 8h7m  3m42s 1072  9h27m | 200 digits

OS-QPE  Player1 | 23m40s 2h13m  4m24s 107  2h42m | 200 digits
OS-QPE  Player2 | 53m7s 3h5m  3mb54s 10712 4h 2m | 200 digits

Table 13.3: Computation of refined Nash equilibria in real poker endgames using our algorithm.



Chapter 14

Quantal response and regularization
towards human play

All the solution concepts and algorithms we considered so far in this dissertation—Nash
equilibrium, coarse correlated equilibrium, correlated equilibrium, team maxmin equilibrium
with or without correlation, and trembling-hand refinements such as extensive-form perfect
and quasi-perfect equilibria—implicitly assume a model of game-theoretic rationality in which
players are perfectly utility-maximizing. For example, when faced with a choice between two
actions, one of which produces an expected utility of 1.0, and the other an expected utility of
1.0001, rationality of the player would require that the player pick the latter action 100% of the
times, and solution concepts learnt via self-play of learning dynamics would evolve to expect
(or predict) such a behavior from each player, despite it is arguable that most human decision
makers would instead be rather indifferent between the two actions.

The inability to take into account a model of human play in the computation of game-
theoretic behavior is a serious problem for human-computer interactions that involve elements
of cooperation rather than purely competition. In such settings, modeling the other human
participants accurately is important for success. For example, it is important for a self-driving
car at a four-way stop sign to conform to existing human conventions rather than an arbitrary
convention derived from self-play (Lerer and Peysakhovich, 2019).

14.1 Contributions and related work

In this chapter, we propose a technique for anchoring no-external-regret dynamics to a given
model of human play. At its core, our approach works by regularizing the utility that each
player receives in the game by including a KL term that penalizes selecting strategies that are
far away from the anchor. In the special case in which the anchor strategy is uniformly random,
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our approach recovers logit quantal response equilibrium (McKelvey and Palfrey, 1995), which
models players that are not perfectly utility-maximizing but rather pick actions with very similar
utilities with roughly equal probability. After developing foundations for how this approach
can be used in imperfect-information extensive-form games, and proposing efficient learning
algorithms, we show that our approach yields strong human-compatible strategies in practice.
In a 200-game no-press Diplomacy tournament involving 62 human participants spanning skill
levels from beginner to expert, two Al bots trained with our algorithm both achieved a higher
average score than all other participants who played more than two games, and ranked first and
third according to an Elo ratings model. We also remark that the same methodology was recently
used in building Cicero, a bot for playing the full version of Diplomacy using natural language
communication, which was recently featured on Science (Bakhtin, Brown, Dinan, Farina, Flaherty,
Fried, Goff, Gray, Hu, Jacob, Komeili, Konath, Kwon, Lerer, Lewis, Alexander H. Miller, Mitts,
Renduchintala, Roller, Rowe, Shi, Spisak, A. Wei, D. Wu, H. Zhang, and Zijlstra, 2022).

Alternative approaches to human modeling  Behavioral cloning (BC) is the standard approach for
modeling human behaviors given data. Behavioral cloning learns a strategy that maximizes the
likelihood of the human data by gradient descent on a cross-entropy loss. However, as observed
and discussed in Jacob, David ]J. Wu, Farina, Lerer, Hu, Bakhtin, Andreas, and Brown, 2022, BC
often falls short of accurately modeling or matching human-level performance, with BC models
underperforming the human players they are trained to imitate in games such as Chess, Go, and
Diplomacy. Intuitively, it might seem that initializing self-play with an imitation-learned strategy
would result in an agent that is both strong and human-like. Indeed, Bakhtin, D. Wu, Lerer,
and Brown, 2021 showed improved performance against human-like agents when initializing
the training procedure from a human imitation strategy and value, rather than starting from
scratch. However, such an approach still results in strategies that deviate from human-compatible
equilibria, as shown in an appendix of Bakhtin, David ] Wu, Lerer, Gray, Jacob, Farina, Alexander
H Miller, and Brown (2023).

Prior work on Diplomacy Asmentioned, we evaluate our imitation-anchored learning dynamics
in the game of Diplomacy. After briefly describing that game specifically, we recall prior
approaches that were investigated for the game, and how they relate to ours.

Diplomacy is a benchmark 7-player mixed cooperative/competitive game featuring simulta-
neous moves and a heavy emphasis on negotiation and coordination. In the no-press variant of
the game, there is no cheap talk communication. Instead, players only implicitly communicate
through moves. In the full version of the game, every pair of players has a private communication
channel they can use to coordinate in natural language. In the game, seven players compete for
majority control of 34 “supply centers” (SCs) on a map. On each turn, players simultaneously
choose actions consisting of an order for each of their units to hold, move, support or convoy
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another unit. If no player controls a majority of SCs and all remaining players agree to a draw
or a turn limit is reached then the game ends in a draw. In this case, we use a common scoring
system in which the score of Player i is C?/ >"., CZ, where C; is the number of SCs Player i owns.

Most recent successes in no-press Diplomacy use deep learning to imitate human behavior
given a corpus of human games. The first Diplomacy agent to leverage deep imitation learning
was Paquette, Y. Lu, Bocco, Smith, Satya, Kummerfeld, Pineau, Singh, and Courville, 2019.
Subsequent work on no-press Diplomacy have mostly relied on a similar architecture with some
modeling improvements (Gray, Lerer, Bakhtin, and Brown, 2020; Anthony, Eccles, Tacchetti,
Kramar, Gemp, Hudson, Porcel, Lanctot, Perolat, Everett, Singh, Graepel, and Bachrach, 2020;
Bakhtin, D. Wu, Lerer, and Brown, 2021).

Gray, Lerer, Bakhtin, and Brown, 2020 proposed an agent that plays an improved strategy via
one-ply search. It uses strategy and value functions trained on human data to conduct search
using regret minimization.

Several works explored applying self-play to compute improved strategies. Paquette, Y. Lu,
Bocco, Smith, Satya, Kummerfeld, Pineau, Singh, and Courville (2019) applied an actor-critic
approach and found that while the agent plays stronger in populations of other self-play agents, it
plays worse against a population of human-imitation agents. Anthony, Eccles, Tacchetti, Kramar,
Gemp, Hudson, Porcel, Lanctot, Perolat, Everett, Singh, Graepel, and Bachrach (2020) used a
self-play approach based on a modification of fictitious play in order to reduce drift from human
conventions. The resulting strategy is stronger than pure imitation learning in both 1vs6 and
6vsl settings but weaker than agents that use search. Most recently, Bakhtin, D. Wu, Lerer, and
Brown (2021) combined one-ply search based on equilibrium computation with value iteration to
produce an agent called Double Oracle Reinforcement learning for Action exploration (DORA). DORA
achieved superhuman performance in a two-player zero-sum version of Diplomacy without
human data, but in the full 7-player game plays poorly with agents other than itself.

Jacob, David J. Wu, Farina, Lerer, Hu, Bakhtin, Andreas, and Brown (2022) showed that
regularizing inference-time search techniques can produce agents that are not only strong but can
also model human behaviour well. In no-press Diplomacy, they show that regularizing hedge
(an equilibrium-finding algorithm) with a KL-divergence penalty towards a human imitation
learning strategy can match or exceed the human action prediction accuracy of imitation learning
while being substantially stronger. KL-regularization toward human behavioral strategies has
previously been proposed in various forms in single- and multiagent RL algorithms (Nair, McGrew,
Andrychowicz, Zaremba, and Abbeel, 2018; Siegel, Springenberg, Berkenkamp, Abdolmaleki,
Neunert, Lampe, Hafner, Heess, and Riedmiller, 2020; Nair, Dalal, Gupta, and Levine, 2021), and
was notably employed in AlphaStar (Vinyals, Babuschkin, Czarnecki, Mathieu, Dudzik, Chung,
Choi, Powell, Ewalds, Georgiev, et al., 2019), but this has typically been used to improve sample
efficiency and aid exploration rather than to better model and coordinate with human play.

An alternative line of research has attempted to build human-compatible agents without
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relying on human data (Hu, Lerer, Peysakhovich, and Foerster, 2020; Hu, Lerer, Cui, Pineda,
D. Wu, Brown, and Foerster, 2021; Strouse, McKee, Botvinick, Hughes, and Everett, 2021). These
techniques have shown some success in simplified settings but have not been shown to be
competitive with humans in large-scale collaborative environments.

Related work on KL-regularized games Other work has studied learning dynamics in games
regularized with a KL or entropic term, and their relationship to quantal response. Ling, Fang, and
Kolter (2018) establishes the connection between quantal-response equilibria and dilated entropic
regularization in imperfect-information extensive-form games. The work by Farina, Kroer, and
Sandholm (2019a) shows that a decomposition framework similar to that of regret circuits enables
to decompose the problem of minimizing regret with respect to the regularized utilities into
each decision node, leading to a regularized version of the CFR algorithm. The work by Perolat,
Remi Munos, Lespiau, Omidshafiei, Rowland, Ortega, Burch, Anthony, Balduzzi, De Vylder,
et al. (2021) studies continuous-time learning dynamics with last-iterate convergence. The work
by Sokota, D’Orazio, Kolter, Loizou, Lanctot, Mitliagkas, Brown, and Kroer (2023) studies an
algorithm that is very similar to a special case of the DiL-piKL algorithm described in this chapter,
proving additional properties related to the last-iterate convergence in the non-Bayesian setting.

14.2 Logit quantal responses and KL-anchored responses

In this section we review some standard idea related to logit quantal responses, and introduce
the more general concept of KL-anchored responses. To better fix ideas, we begin by considering
nonsequential games, that is, games in which each player’s tree-form decision problem only
has a single decision node. Later on in the section, we discuss how the ideas extend to general
imperfect-information extensive-form games. As we have seen in Chapter 4, a suitable no-regret
algorithm leading to logit quantal response equilibria and KL-anchored equilibria in general
imperfect-information extensive-form games can be constructed starting from any no-regret

algorithm for the probability simplex.

14.2.1 Logit quantal responses

As mentioned in the preamble to the chapter, a standard assumption that underpins most of
the material we have seen so far is that players best-respond, that is, when faced with actions
they will tend to deterministically pick the one with the highest value, no matter how similar in
value the other actions are. So, for example, when faced with the choice between an action with
expected utility 1.0 and another action with expected utility 1.0001, it is assumed that rational
players would favor the latter 100% of the times.

The concept of a quantal responses revises this assumption by instead postulating that the
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probability with which actions tend to be played by agents rather follows a continuous function
of the value of the actions. Specifically, when faced with a set of actions A each of which has
expected utility u[a], a player responding using a logit quantal response (the most common type
of quantal response) picks actions according to the distribution = € A# defined by

exp{ula]/\}
Ywcaexpiula]/\}

for some parameter A > 0. When )\ = 0,  converges to being a best response, that is, putting

xla] = (14.1)

mass 0 to any suboptimal action, no matter how small the suboptimality. For higher values of ),
x puts mass also on suboptimal actions. For example, when A = 1, the quantal response to two
actions of expected utility 1.0 and 1.0001 puts probability ~ 49.9975% and ~ 50.0025% on the two
actions. When A — oo, the player would pick every action uniformly at random not matter its
expected utility.

While best responses can be formulated as solutions to the linear optimization problem

arg max (u, &),
TeAA
it is well-known (see also Chapter 5), that logit quantal responses (14.1) arise as solutions to the
entropy-regularized, strongly convex optimization problem

arg max{(u, ) — Apent(x)}, where  ent(x) = Z x[a]log x[a) (14.2)
TEAA acA

is the negative entropy function (as is standard, we define 0log0 = 0).

Given an n-player nonsequential game, a logit quantal response equilibrium (QRE) relative to
anchoring coefficients \; for each player i € [n] is an assignment of strategies for each player in
a game, such that each player plays the logit quantal response (relative to their own anchoring
coefficient) to everyone else’s strategies. Similarly to Nash equilibrium, in two-player zero-sum
games, in a nonsequential game where the two players have action sets .4, and .4, and anchoring
coefficients \; and Az, a logit QRE can be expressed as the solution to the strongly convex-concave
saddle-point problem

. T
Uiy — ) A , 14.3
max i z Uiy — Mi@ent(T) + Ao@ent(y) (14.3)

where U is the payoff matrix for Player 1.

14.2.2 Logit quantal response as an instances of KL-anchored response

Given the finite set of actions A, the uniform distribution ﬁ € A4 is such that
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KL (m

Hence, we can rewrite (14.2) as

1
Al

> = @ent($) Va e A'A

arg max{ (u,z) — AKL (:c
TEAA

Iill) } (14.4)

Since the KL divergence is a notion of distance, the above optimization problem can be interpreted
as interpolating between the objective of maximizing the utility of the response, while at the
same time not picking a response that is too far from the uniform distribution. To highlight the
effect that A has on the rationality of the player’s choice, we will refer to the parameter X as the
anchoring coefficient.

We call a composite problem of the form (14.4) a KL-anchored response, as formalized next.

Definition 14.1. Given the set of actions A available to a player, an anchor strategy T € A%,
and a utility vector u € R#, the T-anchored response to utility vector w with anchoring coefficient
A > 0 is the solution to the optimization problem

argmax{(u,z) — \KL(x || 7)}.
TEAA

Like QRE, given an n-player nonsequential game, an anchored response equilibrium relative
to anchoring coefficients A\; and anchor strategies 7; for each Player i € [n] is an assignment
of strategies for each player in a game, such that each player plays the logit quantal response
(relative to their own anchoring coefficient) to everyone else’s strategies. Similarly to (14.3), in
the two-player zero-sum case we can define a KL-anchored equilibrium as the solution to the
strongly convex-concave saddle-point problem

. T
a x Uiy — M KL(z || 71) + \2KL T3).
SEAAT yEAAs 19 — MKL(x || 71) + Ao KL(y || 72)

14.2.3 Learning dynamics for KL-anchored equilibria

In order to use learning dynamics to learn a KL-anchored equilibrium, it is necessary to modify
the definition of regret to incorporate the penalty derived from selecting strategies that are far
from the anchors. Specifically, consider a generic player 4, and let 7; be his or her anchor policy.
By introducing the regularized utility function

Ui(x,u) = (u,x) — \KL(x || ;) Ve € A% u e RA,
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1) L3

we define KL-anchored external regret cumulated by strategies «,”’, x,;”’, . . . relative to utility vectors
ul) ulP . as
T
T ¢ _o () (t T T) (s
Reg( ) (3 Z ( ) u(xg ) ug ))7 Reg%L) = max Reg%L) ().

t=1

A no-KL-anchored-external-regret algorithm will be given in Section 14.3 as a special case of
an even more general notion of regret.

14.2.4 Imitation-anchored responses in imperfect-information extensive-form
games

the above construction can be extended naturally to imperfect-information extensive-form games.
In particular, Ling, Fang, and Kolter (2018) shows that in imperfect-information extensive-form
games, a logit quantal response is the solution to the optimization problem over sequence-form
strategies defined as

arg max )\Z Z x[jal log ]}

rxeQ JET a€A;

= argmax{ (u,2) -2 Y alp)] Z@en*(( o). )

zeQ jeg acA

(We remark that the convex regularizer being subtracted is an instantiation of the dilated entropy
DGF discussed in Chapter 5.) Correspondingly, the KL-anchored response is naturally generalized
as the solution to

arg max{ (u,x) AZ pJKL(( i ])aEA

zeQ jeg

J

We remark that the regret circuit formalism (Chapter 4) can be extended in this case to
show that a no-KL-anchored-external-regret algorithm for the sequence-form polytope of a
generic imperfect-information extensive-form game can be constructed starting from any no-
KL-anchored-external-regret algorithm for probability simplexes (Farina, Kroer, and Sandholm,
2019a).
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14.3 Modeling uncertainty on the anchoring coefficients

The previous chapter lays the foundations for a solution concept that trades off utility maximization
and playing close to an anchor policy. However, a major obstacle on the path to operationalizing
KL-anchored equilibria is that in practice it is not easy to define exactly what anchoring coefficient
A; the equilibrium notion should be configured with. In this section we propose a possible
solution to this problem in nonsequential games, by modeling the uncertainty via a Bayesian
game—a special type of imperfect-information extensive-form game with a strong combinatorial
structure. In particular, for each player ¢, we let 3; be a distribution over the set A; of anchoring
coefficients (the “types”) that we think might describe the player. In the Bayesian game, at each
time ¢ each player ¢ produces strategies :cgtg\l, one for each possible type A; € A;. The regularized
utility relative to each type ), is then defined as

ﬂ%)\q‘, (.’1}, u’) = <’U,, .’13> -\ KL(ZE || Ti)7 (145)

and each player cares about minimizing (that is, keeping sublinear) the per-type regret

T
max {Z Ug,x (567 ugt)) — Uz, (mgg\ﬂ ugt)) }7
t=1

BEAA

no matter the sequence of utility vectors 'u,gt) received as feedback. As usual (Chapter 3), the
)

utility vectors u; ~ are the gradient of the player’s expected utility in the underlying game, where
the expectation in this case takes into account the additional fact that the type of each player is
sampled independently from each distribution g;.

The algorithm we propose to minimize the notion of regret just defined is called DiL-piKL
and can be seen in Algorithm 14.1.

The rest of the section will be focused on the analysis of DiL-piKL, specifically its KL-anchored
external regret and its last-iterate convergence properties in two-player zero-sum games. Before
delving into the details of the analysis, we summarize a few key takeaways.

DiL-piKL can be understood as a sampled form of follow-the-regularized-leader (FTRL). When
a player ¢ learns using DiL-piKL, the distributions a:gt/)\l for any type A; € A; are no-regret with

respect to the regularized utilities 1, », defined in (14.5). Formally:

Theorem 14.1 (Simplified version of Theorem 14.3). Let W be a bound on the maximum

- Y aca, log 7i(a). Then, for any player

i, type \; € A;, and number of iterations 7', the regret cumulated can be upper bounded as

absolute value of any payoff in the game, and Q; :=
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Algorithm 14.1: DiL-piKL algorithm, for a generic player ¢

Data: A; set of actions for Player i; A; a set of A values to consider for Player i;
Bi a belief distribution over A values for Player :.

050) ~0
function NextStrategy(_) [> Predictions are not used by DiL-piKL ]
Sample A ~ 3;

4 | Let :cl(tf\ € A% be the policy such that

® Ogtfl)[a] + X log 7;[a)
aci’/\[a]O(exp{ 0= 1)) + A } Vae A

w N =

()

: t
5 | sample an action a; * ~ a:E ;

6 |returnl o) € AAi

7 function ObserveUtiIity(uEt) € RH)

t—1 - 1
o |0 g Ly

T 2
. )y _ = ® w= . [2logT log n;
ma, Uiz, (0, 7) — Tz, ()5, U, < — min Ty + + Pi s
aceA)“‘%i{;_l A ) = Ui (T, )} 1 { N, n RS

where the game constant p; , is defined as p; x, == A;(logn; + Q;).

We remark that the result holds no matter the choice of learning rate n > 0, thus implying a
Or(logT/(TA;)) regret bound without assumptions on 7, other than n = (1). Second, in the
cases in which ), is tiny, by choosing 1 = ©(1/+/T) we recover a sublinear guarantee (of order
VT) on the regret.

In two-player zero-sum games, the logarithmic regret of Theorem 14.1 immediately implies

that the average strategy ;ific\z =7 S wgt/)\7 of each player i is a 1%L -approximate Bayes-Nash
equilibrium strategy. In fact, a strong guarantee on the last-iterate convergence of the algorithm

can be obtained too:

Theorem 14.2 (Simplified version of Theorem 14.5; Last-iterate convergence of DiL-piKL in
two-player zero-sum games). When both players in a two-player zero-sum game learn using
DiL-piKL for T' — oo iterations, their strategies zg\) converge almost surely to the unique
Bayes-Nash equilibrium (7 , ) of the regularized game defined by utilities i; »,, that is, the

solution to the strongly convex-concave saddle-point problem

;na;\x imgl [EA1~[31 IE/\QNBQ wIAlUle)\z - )\1KL(£B1’,\1 ” Tl) + )‘2KL(3327>\2 || T2)}’
1,1 2,0,
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where U is the utility matrix of Player 1 in the game.

The last-iterate guarantee stated in Theorem 14.2 crucially relies on the strong convexity of
the regularized utilities, and conceptually belongs with related efforts in showing last-iterate
convergence of online learning methods. However, a key difficulty that sets apart Theorem 14.2 is
the fact that the learning agents observe sampled actions from the opponents, which makes the
proof of the result (as well as the obtained convergence rate) different from prior approaches.

14.3.1 A technical lemma needed in the analysis

In this section we study the last-iterate convergence of DiL-piKL, establishing that in two-player
zero-sum games DiL-piKL converges to the (unique) Bayes-Nash equilibrium of the regularized
Bayesian game. As a corollary (in the case in which each player has exactly one type), we conclude
that piKL converges to the Nash equilibrium of the regularized game in two-player zero-sum
games. We start from a technical result.

Lemma 14.1. Fix any playeri, A; € A;,and ¢t > 1. Forall x, a2’ € AAi | the iterates mgt; and
acgt;rl) defined in Line 4 of Algorithm 14.1 satisfy

<77A;7—|—1 (—’U,Et) + )\Z-Vsoem(:vz(-;\i) — )\iv@ent('ri)) + v@ent(mgf;:l)) — V@ent(wgf)\i), xTr — wl> =0.
%

Proof. If t = 1, then the results follows from direct inspection: a:gl/\)l is the uniform strategy
(and so (Vgpem(a:l(.lgi), x —x') = 0 forany x,z’ € A%, and so the statement reduces to the first-

order optimality conditions for the problem mz(? = arg maxX e a4; { —Pent()/n + <ul(»1), Ty —

MKL(z || 7;)}. So, we now focus on the case ¢ > 2. The iterates a:gt;l) and a:l(t/)\f produced by

DiL-piKL are respectively the solutions to the optimization problem

2D = argmax{—(pent(w) (0" %) — KLz | TZ-)},
o xEAA 77t

:vgt/)\ = argmax{— Pent(Z) + (ﬁgt_l), x) — N KL(z || Ti)},
o rCAA U(t - 1)

where we let the averages utility vectors be
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Smce the regularizing function negative entropy ¢en: is Legendre, the strategies :c(t;\rl)

and aci /\i are in the relative interior of the probability simplex, and therefore the first-order

optimality conditions for :cgt;l) and wgti are respectively

< U(t) + N v%pent( (t—H)) Ai v@ent(’rz) + VSaent( (t+ )),:13 - :13/> =0 V:I:,:D/ € AAi’
(14.6)

_ (4 1
<U5t 1)+>\,Lv(pent(m£7t/)\1)7)\1vgﬁent(‘r7)+mvsﬁent(mgg\b)7.’I} — :1}/> =0 VCC,;(;’ c A-AI

Taking the difference between the equalities, we find

() | (=1 1 (t+1) 1 (t) /
0" 4+ 0! A4 — A )y p_ ) =
< . T U; + ( + nt)Vgoem( ) — ( + D=1 Vpent(z; y,), T — 0

We now use the fact that

6 - 1
FARNY 5 L § ul?).
’ t—1 t—1"

to further write

1 (0 1
<t —1 (_uz(t)‘L Ui ) (/\ it )V%m( Dy - <>‘i+ )V%m(wz(-,t; ), —x > 0

From Equation (14.6) we find

<0Et)vw - $I> = <)\ vcioent( (H_l)) Ai v@en’c(Tz) + v<;Oent( v +1))’ T - :1:I>

and so, plugging back the previous relationship in Equation (14.7) we can write, for all
x, € A4,

1
N <tl( (t A V(Pen’t( (t+1 ) = AiVent(T:) + v‘Pent( (Hl)))
1 (t+1) _ 1 (t) o
+ (AZ + nt) V@ent( ) <>\Z + U(t — 1) ) v(,pent(mz7)\i), T T >

_ 1 (t+1 oy ' ,
= <t _1 ( + i v<Pent( ) /\zv@ent(Tz)) + (Az +

e L )>V<pem( o
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1 (t) /
-+ — Y, —
( * n(t — 1)>W€m(m“i) v

nAit+1
=1y een(@in)
_n)\it +1
n(t—1)

Dividing by (nA;t + 1)/(n(t — 1)) yields the statement. O

— << 'u,(t + A V@emt( i /\ )— N V%m(ﬂ)) +

Vgoem(xggi), T — a:’>.

Corollary 14.1. Fix any player i, \; € A;,and ¢ > 1. Forall x € A the iterates a:Et/)\1 and

wgt;rl) defined in Line 4 of Algorithm 14.1 satisfy
< (t + A V()Oent( z/)\ ) Ai V‘Pent(Tz) T — xEt;rl)>

<)\ it + 77> (KL(w I :B(t+1)) KL(z || :c )+ KL (! f+1) I w(t) ))

Proof. Since Lemma 14.1 holds for all z,z’ € A*i, we can in particular set =’ = wgt; Y and

obtain

T AT (@) - AT e o)
+ (Vo)) = Vpani(al ) 2 — 2l = 0. (148)

Using the three-point identity

(Veu(@ )~ Voa(@? ) o —a(yV) = KLz |} ) -KL( | 2{3) -KL@{" | 2(3)

in Equation (14.8) yields

KL(z || z{}") = KLz [|2!}) - KL(=! " |27 )

2 N\g

+ 77)\_;7+ 1<—u§t) + AV Pert(@3,) = AiV ent(T1), @ — ﬂcf‘}“)>-

Multiplying by A;t 4 1/7 yields the statement. O

14.3.2 Regret analysis

Let ﬁft;w be the regularized utility of agent type A\; € A;
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A A s e (u, ) — N KL(z || 7).

Observation 14.1. We note the following:

e Foranyi € {1,2} and \; € A;, the function @t satisfies
y i

i, (@) = @l (') + (VA (z'),x — a') - N KL(z | 2')  Va,az' € A%,

_Vagtil (wgtil) = _uz('t) + )‘iv‘Pen’t<$(t)) = AiVent(T4)-

Using Corollary 14.1 we have the following

Lemma 14.2. For any player ¢ and type A; € A;,

a2
ANt +4/n

<>\ t+ )KL(wnw(t“)) + <>\i(t— 1)+ n)KL(m [,)-

a®

i3, (@) -1} (@) < + X (KL@, l170) - K@ | 7))

Proof. From Lemma 14.1,

1
<A’” )( KL(z| 2y ") + KL(z||2},) - KL(2{} " ||cc“> )

n
+(val) (@), 2, + =) + (-

U,
> ( KL(z | m(t-i-l)) +KL(z | w(t) ) (t+1) I mgab))

Il
7N
P
oy
+
[ | =
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1
- (Aitqtn)KL( D" )+ (—val (@), 2, — a5y

(14.9)

(14.10)

We now upper bound the term in (14.9) using convexity of the function « — KL(x || 7,), as
follows:

(—val) (x),z, - =)
— (—ul, 2 —25) 4 X (Ve (@) = Vepeni (1), 25D — 2 )

K3 LyAg s N\g

< (uf?al} —al{) + 0 (KL ) 7 - KL(a) ||n>)

1) Z,Z

Substituting the above bound into (14.10) yields

2, o) - %, () < (a0l ol - (e D a2
+ (K@, [l m) — KL | m2))
(AH )KL(:I: {5 + ()\Z-(t—l) )KL(a: (B2
n

< ||u(t)||2 I )\t + 1 Hm(t w(tJrl ||
S ANt +4/n g A !

1
; \
+ A (KL(wEfL |7 = Ku@{ ) 7.)

1 1
- (Ait + n)KL(az 1) + (w S n)KL(ac 1),

where the second inequality follows from Young’s inequality. Finally, by using the strong
convexity of the KL divergence between points wgt; and :cl(.f;:l), that is,

t+1 t t+1 t
KL(z(V |2 ) > |25 — 21 |2,

7 i

yields the statement. O

Noting that the right-hand side of Lemma 14.2 is telescopic, we immediately have the
following.
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Theorem 14.3. For any player i and type A; € A;, and strategy € A, the following regret
bound holds at all times 7":

T
W2 21og T log 1;
S al (x) - alf (=) < min{ o aTn}+ Oin + i(logns + Qs).

z KL(z || 2!}

T
~(T ~ W2 1 ! ’)\i
>l i 0% < (U X g ) KL e S
t=1""

w2 (& 1 log n;
< — E inq ~—, Ai(log n; i
1 <t=1 mm{ " 7]}) + Ai(logn; + Q;) + ;

KQ . [2logT
1 min X,

logn;

< 777T}+>\¢(10gni+Qi)+ -

where the second inequality follows from the fact that A;t + 1/1 > max{\;t,1/n} and the fact

that 9351)? is the uniform strategy. O

14.3.3 Last-Iterate Convergence in Two-Player Zero-Sum Games

In two-player game with payoff matrix U for Player 1, a Bayes-Nash equilibrium to the regularized
game is a collection of strategies (x; ,.) such that for any supported type \; of Player i € {1, 2},
the strategy @7 ,  is a best response to the average strategy of the opponent. In symbols,

xy, € arggﬁx {(U Exy~ss [a:;)\zL.'c} + M KL(z || 7'1)} VA1 € Aq,
xT

x5, € arggﬁx {(—U—r Ex i~ [:ET,AJ ;) + A KL(z || 7'2)} Vs € As.
xT

Denoting ] = Ex, 3, [m’l‘ /\1} , &5 = Exynpy {wz /\2} , the first-order optimality conditions for
the best response problems above are

/ A
Va:w\l e A",

(U5 4+ M Veni(2] 3,) = MV@ent(T1), 27 5, — 21 5,) =0
0 Vab,, €A™

(=UTZ7 + M Vent(3 5,) — X2 Vpent(T2), T3 5, — T »,)

VoWV

We also mention the following standard lemma.
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Lemma14.3. Let (] )ic{1,2}.x,ea, be the unique Bayes-Nash equilibrium of the regularized
game. Let strategies z; , be arbitrary, and let:

o @)= Eap 2], @ = Eas [2h, ]
* a=Ex~p [(—U:i; + /\1V<Pent($l1,,\1) = M Vent(T1), wT,Al - 33/1,>\1>]/'
* B:=Exn~p, RUTa_zll + )‘QVSOent(m/Q,Ag) — X2 Vent(T2), w;,)\z - wIQ,)\2>] .

Then,

at+f<— Z Exi~p: [N KL(2 27 ,) + M KL, [ 20 5,)]-
ie€{1,2}

The following potential function will be key in the analysis:

s

1

2" )+ A KL(ng;i I n)], te{l,2,...}.
ic{1,2}

Proposition 14.1. Atall timest € {1,2,...}, let
:itfz =Ex_i~pos [wtfi)\fi]
The potential ¥(®) satisfies the inequality

],

i€{1,2}

(U - u apy, — )|

A s AL

Proof. By multiplying both sides of Corollary 14.1 for the choice z = z] , , taking expectations
over \; ~ (3;, and summing over the player i € {1, 2}, we find

1 1
T [EAI-N@[(AJ”)KL(@,M wif;”ﬂ =S EMN&[(MHW)KL(% 1)

ie{1,2} i€{1,2}

1
S [Ewi[(m+)KL<wEf;“ ||m§f§i>}

ie{1,2} N
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) = AiVeani(r), @5, — 2l ).

+ Z IE)\iN,Bi [<_u£t) + Aiv%’ent(mz(',t/)\» i

i

i€{1,2}
()
(14.11)
We now proceed to analyze the last summation on the right-hand side. First,
> Exe [(-UY 4+ AiVom(@) = \iVge(m), 25, — 2]
ie{1,2}
()
+ Z Ex,~8: [< ( + X\ Vgoent(w( ) = AiVpent(Ti), wi& — mgt;:l)ﬂ
i€{1,2}
@)
£ Y B [(Ua) —u®ar, —al) )] (14.12)
i€{1,2}

Using Lemma 14.3 we can immediately write

< > IE/\1~[3|: AKL(Z; 5, || 2; ,\)]

ie{1,2}

By manipulating the inner product in (©), we have

2:Ehwibﬂ@af?—ﬂT%—AKV%M()) %m@%ﬁhéim—ﬁiﬂ

)

i€{1,2}
< Y Enes[(u? el -2+ A (KL 7)) - KL@ 7)) |
26{12}
2
= i~Bs 4At+4ﬂ7 i\
i€{1,2}

+ Y Eves {/\i(KL( ) kL@l )],

ie{1,2}

where the last inequality follow from the fact that ab < a?/(4p) + pb? for all choices of a,b > 0
and p > 0. Substituting the individual bounds into (14.12) yields

> Encs [N (KL@RY Im) - KL@, 7))

i€{1,2}
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: L[N0y 25
N S W i VR )\ I
ez ANt + 4/77 n
+ 2: E KUf@_ ® ()
Ai~Bi il — Uy 5T N, — Xy,
ie{1,2}

Finally, plugging the above bound into (14.11) and rearranging terms yields

1
VAR A S S [—<A¢t+n) Lz |:ct7)]

ie{1,2}
[ f .
£ 3 B |+ (e ) a2 o5
ie{1,2} it +4/n "
+ Y Enes [(Ua) - ul @, 28]
i€{1,2}
1 2
< ) + Z Ex;~8; |:— (/\Z't + ) ‘ :r,z(_’t;\ril) _ :L'E?\l 1:|
ie{1,2} "
- 2
(t)
Z Ex,~8 7)’% ‘ ()\t—i—l)‘w Hl)H
ie{1,2} it +4/n "
Z Exi~8 <Uzi(_tz —ul, T\, — wgtg\ﬂ
ie{1,2} )
u|’
< 3 e gy (U )
i€{1,2} ' K
as we wanted to show. O

Theorem 14.4. As in Proposition 14.1, let
‘it—v = [E)\—i,Nﬁ—i [mt—i,k_l}'
Let DE; be the notion of distance defined as

DEL = Y Eas [+ 1/((T = D)KL(y, | 2(5)].

ie{1,2}
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Atalltimes T =2,3,...,

. 1 logn; W? . [2logT
DIZ;Lgf o+ g +T Z [EAi~ﬂi|:mm{ /\g ,nT}]

where

Proof. Using the bound on W(*+1) — W) given by Proposition 14.1 we obtain

T-1
o) _g) — Zq;(“rl) w)

Y oo —(t) ) (®)
t=1 ie{1,2}

(t

Z Exi~s, zT: +1/77 +i > Exns KU@(—?_"E”’@W_wggiﬂ
=1

16{1 2} t=1ie{1,2}
I s T
Ex,~5; w + Ex,~5 | (U :i:(f) Et), :B;)\i — :I:Ef;\ .
Ait + 1/77 i
i€{1,2} Lt=1 t=14e{1,2}

We can now bound

T
w2 9 1
tzzl N1y S <wW me{)\t’"}

t=1 P
<W2rnin{z“,2n}
<w? {

min

Ai

On the other hand, note that
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1
v — g = g4 H° EMN@{<)\¢(T1) 77>KL( ), Ha:(T))Jr/\ KL(a:(T) ||n)}

ic{1,2}
Vb3 (T = DEas, [+ /(T = D)KL}, 23]
ie€{1,2}
KL(x} ), 33512) (1)
= ( — 1 DKL Z E)\ ~Bi |\ T )\ZKL(:B'L)\7 H Ti)
i€{1,2} K
~ 1 i
=2 (T - 1)D£L - Z Exi~s: { Ong + )‘i(IOgni + Ql)]
ie€{1,2} !
=(T- 1)D§L P

where the last inequality follows from expanding the definition of the KL divergence and using
the fact that mfl/\) is the uniform strategy. Combining the inequalities and dividing by 7' — 1

yields
. 2logT T p
Eimop, ’ P
Z i Bi {mm{(Tl))\i TlnH + 71
ie€{1,2}
T
- (1 t * t
Y T Euea(Ua) -l e, o)
t=1ie{1,2}
Finally, using the fact that 2(T" — 1) > T yields the statement. 0

Theorem 14.5 (Last-iterate convergence of DiL-piKL in two-player zero-sum games). Let p
be as in the statement of Theorem 14.4. When both players in a zero-sum game learn using
DiL-piKL for T iterations, their strategies converge to the unique Bayes-Nash equilibrium
(z7,x3) of the regularized game defined by utilities (14.5), in the following senses:

(a) Inexpectation: for all 7 € {1,2} and A; € A;, at a rate of roughly log T'/(\;T)

E [KL(wf,\l

T 1 logn; 2logT
EA{)} < T p+ + 7 Z Ex,~p, |min » T
' 77 je{1,2} J

(We remark that for 7 = 1/+/T the convergence is never slower than 1/v/T).

(b) With high probability, at a rate of roughly 1/+/T: for any § € (0, 1) and Player i € {1, 2},
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>1-29.

8V2W A
wET)\))]—i- V2 log| |

AT d

P [V)\i € A; : KL(x7 ,, || wgqj\)) < [E[KL@;M

A n upper bound on E [KL(Q:;k Al mET/\)l )} was given in the previous point.

(c) Almost surely in the limit:

P[VAZ- € A KL(z],, | 2(h)) 127, 0} =1 Vie{1,2.

Proof. We prove the three statements incrementally.

(a) Let F; be the o-algebra generated by {ul(-t/) st =1,...,t— 1,4 € {1,2}}. We let

E¢[-] := E[- | F¢]. Since piKL is a deterministic algorithm, mft/)\ is Fy-measurable. Hence,

given that u! is an unbiased estimator of Ula_:(_fa we have that at all times ¢

E (U —ul ap,, -2l )| = (B0 - u] 2, — 2] ) =0, (1413)

7 K3 A

Note that from the definition of DX, given in Theorem 14.4

, 1 =
KL(}y, | 2;}) < 3Dk (14.14)

Hence, taking expectations and using (14.13) yields the statement.

(b) To prove high-probability convergence, we use the Azuma-Hoeffding concentration
inequality. In particular, (14.13) shows that the stochastic process

(T t * t
> Exeg, [<ij(_; — ), at —2)
Jei2 t=1,2,...
is a martingale difference sequence adapted to the filtration F;. Furthermore, note that
= (t t * t
5 6o (068 55, o) <
je{1,2}

for all t. Hence, using the Azuma-Hoeffding inequality for martingale difference
sequences we obtain that for all § € (0,1),
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Plugging the above probability bound in the statement of Theorem 14.4 and using the
union bound over \; € A; yields the statement.

(c) follows from (b) via a standard application of the Borel-Cantelli lemma.

14.4 Experimental evaluation in no-press Diplomacy

We empirically investigate using DiL-piKL as the planning algorithm used at each decision-point
within the DORA framework, which we now recall.

14.4.1 Background on Double Oracle Reinforcement learning for Action
exploration (DORA)

DORA (Bakhtin, D. Wu, Lerer, and Brown, 2021) is an algorithm similar to past model-based
reinforcement-learning methods such as AlphaZero (Silver, Hubert, Schrittwieser, Antonoglou,
Lai, Guez, Lanctot, Sifre, Kumaran, Graepel, et al., 2018), except that in place of Monte Carlo tree
search—which is unsound in simultaneous-action games such as Diplomacy or other imperfect-
information extensive-form games—it instead uses an equilibrium-finding algorithm such as
hedge or RM to iteratively approximate a Nash equilibrium for the current state (i.e., one-step
lookahead search). A deep neural net trained to predict the strategy is used to sample plausible
actions for all players to reduce the large action space in Diplomacy down to a tractable subset for
the equilibrium-finding procedure, and a deep neural net trained to predict state values is used
to evaluate the results of joint actions sampled by this procedure. Beginning with a strategy and
value network randomly initialized from scratch, a large number of self-play games are played
and the resulting equilibrium strategies and the improved 1-step value estimates computed on
every turn from equilibrium-finding are added to a replay buffer used for subsequently improving
the strategy and value. Additionally, a double-oracle (McMahan, G. Gordon, and Blum, 2003)
method was used to allow the strategy to explore and discover additional actions, and the same
equilibrium-finding procedure was also used at test time.

14.4.2 Training of our bot Diplodocus

Our training algorithm closely follows that of DORA, described above. However, the key
difference is that in place of RM to compute the equilibrium strategy o on each turn of a game
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during self-play, we use DiL-piKL with a X distribution and human imitation anchor strategy =
that is fixed for all of training. We call this self-play algorithm RL-DiL-piKL. We use RL-DiL-piKL
to train value and strategy proposal networks and use DiL-piKL during test-time search. The call
final trained agent is called Diplodocus.

Following Bakhtin, D. Wu, Lerer, and Brown, 2021, at evaluation time we perform 1-ply
lookahead where on each turn we sample up to 30 of the most likely actions for each player from
the RL strategy proposal network. However, rather than using RM to compute the equilibrium o,
we apply DiL-piKL.

As also mentioned previously in Section 14.3, while our agent samples A; from the probability
distribution 8; when computing the DiL-piKL equilibrium, the agent chooses its own action to
actually play using a fixed low A. For all experiments, including all ablations, the agent uses the
same BC anchor strategy. For DiL-piKL experiments for each player ¢ we set §; to be uniform over
{107%,1073,1072,10~ '} and play according to A = 10~*, except for the first turn of the game. On
the first turn we instead sample from {1072,10715, 107!, 107%%} and play according to A = 1072,
so that the agent plays more diverse openings, which more closely resemble those that humans

play.

14.4.3 Experimental setup

We compare the performance of two variants of Diplodocus both in a population of prior agents
and other baseline agents, and in a tournament with humans.

In order to measure the ability of agents to play well against a diverse set of opponents, we
play many games between Al agents where each of the seven players are sampled randomly from
a population of baselines or the agent to be tested. We report scores for each of the following
algorithms against the baseline population.

* Diplodocus-Low and Diplodocus-High are the proposed agents that use RL-DiL-piKL
during training with player types {107%,107'} and {1072,107!}, respectively.

e DORA is an agent that is trained via self-play and uses RM as the search algorithm during
training and test-time. Both the strategy and the value function are randomly initialized at
the start of training.

¢ DNVIis similar to DORA, but the strategy proposal and value networks are initialized from
human behavioral-cloning pretraining.

e DNVI-NPU is similar to DNVI, but during training only the RL value network is updated.
The strategy proposal network is trained but never fed back to self-play workers, to limit
drift from human conventions. The trained strategy proposal is only used at test time (along
with the RL value network).
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BRBot is an approximate best response to the behavioral-cloning strategy. It was trained the
same as Diplodocus, except that during training the agent plays one distinguished player
each game with A = 0 while all other players use A ~ co.

SearchBot is a one-step lookahead equilibrium search agent from the paper by Gray, Lerer,
Bakhtin, and Brown (2020), evaluated using their published model.

HedgeBot is an agent similar to SearchBot (Gray, Lerer, Bakhtin, and Brown, 2020) but using
our latest architecture and using hedge rather than RM as the equilibrium-finding algorithm.

FPPI-2 and SL are two agents from the work by Anthony, Eccles, Tacchetti, Kramar, Gemp,

Hudson, Porcel, Lanctot, Perolat, Everett, Singh, Graepel, and Bachrach (2020), evaluated

using their published model [14al

14.4.4 Performance compared to prior algorithms

We report results for Diplodocus against prior algorithms for the problem. The results, shown in

Table 14.1, show Diplodocus-Low and Diplodocus-High perform the best by a wide margin.

Score against

Agent Reference population
Diplodocus-Low 29% £ 1%
Diplodocus-High 28% £ 1%
DNVI-NPU (retrained) Bakhtin, D. Wu, Lerer, and Brown, 2021 20% £ 1%
BRBot 18% + 1%
DNVI (retrained) Bakhtin, D. Wu, Lerer, and Brown, 2021 15% £ 1%

HedgeBot (retrained) Jacob, David J. Wu, Farina, Lerer, Hu, Bakhtin, Andreas, 14% + 1%

and Brown, 2022

DORA (retrained) Bakhtin, D. Wu, Lerer, and Brown, 2021 13% + 1%
FPPI-2 Anthony, Eccles, Tacchetti, Kramar, Gemp, Hudson, 9% =+ 1%
Porcel, Lanctot, Perolat, Everett, Singh, Graepel, and
Bachrach, 2020
SearchBot Gray, Lerer, Bakhtin, and Brown, 2020 7% + 1%
SL Anthony, Eccles, Tacchetti, Kramar, Gemp, Hudson, 6% £+ 1%
Porcel, Lanctot, Perolat, Everett, Singh, Graepel, and
Bachrach, 2020

Table 14.1: Performance of different algorithms. Agents above the line were retrained. Agents below

the line were evaluated using the models and the parameters provided by the authors. The +
shows one standard error.

4alnttps: //github. com/deepmind/diplomacy


https://github.com/deepmind/diplomacy

§14. QUANTAL RESPONSE AND REGULARIZATION TOWARDS HUMAN PLAY 303

14.4.5 Experiments against human players

we organized a tournament where we evaluated four agents for 50 games each in a population of
online human participants. We evaluated two baseline agents, BRBot and DORA, and our new
agents, Diplodocus-Low and Diplodocus-High.

In order to limit the duration of games to only a few hours, these games used a time limit of 5
minutes per turn and a stochastic game-end rule where at the beginning of each game year between
1909 and 1912 the game ends immediately with 20% chance per year, increasing in 1913 to a 40%
chance. Players were not told which turn the game would end on for a specific game, but were told
the distribution it was sampled from. Our agents were also trained based on this distribution.[14?!
Players were recruited from Diplomacy mailing lists and from webdiplomacy.net. In order to
mitigate the risk of cheating by collusion, players were paid hourly rather than based on in-game
performance. Each game had exactly one agent and six humans. The players were informed that
there was an Al agent in each game, but did not know which player was the bot in each particular
game. In total 62 human participants played 200 games with 44 human participants playing more
than two games and 39 human participants playing at least 5 games.

We report results for the human tournament in Table 14.2. For each listed player, we report
their average score, Elo rating, and rank within the tournament based on Elo among players
who played at least 5 games. Elo ratings were computed using a standard generalization of
BayesElo (Coulom, 2005) to multiple players (Hunter, 2004).This gives similar rankings as average
score, but also attempts to correct for both the average strength of the opponents, since some
games may have stronger or weaker opposition, as well as for which of the seven European
powers a player was assigned in each game, since some starting positions in Diplomacy are
advantaged over others. To regularize the model, a weak Bayesian prior was applied such that
each player’s rating was normally distributed around 0 with a standard deviation of around 350
Elo.

The results show that Diplodocus-High performed best among all the humans by both Elo and
average score. Diplodocus-Low followed closely behind, ranking second according to average
score and third by Elo. BRBot performed relatively well, but ended ranked below that of both
DiL-piKL agents and several humans. DORA performed relatively poorly.

Two participants achieved a higher average score than the Diplodocus agents, a player
averaging 35% but who only played two games, and a player with a score of 29% who played
only one game.

We note that given the large statistical error margins, the results in Table 14.2 do not conclusively
demonstrate that Diplodocus outperforms the best human players, nor do they alone demonstrate
an unambiguous separation between Diplodocus and BRBot. However, the results do indicate

[14PlGames were run by a third-party contractor. In contradiction of the criteria we specified, the contractor ended games
artificially early for the first ~80 games played in the tournament, with end dates of 1909-1911 being more common than
they should have been. We immediately corrected this problem once it was identified.


webdiplomacy.net
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Rank Elo Averagescore # Games
Diplodocus-High 1 181 27% £ 4% 50
Human 2 162 25% £ 6% 13
Diplodocus-Low 3 152 26% £ 4% 50
Human 4 138 22% £ 9% 7
Human 5 136 22% + 3% 57
BRBot 6 119 23% £ 4% 50
Human 7 102 18% =+ 8% 8
Human 8 96 17% £ 3% 51
DORA 32 20 13% + 3% 50
Human 43  -187 1% + 1% 7

Table 14.2: Performance of four different agents in a population of human players, ranked by Elo,
among all 43 participants who played at least 5 games. The + shows one standard error.

that Diplodocus performs at least at the level of expert players in this population of players with
diverse skill levels. Additionally, the superior performance of both Diplodocus agents compared
to BRBot is consistent with the results from the agent population experiments in Table 14.1.

In addition to the tournament, we asked three expert human players to evaluate the strength of
the agents in the tournament games based on the quality of their actions. Games were presented to
these experts with anonymized labels so that the experts were not aware of which agent was which
in each game when judging that agent’s strategy. All the experts picked a Diplodocus agent as
the strongest agent, though they disagreed about whether Diplodocus-High or Diplodocus-Low
was best. Additionally, all experts indicated one of the Diplodocus agents as the one they would
most like to cooperate with in a game.



Conclusions and future work

This dissertation sought to provide solid theoretical and algorithmic foundations for strategic,
game-theoretic decision-making in imperfect-information extensive-form games.

In the first part of the dissertation, we focused on learning dynamics, procedures each player can
use to iteratively refine their strategy. Learning dynamics are a fascinating technique, which can
recover global notions of game-theoretic optimality from local notions of strategy improvements.

In this dissertation, we gave several new fundamental results about learning dynamics in
imperfect-information extensive-form games. In Chapter 4 we presented a methodology for
constructing predictive dynamics with state-of-the-art practical performance in many game
instances. In Chapter 5 we investigated several fundamental questions about the metric structure
of strategy spaces in imperfect-information extensive-form games, establishing the first notion of
distance that enables linear-time projections while at the same time guaranteeing polynomial
distance between any two strategies. In Chapters 6 and 7 we settled for the positive the question
of whether near-optimal no-regret learning can be achieved in general imperfect-information
extensive-form games, all while improving bounds for normal-form games as well. Finally,
in Chapter 8 we provided the first uncoupled, polynomial-time learning dynamics leading
to extensive-form correlated equilibrium (the natural generalization of the classic correlated
equilibrium in normal-form games), closing a longstanding open problem in the literature. As
we pointed out along the way, learning in imperfect-information games is significantly more
challenging (and fascinating) than learning in normal-form (nonsequential) games, and often
requires different techniques. However, surprisingly many positive results can be given. I
hope these results will be useful foundations for future investigations of learning in imperfect-
information games.

Several questions about learning in extensive-form games remain open. We mention just a
few. First, what are lower bounds for no-external-regret dynamics, both in terms of dependence
on the number of repetitions T" of the game, and as a function of the dimensions of the game?
More concretely, is the state-of-the-art dependence on the game size we developed in Chapter 7
optimal? Can learning dynamics in games with provable Or(1/T) convergence to coarse-
correlated equilibrium be given? And is there an inherent tradeoff between rate of convergence
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and complexity of iterations?/14<]

Another set of questions relate to alternative feedback models. Is it possible to extend
most (or all) of the no-regret learning dynamics described so far to online learning models
such as bandit and semi-bandit settings? To achieve that, we need to construct several tools of
independent interest, such as efficient loss estimation techniques and the introduction of certain
combinatorially-structured local norms to study convergence of the learning algorithm. While
some work has already been done (see, e.g., Farina, Schmucker, and Sandholm (2021), Farina and
Sandholm (2021b), Kozuno, Ménard, Rémi Munos, and Valko (2021), Bai, C. Jin, Mei, Song, and
Yu (2022), Song, Mei, and Bai (2022), McAleer, Farina, Lanctot, and Sandholm (2023), and Fiegel,
Ménard, Kozuno, Rémi Munos, Perchet, and Valko (2023)), significant work remains to be done.

In the second part of the dissertation, we focused on the geometry of correlated strategies in
imperfect-information games. This topic does not have a counterpart in the theory of normal-form
games, as the difficulty in characterizing correlated strategies lies in the asymmetric information
that each player observes while playing the imperfect-information game. By making progress on
the fundamental problem of characterizing the polytope of correlated strategies in Chapter 9, we
were able to provide positive complexity results and new algorithms for several domains, including
welfare-maximizing solution concepts (Chapter 10) and TMECor equilibria in adversarial team
games (Chapter 11). This rippling effect shows that much value is to be gained from attacking
the fundamental question of the structure of correlation in imperfect-information games. In the
future, it would be interesting to further expand the class of games for which the set of correlated
strategies can be characterized (and optimized over) efficiently, and further push the scalability of
existing methods.

The special combinatorial structure of the polytope of correlated strategies has also enabled
us to develop the first learning algorithms for optimal correlated solution concepts and TMECor
strategies. These techniques are the current practical state of the art. As of now, these learning
algorithms require that correlating players update their strategies in a rather coupled manner. By
shedding even more light on the structure of correlation, it would be interesting to understand
whether this requirement could be somehow relaxed.

Finally, in the last part of the dissertation we focused on learning and equilibrium computation
in the presence of imperfect players. As we argued in Chapter 14, it is important to train artificial
intelligence by taking into account a model of human play, while at the same time avoiding the
inherent strategic weaknesses and potential for manipulation of imitation learning. This area
of the literature seems to still be in its infancy, both in terms of solution concepts and scalable
computational techniques for computing those concepts. In Chapters 12 and 13 we focused on
trembling-hand refinements in two-player games, standard refinements of the Nash equilibrium
that provably avoid sequentially-irrational behavior and that are therefore more robust to mistakes

4<lFor example, can variance reduction methods, such as those of Carmon, Y. Jin, Sidford, and Tian (2019) for normal-form
games, be meaningfully extended to imperfect-information extensive-form games?
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of the players. These solution concepts had remained a theoretical technique, and before the work
in this dissertation, it was an open question how to compute them. After settling the recognized
open problem of the complexity of computing extensive-form perfect equilibria in Chapter 12, in
Chapter 13 we gave the first practical algorithm for computing exact trembling-hand equilibrium
refinements in real (non-synthetic) games with up to half a billion terminal nodes. These games
are 4-5 orders of magnitude larger than what could be handled with prior techniques. Using our
results, it would be interesting to assess empirically trembling-hand refinements deliver on their
theoretical promises, for example, by evaluating the performance of artificial intelligence trained
to converge to refinements against humans, and comparing with prior techniques for unrefined
equilibria.

In addition to the above questions, furthering our understanding of the computational aspects
of equilibrium computation and learning in other classes of structured games, beyond imperfect-
information extensive-form games, is a natural and important direction of research. For example,
some strategic interactions might be better conceptualized as taking place on a DAG or on a generic
directed graph, rather than a tree. In other applications, the specific class of games has such a
strong combinatorial structure that it might be advantageous to resort to different (for example,
factorized) representations of the interaction. This might apply to sequential auctions, security
games, and other games whose action space has a strong combinatorial flavor. More generally, one
could also try to design algorithms that are able to automatically exploit symmetries, structures,
and invariants of the games, constructing an appropriate representation on the fly. Infinite games
might also be considered. These could arise from reasoning about infinite repetitions of a finite
game, or from continuous action spaces. Orthogonally to these models, fundamental questions
remain regarding what solution concepts are even meaningful in these settings.

With the rapid advancements in machine learning, game theory, and artificial intelligence,
we have the potential to create systems that can make strategic, sound, intentional, optimal
decisions in ways and at scales that were once thought impossible. I have no doubt that as we
continue to rely more and more on technology and artificial intelligence in our daily lives, these
systems will help us make better and more efficient decisions. In fact, systems developed using
technology covered in this dissertation are already able, today, to make strategic decisions that
are often superior to human ones in certain settings (including some involving natural language
and cooperation, such as Diplomacy). It is my hope that the work presented in this dissertation
will inspire others to continue pushing the boundaries of what is possible. As we move forward, I
am eager to be a part of the ongoing effort to develop machines that can make strategic decisions,
with both old and new colleagues, and to explore the many exciting open questions that lie ahead.
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Appendix A

Description of benchmark games
used in experimental evaluations

In this appendix, we provide a detailed description of the game instances used throughout the
different empirical evaluations in the dissertation. All games are identified with a mnemonic that
identifies the game and parameters. A table summarizing several key dimensions of the games is
available in Appendix A.2.

A.1 Description of game instances

A.11 Battleship (E))

The game is a general-sum version of the classic game Battleship, where two players take turns
placing ships of varying sizes and values on two separate grids of size h x w, and then take turns
firing at their opponent. Ships which have been hit at all their tiles are considered destroyed.
The game ends when one player loses all their ships, or after each player has fired r shots. Each
player’s payoff is determined by the sum of the value of the opponent’s destroyed ships minus
~ > 1 times the number of their own lost ships. We denote by an instance with p players
on a grid of size h x w, one unit-size ship for each player, and  rounds.

The Battleship game is known to possess a rich set of correlated solution concepts and were
introduced by Farina, Ling, Fang, and Sandholm (2019a) as a benchmark for extensive-form
correlated equilibrium.
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A.1.2 Liar’s dice (m)

This is a standard benchmark game in the game-solving literature (see, e.g., Lisy, Lanctot, and
Bowling, 2015). At the start of the game, each of the n players rolls a fair k-sided die privately.
Then, the players take turns making claims about the outcome of their roll. The first player starts
by stating any number from 1 to k£ and the minimum number of dice they believe are showing
that value among all players. On their turn, each player has the option to make a higher claim
or challenge the previous claim by calling the previous player a “liar”. A claim is higher if
the number rolled is higher or the number of dice showing that number is higher. If a player
challenges the previous claim and the claim is found to be false, the challenger is rewarded +1
and the last bidder receives a penalty of -1. If the claim is true, the last bidder is rewarded +1,
and the challenger receives -1. Game instances are encoded as .

A.13 Goofspiel ([e))

This is a standard trick-taking game introduced by Ross (1971). It is an n-player card game,
employing n + 1 identical decks of k cards each whose values range from 1 to k. At the beginning
of the game, each player gets dealt a full deck as their hand, and the third deck (the “prize” deck)
is shuffled and put face down on the board. In each turn, the topmost card from the prize deck
is revealed. Then, each player privately picks a card from their hand. This card acts as a bid to
win the card that was just revealed from the prize deck. The selected cards are simultaneously
revealed, and the highest one wins the prize card. If the players’ played cards are equal, the prize
card is split. The players’ score are computed as the sum of the values of the prize cards they
have won. Game instances are encoded as .

A.14 Limited-information Goofspiel (GL))

This is a variant of Goofspiel with limited information. In this variation, in each turn the players
do not reveal the cards that they have played. Instead, players show their cards to a neutral
umpire, who then decides the winner of the round by determining which card is the highest.
In the event of a tie, the umpire directs the players to divide the prize equally among the tied
players, similar to the Goofspiel game. Game instances are encoded as .

A.1.5 Kuhn poker (&)

Three-player Kuhn Poker, an extension of the original two-player version proposed by Kuhn
(1950), is played with n players and r cards. Each player begins by paying one chip to the pot and
receiving a single private card. The first player can check or bet (i.e., putting an additional chip in
the pot). Then, the second player can check or bet after a first player’s check, or fold/call the first
player’s bet. The third player can either check or bet if no previous bet was made, otherwise they
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must fold or call. At the showdown, the player with the highest card who has not folded wins
all the chips in the pot. We encode Kuhn poker instances with the mnemonic , where 7 is
encoded in hexadecimal (so, for example, is set up with r = 12).

A.1.6 Leduc poker (I}

This is another standard benchmark introduced by Southey, Bowling, Larson, Piccione, Burch,
Billings, and Rayner (2005). In n-player Leduc poker the deck consists of s suits with r cards each.
Our instances are parametric in the maximum number of bets b, which in limit hold’em is not
necessarily tied to the number of players. The maximum number of raise per betting round can
be either 1, 2 or 3. At the beginning of the game, players each contribute one chip to the pot. The
game proceeds with two rounds of betting. In the first round, each player is dealt a private card,
and in the second round, a shared board card is revealed. The minimum raise is set at 2 chips in
the first round and 4 chips in the second round. We denote by an instance with n players,
b bets per round, r ranks, and s suits.

A.1.7 Pursuit-evasion (E)

This is a security-inspired pursuit-evasion game played on the graph shown in Figure A.1. It
is a zero-sum variant of the one used by Kroer, Farina, and Sandholm (2018a), and a similar
search game has been considered by BoSansky, Kiekintveld, Lisy, and Péchoucek (2014) and
Branislav Bosansky and Cermak (2015).

®
O

Figure A.1: The graph on which the search game is played.

Py P,

In each turn, the attacker and the defender act simultaneously. The defender controls two
patrols, one per each respective patrol areas labeled P, and P». Each patrol can move by one
step along the gray dashed lines, or stay in place. The attacker starts from the leftmost node
(labeled S) and at each turn can move to any node adjacent to its current position by following
the black directed edges. The attacker can also choose to wait in place for a time step in order to
hide all their traces. If a patrol visits a node that was previously visited by the attacker, and the
attacker did not wait to clean up their traces, they will see that the attacker was there. The goal of
the attacker is to reach any of the rightmost nodes, whose corresponding payoffs are 5, 10, or 3,
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respectively, as indicated in Figure A.1. If at any time the attacker and any patrol meet at the
same node, the attacker loses the game, which leads to a payoff of —1 for the attacker and of 1 for
the defender. The game times out after m simultaneous moves, in which case both defenders
receive payoffs 0. We encode instances of this game via the mnemonic .

A.1.8 River Endgame (138

The river endgame is structured and parameterized as follows. The game is parameterized by the
conditional distribution over hands for each player, current pot size, board state (5 cards dealt to
the board), and a betting abstraction. First, Chance deals out hands to the two players according
to the conditional hand distribution. Then, Libratus has the choice of folding, checking, or betting
by a number of multipliers of the pot size: 0.25x, 0.5x, 1x, 2x, 4x, 8x, and all-in. If Libratus checks
and the other player bets then Libratus has the choice of folding, calling (i.e. matching the bet
and ending the betting), or raising by pot multipliers 0.4x, 0.7x, 1.1x, 2x, and all-in. If Libratus
bets and the other player raises Libratus can fold, call, or raise by 0.4x, 0.7x, 2x, and all-in. Finally,
when facing subsequent raises Libratus can fold, call, or raise by 0.7x and all-in. When faced
with an initial check, the opponent can fold, check, or raise by 0.5x, 0.75x, 1x, and all-in. When
faced with an initial bet the opponent can fold, call, or raise by 0.7x, 1.1x, and all-in. When faced
with subsequent raises the opponent can fold, call, or raise by 0.7x and all-in. The game ends
whenever a player folds (the other player wins all money in the pot), calls (a showdown occurs),
or both players check as their first action of the game (a showdown occurs). In a showdown the
player with the better hands wins the pot. The pot is split in case of a tie. We denote with
the instances of the river endgame, where i is a unique identifier of the endgame configuration.

A.19 Sheriff ()

This game is a simplified version of the Sheriff of Nottingham board game, which models the
interaction between a Smuggler—who is trying to smuggle illegal items in their cargo—and the
Sheriff —whose goal is stopping the Smuggler. First, the Smuggler has to decide the number
n € {0,..., N} of illegal items to load on the cargo. Then, the Sheriff decides whether to inspect
the cargo. If they choose to inspect, and find illegal goods, the Smuggler has to pay p - n to
the Sheriff. Otherwise, the Sheriff has to compensate the Smuggler with a reward of s. If the
Sheriff decides not to inspect the cargo, the Sheriff’s utility is 0, and the Smuggler’s utility is
v - n. After the Smuggler has loaded the cargo, and before the Sheriff decides whether to inspect,
the Smuggler can try to bribe the Sheriff to avoid the inspection. In particular, they engage in
rounds of bargaining and, for each round 7, the Smuggler proposes a bribe b, € {0,..., B}, and
the Sheriff accepts or declines it. Only the proposal and response from the final round r are
executed. If the Sheriff accepts a bribe b, then they get b,, while the Smuggler’s utility is vn — b,.
Further details on the game can be found in Farina, Ling, Fang, and Sandholm (2019a). An
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instance [SJAWEIE has p players, N illegal items (encoded in hexadecimal notation), a maximum
bribe of B, and r rounds of bargaining. The other parameters are v = 5, p = 1, s = 1 and they are
fixed across all instances.

A.110 Double-dummy bridge endgame (ﬂ, )

The double-dummy bridge endgame is a benchmark introduced by B. H. Zhang, Farina, Celli,
and Sandholm (2022) which simulates a bridge endgame scenario. The game uses a fixed deck of
playing cards that includes three ranks (2, 3, 4) of each of four suits (spades, hearts, diamonds,
clubs). Spades are designated as the trump suit. There are four players involved: two defenders
sitting across from each other, the dummy, and the declarer. The dummy’s actions will be
controlled by the declarer, so there are only three players actively participating. However, for
clarity, we will refer to all four players throughout this section.

The entire deck of cards is randomly dealt to the four players. We study the version of the
game that has perfect information, meaning that all players’ cards are revealed to everyone,
creating a game in which all information is public (i.e., a double-dummy game). The game is played
in rounds called tricks. The player to the left of the declarer starts the first trick by playing a card.
The suit of this card is known as the lead suit. Going in clockwise order, the other three players
play a card from their hand. Players must play a card of the lead suit if they have one, otherwise,
they can play any card. If a spade is played, the player with the highest spade wins the trick.
Otherwise, the highest card of the lead suit wins the trick. The winner of each trick then leads
the next one. At the end of the game, each player earns as many points as the number of tricks
they won. In this adversarial team game, the two defenders are teammates and play against the
declarer, who controls the dummy.

The specific instance that we use (i.e., ) has 3 ranks and perfect information. The dummy’s
hand is fixed as 24 29 39.

In the limited deals variant QEEJEAN, L deals are randomly selected at the beginning of the game,
and it is common knowledge that the true deal is among them. This limits the size of the game
tree, as well as the parameters on which the complexity of our algorithms depend. Note that
L =9!/(3!)? = 1680 is the full game.

A.111 Ridesharing game (G}

This benchmark was first introduced by B. H. Zhang, Farina, Celli, and Sandholm (2022), and it
models the interaction between two drivers competing to serve requests on a road network. The
network is defined as an undirected graph G’ = (VY, EV), where each vertex v € V' corresponds
to a ride request to be served. Each request has a reward in R, and each edge in the network
has some cost. The first driver who arrives at node v € VU serves the corresponding ride, and
receives the corresponding reward. Once a node has been served, it stays clean until the end of
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the game. The game terminates when all nodes have been cleared, or when a timeout is met (i.e.,
there’s a fixed time horizon 7). If the two drivers arrive simultaneously on the same vertex they
both get reward 0. The final utility of each driver is computed as the sum of the rewards obtained
from the beginning until the end of the game. The initial position of the two drivers is randomly
selected at the beginning of the game. Finally, the two drivers can observe each other’s position
only when they are simultaneously on the same node, or they are in adjacent nodes.

Ridesharing games are particularly well-suited to study the computation of optimal equilibria
because they are not triangle-free (Farina and Sandholm, 2020).

Setup We denote by a ridesharing instance with p drivers, network configuration 4,
and horizon T'. Parameter i € {1,2} specifies the graph configuration. We consider the two
network configurations of B. H. Zhang, Farina, Celli, and Sandholm (2022), their structure is
reported in Figure A.2. All edges are given unitary cost. We consider a total of four instances:

© gl
(1.5} {1.5)

Figure A.2: Left: Graph configuration 1, used for [J§SPARE BREPARY. Right: Graph configuration 2, used

for J§EPPPANECPPER. In both cases the position of the two drivers is randomly chosen at the
beginning of the game, edge costs are unitary, and the reward for each node is indicated between
curly brackets.

A.1.12 Small matrix (M)

This is a small 2 x 2 matrix game introduced by Farina, Kroer, and Sandholm (2019b) as a hard
instance for the CFR™ algorithm. Given a mixed strategy = (21,22) € A? for Player 1 and a
mixed strategy y = (y1,y2) € A? for Player 2, the payoff function for player 1 is defined as

w(,y) = 5r1y1 — T1Y2 + Tayo.

We denote the small matrix with the mnemonic .
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A.2 Game dimensions

331

Game  Players Decision nodes Sequences Terminal nodes Constantsum?
2 162 506 1072 X
2 938 4730 19116 X
2 15338 62330 191916 X
B2324 2 144938 451130 969516 X
3 128 255 504 v
3 1536 3069 13797 v
4 12288 24 574 331695 v
3 4383 4890 1296 v
2 34952 42658 13824 v
2 4369010 5332052 1728000 v
GL24 2 17432 21298 13824 v
2 1175330 1428452 1728000 v
GL33 3 2511 2802 1296 v
GL44 4 13236 14008 7776 v
5 65385 67310 46 656 v
2 12 26 30 v
2 5148 12014 98 956 v
K33 3 36 75 78 v
3 48 99 312 v
K35 3 60 123 780 v
K36 3 72 147 1560 v
3 144 291 17160 v
K38 3 96 195 4368 v
K45 4 160 324 3960 v

Table A.1: Dimensions of game instances used in this dissertation.
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Game Players Decision nodes Sequences Terminal nodes Constantsum?
2 288 674 1116 v
2 780 1822 5500 v
2 1968 4594 22 936 v
L2292 2 2484 5798 32724 v
122d2 2 5148 12014 98 956 v
3 684 1371 4500 v
L3133 3 684 1371 6477 v
3 1500 3003 10020 v
13223 3 1890 4329 8762 v
13523 3 148 752 369 459 775148 v
P24 2 382 2081 15898 v
2 2078 11899 61084 v
P26 2 11888 69029 118514 v
2 53010 142223 71270327 v
REL27 2 42098 123580 75928 256 v
2 67431 184047 111580420 v
2 99 144 293 546 185831 684 v
2 242190 722432 494214830 v
2 99 286 396 X
2 603 1690 2376 X
2 1096 3809 5632 X
2 50896 260153 435456 X
2 82741 AT5 778 806 736 X
2 2 6 4 v
T3[50] 3 14448 24304 10300 v
3 531728 909 059 379008 v
RS212 2 68 214 400 X
2 704 2370 4356 X
RS222 2 76 218 484 X
RS223 2 672 1982 4096 X

Table A.2: (Continued) Dimensions of game instances used in this dissertation.
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Appendix B

Summary of notation

B.1 Tree-form decision processes

Symbol Description

J Set of decision nodes

Aj Set of legal actions at decision node j € J

K Set of observation nodes

Sk Set of possible signals at observation node k € K
p Transition function:

e given j € J and a € A;, p(j,a) returns the next point v € J U K in the
decision tree that is reached after selecting legal action « in j, or L if the
decision process ends;

e given k € K and s € S, p(k, s) returns the next point v € J U K in the

decision tree that is reached after observing signal s in &, or L if the decision
process ends

= Set of non-empty sequences, defined as ¥* := {(j,a) : j € J,a € A;}

D) Set of sequences, defined as ¥ := ¥* U {@} where the special element & is
called the empty sequence

Dj Parent sequence of decision node j € 7, defined as the last sequence (decision
node-action pair) on the path from the root of the TFDP to decision node j; if
the player does not act before j, p; = @

Cs Decision nodes j € J with parent sequence o € ¥: C, = {j € J : p; = 0}
Y j' € J is on the path from the root to j € J
j'a’ < ja  Action a at j’ is on the path from the root to action e at j € J
0] Shorthand for o = j'a’ with j' = j

P Sequences at or below j: ¥, ; = {0 € ¥*: 0 = j}
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B.2 Correlated strategies

Symbol Description

j1 = Jo Connected decision nodes: if j; = js, it is possible that the trajectory in the
decision process goes through both j; € J; and j» € 7>

o1 X 09 Relevant sequence pair: o1 < 09 if at least one between o; and o5 is the empty
sequence @, or if o1 = (j1,a1),02 = (j2,a2) with j1 = j2

DS DI Set of all relevant sequence pairs {(o1,02) € 1 X g : 01 XM o2}

j1 o9 Shorthand for: (j1,a1) > og foralla; € Aj,

o1 X jg Shorthand for: o7 < (j2,a2) forall ax € A,

B.3 Mathematical notation

Vectors and matrices

® Vectors and matrices are marked in bold.

e Given a finite set S = {s,...,5,}, we denote as R” (resp., IR*;O) the set of real (resp.,

nonnegative real) |.S|-dimensional vectors whose entries are denoted as x[s1], ..., x[sy].

Sx S8’

e Similarly, given finite sets S, 5", we denote as R*5" (resp., RZ57 ) the set of real (resp.,

nonnegative real) S x S’ square matrices M whose entries are denoted as M[s,, s¢] (s, €
S, s. € S'), where s, corresponds to the row index and s, to the column index.

Standard sets

We denote the set of real numbers as R, the set of nonnegative real numbers as R, and the
set {1,2,...} of positive integers as N.

The set {1,...,n}, where n € N, is compactly denoted as [n].
The empty set is denoted as { }.

Given a finite set S, we denote by A® the simplex A% := {z € RS : Y ¢ x[s] = 1}. The
symbol A", with n € N, is used to mean Alnl,

Given a finite set .S, we use the symbol SS C R‘;és to denote the set of stochastic matrices,
that is, nonnegative square matrices whose columns all sum up to 1. The symbol S§", where

n €N, is used to mean S["1.
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Operations on sets

¢ Given a set S, we denote its convex hull with the symbol co S. The convex hull of the union
of finitely many sets S1, ..., Sy, is denoted co{S1,...,Sn}.

¢ Disjoint union of set is denoted with the symbol LI.

Functions

* Given two functions f : X - Yandg:Y — Z, we denote by go f : X — Z their
composition x — g(f(z)).

¢ Given a set S and a function f, the image of S via f is denoted as f(S) = {f(s) : s € S}.

* Given a proposition p, we denote with 1, the indicator function of that proposition:

1 if pistrue

0 otherwise.

Partial orders

¢ Given a partially ordered set (S, <) and two elements s, s’ € .S, we use the standard derived
symbols s < s’ to mean that (s = s') V (s < §'), s = s’ to mean that s’ < s, and s = s to
mean that s’ < s.

Asymptotic notation

* We use the symbols O, €, © to denote the usual asymptotic notation.

¢ The symbol O7 is used to denote that only dependence on the parameter 7" is highlighted,
treating all other parameters as constants.
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