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Abstract

Certified code is native machine code that is annotated with an automatically checkable certificate
attesting to the conformance of the program to a specified safety policy. Certified code frameworks
have been built based on first-order logic (PCC) and on types (TAL). Compilers generating certified
code have been built for safe subsets of C and for Java(tm).

Type-preserving compilers such as the TILT /ML compiler implement compilation as transfor-
mations on typed internal languages. Types are used by the compiler for internal verification, and for
optimization purposes. Type analysis can be used to implement optimizations such as non-uniform
data representation and tag-free garbage collection. However, none of the existing type-preserving
compilers for full-scale languages maintain type information all the way to the machine-code level,
and hence are not yet able to generate certified code.

In this thesis, I demonstrate that certified compilation is possible in a type analysis framework
by extending the TILT /ML compiler to generate certified code in the form of typed assembly lan-
guage without compromising the existing optimizations of the compiler. This work demonstrates
that a compiler can use types to generate certified binaries for a full modern language even in the
presence of agressive type-analysis based optimization.
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Chapter 1

Introduction

1.1 Types in compilation

It is an unfortunate fact about the state of programming that even good programs sometimes go
wrong. It is not uncommon for programs to crash or misbehave, whether accidentally, or with
malicious intent. This problem has been greatly compounded in recent years by the proliferation
of mobile code. More and more of the code that is run is downloaded in bits and pieces from
various sources. Examples of this include Java-script and Java(TM) programs downloaded into a
web browser, applications downloaded directly over the internet, and code run on behalf of others
(such as the SETIQHOME project, which uses donated spare processor cycles to further the search
for extra-terrestrial life). The proliferation of mobile code is expected only to increase as networked
technology becomes more a part of everyday life.

However, it is particularly hard to trust the behavior of this sort of code. The code producer
may be unknown to the code consumer, or the identity of the producer may be spoofed. Moreover,
even trusted producers occasionally produce programs that go wrong.

It would certainly seem desirable to be able to rule out programs that are unsafe. Unfortunately,
determining the safety of arbitrary machine code is undecidable. A compromise solution that has
been in existence for several decades, is to restrict ourselves to programming in a language which
has the property that all programs are safe. The resulting compiled code is therefore safe by
construction, modulo the correctness of the compiler. Languages such as LISP, ML and Java all
have this property: that all programs written in these languages are guaranteed with some level of
certainty not to produce undefined and unsafe behavior.

Unfortunately for the purposes of mobile code, the safety properties enjoyed by these languages
are only guaranteed at the source level: once the source code has been compiled to machine in-
structions, the safety guarantee lies only in the implicit property of being in the image of the safe
language under compilation. One solution to this is to ship around instead something tantamount
to source code, allowing the consumer to validate the code independently. This is in essence the
Java(TM) byte-code solution. This places much of the burden of compilation on the code consumer,
who must still in turn trust that their own compiler is correct.

The two most commonly used solutions then, are either to accept arbitrary machine code based
on trust in the producer of the code, or to accept only annotated high-level code and to trust the
local compiler. Both of these solutions leave much to be desired.

To better this, several systems have been proposed for annotating machine code in such a way



that safety remains checkable. Along with the code, the code consumer receives a certificate that
can be used to check that that the code conforms to the correctness assertions that it claims. The
only software that the code consumer must still trust is the checker itself. Two notable examples of
this include Proof Carrying Code (PCC) from CMU [Nec98] and Typed Assembly Language (TAL)
from Cornell [MWCG98|. The PCC system provides for machine code to be annotated with proofs
of safety properties done in first-order logic. The code consumer simply checks that the proofs are
indeed correct — a relatively simple procedure. This system is very general, in that it can be used
to certify any property which can be expressed in the logic. TAL on the other hand specializes to
the particular property of type safety. TAL provides for a machine code which is annotated with
types, which can then be type checked by the code consumer.

A certifying compiler is one which produces, along with its normal output, a certificate which
can be used to check that the generated code is safe according to some policy. Certifying compilers
have been written translating safe subsets of C to both PCC and TAL [MCG*99, NL9§|. More
ambitiously, a full scale Java(TM) compiler has been written targeting PCC [CLN100].

The TILT (TIL Two) compiler is an optimizing compiler developed at CMU that implements
the full Standard ML ’98 definition and includes support for separate compilation. Important ideas
pioneered in TILT and its predecessor TIL include using intensional polymorphism [HM95] to
reduce the cost of implementing polymorphism and garbage collection. Compilation proceeds as
a series of typed transformations into successively lower level typed languages. Type information
is used to allow for optimized data representations and to do “almost tag-free” garbage collection.
Prior to this work however, type information was mostly erased in TILT well before the transfor-
mation to machine code was made, and hence safety properties of the resulting code could only be
asserted - not checked.

TILT uses types during compilation for optimization purposes, and consequently requires an
intermediate language with a very expressive type theory. Previous work on typed assembly lan-
guages has primarily focused on preserving type information for certification purposes. I claim that
these two uses of low level typed languages are compatible. A compiler can use types to generate
certified binaries while retaining the ability to perform complicated type based optimizations on a
full modern language.

I have demonstrated this by extending the TILT-ML compiler to maintain type information used
in the intermediate passes of the compiler all the way through code generation, producing certified
binaries without sacrificing the ability to perform type analysis optimizations. This dissertation
gives a careful theoretical description of the key elements of the compilation process, and proves
soundness theorems for the translations between the major intermediate languages. A description
is also given of the actual implementation, including some empirical results.

It is becoming increasingly clear that type preserving compilation, in addition to serving as a
mechanism for enabling safe mobile code, also provides great benefits in its own right as a compiler
engineering technique. Just as type safe languages allow programmers to write correct code more
quickly, type preserving compilation allows compiler implementers to write correct compilers more
quickly. Type checking the intermediate representations of programs within the compiler allows
many or most compiler bugs to be caught during compilation and to be localized to the particular
point of failure in the compiler. Whole classes of pernicious compiler bugs (such as those that
involve stack or memory corruption) can be eliminated by producing checkably type safe code.
One of the results of this thesis is to provide further evidence of the efficacy of this technique, and
to add to the body of experience in the engineering of type preserving compilers. This aspect of
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the implementation experience is discussed further in section 10.1.4.

1.2 The non-certifying TILT compiler

The past years have seen a great deal of interest in the idea of “typed compilers” that maintain
type information deep into the compilation process. Such type information can be exploited by
the compiler internally to allow for optimized data representations and to do tag-free garbage
collection, as well as providing the compiler with a basis for internal correctness checks. This
work was pioneered in the TIL compiler at CMU [TMC96], and has been adopted by numerous
other compilers, including the Glasgow Haskell Compiler. Other recent work has also suggested the
possibility of maintaining type information through to the machine code as a form of certification
[MWCGIT].

The TIL compiler clearly demonstrated that typed compilation was both feasible and desirable.
However, TIL compiled only the core language of Standard ML: the powerful modular features
that are one of the most important elements of SML were not dealt with. The TIL Two (TILT)
compiler was aimed at addressing this shortcoming.

Figure 1.1 depicts the structure of the non-certifying TILT compiler. Its architecture is based
around two typed intermediate languages. The initial elaboration from SML source targets a
structures calculus called the HIL (High Intermediate Language). This language is relatively close
to SML, and among other things provides the interface language used for separate compilation.
After elaboration (and hence typechecking), the HIL is translated to a second typed language
called the MIL (Middle Intermediate Language) through a process called phase splitting [HMM90].
The phase splitting process maps each SML structure into separate type and term level records,
representing the static and dynamic portions of the structure. Similarly, SML functors are mapped
to type and term level functions. In this fashion, modular programs are translated into programs
containing only lambda calculus terms.

The MIL is the language in which almost all of the optimization passes implemented in TILT
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are done. This constrains the design of the MIL, since it must be possible to express the results of
all of the desired optimizations in a typed fashion. In particular, it is important that primitives for
data representation optimizations be present at this level. By “hiding” type analysis inside of a few
primitives, the MIL avoids the need for a general typecase construct as used in the AM" calculus.
Nonetheless, the fact that some MIL primitives do indeed analyze their types mandates a type
passing interpretation for the MIL operational semantics.

All of the intermediate languages of the TILT compiler up to and including the MIL are
typed, and all of the compiler passes on these languages are type-preserving in the sense that
they map well-typed programs to well-typed programs. Unfortunately for certification purposes,
the subsequent languages from the MIL on down are not typed, and hence the generated code
cannot in general be proven safe. This dissertation replaces this un-typed backend with a new
type-preserving backend that produces certified code.

1.3 The certifying TILT compiler

One of the major goals of certifying compilation is to ensure that the certifying compiler is type-
preserving: that is, that it maps well-typed programs in the source language to well-typed programs
in the target language. In order to show that this is the case, I spend the first part of this dissertation
presenting idealized versions of the compiler intermediate languages, and proving the soundness of
the translations between them. The next two sections describe the idealized compiler and its
relation to the implementation.

1.3.1 The theoretical compiler

The theoretical portion of this dissertation describes the framework for a translation mapping the
original TILT internal language (the MIL, described in chapter 2) down to a typed assembly
language that I call TILTAL (Typed Assembly Language for TILT). This translation uses as
an intermediate stage a new internal language called the LIL (Low Level Language). The LIL is
an impredicatively typed lambda calculus based on Crary and Weirich’s LX [CW99]. Figure 1.2
describes the structure of the theoretical compiler.

The LIL, described in chapter 3, provides a very rich type system in which the type analysis of
TILT can be represented using term level constructs. In addition to various engineering benefits,
this fact allows us to take a type erasure interpretation, instead of the type passing interpretation
apparently mandated by the MIL primitives. The fact that we can embed type analysis into the
term level reflects in a typed fashion exactly the techniques already used in an untyped fashion
for implementing type passing languages. Chapter 4 gives a brief introduction to the type analysis
methodology of the LIL via a worked example.

The translation from MIL to LIL serves to make type analysis and type representations explicit
in the term language. This translation is described in detail in chapter 5. A subsequent pass
mapping LIL terms to LIL terms performs closure conversion. The closure conversion translation
is described in chapter 6.

Finally, I give a translation from the LIL into TILTAL. TILTAL code is essentially machine
code with type annotations added allowing it to be typechecked. Currently, there are in addition to
the standard assembly language instructions several typed primitives corresponding to assembler
macros. These primitives handle memory allocation (and hence the interaction with the garbage

4
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collector) and array bounds checking. The TILTAL language is introduced in chapter 7, and the
translation from LIL programs to TILTAL programs is given in chapter 8.

The theoretical LIL is actually very close to the LIL as implemented in the compiler, mostly
lacking only an extended set of basic primitive operations. The presentation of the TILTAL target
language is intended to suggest how the ideas used to implement type analysis in the LIL trans-
late down to the assembly code level. The actual TALx86 implementation departs significantly
from that given here. However, for the most part the theoretical translations between the various
languages are designed to capture all or most of the essential details of the implementation. In
particular, the LIL to TILTAL translation of chapter 8 attempts as much as possible to account
for the actual code generation techniques used by the implementation.

The main result of the theoretical portion of this dissertation is a proof that the compilation
of LIL programs into TILTAL programs preserves types, in the sense that each of the individual
translations is proved to map well-typed terms to well-typed terms. Proofs of soundness for the
various translation phases are given in the chapters in which they are defined.

1.3.2 Compiler implementation

The second half of this thesis is an actual implementation of a certifying compiler for Standard
ML. The theoretical compiler discussed in the previous section is intended as a model for the
implementation. Where the original architecture (see figure 1.1) switches to an untyped language,
the new implementation must instead take the typed output and continue the compilation process
in a typed setting, as shown in figure 1.3. The certifying TILT implementation is discussed in
chapter 9.
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The implementation of certifying TILT required the addition of essentially five additional com-
piler stages.

e MIL singleton elimination
e Translation to LIL

Closure conversion

Optimization
e Translation to TALx86

To simplify the meta-theory of the LIL, I have chosen not to support the singleton kinds of
the original MIL as implemented in the compiler. Therefore, before (or concurrent with) the
translation to LIL, singletons must be eliminated from MIL code. A proof that this is possible,
and a simple algorithm for doing so has been given by Crary [Cra00]. The implementation of this
algorithm and its effects on compiled code are discussed in section 9.1.

The translation to LIL is described in detail in chapter 5. The most interesting part of this
translation is the process of making type analysis explicit. The MIL has no general notion of
type analysis, instead using type analyzing primitives to implement specific optimizations such as
floating point array unboxing and flattening function arguments into records. The translation to
LIL compiles these primitives into uses of a general type analysis mechanism.

The MIL implements all of the optimizations that TILT supports, so extended optimization
of LIL code is mostly unnecessary. However, the translations tend to produce code that can
be improved significantly by a simple optimizer: for example, the closure converter frequently
introduces dead code and projections from known records. Rather than making other phases do
significantly more work to avoid this, it was simpler and cleaner to implement a basic optimization
pass for the LIL. Note that the optimizer does not have a counterpart in the theoretical model.

It would be appealing to rely as well on the MIL closure converter, and only translate closure
converted code. Unfortunately, the MIL notion of closure conversion is not easily compatible with
the LIL notion, since the MIL must closure-convert types as data. Translating closure converted
MIL code would require “de-closure converting” types, which is not appealing. For this reason,
a separate closure conversion pass for the LIL was implemented, closely modeled on the formal
closure conversion translation from chapter 6.

In order to allow intermediate code to be validated, it was also useful to implement a type checker
for the LIL language. This allows the output of the various phases of the compiler to be checked
for errors internally. The ability to check type correctness of internal program representations has
proved valuable in the development of TILT.

Lastly, a translation is given mapping LIL programs into TALx86 programs. Note that here,
the implementation diverges significantly from the formal model described in chapter 8 in that
the TILTAL and TALx86 languages are quite different. However, the theoretical model was
carefully designed to capture many of the interesting algorithmic approaches used in the actual
implementation.

The final portion of the dissertation gives a basic quantitative evaluation of the implementation,
including measurements of the size of the generated code and certificates to get a feeling for the
overhead of certification. Some measurements of run time behavior of the compiled programs are
also given.



It is important to state here that while I measure these quantities to gain some understanding
of the cost of my approach, optimizing for small certificates and fast certification time is beyond the
scope of this dissertation. The purpose of this work is to demonstrate the feasibility of using types
to certify type analyzing code generated from a full-scale, general purpose language. Engineering
the representations, while certainly important for making the compiler practical, was not a primary
goal.

1.4 Overview

In the next chapter, I provide a brief introduction to a simplified version of the MIL intermediate
language which is the original source language for the compilation process described in this disser-
tation. Chapter 3 describes the LIL language which serves as the main intermediate language of
the new backend. The complete static semantics of the MIL and the LIL are given in appendixes
A and B, respectively. Chapter 4 gives an introduction to the style of type-analysis used in the LIL
via an extended example. The translation from MIL to LIL is described in detail in chapter 5, and
a proof of soundness is given. Closure conversion of LIL terms is described and proved sound in
chapter 6. Chapter 7 introduces the TILTAL typed assembly language which serves as the target
of the theoretical compiler. A translation from LIL programs to TILTAL programs is described
and proved sound in chapter 8. Finally, the implementation and its relation to the theoretical
presentation is discussed in chapter 9, and some empirical results about the implementation are
presented.



Chapter 2

MIL

I describe the MIL here only briefly, as the theoretical and practical aspects of this calculus have
been discussed in detail elsewhere [PCHS00, SH99, VDPT03]. For the purposes of the translation,
I assume that singletons have already been eliminated [Cra00], although in practice it may be
desirable to do this concurrently with the translation. The syntax of the singleton free MIL is
given in figure 2.1. The MIL is a predicative lambda calculus based on Girard’s F,,, extended with
primitives for type analysis. The intention is that these primitives are definable in terms of the A}"*
calculus of Harper and Morrisett [HM95]. In the untyped TILT back-ends, these primitives are
only compiled directly after moving to an untyped calculus. The complete static semantics for the
MIL are given in appendix A and are fairly straightforward. The remainder of this section gives
a high-level overview of the structure of the language and describes the type-analysis methodology
it employs.

2.1 Kinds and constructors

The kind structure of the MIL is relatively simple in the absence of singletons, with function
and product kinds to classify constructor functions and tuples, and the base kind T3o to classify
constructors which classify terms. The notation T3y indicates that the terms classified by construc-
tors of this kind are intended to be represented by a 32 bit quantity after compilation. I use the
term “constructor” in preference to the term “type” when refering to constructors of arbitrary or
unspecified kind. I reserve the standard terminology “type” for constructors of kind T's.

Most of the the base constructors are completely standard, with the exception of the treatment
of sums and the constructs for type analysis. The sum type encodes the number of non value-
carrying fields directly, instead of simply using unit as the carried value. In addition, the MIL has
a known sum type, corresponding to the type of a sum for which the branch inhabited is known.
A special projection operation projects the carried value out of a known sum. This allows the case
construct to avoid destructing its value which may be unnecessary if the arm doesn’t actually use
the carried value.

Type analysis is present at the type level in the form of the Vararg construct and implicitly
in the Array type. The Vararg type classifies the term-level vararg construct, which is used to
implement non-standard calling conventions for functions which take tuples as arguments. In TILT
tuple arguments to functions are always flattened into registers if the number of fields in the tuple is
small. In order to make this work with polymorphic functions, it is necessary to use type analysis.
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let;x = oprine | let,z;y = oprine
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Figure 2.1: MIL syntax
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The Vararg type can be thought of as simply a type level typecase in a A}** like language which
branches on the argument type of a function type. If the argument type is a small tuple, it returns
a multi-argument function type where the fields of the tuple have been flattened. Otherwise, it
leaves the function type unchanged.

The Array type implicitly distinguishes between arrays of boxed floating point numbers and
other arrays, in order to flatten the boxed float arrays. This is discussed in more detail below. The
rest of the constructor level is a standard typed lambda calculus, classified by the function and
product kinds.

2.2 Proper types

Also described in figure 2.1 is the syntax for the type level. Unlike the constructor level which
corresponds to the notion of types as data, the type level in a predicative system corresponds to the
notion of types as classifiers. The constructor level is included into the type level via an explicit
inclusion T'(c). The type level also contains classifiers for polymorphic functions and tuples of
terms. The duplication of the tuple type at the type level indicates the possibility of constructing
pairs containing polymorphic functions which is not provided for by the constructor level.

2.3 Terms

For the most part, the term-level MIL is a standard lambda calculus with a few non-standard
primitives. The presentation here restricts the syntax to a named form [FSDF93, Mog89] to reflect
the form used internally in the TILT compiler. Named form forces incremental calculations to be
given names via variable binding (hence named form) which is important for various compiler passes
and code generation. Unlike most lambda calculi, the MIL also includes low level data represen-
tation primitives (such as float boxing and unboxing primitives). This allows data representation
optimizations to be expressed at the level of the MIL.

A key optimization that TILT implements is the use of non-uniform data representation. Many
implementations of languages with polymorphism require that all values fit into a word. In par-
ticular, array elements must always be word-sized, which means that arrays of 64 bit floats (for
example) must actually be arrays of pointers to floats. This is unfortunate because of the wasted
space, the extra indirections to access the data, and because of the consequent loss of data locality.
TILT avoids this by incorporating type analysis into the array primitives. By passing types at
runtime and allowing code to dispatch on them, unboxed floating point arrays can be used with
the appropriate subscript stride chosen at runtime.

The MIL calculus differs from the A} calculus of [HM95] in that it does not contain an explicit
type analysis construct such as typerec or typecase. This does not mean however that the idea of
intensional type analysis has been abandoned: rather, the type analysis has been hidden inside the
primitives that need to use it.

For example, TILT deals with floating point numbers by syntactically distinguishing between
boxed and unboxed floats, with appropriate term level conversions between them. This allows
the optimizer to deal directly with data representation optimizations, even at the relatively high
level of the MIL. The syntactic restriction on unboxed floats prevents polymorphic functions from
being instantiated with the unboxed float type, so that all polymorphic values take up 32 bits.
All unboxed floating point arguments are segregated so that they may be passed in float registers.
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A special Farray type is provided corresponding to the type of arrays of unboxed floats, with
corresponding term-level operations farray, fsub and fupd.

One obvious problem with this is that arrays of values whose type is not statically known
to be Float would seem to have to use a boxed representation. By using type analysis in the
array constructor as well as the subscript operator however, at least some of the difficulty can be
avoided. Essentially, the Array constructor incorporates a typecase which selects the appropriate
array representation based on the type of the carried values. Similarly, the term-level subscript
and update operations must dispatch on the type to select the appropriate operation. In the case
that the type turns out to be Boxf, the subscript operation will also be forced to re-box the float
before returning it, since subscripting into an array of boxed floats returns a value of type Boxf.

Type analysis is also encoded into the vararg and onearg primitives which implement special
calling conventions for single argument functions whose argument type is a small record type. For
example, the term vararg, . sv corresponds roughly to the following code using an explicit A}"*
style typecase:

typecase c; of
Record[] => lambdal]. sv <>
| Record[t] => lambdal[x;t]. sv <x>
| Record[t1,t2] => lambdal[x1;t1,x2;t2]. sv <x1,x2>
| - =>f

The onearg construct is the inverse of vararg, turning a variable argument function back to a
normal function. The maximum number of fields that can be flattened (here shown as two) is a
machine dependent parameter of the type theory.

The MIL hides type analysis by replacing certain stylized uses of typecase with primitives that
analyze their type arguments. At some point however, it becomes necessary to make this analysis
explicit. Currently in the compiler, this happens when the MIL is translated to a low-level untyped
language. One of the major challenges in pushing type information down to the machine level in
TILT is making this analysis explicit in a typed language that is amenable to translation to a
typed assembly language. The next chapter discusses a strategy for doing this by reflecting type
analysis into the term level of a more powerful lambda calculus.
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Chapter 3

LIL

There is an apparent disparity between the type-passing model of type analysis and the constructs
available at the machine level. Evaluation of terms depends on the type arguments as well as the
term arguments, but real machine processors are untyped. The ad-hoc solution originally used in
TILT is to translate to an untyped setting, choosing term-level representatives for the type data in
the process. Type analysis then becomes simple branches on the values chosen to represent various
types. This untyped approach was taken because of the absence of a well-understood type system
for typing such code.

In order to make this ad-hoc solution viable for producing typed certified code, Crary, Weirich,
and Morrisett describe a type theory that permits term-level representation of types and type
analysis in a typed setting [CWM98] using primitive terms to represent types. Crary and Weirich
subsequently extend this notion [CW99] to a type theory in which representation of types is defin-
able using only the ordinary lambda calculus term constructs with an enriched type system. The
LIL adopts this idea for its treatment of type analysis, and also extends the MIL with constructs
for representing closures.

3.1 The LIL syntax and static semantics

Figure 3.1 describes the complete syntax of the LIL. As with the MIL, the language is syntactically
restricted to named form. This is not particularly necessary for theoretical purposes, but matches
more closely the implementation.

Kinds form the top of the syntactic hierarchy, and are generally written using the meta-variable
k. Kinds classify the constructors, for which the meta-variables ¢ is generally used. In addition
the meta-variables 7 and ¢ are used to distinguish constructors of kind Tgs, Tgyq respectively.
This is purely a presentational distinction however and does not correspond to an actual syntactic
distinction.

At the term level, the classes of small 32 bit and 64 values are notated as sv and fv respectively;
32 bit and 64 bit operations are notated as opr and fopr respectively; and expressions are notated
using the meta-variable e. Note that the distinction between 32 and 64 bit values is a syntactic
distinction and not merely a notational convention, and similarly for operations.

LIL programs (p) consist of a mutually recursive set (d) of heap bindings (hval), and an exe-
cutable expression e. In the theoretical presentation here, code functions are the only heap values
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Figure 3.1: LIL syntax
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permitted: however, in practice additional statically allocated data is placed in the heap section.!

The next several sections discuss some of the interesting syntactic aspects of the LIL and
introduce the relevant typing judgements. The complete static semantics for the LIL can be found
in appendix B. Many of the constructs described here are also discussed in detail by Crary and
Weirich [CW99].

3.1.1 Typing contexts

Context judgements
Heap contexts F ¥ ok
Constructor contexts | - A ok
Term contexts AT ok

There are three sorts of typing contexts for the LIL: heap contexts W, constructor contexts
A, and term contexts I'. Heap contexts associate closed types with labels and are derived from
the top level heap of a program. Constructor contexts actually serve two purposes: they bind free
kind variables, and they bind free constructor variables at kinds (which may refer to previously
bound kind variables). In principle these two contexts could be separated, but since kind variables
are uni-typed it seems unnecessary. Term contexts bind 32 and 64 bit term variables at types,
which may refer to previously bound constructor variables. I assume that variables for each of
the different syntactic classes (constructors, kinds, 32 bit terms and 64 bit terms) are drawn from
mutually disjoint infinite sets.

A heap context is well-formed if all of the labels in its domain are distinct, and if each of the
types in its range is well-formed in an empty constructor context. This latter constraint reflects
the fact that heap values are bound at the top-level of programs.

A constructor context is well-formed if all of the kind variables in its domain are distinct; and if
all of the constructor variables in its domain are distinct, and if each type in its range is well-formed
in the context preceding its binding.

A term context is well-formed if all of the 32 bit variables in its range are distinct, each type at
which a 32 bit variable is bound is well-formed at kind T3o; and if all of the 64 bit variables in its
range are distinct, and if each type at which a 64 bit variable is bound is well-formed at kind Tgy.

3.1.2 Constructors and Kinds

Constructor and kind judgements
Kinds A F k ok
Constructors | AFc: &
Equivalence |Atc=c:k

The constructor and kind typing judgements are unsurprising. The judgement A - x ok defines
what it means for a kind  to be well-formed in a constructor context A. The judgement A+ c: k

IThe practice of referring to the static data segment of LIL programs as a “heap” reflects the standard terminology
of the literature in this area: however, this usage is slightly misleading since in practice a LIL “heap” is understood to
correspond more closely to the code and data segments of an executable image, rather than to dynamically allocated
heap space. Nonetheless, since this distinction is not apparent in the dynamic semantics of TILTAL, and since the
usage has become standard in the literature, I will continue to refer to this portion of a LIL program as the heap.
Sorry Bob!
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Constants and their kinds
Float:Tgy Int:Tso Void:Tso

Arraysy:T3s — T3 Arrayg,:Tes — T30 Boxed:Tgy — T390
Tagmat — Tsaa Dyntag:Tg2 — T3 Dyn :T'39
x:T391list — Tgo — :T'30list — Tgglist — T30 — Tgo

\/ :nglist — T32 Code ZngliSt — T64liSt — T32 — T32
V:Vj.(j — Ts2) — Tso AVj.(j — T32) — T3
Rec:Vj.((j — Ts2) = (j = T32)) = j — T

Figure 3.2: Constructor constants and their kinds

defines what it means for a constructor ¢ to be well-formed at a kind & in a context A. And the
judgement A ¢ = ¢ : k defines when two constructors are equivalent. Note that the kind and the
context in the equivalence judgement are present for technical reasons: they should not change the
set of equivalences on well-formed constructors (though they do rule out equivalences on ill-formed
constructors). The complete definitions of these judgements are given in appendix B.

The most important change from the MIL is the enrichment of the kind structure: most
importantly, the addition of sum kinds with corresponding introduction and elimination forms at
the constructor level. Universal kinds (Vj.x) and inductive kinds (pj.x) are also provided. Kind
variables bound by inductive kinds are restricted to occur only positively. In order to provide for
the possibility of more general 64 bit types, the LIL uses an explicit kind distinction, providing
kinds Tss and Tgy corresponding to the kind of the types of 32 and 64 bit expressions respectively.

The meta-variables ¢, 7 and ¢ are used to represent constructors of arbitrary kind, kind Tjo
and kind Tgy4 respectively. The lambda calculus portion of the constructor level contains the usual
introduction and elimination forms for sums, pairs, lambdas, unit, and kind abstraction. These
constructs are entirely standard. Inductive kinds are introduced with a fold construct, fold,;x c,
which injects a constructor ¢ of kind k[uj.</j] into the kind pj.k.

The elimination form for inductive kinds is one of the most complex constructs in the LIL
and requires some explanation. The essential idea is to provide a form of primitive recursion over
inductive kinds at the constructor level. A primitive recursive constructor pr(j, a:x, p:(j — K').c)
recursively defines a function from pj.x to &'[uj.k/j], with the body of the function give by c.
The variable « is the argument to the function, and stands for the unfolded argument (nominally
of kind k[pj.x/j]). However, in order to ensure that the function is only recursively called on a
sub-component of the argument (and hence is guaranteed to terminate), « is bound at kind x with
occurrences of j left abstract, and the recursive variable p always has j as its domain kind.

The constructors classifying the term level are presented in the LIL as constants of higher kind.
These constructors, given in figure 3.2, include constants for impredicative universal and existential
types, general parameterized recursive types, arrays, tagged values, sums, integers, floating point
numbers, boxed 64 bit values, pairs, and functions. Formulating these constructors as higher order
constants makes the interaction with type analysis easier to deal with. The kinds of several of the
constants refer to the kind of lists of constructors. This is defined as list[k] = pj’.1 + &k x 5.
Throughout this dissertation I will frequently use the usual ML list syntax for constructor lists.
The kind nat describing the encoding of natural numbers is definable directly in the LIL in the
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usual fashion, and is used in the typing rules as well. When n is a natural number, I write n for
the constructor of kind nat representing n.

For the most part, the constructor constants are fairly straightforward. For example, xc¢ cor-
responds to the type of a tuple, the types of the fields of which are given by the elements of ¢. If
¢ = [11, 2], then this corresponds to 71 X 72 in a more standard notation. Similarly, the arguments
to the — constructor correspond to the types of the 32 bit and 64 bit arguments of the function,
and its return type. Hence, —([7])([¢])(7) corresponds to (7;¢) — 7.

This higher-order abstract syntax methodology is very convenient for both the theory and the
implementation but can interfere with readability. For example: the type of the polymorphic
pairing function written in this style appears as

V[T52] (A(:T52).V[T52] (A(8: Ts2). — [al[}(—[b][](%[a, b]))))

(Note that even here I have used derived notation for lists). To enhance readability, I will frequently
make use of more standard notation. So in this example, I would write the type as:

V[CVZT?,Q,ﬁZTgQ].Oc — ﬁ — ((X X ﬂ)

This practice is also done extensively in the actual implementation via libraries which provide
defined forms implementing the more standard type constructors in terms of the HOAS style
constructors.

The Tag constructor classifies sum tags, and takes as its argument a constructor of kind nat
indicating which branch of the sum the value inhabits.

Sum types are dealt with in the LIL using union types. In principle we allow injection into
any union type. However, the case construct limits its arguments to have union types composed
solely of tags or tagged records for which the tags are disjoint, and cover the full range of tags from
the zero to the largest tag. So for example, the type \/[Tag(0), x[Tag(1l), 7]] is inhabited by terms
which are either tag, or a pair containing a 7 in its second field, tagged with tag; in the first field.
This union type therefore describes a valid argument to case. In point of fact, the tag on the pair
is not necessary and could be elided. More generally, when 7 is a pointer, then both the tag and
the pointer indirection can be eliminated. Note though that in the presence of unknown types such
an optimization again requires type analysis. The actual implementation of sums in TILT in fact
performs this optimization. However, since it adds nothing new to the problem, the theoretical
discussion here assumes a simple treatment of sums in which all value-carrying arms are tagged.

The universal and existential constructors take as arguments a kind indicating the domain
of quantification and a constructor function giving the body. The standard V(«a:k).c becomes
V[k](A(a::k).c), and similarly for the existential. Finally, parameterized recursive types are defined
with the Rec constructor. Rec[k](A(p:k— T32).A(a:k).c)(¢’) (where ¢ has kind k) corresponds to re-
cursively defining a constructor of kind xk— Ts2 and applying it to ¢/. Within the body of ¢, p stands
for the recursively defined constructor, and « stands for the parameter. Therefore, the unfolding
of such a type is given by ¢, (A(a:k).(Rec[k](c)(a))) ('), where ¢, = (A(p:k — Ts2).Aa:k).c).

In order to allow closure conversion to be done within the LIL language, two “function” types
are given. The — primitive type constructor when applied to arguments classifies functions in the
usual sense. The Code primitive on the other hand, classifies “code” functions: that is, code that
is closed.
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3.1.3 Terms

Term judgements
Small values U AT Fsv:T
64 bit values U AT foig
32 bit Operations | U; A;I' = opr: 7 opr,,
64 bit Operations | U; A;I' F fopr: ¢ opry,

Expressions U:A;T'Fe:Texp
Heap values U h:7 hval
Heaps Ut d ok
Programs Uhkp:1

The expression level of the LIL is divided into five syntactic classes: 64 bit values (fv), 32 bit
values (sv), 32 bit operations (opr), 64 bit operations (fopr) and expressions (e). Programs are
syntactically restricted to a named form where all intermediate computations are named in the
usual fashion. In addition to the five classes making up expressions, there are an additional three
syntactic classes making up full LIL programs: heap values (hval), heaps (d), and programs (p).

The well-formedness judgements for the five expression classes are all of the same essential
form, defining what it means for a term to be well-formed at a type 7 (or ¢) in heap context
W, constructor context A, and term context I'. The other three judgements apply to heaps and
programs which do not have free variables of any sort. Therefore, the only context present in these
judgements is the heap context, which describes the free labels of a heap or a program. As usual,
any heap value may refer to the label bound to any other heap value: that is, all the heap values
are mutually recursively defined. The presence of a heap context in the program well-formedness
judgement leaves open the possibility of compiling programs against externally defined labels.

Small values

Values include variables, constants, polymorphic instantiation, and existential introduction. Sum
tags tag, are made explicit, and a coercion is introduced to inject terms into the union type.

64 bit values

The only 64 bit values present in the LIL are 64 bit float constants and variables.

32 bit operations

Operations are computations that return values, and are bound to variables within expressions.
For simplicity, I include values into the operations to unify let binding into a single mechanism.
Other operations include unrolling of recursive types, tuple introduction and tuple selection, boxing,
sum case, known sum projection, exception constructs, and boxing of 64 bit values. Array update
and creation operations are provided for both 32 and 64 bit arrays, along with the array subscript
operation for 32 bit arrays. Note that all memory allocation in the LIL is explicit and present in this
level, whether through the tuple introduction, the box primitive or the array creation primitives.
The only exception to this is function introduction which implicitly allocates a closure: this is dealt
with via closure conversion which turns uses of functions into uses of tuples and code. This is
described in detail in chapter 6 and section 9.3.
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64 bit operations

The 64 bit operations include unboxing of 64 bit values and 64 bit array subscripts, as well as the
inclusion of 64 bit values.

Expressions

Expressions in the LIL are either small values, or let bindings of any of several forms. Recursive
function binding, 32 bit variable binding, and 64 bit variable binding are provided. Existential
unpacking is also included at this level. The most interesting expressions however, are the type
refinement bindings that support the technology upon which type analysis in the LIL is built.

The most important of these is the vcase, or “virtual case” construct. Crary and Weirich
[CW99] describe a system for implementing type analysis as case analysis on constructor-level
sums, essentially defining typecase in terms of more standard type theoretic constructs. They also
describe a variant of their system which allows for a type erasure interpretation but still supports
type analysis as a programming idiom. In this variant, term-level sums are used to stand for
analyzable constructors. The vcase construct provides a mechanism whereby information about
the identity of types encoded as terms can be reflected back into the type level.

To understand how this works, consider a value v of type case(a, f;.¢c, 32.Void). According to
the type given, v is either of type c or of type Void depending on whether a gets instantiated with
a left or a right injection. But since there are no closed values of type Void, it is apparent that «
can not be instantiated with a right injection, since to do so would imply that v has type Void. In
essence, v serves as a witness to the fact that a will be instantiated with the left injection.

This fact can be propagated back into the type system by using vcase. When the argument
to vcase is a variable, its arms are type-checked with the variable replaced with the appropriate
injection in the context and in the body of the arm (that is, in the left arm, the variable is
replaced with the left injection, and similarly with the right). Therefore, in the second branch of
the expression vcase(q, (31.€, #2. dead v) the value v has type Void, which implies that this branch
cannot be reached and is dead code. Within the body of e, a is known to be the left injection, and
v is known to have type c. When types are erased, it is sound to erase the vcase as well, since one
arm is known to be dead code. The vcase construct is the key to implementing type analysis, as
the subsequent section will show.

In addition, two special binding forms exist for refining constructor paths into variables for
analysis. When « has kind k; X kg, the pair refinement operator let((3,v) = aine replaces all
occurrences of « in e with the pair (3,7). This means that projections from « can be turned
into variables. The vcase construct can only refine the type of its argument when the argument
is a variable: this pair refinement construct allows this to be extended to paths as well. The
let(fold /) = aine expression serves a similar purpose when « has a recursive kind.

Heap values

The only heap values currently supported in the theoretical treatment of the LIL are code functions,
which are necessary for closure conversion. Each heap value is required to be closed with respect
to variables, but may refer to any other heap value via its label.
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Heaps

A heap is a collection of mutually recursively defined heap values. A heap is well-formed in a heap
context if each of its constituent heap values is well-formed at the type at which its label is bound.
Note that I require that all of the heap labels be present in the heap context: for non-recursive
functions this is not strictly necessary, but it serves the additional purpose of enforcing the property
that all labels in the heap are distinct (via well-formedness check on heap contexts).

F ¥ ok

U I € ok

U[l:7] = hval : 7 hval
Ul:T]) - d ok

V[l:r] F d, &:7 — hval ok

Programs

LIL programs consist of a heap, which binds labels to heap values, and an expression which
computes the “value” of the program. Since the heap values are (potentially) mutually recursive,
the heap is checked in a context including bindings for all of the labels in the heap. For notational
purposes, I define an operation on heaps, ¥(d), that corresponds to the heap context produced by
taking the label and type from each binding in a heap

U(e) def
U(d, b7 — hoal) < B (d), &7

The well-formedness rule for program simply checks the heap and the expression portion of the
program in the heap context extended with the bindings from the heap.

U, ¥(d)F  ok¥,VU(d)F dok
U, U(d);e; et e:7 exp

VUt letrecdine: T

3.2 Useful properties of the LIL

Subsequent proofs rely on certain properties of the LIL: in particular, that well-typedness is
preserved under substitution and that weakening for typing contexts is admissible.

Lemma 1 (LIL Substitution)
IfA k' Fe:k and AF ¢k then AF c[d/a]: k.

Proof: (By induction on ¢)
We proceed by cases on the last rule of the derivation.

1. If ¢ is a constant or *, then c[¢'/a] = ¢. By assumption, A, a:k; b ¢: K, so by strengthening,
AFc:k.
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10.

Ak |Fd ik

e o = a. Then ¢[¢//a] = ¢;. By assumption, A F ¢/: £’ and A, a:r’ F a:x. But by
inspection of the typing rules, it is clear that the derivation must end in a use of the
variable rule, so k = x/, and hence A+ ¢ : k

e o' # a. Then the result follows as in the constant case above.

. Ala:r] = X(B:kg).c: kg — Ky. Then by assumption, A, a:x/, B:kg F c:k,. By induction,

A, B:kg Fcld /o] : ky. (Note that we assume that § is chosen appropriately to avoid capture.)
Then by the lambda rule, A = \(B:x3)(c[c’/a]): k, and hence by definition of substitution,
At (NB:kg)e)[d/a] k.

. Ala:k'] F 1 cg:k. Then by assumption, A, a:k’ F ¢1:k9 — k and A,a:k’ F cy: k. By

induction, A F ¢1[¢//a]: ke — k and A F ¢1[¢//a]: ka. The result follows directly then from
the application rule and the definition of substitution: A & (¢1 ¢2)[¢//a]: k.

. Afa:rk’] F {c1,¢2) 1 k1 X k2. Then by assumption A, «a:x’ F ¢1:51 and A, a:k’ B cg: k2. By

induction, A F ¢1[¢//a]: k1 and A F co[d//a]: ka. The result follows directly then from the
pair rule and the definition of substitution: A F {(¢1,co)[d/a]: k.

Alo:k'] F miep: k1. Then by assumption A, ik’ F ¢p: k X k2. By induction, A - ¢,[¢ /o] : k %
ko. The result follows from the the projection rule and the definition of substitution.

Alo:k'] F macp : ka. As for .

Alo:k'] F inj,e: + [K1,...,Ky). Then by assumption A, a:k’  c:k;. By induction, A -
¢l /a): k;. Finally, by the injection rule and the definition of substitution:

A, k' (inj;c)[d /a): + [K1, -+, k)
Ala:rk'| b casec[(ag.ci, ..., an.cp)]: k. By assumption:
o Ak’ e + [K, ..., Ky

o Aok, aiki ik
By induction:

o At c[d/a]: + [ki,...,Kn]

o Ala;:ki] Feld/d]: K

(Note that the a; may always be chosen to avoid capture). Then by the case rule and the
definition of substitution, A - (case c[(a1.c1,...,an.ch)])[d/a] : K

Aloek'] - foldyj . c: pj.k. Then by assumption, Alcck’] - c: kpj.r/j] and Ala:s'] F pj.k ok.
By induction, Ala:x'] F ¢[d/a]:k[pj.k/j], and so by the fold rule and the definition of
substitution, Alo:k’] F (foldy; . c)[c’/a] : k[pj.k/]]
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11. Afa:r'| F pr (], B:k1, p:(j — K2), inc) : uj.k1 — k2 Then by assumption,
Alc:k'] = pr(f, B:k1, p:(§ — K2), inc): pj.r1 — Ko

By induction

A, j, Bk, p:(j — k2) Fc[d [a] k2
Note that we can choose variables appropriately to avoid capture, and hence by the primitive
recursion rule and the definition of substitution

Al pr(j, et p:(j — 2), in o) /a] : gy — o

12. Ala:rk'] F c[k] : k2K /]].
Then by assumption:
Ala:k]F c:Vj.ko

By induction:
A Fc[da]:Vj.ke

By the kind application rule and the definition of substitution:
A+ clx][d'/a] : ka[K/]]

13. Ala:k’] F Aj.c:Vj.k. Then by assumption, Ala:x'],j F ¢: k. By induction A, j F c[d/a]: k.
Hence by the kind abstraction rule and the definition of substitution A F (Aj.c)[¢/a]: k.

u
A few structural properties of LIL contexts are important as well. I state the weakening property
and give a sketch of the proof. I remain informal about re-ordering properties of typing contexts
throughout, but in the absence of dependent types or kinds it is straightforward (though tedious)
to formalize them. I will also occasionally informally use simultaneous weakening to combine whole
contexts: e.g. A, A’ where the intersection of the domains is empty. It should be clear that this
form of weakening can also be formalized by an induction on the second context, appealing to the
unary forms of the weakening lemmas to incrementally construct the new context.

Lemma 2 (LIL Weakening)
1. If AF k ok and j ¢ A, then A, j F k ok.

2. If A+ Kk ok and A+ k' ok and o ¢ A, then A, a:x' - K ok.
3. If At c:kand AF k' ok and a ¢ A then A, k' F ¢ k.
4. If Abe=(d:k and AF K ok and o ¢ A then A,o:k' Fe=d ik,

Proof (Sketch): Each of the proofs proceeds similarly by induction on the structure of typing
derivations. For each typing rule, I inductively construct new sub-derivations for each premise and
use the original rule to construct the new derivation. The side-condition on binding sites does not
follow immediately: it is necessary to observe that it is always possible to use alpha-variance to
choose an appropriate bound variable different from «. For premises of the form - A ok, note that
the derivation of = A, a:x’ ok follows directly from the assumptions and the definition of context
well-formedness.

I also state an inversion property of LIL operations.
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Lemma 3 (LIL inversion)
1. If D is a derivation of V; A;T" - opr: T opr,,, then D has a unique last rule for any choice of
opr.

2. If D is a derivation of U; A;T" = fopr: ¢ opry,, then D has a unique last rule for any choice
of opr.

Proof: By inspection. No two operation rules apply to the same syntactic construct. [

23



24



Chapter 4

Example: Floating point array
fattening

4.1 An optimized array strategy

The use of the LIL type refinement operations discussed in the previous chapter is somewhat
non-intuitive. Before attempting to give a full account of the translation of the MIL, it is useful
to consider a small example demonstrating the type-analysis methodology used in the LIL. The
optimization I will describe here, floating point array flattening, is one of several implemented by
the TILT compiler. In this scheme, an array of boxed floating point numbers is implemented not
as an array of pointers, but as an array of the actual 64-bit values. Polymorphic array operations
dispatch on the type of the array contents to determine which primitives to use. In an informal
AME style notation, this corresponds to defining the following type:

Array,pt (o) = Typecase(a) of Boxed(¢) = Arrayg,(¢)
|- = Arrays ()

As an example, I will show how to write a term level array constructor arrayopt that can be used
to construct such arrays.

4.2 LIL implementation of optimized arrays

Type analysis in the LIL is based on the idea of first encoding types as abstract syntax trees, and
then writing functions that use the encodings to reconstruct the actual types or to choose different
branches of code. In fact, it is not necessary to encode entire types: we may choose an encoding
that captures only the information that is useful for our purposes.

More concretely, we first choose an encoding strategy that captures the features of interest
about a type. For every type of interest (that is, every type which is to be analyzed) we construct
two object level items: a constructor which serves as a static encoding of the type (SE), and a term
which serves as a dynamic encoding of the type (DE). Static encodings of types are used during
typechecking to reconstruct the encoded type and to connect the type to its dynamic encoding.
Dynamic encodings are used to perform the actual runtime dispatch. For each of these two encod-
ings, there must also be a corresponding classifier describing it: the static encoding of a type is
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classified by the static encoding kind (SEK), and the dynamic encoding of a type is classified by
its dynamic encoding type (DET).

4.2.1 Static encodings

At the kind level, sums and recursive kinds are used to build a type’s static encoding. For the
purposes of this example optimization, the encoding can be very simple: we need only to be able
to distinguish between boxed 64-bit types and other types. This is reflected in the static encoding
kind for our example:

Topt Ty + T (* Boxed of (¢) | Other of (7)*)

The Topt kind classifies static encodings. The comment is meant to suggest the intuitive corre-
spondence between this definition and an ML-style representation of an abstract syntax tree.

Constructors of kind Topt encode types. In order to take advantage of these encodings, we re-
place all constructors by their encodings. For example, polymorphic functions must expect encoded
types as their type arguments. In order to be able to typecheck applications of these functions, we
must be able to reconstruct the original type from its encoding. This is done by writing an object
level function to interpret static encodings into the types they encode. For the example at hand,
this function simply boxes up the 64 bit types and leaves the 32 bit types unchanged. Hence:

interp : Top — T2 of Ma:Topt). casewof inj; § = Boxed(p)
|inj, 8 = 0

The use of this interpretation function can be seen by considering the static encodings of boxed
64-bit floats and 32-bit ints:

T

Cor Topy < inj; P Float
T

Cr *Topt aof inj20pt Int

Notice that the interpretation function maps each of these back to the original type. This allows
us to reconstruct the original type from the encoding. An important point to note here is that
this scheme does not guarantee that all boxed floating point types will be represented as a first
injection: it is perfectly possible to stuff Boxed(Float) into the second arm of the sum. This is not
a problem, since it merely causes arrays of such types to be represented in un-flattened form. In
fact, one could look at this as a feature, since the optimization does not force you to choose one
representation or the other.

Of course, simply writing the interpretation is fairly uninteresting by itself since it merely gets
us back to where we were before we encoded types. The real benefit of encoding types in this fashion
comes from other useful functions that we can write using encodings of types. In particular, the
actual type of specialized arrays that was given informally above can now be written down directly.

Arrayopt:Topt — Ts2 o Ma:Topt). casewof inj; 3 = Arrayg,(S3)
|inj, B = Arraysy(f)

The Arrayqpt, constructor is a function that maps encoded types to optimized array types. It takes
advantage of the additional information present in the encoded types to represent arrays of boxed
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floats more efficiently. When the encodings are statically known, the optimized array type can be
reduced directly to an underlying primitive array type.

Array,,t(Cpr) = Arrayg(Float)
Arrayopt(Cr) = Arraysy(Int)

When the actual encoding is abstract (for example in a polymorphic function) the composite array
constructor can not be reduced definitively to a primitive array type, since it is not statically known
which sort of array can be expected.

4.2.2 Dynamic encodings

Static encodings account for type analysis at the type level by representing types as constructor
level abstract syntax trees and by writing functions which analyze the structure of encodings to
produce optimized results. Type analysis at the term level is accounted for in an analogous fashion
using dynamic encodings. In addition to encoding every type at the constructor level, we also give
a dynamic encoding of every type at the term level. The DE of a type can then be used to dispatch
at runtime. A key point of this methodology is that the dynamic and static encodings of a type are
not independent: they are related via the dynamic encoding type. This allows information gained
via tests on the dynamic encoding to be reflect back onto the static encoding.

In fact, the DET of a type is simply another object level type function operating on the SE
of the type in the same fashion as the interpretation function and the optimized array functions.
For the example at hand, the type of the dynamic encoding of a type whose static encoding is c¢ is
given by R(c), where R is defined as follows:

R:Topt — Tao aof Ma:Topt)-(case v of inj; B = Unit| inj, 8 = Void)
+(case «of inj; f = Void| inj, 3 = Unit)

This definition is a bit subtle, and is worth examining in detail. The principle high-level point is
that dynamic encodings of types will be values of sum type, which can be dispatched on using the
term level case construct. The subtlety arises in the types given for the two arms of the sum type
here. Metaphorically speaking, each arm of the sum here can be thought of as serving as a “proof”
of the identity of a. The reasoning behind this is to observe that there are no closed values of type
Void. This tells us that any closed value of type casecof inj, f = Unit| inj, f = Void must in
fact be unit. But this in turn tells us (informally) that ¢ can only be of the form inj, 7.

So the informal reasoning of the previous paragraph tells us that after dispatching on the
dynamic encoding of a type, we can informally infer information about its static encoding. In
particular, if the dynamic encoding is a left injection, then the static encoding must similarly be a
left injection; and similarly for right injections. In fact, as we shall see, the vcase constructs gives
us a formal method for using this information.

Dynamic encodings of types are terms whose types are given by the operation of R on their
static encoding. So for example, the dynamic encodings of boxed 64-bit floats and of 32-bit ints
are given as follows:

Ver :R(CBF)
Vi :R(C7)

de ..
= inj;=*
def . .

= inj,*
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4.2.3 Type analyzing terms

To re-cap, static encodings of types (such as Cpp) provide type level representations of the abstract
syntax of the analyzable types. Dynamic encodings of types (such as Vpp) provide term level
representations of the abstract syntax of the analyzable types, and are classified by types which
depend on the static encoding of the type.

In this framework, functions which analyze types (given in the MIL by special primitives) simply
become functions which take as arguments the static and dynamic encodings of the analyzable types
and dispatch on them appropriately. The type of the function to construct flattened arrays reflects
this:

arrayqgpt : V(a:Topt).R(a) — Int — interp(a) — Arrayqp (o)

The type argument and the first term argument correspond to the static and dynamic encodings
of the type of the contents of the array. The type of the initial value for the array is obtained by
interpreting the encoded type using the interp function, and the return type is given by interpreting
the encoded type using the Arrayqpt, function.

The actual implementation of the array creation function simply case analyzes the dynamic
encoding to determine the appropriate primitive array operation to use. The code itself is straight-
forward: the subtlety lies in understanding why the code is well-typed.

arrayopt e Ala:Topt)-A(@a:R(a)) A(é:Int) A(y: interp(a)).
case I,
of inj, r = vcase« of inj, /1 = arrayg,[01](7, unbox(y))
|inj, B2 = deadr
|inj,r = vcasea of inj, f; = deadr
|injy > = arrayg,[](i,y)

As expected, the type argument « has the kind of encoded types, Topt- Similarly, the term
argument x, has the type of dynamic encodings of «, and will be instantiated with the dynamic
encoding of a. The actual type of the contents of the array can only be referred to via the interp
function, since it is unknown at compile time. Therefore, the y argument with which the array is
to be initialized is given type interp(a). Similarly, the return type Arraygpt(a) gives the type of
the returned array as a function of what « turns out to be.

The key to understanding how this all works out is to observe the effect that the vcase constructs
have on the types of the variables in the function. Consider just the first branch of the case analysis
on Z,, where the body of the arm does a virtual case analysis of a. According to the typing rule
for vcase, the second arm of the vcase will be type-checked with inj, B2 substituted everywhere
for «, including in the context. This means that whereas outside the arm the variable r has type

casea of inj; 3 = Unit |inj,[ = Void
within the arm it has type
case inj,fp of inj,;f = Unit|inj,0 = Void

which is equivalent to simply Void. This satisfies the typing rule for vcase, which requires the
dead branch to exhibit a value of type Void as proof that the branch is in fact dead.
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To illustrate this further, the following table shows the types for the variables r and y inside
and outside of the first vcase, at the occurrences indicated in bold in the definition above.

Outside of vcase

Inside of vcase

y: caseaof 1inj; 3 = Boxed((3)
|inj, 8=

y:Boxed (1)

r:case « of inj;f = Unit|inj,0 = Void

r:Void

As an exercise, the reader may verify that when called with the appropriate arguments, the
optimized array function defined above does in fact reduce to the appropriate 32 or 64-bit array

primitive based on the representation of the type chosen.

arrayopt [Cpr](Ver)(10)(box(0.0)) +—* arrayg,[Float](10,0.0)

arrayqpt[Cr](V1)(10)(0)

29
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Chapter 5

The MIL to LIL translation

The translation from the MIL into the LIL language is primarily interesting in that it makes the
uses of type analysis in the MIL primitives explicit and adds representations for types so that this
analysis can be done at the term level. This implements in a typed fashion what is done currently in
an untyped setting. The type analysis methodology for this is essentially the same as that described
in the previous chapter, but extended to handle additional type analyzing operations.

The first section of this chapter gives a high-level overview of the translation, introducing the
relations and stating some of the major typing properties. These translations are developed in
detail in successive sections, along with proofs of their soundness.

5.1 Translation overview

The translation of MIL programs in to LIL programs is defined by several inductively defined
relations between elements of the MIL syntactic classes and their correspondents in the LIL.
These relations may be broadly grouped into four classes: those concerned with the static encoding
of constructors, those concerned with the dynamic encoding of constructors, those concerned with
proper MIL types, and those concerned with the expression translation itself.

The first group consists of the kind and constructor translations, and the corresponding trans-
lation on constructor typing contexts.

Static encoding translations
SEK |k| | ®F |k| ok
SE context | |A| | F |A] ok
SE le| | [A[F |e]: |x]

The kind translation replaces MIL kinds (closed by definition) with closed LIL kinds classifying the
translation of MIL constructors of the original kind. The static encoding translation for contexts
(|A]) simply applies the kind translation across the range of a MIL typing context. This allows
the statement of the desired typing property of the constructor translation: that if A F c¢:k, then
|A|F |c|: |k| (theorem 2). (There are of course a number of other auxiliary typing properties to be
shown: these are covered in more detail in subsequent sections.)

The second group, primarily concerned with the dynamic encoding of constructors, consists
of additional translations on constructors and typing contexts and a relation on constructors and

31



kinds.

Dynamic encoding translations
DET lekl | |Al Hlek| i Tag
DE context | |A] | |A|F]JA] ok
DE le] o; |Al; |AlF|c] ¢ |e:k| exp

The first translation, |c:k|, is a relation between MIL constructor/kind pairs and LIL types. It
defines the dynamic encoding type for a constructor ¢ of kind k. The inhabitants of this type are
the dynamic encodings of constructors, and are produced by a relation between MIL constructors
and LIL expressions: |¢|. The dynamic encoding translation for contexts maps LIL constructor
contexts to MIL term contexts. The domain of the new context is constructed using an injection
from type variables to term variables, while the range is constructed using the static encoding type
translation. It should be the case that if A & ¢: &, then U;|Al; [AlF]e] : |e:k| exp (theorem 3)

The third group is concerned with the translation of proper MIL types (as opposed to con-
structors).

Type translations
Types |7 | |A] F |7]: Tse
Term context | [I'] | |A] - |T'| ok

The type translation is a relation between proper MIL types and LIL constructors of kind T39, and
the term context translation simply maps this translation across the range of MIL term contexts.
It should be the case that if A 7 ok, then |A|F |7]: Tsa.

The final group of translations relates MIL terms of various syntactic classes to their corre-
sponding LIL terms.

Term translations
Small values A;TE svit~ svf U |Af; AL T F sv’ 27|
Float values A:T F fv:Float ~ fv U |Al; |ALIT| F fo' :Float
Operations A;T & opr:7~ opr’ U: |Al; |A]L|T| F opr’:|7| opr,,
64 bit Operations | A;T' F fopr:Float ~» fopr’ | ¥;|Al; JAl, || fopr':Float opry,
Expression A;THe:T~¢€ U |Al; AT F e :|7] exp

It is convenient to phrase these as typed translations since the additional type information is some-
times required in order to construct the appropriate LIL syntax. The intended typing properties
of these translations should be clear. For example, it should be the case that if A;T' F e: 7 and
A;T Fe:7~» € then U; |Al; AL |T| € : 7| exp (for appropriate heap contexts ¥, theorem 8).

5.2 Static encodings of constructors

A static encoding is a LIL constructor which encodes information about the MIL constructor
which it represents. The static encoding can be analyzed at the type level to determine what type
it represents. It can also be translated by an object level interpretation function to determine the
actual LIL type corresponding to the MIL type that it represents. This section develops these
mechanisms, beginning with the translation of kinds.
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5.2.1 The kind translation

The choice of what information to capture in the encoding depends entirely on the kind of type
analysis optimization that is desired. In the MIL, there are two major uses of type analysis:
an array flattening optimization and the vararg optimization. The array optimization is almost
exactly as described in chapter 4, and requires the encoding strategy to distinguish between boxed
floats and other types. The vararg optimization is described in chapter 2, and requires the ability
to distinguish between records of various widths and other types so that the vararg and onearg
operations can choose an appropriate calling convention. For the purposes of this translation then,
it is sufficient for the encoding to capture three classes of types: records (with their widths), boxed
floating point numbers, and all other types. In fact, the actual implementation sub-divides the last
category into pointer types and non-pointer types in order to implement a further optimization on
sums that is not discussed here, as it adds nothing substantial to the discussion.

This division of types into categories is apparent in the static encoding kind that we choose for
the translation:

Toit & Tyolist + 1+ Ty

Intuitively, T, corresponds to an ML datatype as such:
datatype Tp,= Record of Ts2list| BFloat | Other of Tso

For presentational purposes, I will often use ML pattern matching style notation using this intuitive
correspondence.

Recall that the SEK is the kind that classifies static encodings. What this definition tells us
is that encoded constructors are either a list of types corresponding to the types of the fields of a
record, a boxed floating point number, or some other unknown type. Note that since the only 64
bit type in the MIL is Float, it is not necessary to include any information in the second arm of
the sum. If we wished to allow arbitrary 64 bit types to be flattened into arrays, we could replace
the 1 in the second arm of the sum with a Tg4.

The previous definition tells us what the kind of encodings of proper MIL types looks like.
Arbitrary MIL kinds are translated into LIL kinds simply by replacing all occurrences of T3y with
Tmil, and leaving the rest of the structure intact.

def
| T2 = T

def
K1 — Kol = |k1| — |K2]

def
K1 X Ka| = |K1| X |2

Following the methodology described in chapter 4, the first important object level type function
we must define to assist with the encoding is an interpretation function which captures the meaning
of the encoding in terms of the underlying types. This is done by defining an interpretation function
interp of kind T, — Tso.

interp : Ty — T30 def AMa:T ).
case
Record! = x(I)
| BFloat = Boxed(Float)
| Othert =t
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For clarity, I use an ML style pattern matching notation based on the informal datatype definition
given above. It should be completely clear how to translate this to formal syntax simply by replacing
uses of Record [, for example, with inj, [.

Notice that this function is an object level function as opposed to a meta-level translation.
This is necessary, since type abstraction means that the interpretation cannot always be statically
computed.

5.2.2 The constructor translation

The actual constructor translation |c| translates MIL constructors of kind « to LIL constructors
of kind |k|. This means that constructors of kind T3, will be mapped to LIL constructors of kind
Thi. For clarity in the translation, I begin by defining some LIL functions that serve to construct
static encodings of types. These serve as “constructors” for the ML style notation suggested by
the datatype given above.

Record :Tsslist — T def A(:Tgolist). inj ’1rmﬂ Q
BFloat T, g™ (ing, *)

Other T3y — T & Aa:T32). injgm“(ian a)

Note that for syntactic clarity I frequently leave off the kind decoration on sum injections where it
is obvious from context. Frequently, throughout this dissertation I will use boldface for names of
defined forms such as these to distinguish them from primitive syntax.

The actual static encoding translation proceeds for the most part compositionally over the struc-
ture of constructors. Constructors of higher kind are translated directly by recursively translating
their sub-components. All other constructors are encoded into the T,.; kind.

It is convenient to define object level functions for use in the translation and elsewhere that
correspond exactly to the type analyzing primitives from the MIL: Array, and Vararg, . . This
should again be familiar from the methodology developed in chapter 4.

Because of the special treatment of arrays of boxed floating point numbers, the Array type
needs to analyze the type of values the array contains. This is implemented by translating the
Array type into a sum switch on the type. If the type being encoded turns out at run time to be a
boxed floating point number, then the case statement will return the 64 bit array type: otherwise,
it returns the 32 bit version. Note that in the record case, it must explicitly reconstruct the record
using the constituent field types.

Array :Tpg— Tso def AMa:Ty).casea
Record [ = Arrays,(x(0))
| BFloat = Arrayg,(Float)
| Other ¢t = Arraysyt

Vararg types similarly become dispatches over the argument types to select the appropriate
function type: either a flattened function type for small records; otherwise a standard record.
Throughout this translation, we assume that only records with fewer than 3 fields get flattened into
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[& = «
def
PYCHIRE = AMa:|g|).|c]
def
|c1cl = lelfe]
def
| 1] = mle|
def
’ 2 C’ = T ’C’
def
[(c1, e2) = (Je1,le2])
|Int| ' Other(Int)
def
’SU‘mi(Civ"':cn” =
Other(\/[Tag(0),...,Tag(i — 1), x[Tag(i), interp |¢;[], . .., x[Tag(n), interp |cy|]])
| Sumg(ci, ceyCn)l e Other(Tag(j)) j<i
|sun? (ciy .oy ¢y Cn) o Other(x[Tag(j),interp |¢;]]) @ <j <
|Exn)| ' Other(3(a:Ts).(a x (Dyntag a)))
| Dyntag,. | def Other(Dyntag(interp |c|))
|Farray| &f Other(Array Float)
|Boxf| ' BFloat
|Unit| " Record I
|t & Record|[interp |c|]
ler X el def Record|interp |c; |, interp |ca|]
ler X oo X ey aof Record([interp |c1], . .., interp|c,|])
l(e1y---yen) — | & Other((interp |c1], . .., interp|c,|) — interp |c|)
|Array,| & Other(Array(|c|))
Vararg,, .| ' Other(Vararg(|ci|)(interp c2|))
def
(e, B)-(c1, c2) =

(Other(Rec[l + 1](f)(inj, %)), Other(Rec[1 + 1](f)(inj, *))
wheref = A(p:1 + 1 — Tg2) A(w.1+1).

casew

inj, - = interp(|c1|[Other(p(inj, *))/a, Other(p(inj, *))/G])
| inj, - = interp(|cz|[Other(p(inj, *))/a, Other(p(inj, *))/5])

Figure 5.1: The constructor translation (static encoding)
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registers, but in general the number of fields is a machine dependent parameter of the translation.

Vararg T, — T3 — T3 def AMa:T ) A(B:Ts2).case «

Record [ =
(casel
l=0- ﬁ

[t] = (¢) —

|[t1,t2] = (tl,tz) —p

|- = (x(1)) =
| BFloat :> (Boxed Float) — 3)
| Other ¢t = (t) —

Note that the Vararg function as defined above is asymmetric in its two arguments: it expects
the static encoding of the argument type, but for the return type expects the type itself. This
reflects the fact that the result depends only on the argument type and not the result type. An
alternative (and equally valid) definition for the Vararg primitive can be given that expects static
encodings for both arguments (since after all, the argument passed to the Vararg function will
almost always be the interpretation of a static encoding).

Vararg T, — Tuig — T3 def A a:Thi)-A(B:Thj).case a

Record [ =
(casel
| = () — interp(3)

I[t] = (t) — interp(B)

[t1,t2] = (t1,t2) — interp(p)

|- = (x(1)) — interp(B))
| BFloat = (BoxedFloat) — interp(f))
| Other ¢ = (t) — interp(8))

From a semantic standpoint, the two definitions are equivalent. In practice however, using the
previous definition is likely to provide noticeable performance benefits in type-checking since it
provides a definition site for the interpretation of the result type. In the absence of this, a graph
reduction implementation is required to avoid repeated reductions. While this is certainly possible
(and may be desired in any case), careful design of the defined forms used in the translation can
yield substantial performance benefits for very small cost in effort. While I will for the most part
defer discussion of implementation issues until part 2 of this thesis, it is nonetheless worth pointing
out briefly here that a careful theoretical design can greatly impact the ease and efficiency of the
implementation.

Using these definitions, the constructor translation itself (figure 5.1) is almost completely
straightforward. For the most part, the translation proceeds compositionally over the construc-
tors in the obvious manner, applying the static encoding constructors at the leaves of the syntax
tree. The case for sum types is more interesting, since it makes the representation of sums as tagged
unions explicit. Note also that the known sum type from the MIL disappears. Known sums are
no longer necessary because the tagging has been made explicit, and hence the de-structuring of
sum values can be done via record selection, instead of via the proj primitive.

The most syntactically complex rule of the translation defines the compulation of MIL style
recursive types into LIL style parametric recursive types. The essential idea behind this translation
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is to replace uses of multiple mutually recursive types with the fix point of a single parameterized
constructor. The first parameter of the constructor (as usual) is the recursive variable. The
second parameter serves as a selector parameter which indicates which field of the original mutually
recursive type is desired. The translation therefore proceeds by translating the bodies of the
recursive types, replacing uses of the multiple mutually recursive variables with partial applications
of the new recursive variable to appropriate sum injections indicating the selection of the appropriate
arm. The body of the function of which a fixpoint is to be taken uses its parameter to select the
appropriate arm of the recursive type to return. The final tuple of constructors is created by
instantiating the fixpoint once for each of the different arms of the original constructor.

5.2.3 Translation of typing contexts

The kind translation extends in a natural way to define a translation on MIL constructor level

typing contexts.

def
|o] = o

def
A, an| = AL alx]

5.2.4 Proofs of soundness for the constructor and kind translation

Lemma 4 (Well-formedness of T\,;)
For all well formed A such that the bound variables T ,; are not in A,

A Tmil ok
Proof: By construction. Note that for any given A, the definitions may be alpha-varied such
that the variable condition is satisfied.
Lemma 5 (Soundness of kind translation (1))
e I |k| ok

Proof: By induction over the structure of x, and lemma 4.

Corollary 1
If+ A ok then A+ |k| ok.

Proof: By lemma 5 and weakening.

Lemma 6

If o ¢ A’ then o ¢ |Al.

Proof: Note that A and |A| have the same domain by construction.

Lemma 7 (Soundness of the context translation)
If+ A ok then - |A| ok.

Proof: By induction over the structure of A.
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1. If A = e then |A| = e and I- e ok

2. If A=A’ a:k then:

By assumption:
A ok, a ¢ A', and F k ok

By induction:
F A’ ok

By corollary 1:
|A'| F |k| ok

By lemma 6:
ad|A|

By construction:
F A, c:]k| ok

By definition:
F|A| ok
[

The previous result is used to prove a slightly stronger result about the soundness of the kind
translation.

Theorem 1 (Soundness of kind translation (2))
If+ A ok then |A| F || ok.

Proof: By lemma 7, F |A| ok, so by corollary 1, |A| - |x| ok.
u
To assist in the proof of soundness of the constructor translation, I formalize the typing prop-
erties of the definitions in the following lemma:

Lemma 8 (Well-formedness of definitions)
For all well formed A such that the bound variables of the respective defined forms are not in A,

A Finterp : Ty — Tgo

A F Other 2T32 — Tmil

A+ BFloat : T,

A+ Record : T3plist — T
AF Array :Tmil — T32

A F Vararg : T — Tsgs — T3

Proof: By construction. Note that for any given A, the definitions may be alpha-varied such
that the variable condition is satisfied.

Using this lemma, the soundness of the constructor translation follows straightforwardly.

Theorem 2 (Soundness of the constructor translation)

If A c:k then |A|F |c|: K|

Proof: By induction on the structure of typing derivations.
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. Suppose A, :k F a: k. Then by induction F |A, a:k| ok. By definition |A, a:k| = |A[, a:k,
and |a| = a, and so by construction |A, a:k| F a: k.

. Suppose A F A(a::k1).c: kK1 — Kg. By theorem 1, A F |k1] ok, and by induction, |A, a:kq| F

le| s [k2|. But |A,a:k1| = |A], a:|k1], and by lemma 6, o ¢ |A|. So by construction, |A| F
AN az:ky).cl: |k1 — Kal.

. Suppose A F cico: ko. By induction, |A| b |c1]:|k1 — k2| and |A| F |ea] : |k1]. Therefore by
construction |A| F |eicz| : k2.

. Suppose A -y ¢: k1. By induction, |A| & |¢|:|k1 X k2|. So by construction, |A| F |7 | :|k1]-
. Suppose A F my ¢: k. By a similar argument to the previous case, |A| | T2 ¢|: |kal.

. Suppose A F (c1,¢2): k1 X Ko. By induction, |A| F |e1]:|k1] and |A| F |ea] :|k2|. So by
construction, |A| F |{c1,c2)|: k1 X Kal

. Suppose A F Int:Tge. Note that |Tsa| = Th, so it suffices to show that |A| F |Int|: Thy.
By lemma 8, |A| F Other : T3y — Ty, and by the Int axiom, |A| F Int:Tss. So by the
application rule, |A| F Other(Int): Ty.

. The other primitive type constructors follow similarly as with Int.
. Suppose A F u(a, 3).(c1,c2) : Tga x Tso. It suffices to show that

|A| F (Other(reciy1(f, inj, %)), Other(recii1(f,injy *))) : T X T
wheref = A(p:1 +1 — Tg2) ANw.1+1).
casew
inj, - = interp(|c1|[Other(p(inj, *))/a, Other(p(inj, *))/0])
|1nj, - = interp(|cs|[Other(p(1nj, %))/, Other(p(in3, )) /6]

But note that it suffices to show that |A|F f:(14+1—Ts2) — (14 1) — Tso, since the desired
derivation can then be produced by applying the rec rule to show the well-formedness of the
new recursive types; the application rule and lemma 8 to show the well-formedness of the
applications of Other, and the pairing rule to show the well-formedness of the pair.

By induction, |A, a:Tsg, 8:T32| I |c1]: T and by weakening, the freshness assumption, and
the definition of the context translation |A|, a: T, B:Tmi, p:(1 + 1 — Ts2) F |e1]|: Tma. By
the substitution lemma for the LIL (lemma 1):

|A|, p:(1 +1— Ts2) F |c1|[Other(p(inj, *))/a, Other(p(injs *)) /6] : Tmi
By the application typing rule therefore:
[Al, pi(1 + 1 Tsp) I interp(jei| [Other(p(in, €))/a, Other(p(inj, +))/8]): Ts,

A similar argument holds for cs. Therefore, by applying the typing rule for case and for
repeated lambda abstraction (again using freshness and weakening for w), we construct a
well-formedness derivation for f.
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5.2.5 Additional properties of the constructor translation
Commutation with substitution

It is an additional property of the constructor translation that it commutes with substitution:
i.e. that it is compositional. This property is necessary for the proofs of a number of subsequent
theorems, and so I give a proof of it here.

Lemma 9 (The constructor translation commutes with substitution)
lelll]/a] = |e[d/a]|.
Proof: By induction on c.

1. If ¢ is a constant, then a & fuc, fulcl, so |c|[|d|/a] = |c| = |c[¢/a]].

2. If ¢ is a variable o

(a) If @ # o then as in the previous case.
(b) If a = o' then |a|[||/a] = [||/a] = || = |al'/a]].

3. If ¢ = A(B:K).ca, then by definition

IA(B:).c2l[c /] = (A(B:]]).|e2] ) /] = A(B:]s)).(Jezl[c /)
By induction and the definition of substitution:

A(B:|k])-(Je2l[¢'/a]) = A(B:]s])(|ezle’/a]l) = [A(B:k). (e[ /)]
Note, we rely on alpha-variance to ensure non-capture.

4. If ¢ = ¢ye9,mic, (c1, ¢2), the proof proceeds similarly.

The SE translation respects equivalence

Another important property of the SE translation is that equivalent MIL constructors translate
to equivalent LIL constructors. In addition to being important for subsequent proofs, this lemma
is an important “sanity-check” on the translation.

Lemma 10 (The constructor translation respects equivalence)
If At ¢y = co:k, then |A|F |c1| = |ea] 1 |k

Proof: (By induction on equivalence derivations) All of the structural and type constructor equiv-
alence rules are unchanged from the MIL to the LIL, and the proof follows straightforwardly
by induction. I give the reflexivity rule, the pair rule and the beta rule as examples. All of the
primitive types follow directly by reflexivity or by the structural application rule.

1. Suppose A+ ¢ = c¢: k by reflexivity.

By assumption:
AFc:k

40



By theorem 2:
|AF e] : |s]

By reflexivity:
|AF e = el : |x]

2. Suppose A F (M a:ky).c1)(e2) = cifea/a] : ka.
By assumption:
[ K1 ok
A, a:k1 Foepike
Al co:k

By theorems 1, and 2:
|A| F k1] ok
|A, k1| F |er] s | kel
|A[F Jeaf 1]

By the X beta rule and the definition of the translations:
[ALF [(Alazkr).er)(e2)| = |eil[|eal/a] - k2]

Finally, by lemma 9:
|A[F [(Aezka).c1)(e2)| = |er]ea/al| K2

5.3 Dynamic encoding of constructors

The two translations given above, |k| and |c|, define the kind of the static encoding of a constructor
and the encoding itself, respectively. The second element of the mapping from MIL to LIL is giving
dynamic encodings for constructors in order to permit the move from a type-passing interpretation
to a type erasure interpretation.

A constructor’s dynamic encoding is a LIL term which also encodes the same information about
the original MIL constructor, but at the term level instead of at the constructor level. Dynamic
encodings are used to implement type dispatch at runtime. This section defines the dynamic
encoding translation.

5.3.1 Dynamic encoding types

The dynamic encoding translation of a constructor c¢ is notated as |c|. (The notation is intended
to be suggestive of the fact that the translation moves “down” a level, from constructors to terms.)
The type of the dynamic encoding of a constructor is driven by its kind: constructors of pair
kind get represented by terms of pair type, etc. However, the type of the dynamic encoding of
a constructor also depends on its static encoding: this is what captures the connection between
static and dynamic encodings. For a MIL kind & classifying a constructor ¢, I notate the dynamic
encoding type for the constructor as |c:k]|.

T3] = R(|c])
lek — Kol def Via:|k1|](leck1])— Jeaikal
le:ky X Kol def T er1] X |To cikal



The DET translation is defined in terms of a type level function R of type T,y — Ts2. This
function is defined shortly, but for the sake of understanding the translation it is easier to view this
abstractly as the type of representations of constructors of kind Tss.

For constructors of pair kind, the DET is straightforward: a pair type with fields constructed
by projecting out the two halves of the pair and applying the DET translation to each of them at
the sub-component kind.

Constructor functions are slightly more interesting. The essential idea is that constructor func-
tions (functions from types to types) will become term functions (functions from terms to terms).
Accordingly, the DET of a constructor of arrow kind is a term level function type. However, note
that this requires us to construct the DET of the argument type and the result type of the function,
which in turn requires us to have the static encoding of the argument to the type function (which
of course is not yet available). The solution to this dilemma is to observe that the DE function
in question must be polymorphic over all possible static encodings: the DET of the argument and
result can then be given in terms of the eventual encoded type passed to the function. This point
is essential to the methodological goal of maintaining the connection between static encodings and
dynamic encodings.

So far, I have avoided discussing the particulars of the actual encodings of types (that is, of
constructors of kind Tsg). Here what is required is something of the nature of the representation
types of A\, [CWMOS]: the type of representation of a specific type. Unlike in A, these types are
not primitive here. Instead, they are programmed directly in the LIL in the following fashion.

def
R:Tmi— T2 = AawTmp)

caseq
(Record (g =
(case 3([] = Unit | - = Void)
+ case f([.],= Unit | - = Void)
+case ([, -] = Unit | - = Void)
+ case (- = Unit | - = Void)
| - = Void)
+ case a (BFloat = Unit | - = Void)
+ case o (Other _ = Unit | - = Void)

This definition is somewhat subtle. At the top level, the representations of types are always
sums, indicating whether the type being represented is a record, boxed float, or an undistinguished
type. The value carried in each branch of the sum serves as a witness to the identity of the original
type. So for example in the boxed float case the carried value will have type case o (BFloat _ =
Unit | - = Void). Since the Void type is uninhabited, having a value of this type means that «
can only be the static representation of Boxed(Float). This information can be reflected back into
the type system via the special vcase construct, whereby code can use this witness to refine a.

5.3.2 Notational issues

Unfortunately, the named-form syntactic restrictions imposed on LIL terms add a level of inessential
complexity to the dynamic encoding translations. Constructors in the MIL are not in named-form:
in fact, in the absence of singleton kinds or some other definitional mechanism there is in general no
equivalent named-form for an arbitrary constructor. This means that translating MIL constructors
into LIL terms requires the dynamic encoding essential to the translation to occur simultaneously

42



Pairs of expressions (e, e2)

(sv1, sva) ©hety = (sv1, sv2) inx
(sv1,letx = iineg) etz =iin (sv1,e2) (z ¢ fo(svy))
(letx = iiney,eq) © etr =iin (e1,e2) (x ¢ fo(e))
Projection from expressions select’e
; def i .
select’ sv = letx = select’'svinzx

select’(letx = iine) © etz =iin (selectie)

Sum injection of expressions inj{e

L def . S .
inj§ sv = lety = (tag;, sv)in letx = injSyinx

inj§(letx = iine) etz =iin (injSe)

Application of expressions ej[c|es

sv1[c]sva ©ety = svi[c]sve inx
svi[c](letx = iineg) etz =iin (svi[cle2) (z ¢ fo(svy))
(letx = iineq)[c]es © etr =iin (e1][clea) (z ¢ fuv(e2))

Figure 5.2: Derived non-named-form expressions

U:A;T'Fep:m exp

U, A;T Feg:mo exp U AT Fe:1gx7m exp (i€0,1)
U AT F (e, ea) : 11 X 7o dexp U: A;T I select’e: 7; dexp
AFc:k
AFc=+[m,...,x[Tag(i), 7], .., Tn] : T32 U AT e :V(ak). 11 — T2 exp
U:A;THe:rexp (i€1l...n) U AT Feg:mie/a] exp
U; A;T F injfe:c dexp U A;T F eq[cles : To[c/a] dexp

Figure 5.3: Typing rules for derived (non-named-form) expressions
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la| = x4

[A(azk).cl C Naalwl](2ac lazkl). Je]

leieal o leil [le2]](leal)

lmic| def select; |c|

J{el, e2)] o <J01LJC2L>

[Unit| € ing 0D (103, )

Ix[c]l f <' D (10, (103, ()))

ler x ca o 1nJ1(|01XZI)(inJQ(iHJQ(iHhO)))
[x[e, car. s enll j{ mali::[i’lf’ 22D (103, (inj, (103, ()
|Boxf| = ()

leas p(a, B).(c1,e2)] & <1nJ mel gy snghmeeD )

lc otherwise| e in 3(|CD<)

Figure 5.4: The dynamic encoding translation

with a mostly un-interesting “lifting” process which pulls bindings out of expressions and returns
them to named form.

In order to isolate the core issues of the translation from these syntactic issues, it is useful to
define derived syntactic forms (figure 5.2) that allow the translation to make use of apparently
arbitrary expressions without concerning itself with named form. Derived typing rules (figure 5.3)
for the extended syntax with an accompanying proof of soundness (section 5.3.5) permit the free
use of the extended syntax in the translation.

Only a small number of derived expression forms are needed for the purposes of the dynamic
encoding translation: additional definitions are possible. All variables are assumed to be fresh in
the translation: this guarantees that variables will not conflict as bindings are “lifted”. This could
also be dealt with by explicitly alpha-varying terms as necessary.

5.3.3 Dynamic encodings

The term-level encoding translation of constructors is given in figure 5.4 and is for the most part
fairly intuitive. Note that the translation takes advantage of the defined forms from section 5.3.2
for presentational clarity: without this, it is necessary for the translation to handle explicitly the
lifting of bindings. In point of fact, this sort of issue arises in many parts of the implementation of
the translation from MIL to LIL and is handled using a monadic structure similar to the defined
syntax used here.

For the purposes of the translation I assume an unspecified anti-symmetric injection from type
variables into a set of term variables disjoint from those produced elsewhere in the translation. I
refer to the term variables produced by this injection informally as being “indexed” by the type
variable. Note that the translation does not rely on the ability to recover the original type variable
from the indexed term variable.

Type functions become term functions which take both the static and dynamic representations
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of the argument and return the dynamic representation of the result. Applications are modified in
the corresponding fashion. Type level pairs and projections map to term level pairs and projections.
For constructors of kind Ts, it is necessary to construct the type representations by injecting the
appropriate witnesses into the sum type described above.

5.3.4 Dynamic encoding of type contexts

Since the DE translation is defined on open terms, the question naturally arises of what the
appropriate notion of typing context for dynamic encodings should be. Just as the DE translation
maps constructors to types, the corresponding context translation maps constructor contexts to
term contexts using the DET translation defined above. Again, I use the down arrow syntax (|-])
to suggest the movement “down” a level in the syntactic hierarchy.

def

lo] .
def

1A k]l = A, zq: Jack|

Note that the types produced by the DET translation will contain references to the type variables
from the original context: that is, the context produced by the translation will have free type
variables. These variables are described by the context produced by the static encoding of the
original context: that is, |A| F]A| ok.

5.3.5 Proofs for the dynamic encoding translations
Proof of soundness of the DET translation

I begin by showing the well-formedness of the definition of representation types.

Lemma 11 (Well-formedness of R)
For all well formed A such that the bound variables R are not in A, A+ R : Ty — Tso.

Proof: By construction. Note that for any given A, the definition may be alpha-varied such that
the variable condition is satisfied.
u
Using this and the soundness theorems for the SE and SEK translations, I show the soundness
of the DET translation.

Lemma 12 (Soundness of the dynamic encoding type translation)

If A c:k then |A| Fle:k] : Tag.
Proof: By induction on kinds k.

1. Suppose k = T3y. Then by definition, |c:k|= R(|c|). By theorem 2, |[A| F |¢|: T, and so by
lemma 11 and the application typing rule, |A| F R(|¢|): Tso.

2. Suppose k = k1 — k2. Then by definition, |c:k|= Y|a:|k1|](Ja:ki])— |caika]. It suffices
to show that this is well-formed via the formation rule for universals. By theorem 1, |A| I
|k1| ok. By the variable rule, A, a:k1 F «: k1, and so by induction, |A, a:k1| F|a:ky] : Tso.
Again using the variable rule along with the assumption, we obtain that A, a:k1 F ca: kg by
the application rule, and so by induction, |A, a:k1| Flea:ka| : Tso.
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We therefore may invoke the formation rule for universals to produce a derivation of the
desired result.

3. Suppose k = k1 — ka. Then by definition, |c:k|=]71 c:k1] X |72 c:kal. It suffices to show that
this is well-formed via the formation rule for pair types by showing that the two component
types are well-formed. This follows immediately by induction.

[
As with the SE translation, the fact that the DET translation commutes with substitution is
useful for subsequent proofs.

Lemma 13 (The DET translation commutes with substitution)

le:sl [|d]/a] =lc[d'/a]:x]
Proof: By induction on kinds x.

1. If Kk = T3o, then |c:k| = R(|c|). Since R is closed, R(|¢|)[|'|/a] = R(|c|[|¢'|/«]). By lemma 9,
le|l|d|/a] = |e[¢’/a]|. Finally, by definition, R(|c[¢/a]|) =|c[¢’/a]:T3a].

2. If kK = kK1 — Ko then by definition

le:ky — kol [|¢]/ @] jéi (V[B:|k1]](18:k11) — (leB:k2l)) ('] /]

= V[B:|kal](18 1L) = (leBiral [|d']/a])
Note that « # 3 by the assumption of freshness in the translation, and hence

1Bl [Ic'] /o] =|B:k1]

By induction, |c¢B:k2] [|c|/a] =](c[¢'/a])B:k2], again using the fact that o # (. Finally, we
observe that

VIB: |k l](18:m11) — (I(c[’ /a])Biral) =le[¢ /a]:k1 — kol
3. If kK = K1 X Ko then by definition,

leiky X kol [|d]/ & (lmeki] x |mecikal)[|d]/a]

E (Imeml [I¢)/a]) x (Imeenal [|€]/a])

By induction, (|m;c:k4l [|/|/a]) =|mic[d /a]:kil, so

(lme:k1l [|[d]/a]) x (Imac:kel [|€]/a]) aof Imc[d /al:k1| X |macld [a]:kal
def
= |c[d/a):k1 X Kol

46



Proof of soundness of the DE typing context translation

Lemma 14
If « ¢ A then x, ¢|Al.

Proof: By assumption, the injection from type variables to term variables is anti-symmetric with
respect to variable equality. Therefore, by anti-symmetry, if 8 # o then xg # z,. Since the set of
variables in the domain of A does not contain «, the image of the set of under the injection does
not contain x,,.

Lemma 15 (Soundness of the context translation)
If+ A ok then |A|F|A] ok.

Proof: By induction over the structure of A.

1. If A = e then |[A|=e and e - @ Ok

2. If A = A’ a:x then by assumption, - A’ ok, a ¢ A’, and + x ok. By the variable rule,
A’ a:k F a:k, and so by lemma 12, |A|, a:|k| F|la:k| :Tse. By induction, |A’| F|A’] ok,
and by weakening and lemma 6 |A’|, a:|x| F]A'| ok.

Finally by the formation rule for contexts |A'|, a:|k| F|A'|, x4: |a:k| ok. Note that the side
condition follows from lemma 14.

[
Proof of soundness of the DE translation

Lemma 16 (Inversion of derived expression derivations)

For any derivation D of V; A;I' F e: 7 dexp the last rule of D is uniquely determined by e.
Proof: By inspection. Note that for any choice of e, exactly one rule applies. u

Since the DE translation relies on the extended syntax defined in section 5.3.2, is is first neces-
sary to show that well-typedness as a derived form corresponds with well-typedness of expressions.

Lemma 17 (Derived expression rules)
IfU; A;T Fe:7 dexp then V; A;T' - e: 7 exp.

Proof: By induction on the definition of the derived forms. The proof is straightforward: 1 give
here one example case in detail.

1. U; A;T F (eg,e9) : 11 X 7o dexp By inversion (lemma 16, U; A;T F eq: 7 exp and U; AT
es: 9 exp. There are three possible cases in the definition of the derived form.

(a) e1 = svy,e2 = sva. Then (svq, svs) df et = (sv1, sve) inx, which is well-formed by
construction using the assumptions and the freshness of x.

(b) e1 = svi,ea = letx = iine). Then (svy,e2) ety = iin (sv1,€5). By inverting
the second assumption (3), U; A;T" F i:7, opr,, and ¥; A;T, 2:7, F €} : 7 exp. By
weakening the first assumption (lemma 2), ¥; A; T, 2:7, F svp: 71 exp. By the derived
typing rule for pairs ¥; A;T, z:7, F (sv1,€5): 71 X 72 dexp, and hence by induction
U AT iy b (sv1, €h) : 71 X 79 exp. Finally, by construction using the operation rule,
U AT F lete = iin(sv,€h): 71 X T2 exp.
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(c) e1 =letx = iine), e = svp. This case proceeds exactly as the previous case.
2. The other cases proceed similarly.

u

Finally, I show the soundness of the dynamic encoding translation, using the soundness theorems

for the SEK, SE, and DET translations, along with the commutativity lemma for the DET
translation and the soundness lemmas for contexts.

Theorem 3 (Soundness of the dynamic encoding translation)
If At c:k and = U ok then ¥; |Al; |AlF]|c| : |e:k| exp.

Proof: By induction on derivations of A I~ ¢: k.

1. Alak] F a:k.

By assumption:
F Ala:k] ok
F V¥ ok

By lemmas 7 and 15:
F|Ala:k]| ok
|Ala:k]| F]A[a:k]] ok

By definition:

def
lal= x4

1Ak A [2a: k)]

Hence by the variable rule:
U; |Ala:k]]; |A] [z |ack]] F 2ot Jack] exp
2. AF Maiky).c: k1 — K.

By assumption:
F k1 ok,a ¢ fu(A)
A, k1 F e kg

By theorem 1 and lemma 12:
|A, k1| F |k| ok
’A, 04:/@1‘ I—JOAHlL :ng
By induction:
U |A, ek |y [A, ackll-e| @ |e:ke| exp

So by the function introduction rule:
U; |Al; |AlF Akl @ | Aacky.cikp — Ka| exp
3. AF C1C9  R2.

By assumption:
AF iK1 — Ko
AFco:ik
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By induction:
Vs [Af; [AlR]er] @ [eriky — k2| exp
U [Als |AlF]ea] = |eaiki] exp
By theorem 2:
|AlF [ez]: |k
Note that |ci:k1 — Ko Ldﬁf Vi[e:|k1]](lazki])— Jerazkal.
By lemma 13:
lacka] [lea]/a] =|eaika]
larazkal [|ea] /o =]erea:kal
(Note a ¢ fu(c1) by freshness).
Therefore, by the derived rule for application of expressions:
U; |Al; |AlF ciea: |cico:ka] dexp
Finally, observe that by lemma 17:
U; |Af; |AlF crep: |erca:ika| exp
AR T1C:K1.
By assumption:
AF C:KR1 X K2
By induction
U; |Al; |AlF]e] : |e:k1 X k2| exp
By definition:
leik1 X Kol=]mc:k1] X |mocikel
By the typing rule for the select’e derived form:
U; |Al; |AlF select! || : |mcik1] dexp
By lemma 17:
U; |Al; |AlF select! [c| : |mciki] exp

. A myc: kg, The proof proceeds as in the previous case.

. AF{c1,69) 1K1 X R
By assumption:
AFci:ikr
AF C2 I K9
By induction
Ui [AL JAIF]er] @ Jeiiksa] exp
Ui [Af; JAl]eal @ Jeaika] exp
By the derived pair introduction rule:
Wi AL JALE (el leal) o Jerim] x Jeaika| dexp
By theorem 17:
U A AL (el Jeal) o lerzkil X leaika] exp

By the definitions of the translations and the beta rule for pairs:
Ui Al [ALF{er, e2)] = [(e1s e2)ih1 X k2| exp
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7. The rest of the cases follow directly by construction, with appeals to previous lemmas where
necessary.

5.4 Type translations

5.4.1 Proper MIL types

The DE and SE translations complete the apparatus needed to translate proper MIL constructors.
Constructors of kind T32 map to constructors of kind T,,;;, which permits analysis of the form of the
original constructor. However, since proper types are not analyzable in the MIL (only constructors
of kind Tsg can be analyzed) the translation of proper MIL types does not map into the Ty,; kind,
but instead goes directly to kind Tss.

V[a1:k1, -y anikn](T1y - oy Tin ) (k) — T def
V[ag:|kl, - oy antlknl]
(laa:kil, ... laniknl, |71, - - oy |Tm|) (Floato, . .. ,Floatg_1) — |7
1T(c)| def interp |c|
L% X Tl E N (NS

The most interesting piece of this translation is the treatment of polymorphic functions. Additional
arguments corresponding to the dynamic representations of the type arguments are added to the
parameter list of the function. Other types are translated compositionally. Notice though that the
translation of a constructor used as a type is the interpretation of the translation of the constructor.
This reflects the fact that proper MIL types are not available for analysis - they simply serve as
classifiers.

5.4.2 The term typing context translation

The type and kind translations can be used to give a definition of the translation of a MIL typing
context in the obvious manner.

def
| o] = o
IT,zir| |0, 27
T, 264 of ||, x64:Float

5.4.3 Proofs of soundness for the proper type translations

Theorem 4 (Soundness of the type translation)
If A+ 7 ok then |A| - |7]: T3

Proof: By induction on 7. We proceed by cases:

e AFT(c) ok

By assumption:
AFc: T32
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By theorem 2:
|AlF e] T3

Note that |Ts2] = T

By lemma 8:
|A| F interp : Ty — Tso

By the application rule:
|A| F interp(|c|) : Ts2

AF71 X...xT1, ok

By assumption:
AF71 ok... A7, ok

By induction:
|A| F |7‘1| :T32... |A‘ H |Tn| 1T32

By construction:
’A‘ - X[|Tl‘7 ) ’TTLH okTi3o

AFVaikl, ... anikn(T1, ..., Tm) (k) — T 0k

By assumption:
Abk;ok 1€l...n
Alag:Rl, ... ankp]F 10k 1€1...m
AlariKy, ..., aniky| F 7 ok

By theorem 1 and lemma 12:
IAlFkiok i€1l...n
|Aar:Re, ..oy k]| Flaiiki] :Tse i€1...n

By induction:
|Alag:ky, ..y apikp]| F || : T2 1€1...m
|Ala1:Re, .o k]| 7] T2

By the function type introduction rule:

V[ag:|kil, ..., ant|knl] .
AlF { (lar:kil, ..oy lan:knl, |71, - - - |7m]) (Floaty .. . Floaty) — |7 +Tso

Lemma 18
1. If x ¢ T then x ¢ |T|.

2. If{L‘64 ¢ I" then T64 ¢ |F|

Proof: Note that I' and |I'| have the same domain by construction.

Lemma 19 (Term context translation)
If A+T ok then |A| - |T'| ok.
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Proof: By induction on derivations, using the domain lemma (lemma 18), the soundness lemma
for the constructor translation (lemma 7) and the soundness theorem for the type translation
(theorem 4).

Corollary 2
If AFT ok then |A| F|AL, |T'| ok.

Proof: By induction on T, using lemmas 18, 19 and 15. Note that we assume that indexed
variables . are drawn from a “fresh” set, and hence there is no interference between the domains

of |A| and |T'|.

5.4.4 The type translation respects equivalence

Lemma 20 (The type translation respects equivalence)
If AF 11 =79:Tso, then |A| F |11| = |72|: Tseo.

Proof: By induction on equivalence derivations, appealing to lemma 10 and the structural equiv-
alence rule for application in the base case (T'(c)).

5.5 The term translation

The translation from MIL terms to LIL terms is not much more complicated than the constructor
translation, but is syntactically somewhat more cumbersome. In order to ensure that the ap-
propriate type information is available for constructing LIL terms, it is convenient to phrase the
translations on terms as typed translations of the form A;T' F e:7 ~» ¢ indicating that in the
typing context A;I', a MIL term e of type 7 translates to a LIL term €.

5.5.1 Definitions for the term translation

In order to more concisely state the translation itself, I first define a number of LIL functions
implementing type analysis primitives. In a practical implementation, it may be desirable to inline
some or all of these functions: for the most part however this is purely a policy decision trading off
code size against function calls. Note though that in general it is not always possible to eliminate
the lambda abstraction since the type analysis mechanism requires that certain types be a variable.
In the case that the type to be analyzed is an application of a variable, the lambda abstraction
cannot be eliminated.

The first defined form is the optimized array constructor, essentially as described in the example
from chapter 4. I again use ML style pattern matching at the term level for clarity of presentation.
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Note that the definitions are closed and hence can be written directly as code.

def
array =

code[a:Thi](A(rqa: R(e),i:Int, v: interp(a))():Array(a).
caser,
Record z = vcase a (Record - = array; i ) (4,0) | - = deadz)
| BFloat x = vcase a (BFloat _ = arrayg,, (¢, unboxv)) | - = deadx)
| Other z = vcase a (Other - = array; i) (4,0)) | - = dead )

Here the DE argument, 7, is the dynamic encoding of the constructor represented by «. As can
be seen from the definition of R, the type of r, is therefore a term-level sum describing the top
level structure of the encoded type. The appropriate branch is thereby chosen via an ordinary case
statement and evaluated. The vcase serves to refine the type argument to reflect the identity of
the type back into the type system.

In addition to the array creation function, I define specialized update and subscript functions
for the optimized arrays.

d def
code[a:Tmil](ra: R(a),a: Array(«),i:Int, v: interp(a))():Unit.
caserg
Record z = vcase a (Record - = upd;;e,p(a) (@, 8, v) | - = dead )
| BFloat x = vcase a (BFloat _ = updy, . (@, i,unboxv)) | - = deadx)
| Other z = vcase a (Other - = upd;o;p(a) (@, 4,0)) | - = dead )
sub &
code[a:Thil](ra: R(a), a: Array(«),i:Int)(): interp(«).
caserg

Record r = vcase o (Record _ = subjyerp(a)(@,7) | - = dead z)
| BFloat x = vcase a (BFloat - = box(subricat(a,?)) | - = dead )
| Other x = vcase o (Other _ = subjyerp(a)(@; 7)) | - = dead x)

Notice that all of the array primitives, in the case that the array is a flattened float array, will
perform boxing or unboxing. If the type is statically known, both the branching and the boxing
can be optimized away, but in general they cannot be avoided. This makes it very important to
recognize statically reducible uses of type dispatch.

The vararg and onearg primitives from the MIL correspond in a similar way to the defined
vararg and onearg functions in the LIL. Notice that as with the Vararg type function, I choose
to make vararg polymorphic over the encoding of the argument type, but the interpretation of the
encoded return type (that is, the return type itself).
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def
vararg =

code[a: Ty, p:T32](ro: R(a), f:(interp(a)) — p))(): Vararg(«a)(p).
caserq(
Recordy = vcasea(
Record o/ = casey
| inj,z = vcased’
(0 = A0-(F0)
| - = deadx)
| inj; x = vcased’
([8] = Ay:0)-(f ()
| .= dead )
| inj, x = vcased’
(181, B2] = A(y1:81, y2:82)-(f(y1,y2))
| - = dead )
| inj;-=f
| - = deady)
[-=1)

The implementations of vararg and onearg are more complicated than those of the array primi-
tives. In addition to dispatching on the top level form of the type of the argument, they must also
distinguish between record types with different numbers of fields. In the case that the argument
type is a record type, both vararg and onearg must consider the number of fields of the record to
determine whether or not to emit a wrapper function, and what the argument types should be. For
vararg, this wrapper function packages its arguments into a record and passes it on to the original
function. The onearg construct simply reverses this.

def
onearg —

code[a:T i1, p: T32]A(ro: R(av), f: Vararg(a)(p))():(interp(a) — p).
casery(
Record y = vcase o (
Record o/ = casey
| inj,x = vcased’
(1'% Alyunit).(£0)
| .= deadx)
| inj, © = vcased’
([6] = A({y): x [8])-(f ()
| .= deadx)
| inj, x = vcase o’
(181, Bo] = A1, y2): x [B1, Ba])-(f (41, 42))
| .= deadx)
| inj3-=f
| .= deady)
|-= 1)

I assign a LIL heap label to each of the named definitions: for example, vararg is the label given
to the vararg definition.
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5.5.2 The term level translation

The complete MIL to LIL term translation is given in section 5.6, but a selection of example rules
from the translation are discussed below to illustrate the important points of the translation.

Small values

The small value translation judgement is of the form A;T' F sv:7 ~» sv’, and is for the most part
uncomplicated.

Injections into non-value carrying arms of sum types are translated into uses of union types,
as described previously. Note that injections into value-carrying arms are not values in the MIL
since they require allocation. Their translation is therefore described in the operation translation.

A;T F inj ,tagéumi(a : Sumi(é) ~> injunion g, ) tag;

Float values

The float value translation judgement is of the form A;T - fv:Float ~» fv’. Float values in the
MIL and the LIL correspond exactly: hence the translation leaves the terms unchanged.

64 bit operations

The 64 bit operation translation judgement is of the form A 7:Float ~ 4/, and is also relatively
uncomplicated. For example, the floating point subscript operation changes in only minor syntactic
ways.

A;T F svy :Farray ~ sv) A;T F svg:Int ~ svf

A;T + fsub(svy, sv2) : Float ~» subgioat (S0, s05)

32 bit operations

The 32 bit operation translation judgement is of the form A;T' F i:7 ~+ i’. Much of the interesting
work of the translation takes place in the operations.

Although the most significant part of the MIL to LIL translation is the representation of type
analysis within the term language, the definitions given in section 5.5.1 isolate all of the uses of
type analysis. Consequently, the translation of type analyzing primitives such as vararg is very
straightforward: they simply become calls to the code definitions via the appropriate heap labels.

AT svie; — cg~ sv/

A;T & vararg,, ., sv:Vararg, ., ~» callvararg[|ci|,interp |ca|](lc1l], sv’)

Notice that as previously discussed, I pass the interpretation of the encoded return type to the
vararg code, instead of the encoded type itself. The dynamic encoding of the argument type is
passed as an additional argument to the function to allow the dispatch on types to take place.
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Sum types become union types, with the tagging of records made explicit.

AT F sviej~ s

AT H injgumi(a sv: Sumf(é') ~ injunion gy, ) (tag;, sv’)

As discussed in the constructor translation, the known sum type from the MIL disappears in
the LIL. Uses of the projection from this type become second projections out of a tag-value pair.

A;TE svu: SumZ(E) ~ sv

AT projéumi(a sv:cj ~ select? sv/

In the LIL the exception type is no longer primitive, instead being replaced by uses of existen-
tials and pairs.

A;T'F svp: Dyntag, ~ sv) AT svg:c~ sv)

A;T' - inj_dyn,(svq, sv2) :Exn ~
pack(sv], svh) as Jo:T3a.(Dyntag(a) X «) hiding |c|

Since the exception type is closed, I will frequently refer to it via the following definition for brevity:
def
Dyn = Ja:T3s.(Dyntag(a) X «)

One of the most illustrative rules is the rule for the translation of applications, since it makes
clear the “plumbing” work necessary to make type analysis explicit.

AT F sv:Voukt, .o ik (T, o Tim) (B) — 7~ 0/
AT & sv;imifer/an, ... enfan] ~ svh AT F fu; :Float ~ fu]

AT Fosvler, ..o en)(svn, .oy svm) (fog, .o fog) i Tl /o, . .oy e fam] ~
sv'ller]s - lenl](leal, - ooy lenl, sl oo svl, ) (ol - fol)

Notice that each type argument is passed to the function once as a type argument in its static
encoding, and once as a term argument in its dynamic encoding. The rest of the arguments
are translated using the small value and float value translations and are passed as usual. The
application translation will of course be paralleled exactly by the translation of functions in the
expression translation below.

The term translation judgements

The term level translation judgement is of the form A;T" + e:7 ~» ¢/. For the most part, the
expression translation simply appeals to the various other judgements. The only interesting case is
that of polymorphic functions.

A Tf o V[asis](F)(Jzg) — 7y @ik, 277, 25 ep iy~ €
A;T[f VaZe|(T)(|zf|) = 7] FerT~ €

AT F letrrecy, flafik](x)(2}).efine: V[alk|(T)(Jxf|) — 7~

let|, recyy,| flaz|kll(zq: la:k], T7) (2 Float).¢} ine’
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As expected from the application case, each type argument is both lifted to the static encoding
kind and used to construct a dynamic encoding type for a new term level argument serving as its
dynamic encoding.

Programs

The final LIL program is produced from a closed MIL expression by wrapping the result of the
expression translation with a heap binding the defined forms used in the translation.

4% .
sub V[a:Tpyi) Code[R(c), Array(«), Int][](interp(«))
upd V[a:Thi] Code[R(a), Array(«), Int, interp(a)][](unit)
array  :V][o:Tp] Code[R(e), Int, interp(a)][](Array(«))
vararg  ¥[a: Ty, p'Tao] Code| R(c), (interp(a) — p)][](Vararg(a)(p))
onearg :V[a: Ty, p:Ts2] Code[R(x), Vararg(a)(p)][](interp(a) — p)

eebec:Tve

Fe:7~» letrecd; ine’ prog

5.5.3 Proof that the term level translation preserves typing

Small Values

Theorem 5 (Small value translation)
IfA;TFsv:T, B W ok and A;T - sv: 1~ sv’ then W; |Al; |A, T| F sv’:|7|

Proof: By induction on terms.

1.

If sv = 2 then

By assumption:
ATl x:tbHx:71
F U ok

By inverting the assumption:
AT, z:7 ok

By lemma 19:
|A| F|AL, T, 2:7| ok
By the variable rule and the definition of |T'|:
3 |AL AL [T, | 7| = 2|7
If sv =i then
By assumption:
AT Fi:Int
F ¥ ok

By inverting the assumption:
AT ok
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By lemma 19:
|A| FIAL |T[ ok

By the int rule:
U; |Al; JAL T Fi: Int

. If sv = unroll,. sv then

By assumption:
AT Fosv: (e, B)(er, c2)
At c=mula,B)(c1,c2): Tao
AF sv:mu(a, B)(c1,c2) ~ sv’

By induction:
U5 |AFIAL T E sv”: [ ple, B)(e1, e)|

By lemma 10:
|A[F e = [m ple, B)(c1, e2)| : Trman

By definition:
| mi plex, B) (e, 2)] = Rec[L + 1](f) (im, )
wheref = A(p:1 +1 — Tg2) A(w.1+1).
casew
inj, - = interp(jc: |[Other(p(inj, =)/, Other(p(inj; +))/5)
|inj, - = interp(|ce|[Other(p(inj, *))/a, Other(p(injy *))/5])

Therefore, by the unroll rule:
U [Al; |AL [T'] Funrolly sv’": f(Rec[l 4+ 1](f))(inj, *)

It suffices to show that:
f(Rec[1 +1](f))(inj, *) = interp(|c;[m p(a, B)(c1, c2)/a, w2 p(ex, B)(c1, c2)/B]|)

By lemma 9:
|ci[m1 p(e, B)(c1, e2) /v, mo plev, B) (e, e2) /B]| =
lcilll m1 (e, B)(crs e2)|/ oy | w2 p(ay, B)(er, e2)]/B]

By definition:
| ™1 (e, B)(c1, ¢2)| = Other(Rec[l + 1](f)(inj; *))
| T2 pu(ev, B)(c1, c2)| = Other(Rec[l + 1](f)(injy %))

So it suffices to show that:
f(Rec[l +1](f))(inj; *) =
interp(|c;|[Other(Rec[l + 1](f)(inj, *))/a, Other(Rec[l + 1](f)(inj, *))/0])
By definition of f:
f(Rec[l +1](f))(inj; ) =
case (inj, *)
inj, - =
‘ interp(|c1|[Other(Rec[1 + 1](f)(inj; *))/a, Other(Rec[1 + 1](f)(inj, *))/B])
inj, =
interp(|ce|[Other(Rec[l + 1](f)(inj, %))/, Other(Rec[1l + 1](f)(injsy *))/3])
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If ¢ = 1, then by the beta rule:
f(Rec[l +1](f))(inj; *) =
interp(|c1|[Other(Rec[1 + 1](f)(inj, %))/, Other(Rec[l + 1](f)(inj, *))/8])

If i = 2, then by the beta rule:
f(Rec[l +1](f))(injy %) =
interp(|ce|[Other(Rec[l + 1](f)(inj, *))/a, Other(Rec[l + 1](f)(injy *))/3])

4. The roll case follows similarly.
5. If sv = inj,tagéum_(a then:
By inversion of the first assumption:
AFT ok

By lemma 19:

|A] FAL [T ok
Therefore by the tag rule:

s [A AL T F tag; : Tag(j)
Note that

’ Sumi(ci, . ,Cn)’ =
VI[Tag(0),...,Tag(i — 1),..., x[Tag(i), interp |¢]|], . . ., X[Tag(n), interp |c,|]]

So by the union formation rule :

U |A[; JAL U] F injunion gy, ) tag; : | Sum;(c)

Float values
Theorem 6 (Float value translation)
If A;T & fv:Float, - ¥ ok and A;T' F fv:Float ~ fu’ then |Al; |Al,|T| F fv':Float
Proof:
1. If fo = zy then

By assumption:
A:l',zy - x:Float
F ¥ ok

By inverting the assumption:
AFT,z; ok

By lemma 19:
By the variable rule and the definition of |T'|:
U; |Al; JA], |F|,:Ef Fxy:Float
2. fo=r.
By assumption:

AT F r:Float
W ok
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By inverting the assumption:
AFT ok

By lemma 19:
|A| FIAL |T[ ok

By the float rule:
U: |Al; |A]L T F r:Float

64 bit operations

Theorem 7 (Float operation translation)
If A;T - i:Float, - W ok, and A;T'F i :Float ~ i’ then |A|; |A|,|T'| ¢’ :Float opr,,

Proof:
1. If i = fv then:

By inversion of assumptions:
A;T F fv:Float
A;T F fv:Float ~ fv’

By theorem 6:
U |Al; |ALIT| F fvo' :Float

By the float value inclusion rule:
U; |Al; AL |T| F fo’ :Float opr,,

2. If ¢+ = unboxf sv then:
By inversion of assumptions:
A;T'F sv:Boxf
A;T F sv:Boxf ~» sv/

By theorem 5:
U:|Al; JAL,|T| = sv’: Boxed Float

By the unbox rule:
U |Al; |Al, |T'| F unbox sv : Float opr,,

3. If i = fsub(svy, sva) then:
By inversion of assumptions:
A;T'F svp :Farray
A:T'F svy:Int
A; T+ svy :Farray ~ sv]
AT F svg: Int ~ svh

By theorem 5:
U: |Al; |A,|T| F sv] : Arrayg,Float
U |Al; AL D) F svh: Int
Hence by the 64 bit subscript rule :
U: |Al; |AL|T| F subrioeat (sv], sv5) : Float opry,
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Operations and expressions

I begin with a lemma to capture the appropriate typing conditions for the definitions used by the
translation of the type analyzing primitives.

Lemma 21 (Definitions)
1. If - ¥ ok then

U+ sub : V[a:Tp;] Code[R(«), Array(«), Int][](interp(«)) hval
2. If - U ok then
Ut upd : V][o: Ty, Code[R(«), Array(«), Int, interp(«)][](unit) hval
3. If - ¥ ok then

U k- array :V][o: Ty Code[R(«), Int, interp(a)][](Array(«)) hval

4. If - ¥ ok then

U - vararg : V[a:Tp, 3:Tss] Code[R(q), interp(ar) — 8)][](Vararg(a)(3)) hval
5. If - ¥ ok then

U - onearg : ¥[a: Ty, B:T2] Code[R(a), Vararg(a)(3)][] (interp(ar) — 3) hval

Proof: By construction.

u
I define a heap context ¥; that gives types for the above definitions as follows:
v, def o,
sub V[a:Tpi] Code|R(ar), Array (), Int][](interp(a)),
upd V[a:T i) Code[R(ar), Array(«), Int, interp(a)][](unit),
array  :V[o:Tp] Code[R(«), Int, interp(a)][](Array(«)),
vararg :V[a: T, p:T32] Code[R(«), (interp(a) — p)][](Vararg(a)(p)),
onearg :V[a: Ty, p:T32] Code[R(), Vararg(«)(p)][](interp(a) — p)
Lemma 22 (Initial context)
= \Ifi ok
Proof: By construction.
"

Operations and expressions are mutually recursive: hence their soundness theorems are stated
most naturally together. Since the translation of operations generates calls to the code functions
implementing type analysis, the soundness theorem for the translation is defined relative to the
initial context defined above.

Theorem 8 (Operation and expression translation)
1. IfF AT F 7 and AT F i1~ 4 then Vg5 |Al; AL |T| F 41 |7] opr,,

61



2. If A;T Fe:r and A;T Fe: 7~ € then W5 |Al; AT F e :|7| exp

Proof:
The proof proceeds by simultaneous induction on operations and expressions. We begin with
the operations.

1. If i = sv then:
By inversion of assumptions:
AT Fsv:T
AT sviT~ 50/

By theorem 5:
i | Al AL T F s’ |7

By the small value expression inclusion rule:
Wis [A[ JAL T = sv”:|7] opry,
2. If i = vararg, ., sv

By inversion of assumptions:
A C1 2T32
A Co: T32
AT Fsvier — e
A;TFsvicy — co~ s/

By theorem 2:

’A‘ F |Cl| :Tmil
| Al fea|: Tl
By lemma 8:

|A| - interp |ca| : Ts2
By theorem 3 and weakening;:
Wis [Al AL [T Fleil + R(er)  (Note |e1:Taal= R(c1)).
By theorem 5:
Ui |A[ JAL DI E st |1 — o
By the initial context lemma (22):
Wi; |Af; JAL || F onearg : V[o: T, p:T32] Code[R(ev), interp(ar) — B][](Vararg(a)(p))

By the code call rule:
U;:|Al; AL |T) F callvararg[|ci|, interp |co|](le1], sv”) : Vararg(|eq])(interp |ca|) opra,

3. If © = onearg, ., sv

By inversion of assumptions:
Ak C1 IT32
A Co: T32
A;T' & sv:Vararg, .,
A;T & sv:Vararg, . ~> sv’

By theorem 2:
’A‘ |— |Cl| :Tmil
|A]F [ea] : T
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By lemma 8:
|A| F interp |ca| : Tao

By theorem 3 and weakening;:

Wis [A[ AL [P Fleil + R(ler])  (Note |e1:Taal= R(le1l))-
By theorem 5:

U;: Al AL |T) = sv’: Vararg(|eq])(interp |ea))

(Note |Vararg01_>02| = Vararg(|c1|)(interp |c2]))

By the initial context lemma (22):
Wi; [Af; JAL [T = vararg : V[a:Trmil, p:T3o] Code[R(a), Vararg(a)(p)][l(interp(er) — /3)

By the code call rule:
U;:|Al; AL |T) F call onearg[|cy |, interp |c2|](le1], sv”) : interp |¢1| — interp |co| opr,,

. If i = boxf fv then

By inversion of assumptions:
A;T'F fv:Float
A;T F fv:Float ~ fv’

By theorem 6:
U;; |Al; AL T F fo' :Float

By the box rule:
U,; |Al; JAL |T| F box fv' : Boxed Float

LI = projéumi(a sv then

By inversion of assumptions:
Ak Sumj () : Tsz
AT F sv: Sum(ciy ..oy €y nv s Cn)

) ) T (0 . !
AT sv: Sumy (¢, ..., ¢, ..., Cp) ~> SU

By theorem 5:
U |Al AL T F sv’ | Sum! (¢4, ...y ¢jy v vy cn)|
By definition:
| Sum!(c1,...,¢j,...,cn)| = X[Tag(j), interp |¢;]]
Hence by the selection rule:
;s |Al; JAL D] F select? sv’: interp |¢j
(Note the implicit type inclusion, hence interp |c;| = |T'(¢;)|)

LI = injéum(c sv then

Cj,...7Cn)
By inverting the assumptions:
A& Sum(ci, ..., ¢, ..., cp) T3
AT svieg
AT F sviej~ s
By theorem 5:
Wis | Al JAL T s ey
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By the pair and tag rules:

s |Af; AL T - (tagy, sv') : x [Tag(4), ¢j]]
By definition:

| Sum;(ci, ..., cn)| = V[Tag(0),...,Tag(i — 1),..., x[Tag(i), |¢;
By the union injection rule:

i [A[ AL [T F inj union, gy, ) (tag;, sv') : | Sum;(c)|

I,

CIf i = (sv),..., sv),) then:

By inverting assumptions:
A:T'Fsv;:ry i€l...n
ATEsviimi~sv, ie€l...n

By theorem 5:

Ui AL AL D) F svh:|n] ie€el...n

By the tuple rule:
is | Al AL T E (s, . psvp) 0 X (171, [7al]

. If i = select! sv then:
By inverting assumptions:
AT Esvim X... X7,
AT Fsvim X ... X Ty~ sv

By theorem 5:
LR VAN B VAN B B T E T QU

By the select rule:
U, |Al; AL T| F select? sv’: |
. If i = case,(sv) (x1.€1,...,2p.€,) then:
By inverting assumptions:
AF71:T39
A;TF sv: Sum;(C)
A;T[z; : Sum! (O)] Fej:T
AT = s Sumy(€) ~ sv’
ATz : Sum ()] - ej: 7~ €
By theorem 4:
|A|F |7|: Tse
By theorem 5:
Wi |A[ JAL | F s : | Sum;(€)]
By induction: A
5 [Al; [AL [Tlz;: Sum] (9)]] F € : 7] exp
Note that: A
T Sumi (€)]] = [T'[[:] Sum; ()]
| Sumi'(ci, cooyen)] = V|[Tag(0),...,Tag(i — 1),..., x[Tag(i), |¢]],
| Sumg'(cl, cocn)| =Tag(y) j<i
|Sunl ey, .., en)| = x[Tag(j), 5] i< j<n
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10.

11.

Hence by the case introduction rule:
U Al AL T+ casem(sv’) (x1.€],...,xp.€)):|T| exp

If i = handle (e, z.€2) then:

By inverting assumptions:
AFT: T32
A:T'Fer:r
A;T[z :Exn]Feg:T
AT e T~ €]
ATz : Exn] - eg:7 ~ €}

By theorem 4:
|A‘ F |7” :T32

By induction:
Uis |A[ JAL T[ € : |7] exp
Ui |Af; JAL [Tlz:Exn][ - €5 : 7] exp

By definition:
|T'[x:Exn|| = |T'|[x: Dyn]

So by the handle rule :
Ui;|Af; JALL [T| - handle; (€], 2.€3) : [7] oprs,

If i = svfer, ...y en](sv1, ..oy sUm)(foq, ..., fog,) then:

By inverting assumptions:
AT Eosv:Vogike, .oy anikn(Te, ooy ) (k) = 7
AT F svicmiler/ag, ... cn /o)
A;T F fv;:Float
AT sv:Vanukt, ... etk (T, oo Tin) () — 7~ 0
AT E svi e/, ... enfag] ~ sv)
A;T F fv,:Float ~ fu}

By theorems 5 and 6:
U AL AL T Eosv’: V[ag:ik, .o aniibn] (71, -0y i) (B) — 7
‘Ili; ‘A|aJALa ’F’ + SU; : ’7'@'[01/041, cee ,Cn/Oén”
U, |Al; AL |T| F fvl i Float

By definition:
Vs, .. acikn(T1, .o Ti) (B) — 7] =
Viag:|kil, - .o ans|rnl](laikil, - oo lamiknl, |71y - -y | 7m]) (Floatg . . . Floaty) — | 7|

By theorem 2:
Al F el k] i€el...n

Therefore by the type instantiation rule :
Uis |[A[ AL T so'[ledl, . fenl]:
((lenzkal, . Jantknl, 1], o [7m|) (Floaty . . . Floaty) — [7])[lc1|/an, .. ., |en]/an]
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12.

13.

14.

To apply the function application rule, is suffices to show that:
\I’i; ‘A|aJALa |F| l_JCZL : Jai:HiL HCl’/O‘l, SRR |Cn’/05n] 1el...n
and
Uit |AL AL D] F svl s |mil[lei] /o, - - lenl/am] i€1...m

By theorem 3:
Ui [AL AL D] el Jeisksl iel...n

By lemma 13:
lag:rg| [ler]/an, ..o |enl/am] =lailer/an, ... en/om]ikil=]citk4)

We know from above that:
Uit |AL AL D] F svf:|mifen/oa, ... en/an]] i€l...m

But by lemma 9:
Imillleal /e, - leal/an] = [Tiler/ca, - s en/am]]

Therefore, by the application rule :

U, A AL T F sv'[lens - - lenl](leal, - oo lenl, sl ooy svl, ) (ful, -

ITllleil /e, - - o lenl /o]
Finally, note that by lemma 9:
Tlllerl/on, . lenl/an] = |Tler/aa, . .. en/am]|
If i = raise, sv then:

By inverting assumptions:
AF71:T39
A;T F sv:Exn
A;T F sv:Exn ~ sv/

By theorem 4:
|A‘ H |7'| 2T32

By theorem 5:
Ui Al AL T F s’ |[Exa|

Hence by the raise introduction rule:
Uis AL AL D] - raise|; sv': |7
If i = mkexntag, then:

By inverting assumptions:
AFc:Ts
AFT ok

By theorem 4:
|A‘ H |C‘ :T32

Hence by the dyntag intro rule:
Ui; |Af; JAL [T| F dyntag),, : Dyntag(|c|)

If i = exncase,(sv) (sv; = x1.e1,_ = e2) then:
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By inverting assumptions:
A;T F sv:Exn
AFT: T32
A;T' F svy : Dyntag,,
ATz Fer:m
A:T'Fey:T
A;T F sv:Exn ~ sv’
A;T' = sv1: Dyntag, ~ svj
ATzl Fer:m~ €]
AT eg:T~ €

By theorem 4:
|A| H |7'| 2T32

By theorem 5:
Ui | Al AL T F s’ |Exa|
Us | Al AL T F svf:| Dyntag,., |

By induction:
Wi; |A[ AL [Dlzi:e][ ey || exp
Uiz |A[JAL T ey : |7] exp

Hence by the dyncase introduction rule:
U;: |Al; |A,|T'| F dyncase, (sv) (sv} = z1.€],-= €)):|7| opr,,

15. If @ = sub.(sv1, sva) then:

By inverting assumptions:
At c: T32
A;T F svq:Array,
A;T F svg:Int
AT+ sv; i Array, ~ sv)
AT+ svg: Int ~ svh

By theorem 4:
’A‘ H |C‘ :T32

By theorem 5:
Ui |Al; |AL U] F sv) : |Array,|
Wy |Al; JAL T| F svy @ [Int]

By theorem 3:
Wis [A[ AL [T el = R(le])

By lemma 22:
U, Al AL IT| F sub: V[a:T;) Code| R(«), Array(ar), Int)][] (interp(«))

Hence by the code call rule :
U;: |Al; |AL|T| F callsublc|](lel, sv), svb) : interp |c¢| opra,

16. If ¢ = upd_(sv1, svg, svz) then:
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17.

18.

By inverting assumptions:
AFec: T32
A;T F svq:Array,
A;TF svy:Int
A;TFsvs:c
AT+ sv;: Array, ~ sv)
AT+ svg: Int ~ sv)
AT F svz:c~ svh

By theorem 4:
|A| H |C| ZT32

By theorem 5:
U,: |A]; AL |T| F svf : |Array,|
Wis | Al JAL D] F svh: [Int|
U,: |A] AL D] F svf el

By theorem 3:
Wi |A[ JAL D Flel : R(|e]) exp

By lemma 22:
U,: |Al; JAL T F upd : V][o:Tpi] Code[R(c), Array(«), Int, interp(«)][] (unit)

Hence by the code call rule :
Al; |Al, [T F call upd||c|](|c|, sv, svh, svh) :Unit opr
1 2 3 32

If i = array, (sv1, sv2) then:

By inverting assumptions:
AlFc: T32
A;T F svp:Int
AT F svg:c
AT F svp:Int ~ svf
AT F svg:c~ sv)

By theorem 4:
|A| H |C| ZT32

By theorem 5:
Wis | A5 |AL || F svf : [Int]
Wis Al AL D] E syl

By theorem 3:
Wis [A[IAL [T el = R(le])

By lemma 22:
U5 AL JAL |T| F array : V[o:Thi) Code[R(«), Int, interp(a)][](Array(«))

Hence by the code call rule :
U,: |Al; |AL|T| F callarray[|c|](Jcl, sv), svh) : Array(interp |¢|) opr,,

If 4 = fupd(svy, sve, fv) then:
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By inverting assumptions:
A; T svp :Farray
A;T F svg:Int
AT F fu:
A;T' F svy :Farray ~ sv]
AT F svg: Int ~ svh
A;T & fv:Float ~» fov’

By theorems 5 and 6:
Ui |Al;JAL D] F svf : [Farray|
Ui Al AL T F svhy: Int
U, |Al; JAL |T| F fo’ :Float

By the 64 bit array update rule:
Ui; |A[5 AL D] F updpy g (507, 505, fo') : Unit opry,

19. If i = array(sv, fv) then:

By inverting assumptions:
A;T'F sv:Int
AT F fu:
A;TF sv:Int ~ sv/
A;T & fv:Float ~ fv’
By theorems 5 and 6:
U;: Al AL T F sv’: Int
Vs |Al; AL |T| - fo' :Float
By the 64 bit array creation rule:
|Al; AL |T| F updg, o (50, f) : Farray(Float) opr,,

For expressions

1. If e = sv then:

By inversion of assumptions:
AT Fsv:T
AT sviT~ 50/

By theorem 5:
s |A[ AL T F sv: 7]
By the small value expression inclusion rule:
Ui |A[ AL T = s s |7] exp
2. If e=1et, z = iine then:

By inversion of assumptions:
VANS N o BE
AT e et
AT hEdim~
AT embe:T~ €
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By induction:
Ui |Af5 AL T] 4" |75] opry,

Ui | Al AL D), 27| F € || exp  (Note that [T, z:7;| = [T,

By the operation rule:
Uis [A[ JAL T - 1let), x = i’ ine’: |7| exp

. If e=1et,xy = iine then:

By inversion of assumptions:
A;T'F i:Float
AT xple:r
A;T F i:Float ~ ¢/
AT zpbeiT~ €

By induction and theorem 7:
Ui |Al; AL |T| F 4" : Float opr,,

Wy |Al; AL |T], z¢:Float €’ : 7| exp (Note that |I',zf| =

By the 64 bit operation rule:
Uis [A |AL [T - 1et), xy = i"ine': |T| exp

. if e = let, rec,, flaZk|(x7r)(2F).€f ine then:

By inversion of assumptions:
A, ok UIf - V[eds)(T)(|xf]) — 1 a7, 27| Fepimy
A;T[f = V[ais|(7 )(\-’Ef!)—>7r] Fe:T
A, ok L[f - V[eEs)(T)(|ef|) — 70, 277, a:_}]l—ef:nve}
A;T(f : V[aZk|(T )(\xf]) —7n|kFeT~¢

By induction:

x| 7))

|I'|, zs:Float)

Ui |A, ekl [A, aiial, [TUf - V[ais](7) (|2 p]) = 7 27, @3] | € |7 | exp

Wi [A[JAL [T[f : V[ess](P)(|og]) — ]| F €'z 7] exp

By definition:
1A aflk|=]Al, x4 fa:ﬁL
And
By definition:
IC[f = ViezEsl(P) (s ) — 70, 277, ]| =
DI = IV[ess] (7 )(\ﬂ?f!)—%! wilr|, 2y Float] =
IT|[f : V][a: |/@H( k| ]T\ (Float) — |7,|, = |T] xy:Float]
Hence by the rec rule:
s AL AL T =
let), rec, | fla:|kl](za: Ja::ﬁ[,ﬁ)(m).e} ine':|7|

Programs
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Theorem 9 (Programs)
Ife;ele: andt e:7~> letd;ine prog then e - letd;ine:|7|.

Proof: (By construction)
By lemma 21 and the heap well-formedness rule:
By theorem 8
U;;e;0 ¢ i |7| exp
So by the program well-formedness rule
e letd;ine:|7|

5.6 The complete term level translation

Small Values AT sv:7~ sv/

AT Fa:T~

A;TFi:Int~ i
AFc=mu(a,B)(c1,c2): Tao
AF sv:m;u(a, B)(c1,c2) ~ sv’

A;T Funrolle sv:ci[m (e, B)(c1, c2) /o, ma (e, B)(cr, c2) /B] ~
unrollipserp el SV’

At c=mu(a,B)(c1,c2): Tao
AT F osviemy pla, B)(er, co)/a,mo p(a, B)(e1,c2)/B] ~ sv’

A;T Froll. sv: m p(a, 8)(eq,co) ~
roll, sv’

A;T F inj ,tagéumi(a : Sumi(cﬁ ~ injunion g, ) tag,

Float values ’A F fv:Float ~» fv"

A;T'Fr:Float ~r

A;Txf] F oy :Float ~ xy
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64 bit operations At i:Float ~ ¢/

A:T F fv:Float ~ fv’

A;T - fv:Float ~» fo’

A;T + sv:Boxf ~» sv/

A;T + unboxf sv:Float ~» unbox sv’

AT F svp :Farray ~ sv)  A;TF svg:Int ~ st

A; T F fsub(svy, svg) : Float ~» subpieat (s0], s05)

Operations ’A; Lki:7~ 4

A;TFsviT~ s/

AT Fsv:iT~ sv

AT Fsvicy — co~ sv/

A;T + vararg,, ., sv:Vararg, ., ~ callvararg[|ci|,interp |c2|](lc1], sv”)

. . /
A;T = sv:Vararg, . ~ sv

A;T - onearg,, ., sv:c1 — cg ~» callonearg||cy|,interp |ca](Jc1], sv”)

A;T F fv:Float ~ fv'

A:;T F boxf fv:Boxf ~» box fv’

A;TF su: Sum{(é} ~ sv'

A;T = projéum,(a sv:cj ~ select? sv/

AT sviej ~ svf

AT H injgumi(a sv Sumf(é) ~ inj union g, 7 (tag;, sv’)
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. . !/
AT F sv; i1~ sv;

AT (s01, .00, 800) i T1 X ooo X Ty~ (sU], ..., sUL)

AT Fsvim X ... X7y~ s

A;T F select? sv:7; ~ select! sv’

/A

AT F sv: Sum;(6) ~ sv’ A;T[z; - Su.mi(cﬂ FejiT~ e

A;T' 1= caser(sv) (w1.e1,...,Tp.€n) : T~ casep,|(sv') (1.€], ..., 2p.€})

ATkep:t~e) ATz :Exn] b ey:7~ €

A;T F handle, (e, z.e2): 7~ handle, (€], x.¢5)

AT E sv:Vonsk, ..o anifn) (71, - oo Tim) (B) = 7~ sv”
AT & sv;imifer/an, ... enfan] ~ svh AT F fu; :Float ~ fu]
AT Fosvler, ..o en)(svn, .oy sum) (fog, .o fog) i Tl /o, . .oy e fam] ~
sv'ller]s - lenl](leal, - ooy lenl, svh, oo svl, ) (ol - fol,)

AT F sv:Exn~ sv’

A;T - raise, sv:7 ~> raise;| sv’

A;T'F svy: Dyntag, ~ sv) AT F svg:c~ sv)

A;T F inj_dyn,(svi, sv2) :Exn ~
pack(sv, svh) as Ja:T3o.(Dyntag(a) x «) hiding |¢|

A; T - mkexntag, : Dyntag, ~ dyntag|c|

A;T' = sv1: Dyntag, ~ sv]
ATz Ferit~e] AT e~ €

A;T' F exncase,(sv) (sv1 = x1.e1,- = e2): T~ dyncase_(sv) (sv] = z1.€], - = €})

AT+ svp:Array, ~ sv) AT F svg: Int ~ sv)

AT subc(sv1, sv2) : ¢ ~ callsub||c|](lc], sv), svh)
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A;T F svy:Array, ~ svf  A;T F svg: Int ~ svh
AT F svg:c~ svh

A;T' F upd, (sv1, sva, sv3) :Unit ~» callupd[|c|](]c|, sv), svh, svf)

A;T | svy :Farray ~ sv] A;T F svg:Int ~ svf
A;T F fv:Float ~ fu'

A;T = fupd(svy, sv2, fo) :Unit ~» updpy o, (U], sv5, fo’)

A;TF svp:Int ~ sv) A;TF svg:c~ sv)

A;T F array, (svi, svg) : Array, ~ callarray[|c|](|cl], sv], svh)

A;TF sv:Int ~ sv' A;T F fv:Float ~ fv'

A;T + farray(sv, fv) : Farray ~» arrayg ... (sv’, fv’)

Expressions ’A; ke~ ¢€

AT Fsv:iT~ sv

AT Fsv:iT~ s

ATEi:7 ~ @ ATe:7Fe:r~ ¢

ATl let;z =iine: 7~ let x =i ine

A;T'Fi:Float ~ 1 AjT[zf]lFe:T~¢€

AT let,xp =iine: T~ let x5 =i ine’

A T[f V]ais|(F)(|xg|) — 7, ik, a7, 2% b ep 7y~ €
ATf V[eEZe)(T)(|lzg]) = 7] F et~ €

A;T'F letrrec,, flafik](ar)(2}).efine: 7~

let|r recy,| flo|kl](za: lazkl, T7) (2 Float).e) ine’
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Chapter 6

Closure converted LIL

6.1 Introduction

Closure conversion is a common strategy for implementing languages with higher order functions.
The essential idea is to replace terms that evaluate via substitution of values for free variables with
terms that can be evaluated by referring to an environment providing definitions for free variables.
Since the latter evaluation model matches more closely that of actual machines, closure conversion
is probably the most standard technique used for compiling higher-order functions.

In the LIL, closure conversion is the process by which function definitions are replaced with
existentially abstracted pairs of environments and code pointers; and by which function applica-
tions are replaced with projections and code calls. Since the LIL is a typed language, the closure
conversion translation must maintain well-typedness of terms. This means, among other things,
that in addition to turning free term variables into additional function arguments, the closure con-
version translation must also turn free constructor variables into additional function constructor
arguments. However, since the LIL language admits a type erasure interpretation, the type envi-
ronments do not need to be represented at runtime, which simplifies the problem of typed closure
conversion.

The fact that LIL types can be erased at runtime means that in the underlying assembly
language semantics, polymorphic instantiation can be a value, whereas in the MIL a polymorphic
instantiation corresponds to passing actual runtime data and hence can not be thought of as a value
in the sense of requiring no computation (as opposed to being valuable in the sense of being freely
duplicable). This fact is important since it allows closure conversion to instantiate polymorphic
functions directly when closures are built, which simplifies the theoretical framework for typed
closure conversion.

There is extensive literature on typed closure conversion [CWM98, MWCG97, MMH96, MH98],
and the LIL closure conversion algorithm adds nothing essential to this previous work. In this
chapter I will briefly describe the important translation steps and prove a soundness theorem
without going into any great detail.

6.2 The closure conversion translation

There are a number of different strategies possible for implementing closure conversion for recursive
functions. Morrisett and Harper [MH98] give a fairly comprehensive overview of the different
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approaches, and in section 9.3 I discuss some of the trade-offs between the different approaches.
The translation as described here uses the “recursive code” translation, which implements closures
via simple existentials and pairs, but requires a primitive notion of self-calling code. Fortuitously
(by design), the LIL language supports all of these notions.

In the next sections, I give a high-level overview of each part of the translation, and list a few
key translation rules. In general, the closure conversion translation rewrites terms by first rewriting
their sub-terms, and then reconstructing the term intact. Only in the specific cases of functions,
function types, and function applications is a change made to the immediate structure of a term
or type.

6.2.1 Constructors

Closure conversion does not change kinds in any way, so the first translation I discuss is the
translation of constructors. I notate the translation of a LIL constructor ¢ under closure-conversion
as |c|. Almost every case of the constructor translation is uninteresting except for the case for a
polymorphic function type.
def
V[ariki, ..., anikn). — (c1)(c2)(c3)| =
J[ae:Ta2]. X [V][a:k1, . . ., Qniky). Code(ae :: |e1])(|e])(es]), )

This case is actually quite illuminating since it clearly demonstrates the closure conversion process,
and is therefore worth exploring more closely.

Recall the type of the arrow constructor in the LIL: —:Tg9list — Tgqlist — T30 — T30. The
types c1, co, and c3 are therefore the the 32 bit argument type list, the 64 bit argument type list,
and the return type, respectively. The translation of the arrow type simply translates these types
compositionally, and then adds an additional type to the head of the 32 bit argument type list.
This type, ae, is the type of the environment containing the free variables of the function that are
to be passed to it as an additional argument. I use the informal :: notation to mean addition to
the head of a list.

The type V[ai:k1,. .., an:ky] Code(ae i |c1])(Jc2|)(|es|) therefore describes a polymorphic code
function which in addition to the 32 bit arguments described by |ci|, expects a first argument
described by ae. Referring to this type as 7, the type X[7¢, ae] classifies a function of this type
paired with an actual environment of the same type: ae.

What then is a.? The important point of the closure conversion translation in a typed setting
is that the types of the free variables of a function are not apparent from its type. The environment
type is abstract outside of the local scope where the function is defined. All that need be apparent
from the type is that the type of the environment expected by the function and the type of the
environment provided in the closure coincide.

In order to capture this abstraction, the standard technique is to use existential quantification.
This then is the last part of the translation process. The final type is produced by existentially
quantifying over the environment type, c.

6.2.2 Typing contexts

The translation on typing contexts ¥ and I' is defined in the obvious way by mapping the type
translation across the ranges of the contexts.
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6.2.3 Terms

Term translations
Small values U AT svit~ 0 |W|; A;|T| F sv: |7
Float values U: A;T - fv:Float ~ fu’ |U|; A;|T| F fo' :Float
Operations ;AT F opr:7 ~ opr’ |U); A; T F opr’:|7| opr,,
64 bit Operations | ¥; A;T' & fopr:Float ~ fopr’ | |¥|; A; |T'| + fopr’ :Float opr,,
Expression U;A;TFe:T~ dine |W|, ¥(d);e; e d ok

(W], U(d); A;[T| e’ :|7| exp

Programs UEp:ir~p UEpr

The high-level shape of the term level translation should be apparent from the discussion of
the type translation. The essential task of the translation is to replace functions with existentially
quantified code/environment pairs, and to replace function calls with closure-projections and code
calls.

The term level translation is a typed translation, since the types of free variables is needed to
construct the appropriate environment types. Additionally, it is very important in the LIL that the
substitutions associated with type refinement operations be carried out as part of the translation,
since these change the set of free type variables of expressions (as well as affecting equalities between
them).

The general form of the closure conversion translation therefore exactly parallels the typing rules
for the LIL. In addition to checking the type of terms however, the closure conversion relation also
“produces” a new closure converted term. Moreover, in the case of the expression translation, a
new set of heap values is also produced containing the new code replacing the functions from the
original term.

The interesting cases from the translation arise from application and function abstraction. In
order to simplify the syntactic structure of the translation, it is convenient to catch applications
in the expression translation rather than in the more obvious operation translation. Consequently,
the operation translation has no case for application.

Function application

U AT g:V[agky, .o anskn (71, ooy Tin) (01, ooy &) — T~ 50/
U AT Fosviimfer/an, ..o enfan] ~ svh WA T F fu, i difer/an, ... en/an] ~ fol
U AT,z 7ler /o, ... en/an] F e ~ dine

U AT F letz = gler, ... enl(sv1, .oy $Um)(fog, ..., fog)ine: 7/~
din
let[a,, 2. = unpack sv’ in
let f = select! z.in
letz, = select? T.in
letz = call f[lcil, ..., |en|](xe, sV, ..oy 50l ) (fol, ..., fu}) ine€

Since function definitions are replaced with closure definitions by the translation, the variable g
will be bound to a closure after the translation. The new term replacing the application first unpacks
the closure to get at the underlying code/environment pair, and then selects out the components.
The code pointer thus extracted is then passed the environment as an argument along with all of
the original arguments.
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Function abstraction

The translation of function definitions is by far the most complicated part of closure conversion.
The complete translation rule is given in figure 6.1. Conceptually, it can be separated into two
steps: producing code to construct the environment and the closure, and wrapping the function
body in code to extract the components of the environment.

Creating the closure

The environment must contain all of the free variables of the function: that is, all of the free
variables of the function body except the function arguments and the function itself. Since the
LIL as defined lacks heterogeneous tuples, the 64 bit free variables must be boxed before they can
be placed in the environment. Consequently, the closure creation code begins by boxing up all of
the free 64 bit variables, then creates a record consisting of all the 32 bit variables followed by the
boxed 64 bit variables. This record is the function’s environment.

In addition to closing up the function over the free term variables via the environment, it is also
necessary to abstract away all of the free type variables. These are “packaged” up into the closure
by immediately instantiating the label for the new code function with the free type variables from
the original function. Since the type parameters do not actually exist at runtime, there is no need
to store them separately in the closure via a kind existential.

To create the final closure value, this partially instantiated label is written into a two field
record with the environment which is then packed into the existential type, hiding the type of the
environment. The original function name is bound to the resulting package.

Restoring free variables from the environment

The code from the previous section, executed at the site of the original function definition, serves
to create the closure which is then passed around in place of the function. A second code sequence
must also be added as a prelude to the function body to restore the free variables of the function
from the environment. This code can be seen in the fcode definition from the function translation
rule.

The initial segment of the un-packaging code simply projects out the 32 bit variables from the
environment. The second segment projects out and un-boxes the boxed 64 bit variables from the
environment. The final segment creates a closure to bind the function name to for internal uses.
This consists of allocating a tuple to hold the code pointer and the environment, and packing it
into the existential. The necessity of recreating the closure tuple inside of recursive functions is the
principal disadvantage of the “recursive-code” approach to closure conversion. Note though that
this is only necessary for escaping occurrences of the recursion variable: non-escaping occurrences
can be replaced by uses of the code pointer and the original environment. This will be discussed
in more detail in section 9.3.

6.2.4 Heap Values and Programs

Code functions are already closed, and hence are not directly closure-converted. However, in the
LIL as defined, they may contain normal functions as sub-terms. Therefore, the bodies of code
functions are translated just as any other expression.
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AFrkr;ok (1€l...k)

A aqiRk1, ..ok T Ty (1 €1...m)
Aok, .. ok E @i Tes (P€1...n)
A,alzm,...,ak:nk |—T:T32
At 1 =Vagike, - akike] (T, oo T ) (P1, -« oy ) — T Tao
U A anih, - gtk Ty fom, 2im, o BT, 210000, s 2nidn Fep i T~ dine

UAT(f:r]Fe:T~d ine

Josa(ep) \{z1, -, 2m, [} ={y1,-- -, yq} foea(ep) \ {21, -, zn} = {r1,. ..

foilep) \{aa,...,ar} ={B1,...,Bn}
7e € X[[T(y1)],- -, |T(yq)|, Boxed [(r1)], . .., Boxed [T (ry)]]
fcode ¥ code[fB1:A(B1), ..., B A(f)), at:k, - . ., ak:KE]
(TeiTey x1:| 1l - ooy Tt Tim])

(z1:lnl, - -5 Zni|¢nl)-

lety; = select! Te in

let y, = select?x. in
letb; = selectdtlz, in
let ry = unbox b; in

letb, = select?Ptly, in
let 7, = unbox b, in

let f. = (fcode[f,. .., [, ze) in
let f = pack f. as |7| hiding 7, in

/
€f

T}

U AT F ety recy, flafik|(a7r)(2}).ef ine: V[alk|(T)(|zf]) — 7~
d, fcode:|7,.| — fcode, d’
let by = boxr; in

let b, = boxr,in
letze = (Y1,...,Yq, b1,...,bp) in
let f. = (fcode[f, ..., (], z.) in

let f = pack f. as |7| hiding 7, in

e/

Figure 6.1: Closure converting recursive function definitions
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Wi QiR ey QKR BTy v v v s LTy 212015+« + 5 Zni0n F €: 7~ dine

U b code|a:hl, ..., Qg RE)(T1:T1, - ooy Tt Tin) (21201, « -+« Znin )€
V[ag:ik1, ... agikg] Code(Tr, .oy T ) (@14« oy D) (T) ~
din code| ([a1:k1, - - - agikg] (T TLls - s Tt Tn]) (212D - - s 20t @nl)-€f

Heaps are translated by translating the individual heap values, lifting out any new heap values
to the top level.

Uk e~seine

U[l:r) = hval : 7~ dginhval’ V[l:7] = d ~ dp ind’

V[l:r] & d, b:7 — hval ~ dg,dp ind', £:|7| — hval’
The translation on programs rewrites the heap and the expression body to form a new program.

U, U(d) Fd ~ dyind
U, U(d);e;ete:7~»d.ine

U |- letrecdine: T ~» letrecd’, dj, d. ine’

6.3 Soundness of closure conversion

The proof of type preservation for the closure conversion translation is fairly straightforward, as only
a few sub-terms are actually changed. In general, most of the cases follow directly by induction,
reconstructing the original term or derivation from the inductively re-written sub-terms or sub-
derivations. Only in the few cases where the immediate term is re-written does the proof involve
anything more substantial.

6.3.1 Constructors

As with the MIL to LIL translation, I begin by proving the soundness of the constructor transla-
tion, and then proceed with auxiliary lemmas showing that the constructor translation commutes
with substitution, and respects equivalence. The latter two lemmas are useful for the term level
proofs.

Theorem 10 (Soundness of the constructor translation)
If A& c:k then AF c|: k.

Proof: By induction on the structure of types. For all types and constructors except the type of
polymorphic functions, the translation leaves the structure of the type the same, and so the proof
follows straightforwardly by induction, producing the new derivation from the inductively obtained
sub-derivations using the same rule as in the original derivation. The only interesting rule is the
rule for the type of polymorphic functions.
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Suppose the type being translated is of the form V|[aq:k1,. .., an:kp]. — (c1)(c2)(c3).
By inversion of the assumed derivation:
At kiok i€l...n

A, 1:K1, ..., Qpiky e i Taolist
A, 1K1, ..., Qpikng F g T3olist
A, 1K1y ..., Qpikp F C3: T32
By induction:
A, iK1, .., QiR ’61’ :Tgolist
A 01K, .. Qpikg Foleg| i Taolist
A, 1K1y ...y Qpikn F ’63’ :T32
By weakening:
A, 1K1, ., QiR Qe T30 |Cl| :Tgolist
A, 01K, . Qi 0 Tag B |co|: Taolist
A, 1K1y ..y Opikp, Oze:ng F |03| :T32

(Note that a, can always be chosen appropriately)
By construction (cons):
A 01K, e Qb e Taa B (e i |e1]) : Taglist
By construction (application and universal introduction):
A, ae: T3y FY[ag:ke, ..., oKy ). Code(ae i |c1])(|ea])(|es]) : Taolist
By construction (pairing and existential introduction):
A F Jlae: T3], x [V[aq:k1, . .., an:ky]. Code(ae i |c1])(Je])([e3]), ae] : Taz

]
Lemma 23 (The type translation commutes with substitution)
lelc/a]| = le[ll¢'] /e]
Proof: By induction on c.
1. If ¢ is a constant, then « ¢ fvc, fulc|, so |¢|[|d|/a] = |c| = |c[¢'/a]|.
2. If ¢ is a variable o
(a) If a # o then as in the previous case.
(b) If a = o then [al[l¢]/a] = al¢|/a] = |¢| = |a¢/a]l.
3. If ¢ = A\(B:k).c2, then by definition
IA(B:k)-colll'| /] = (A(B:]]) e[l /] = A(B:]])-(|e2lll'l /o)
By induction and the definition of substitution:
A(B:1kD)-(leal ('] /a]) = A(B:]]). (el /ed]) = [A(B:5)-(c2[¢/a])]
Note, I rely on alpha-variance to ensure non-capture.
4. If ¢ = Y[aq:k1,...,an:kp]. — (c1)(c2)(e3) then by the definition of the translation and of
substitution
VoK1, .-y pikn]. — (c1)(e2)(es)][|d] /e
def
= (Floe:Ta2]. X [V[o:k1, .. ., anihin]. Code(ae == [e1])([eal)([es]), ae])[|c/|/a]
def
= Jlae:Ts2]. X [Von:k1,. .., anikn]. Code(ap = e[| /a])(le2|ll'] /a]) (es[[|c] /o), ]
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Note that I rely on alpha-variance to avoid capture.

Finally, by induction, and by the definition of substitution:

Fae:Ta2]. x [V][a1:k1, ..., aniky]. Code(ae :: e[| |/a]) (e[| |/a]) (|es] ||/ a]), ce]
Y Sl Taa]. X [V[ar:k, . . ., anikin]. Code(ae = |e1[¢ /al])([eald /al]) (jesle /a]]), ]
W \Wag:k, . .., anikn]. — (c1)(c2)(e3)[¢ /al]

5. If ¢ = cic9,mic, (1, c2), the proof proceeds similarly.

Lemma 24 (The type translation respects equivalence)
IfAF ¢y =cy:k then AF |c1| = |ea] k.

Proof: (By induction on equivalence derivations) By induction on equivalence derivations. The
proof is straightforward with almost all cases identical to the proof of lemma 10 from chapter 5. The
only cases where the derivation changes is in the case that the last rule used is the structural rule
for constructor application ¢; ¢o. Inductively, equivalence derivations exist for the sub-terms. If the
applications match the form of a polymorphic function (that is, V[k1](... (V[&n](—(cz)(cz)(cr))))),
then the application, reflexivity, pair, and existential equivalence rules must be applied to construct
the equivalence derivation for the translation. If the applications do not match such a form, then
the application rule suffices. All of the primitive types follow directly by reflexivity or by the
structural application rule. I give some example cases here.

1. Suppose A F ¢ = c¢: k by reflexivity.
By assumption:
AFc:k
By theorem 10:
AF|c|:k
By reflexivity:
AF el =]k
2. Suppose A F (Ma:ky).c1)(e2) = cifea/a] : ka.
By assumption:
A K1 ok
A, a:k1 Foepike
AFco:ik
By assumption, and by theorem 2:
AF K1 ok
A, acky Fep] ke
AN TS
By the A beta rule and the definition of the translations:
A F|(AMazk).c1)(c2)| = |ell|ea|/a] : k2
Finally, by lemma 9:
AF |(Mazky).c1)(e2)| = |eiea/al] : ke
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3. Suppose A F VoK1, ..., aniky]. — (c1)(c2)(e3) = V]aq:kl, ..., anikp]. — (¢))(ch) () : Taa.

By induction and weakening
Ao Tao, 1:R1 ... pikp 1 = ¢ : Taglist
A, ae:T3o, 1K1 ... Qpikp Fcg = 0/2 :T39list
Ao Tao, 1:R1 ... Qpikp g = ¢y Tao

By reflexivity
A, Oée:T32, 1K1 ...0pKp F Qe = Qe & ng

By the pair and existential rules
A F Fae:Taa]. X [V[a1:K1, ..., aniky]. Code(ae : |c1])(|e2])(|es]), ael

= J[ae:Taa). X [V[aq:k1, ..., aniky]. Code(ae = |]])(|c5]) (Ic5]), ce] : Ts2

6.3.2 Typing contexts

Theorem 11 (Soundness of the context translations)
1. If AF T ok then A F |T'| ok.

2. If+ ¥ ok then F || ok.

Proof: By induction on typing contexts. The proof proceeds by cases on contexts.
1. Suppose A FT" ok.

o If I' = e, then its translation is empty, and hence is trivially well-formed.

o If ' = I, z:7, then by induction, A F |I| ok. By theorem 10, A || ok, and since
the domain is unchanged by the translation, x ¢ I”. Therefore, by construction A F
T, z:| || ok.

2. The proof for heap contexts ¥ proceeds identically.

6.3.3 Terms

For terms, I begin by stating the soundness theorem for values and 64 bit operations. For these
syntactic classes, the statement of the theorem is straightforward.

Theorem 12 (Values and 64 bit operations)
1 IFU; AT F sv:r and W; AT F sv:7~ sv’ then [W); A;|T| F sv’:|7].

2. If U; A;T F fv:Float and ¥; A;T' F fv:Float ~ fu’ then |¥|; A; |T'| - fv’ :Float.
3. If U; A;T' + fopr:Float opr,, and ¥; A;T = fopr:Float ~ fopr’ then

|U|; A; [T'| - fopr’ : Float opr,,
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Proof (Sketch): By induction on terms. The closure conversion translation for each of these
syntactic classes leaves the top level structure of the term intact, reconstructing it from the induc-
tively re-written sub-terms. Therefore, the proof constructs a new derivation in each case by using
the same inference rule from the original derivation on the inductively re-written sub-terms. Kinds
are unchanged by the translation, and for constructors I appeal to theorem 10.

The theorem for 32 bit operations and expressions is more complicated, since the expression
translation potentially yields new heap bindings (code functions) to be lifted out. The soundness
theorem for expressions states that both the bindings and the new expression are well-formed in the
heap context obtained by extending the translation of the original heap context with the bindings
for the additional heap values produced by the translation.

Theorem 13 (32 bit operations and expressions)
1. If
U:A;T + opr:7 opry, and W;A;TF opr:7~» opr’
then
[W[; A; T| E opr’:|7| opry,

2. If
U A;T'Fe:Texp and U;A;T'Fe:7~ dine€
then
||, ¥(d) Fd ok and |¥|,¥(d);A;|T|F ine:|7| exp

Proof: By induction on terms.

1. The proof for operations proceeds exactly as in the previous theorem, appealing to the induc-
tion hypothesis to obtain well-typedness derivations for sub-terms, and constructing a new
derivation with the same rule as in the original derivation. Note that the case for applications
is trivially true, since the operation translation is not defined on applications.

2. The proof for expressions also proceeds similarly, except in the cases binding applications and
functions where the translation does incremental work.

Suppose let x = gc1, ..., cn)(sv1, ..., Svm)(fuy, ..., fu;)ine

By assumption:
U AT F svcV[agike, .o antibn) (T, ooy Ti) (01, -, k) — T
Abc:k; 1€1...n
U AT F s imifer/ar, ..o enfan] i€1...m
U AT fo;gilen/on, ..o enfan] €1k
U AT xir[er /o, ..o enfan) Fe: T’ exp
U AT E g:Vagake, ..otk (71, ooy T ) (B) — 7~ 50

U: AT F osv;Tifer /o, ..., cpfan] ~ sv)
U AT F fo;: iler/aa, . .o enfom] ~ fo;
U AT,z Tler /o, .. en/ap] e ~ dine
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It suffices to show that:
|U], U(d); A; |T| F let|ae, x| = unpack sv’ in 7’| exp
let f = select! z.in
letz, = select? T in

letx = call f[lcil,...,|cnl](Te, sVY, ..\ s00) (fUh, .. fU))
ine
Let
Te = X[V[a1:K1, . . ., apiky]. Code(ae, |T1|, - - -y |[Tm|) (|61, - - - s | k) (IT]), te]
and
Tr = VoK1, ..., apiky). Code(ae, [T1], . . -, |Tml]) (|01, - - -, [0k]) (7))

So by the expression typing rules, it suffices to show:
| U, W(d); A, ae:Ts2; |T| F sv”: F[ve:T32].7¢
U, U(d); A, ae:Tso; [T, xeime selectlxc:Tf opr.,
U], U (d); A, e:Ts2; U], xe:7e b select? z.: . opra,
|W|, W (d); A, oe:T30; |T], xei7e, fi7f, Tetae b call flle|] (e, sv})(fv;) | 7[|eil/ ei] opry,
i€l...n,j€l...mlel...k
U, W(d); A, ce:Tag; U], eime, fi7f, Terte, x:|T|[|C1] /01, . . ., |en]/an] € 7| exp

By theorem 12:
||, ¥(d); A; [T F sv: |V][ar:kL, .o aniibn) (T o ooy T ) (D1, -+, Pk) — T

And by definition:
def

’v[al:l‘fl, . '70571,:"{71]'(7_17 s 7Tm)(¢17 Tt 7¢k) - T‘ =
e T32]. X [V][a1:k1, ..., aniky]. Code(ae, |T1], - - -y [Tm])(|01], - - -, [Pk (IT]), ce]

So by the unpack rule:
|U], U(d); A, ae:Tso; [T F sv': J[ae:Ts2].7.  For some 7,

By the variable rule:
W], W(d); A, oe:Ts0; |T'], xeime F 2ot X [Tf, 0]

So by the select rule:
|U|, U(d); A, ae:T30; |T|, w0:7c F selectt z.: Tf OPT,,
|U|, W(d); A, oe:T30; |T|, 2.:7 F select? z.: a. opr,,

By the variable rule:
|\I/|a \Ij(d)7 A, ae:T3o; |F|, LciTe, f:Tfa Teioe - f Tf

By theorems 10 and 12:
AFlelik; t€l...n
|U|, W(d); A; |T| F svl:|mlei/an, ... enfan]| i€1...m
W), U(d); A; [T = fol:|giler/an, ... en/an]] i€1...k

By the commutation lemma (lemma 23):
], (d); A [T b s [rllJerl /e, . Jenlfo] i€ 1...m
U], W(d); AT ol [dallleal /s - - eal fam] i€ 1.k
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Therefore by the call rule :
- - — RN
W], U(d); A, ce:Tao; U], weiTe, fi7y, Tetare b call flle]](we, 37};)(]&'}2) | 7|[|eil /i) opra,
i€l...n,jel..mlel...k

Finally, by induction:
|\IJ|7 \If(d), A, ae:T'30; |F|7 LeiTe, f:Tfa Te:lQp, a;:|7’][|c1|/a1, SRR |Cn|/an] Fe: |T/‘ exp

3. The case for function abstraction proceeds in a similar fashion, building up well-typedness
derivations for the fcode definitions and for the closure creation code.

m
An additional lemma relating translations of heap contexts to translations of heaps is needed
for subsequent theorems.

Lemma 25 (¥(d))
IO d~ dyind then |U(d)| = U(d).

Proof: By induction on d.
1. If d = € then d' = € and |V (d)| = e = ¥(d).
2. If d =d,,0:7 — hval then:

By assumption:
U[l:r] = hval : 7~ dg in hval’
U[l:r] & dy ~ dp ind),
V(0.7 & d, 0:7 — hval ~ dg,dp, ind.., :|7| — hval’

By definition:
[W(d)]
= |¥(d,, l:7 — hval)|
= |U(d,),l:T]|
= [W(dy)], £:|7]

By induction:
[W(dr)| = ¥(d;)
SO
(W (dy)], £:|7]

— ().t
U(d., t:|7] — hval’)

[

As with expressions, translating heap values may yield additional heap bindings. The soundness
theorem for the heap value translation states that the both the new heap value and the new bindings
are well-formed in the translation of the original context extended with bindings for the new heap
entries.

Lemma 26 (Soundness of the heap value translation)
If

U + hval: 7 hval and ¥+ hval: 7~ d in hval’
then

||, ¥(d) - d ok and |¥|,¥(d)F hval :|7| hval
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Proof: By construction.
By assumption:
U b coder[ar:Rl, ...y QpiRE) (T1:T1, - o oy BT ) (21501, -+ -+, 2Znihn) €
V[ai:K1, ..., ag:ikg] Code(T1, . ..y T ) (@1, . . ., &) (7) hval
and
Uk coder|ar:Rl, ..y apikg) (T1:T1, o ooy BT ) (21501, « -+, 2Znin) €
V[ai:k, ..., ok Code(Tr, . .., Tim ) (@1, . oy Pn)(T) ~
din code|,([a1:k1, - - . agihg] (1] Tils - s Tt T ]) (212 D1 - - s 20t @nl)-€f
By inversion:
ek-kriok (iel...k)
1K1, opkp E 1Ty (1€1...m)
Q1K1 -, QiR F ¢ Teg (Z S ln)
Q1R ik 7T
W QiR ey QKR Ty« v v s Tt Ty 21201, « « « 5 Zn:Pn €17 exXp
W5 QK e ey QiRE DTl e v s TyniTims 21501, -+ s Zpip €T~ dine’
By theorem 10:
a1k, ..., KL F ‘Tl’ : T39 (Z el.. m)
1K1, - ik B ldil 1 Tes (P €1...n)
1K1y ...y OLIRE F ‘T’ ZT32
By theorem 13:
|¥|,¥(d) Fd ok and
|, U(d); a1:k1, -y Qb 21T, - o | T, 212 D1, - - oy 2| | E €1 |T] exp
Note that:
ViK1, ..., ag:kE] Code(T1, . .., Tim) (@1, - - -, &) (T)]
=V]ai:k1, ..., ax:kE] Code(|T1],. .., [Tm|)(|01], - -5 |dnl)(|T])
So by the heap value rule :
|W[, W(d) - code|;([a1:k1, . . ., agikg](Z1:|T1], - o o @il Tl ) (212 |D1s - - - 20| dnl) €
Vai:ki, ..., ag:kk) Code(T1, ..., Tm) (01, - - ., ) (7)| hval

Lemma 27 (Soundness of the heap translation)
IfUFdok and W d ~ dyind then | W), (dy) - dy, d ok.

Proof: By induction on d. We proceed by cases on d.

1. €

By assumption:
F U ok

By theorem 11:
F|¥| ok

By the empty heap rule:
|¥| - e ok
(Note that U(e) = o)

2. d,l:1 — hval
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By assumption:
V[l:T]) - d, 6:7 — hval ok

V[l:r] = d, b7 — hval ~ dy,dp, ind', £:|7| — hval’

By inverting assumptions:
U[l:7] F hval : 7 hval
U[l:7] & hval : 7~ dp in hval
U[l:r] F d ok
Ul Fd ~ dpind

By induction:
|W[e:7)|, ¥(dp) F dp,d ok

By lemma 26:
|W[l:T]|, U(dy) - dy okand
|W[:7]|, U (dy) - hval’: || hval

By lemma weakening:
|W[l:7]|, W(dy), ¥(dy) b dp,d ok
|V [l:T]], ¥ (dp), ¥(de) F dy ok

By definition:
|U[e:7]], U(dp), V(dy) - dp,d,dy ok
and|U[l:7]| = |U|[4:|7]]

So by the non-empty heap rule:
|U[:7]|, U (dg, dp) & dg, dp, d', €:| 7| — hval” ok

Theorem 14 (Programs)
IfUFp:7and ¥t p:7~ p then |V|F p 7|

Proof:
By definition, p is of the form letrec dine.
By assumption:
U, U(d) - d ok
V. U(d)Fd~ dpind
U U(d);e;ek e:7 exp
U, U(d);e;ete:7~> deine’
By lemma 25:
(W(d)| = ¥(d)
So by definition:
W, W(d)]
= [V}, [¥(d)]
= |0], ¥(d)
By lemma 27:
|, W (d)|, ¥ (d) b dp,d ok
And by lemma 13:
|U,U(d)|,U(d);e;0 € :|T| exp
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So by the above argument:

||, ¥ (d"),¥(dy) b dp,d ok

and|¥|, U(d'), ¥(d.);e;e - ¢ : || exp
By weakening;:

||, U(d'),¥(dy), ¥(de) - dp,d ok

and|U|, ¥ (d"), ¥(dy), VU (d);e;0 € :|7] exp
So by the program rule :

|| F letrecd,dp,dcine :|7|
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Chapter 7

TILTAL

Closure converted LIL code is sufficiently low-level that it is practical to translate it directly into a
typed assembly language. In this chapter I present such a language, and define a simple translation
from LIL into it. I call this assembly language TILT Typed Assembly Language (TILTAL), in
reference to the original typed assembly language (TAL) [MWCG98]. The overall structure of
TILTAL is very similar to the stack version of TAL [MCGWO02].

The presentation of the TILTAL target language is intended to suggest how the ideas used
to implement type analysis in the LIL translate down to the assembly code level. The actual
implementation targets the TALx86 infrastructure [MCG99] which is significantly different in
many ways. I will discuss the TALx86 type system in more detail in the implementation chapters.

7.1 TILTAL overview

I begin by introducing the TILTAL language in general terms and describing the typing judgements
which define its static semantics. The syntax for the language is described in figure 7.1. The kind
and type levels are almost entirely the same as that of the LIL and are mostly elided. Constructs
for describing the type of stacks and a kind ST classifying them are added. Code function types are
eliminated and replaced with a code type which describes the stack and register format expected
by a code segment. “Nonsense” types nsgs and nsgyq are introduced to describe uninitialized stacks
slots, with corresponding constants nsso and nsgy.

A table describing the typing judgements for TILTAL is given in figure 7.2. The complete list of
inference rules for these judgements can be found in appendix C. Most TILTAL terms are judged
well-typed with respect to a heap context ¥ which binds labels at closed types; a constructor/kind
context A which binds kind variables and binds constructor variables at kinds; and a register file
type I' which describes the state of the abstract machine by mapping register names to types.

In the the next several sections, I will introduce the important syntactic classes in TILTAL
and briefly describe their use. For the most part, readers familiar with the existing literature on
typed assembly language will find nothing substantially different.

7.1.1 Stacks

The treatment of stacks and stack types in TILTAL is much the same as in previous work [MCGW02].
I give a brief introduction to the syntax and the concepts here.
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k n= ... | ST

C,T,p,0 = .. .
€| Tibsac| p1besc| o100 | sptro
‘ nse4 | ns32 | r—o0
r = {ry:7m, roimo, veie, vy, £1:01, £2:02,8p : 0}
r n=r| o |re | Ty
f n=1 | £
q = roll. | unroll. | inj union , | forgetunion
| pack[r|c| inj_dyn.
S :::e‘wl>328’11>648
l =1t | nseq
w =Vl |i| ns3 | tag; | w[d] | sptri|qw
fu m=1]f|sp(i)
SV s=r|sp(i) | w|sv[d]]|qsv
i m=movr,sv | loadrr,r(i) | storer(i), sv

| mallocr|ry,..., (sv1,..., sv,) | malloc, r(svy, sva)
| mallocgr, fu | mallocy r(sv, fv)
| callsv | brtag;r, sv | brtgd, r, sv
| brdynr, svq, sv2 | dyntag,.r
| swritesp(i), sv | sallocn | sfreen
| movr, sp | movsp, sv
| unpack[a, r], sv
| sub, r, sv1, sva | upd, svy, sva, SU3
| fmovf, fv | floadrf,r | fstorer, fv
| fswritesp(i), fv
| suby £, sv1, sv2 | upd,, sv1, sv2, fu
ti ::= vcase[a;.dead sv, as| ¢
| vcase[aq, ag.dead sv] ¢
| refine[(3,7)] ¢ | refine[fold 5] ¢

I n=ret | jmpsv | halt, | ;1| ti; 1
hval c= (@) | [@] | [I] | 1| dtag

| code[avi:ik, ..., apiikp ). T
H n= {ly:m — hvaly, ... Ly — hoaly,}
R = {r] — wy, Ty > Wy, Te > We, Ty — Wy,

f1 — ll,fg — lQ:Sp — S}

P n= (H,R,I)
v n=e | U L7
A n=e | Aj| A ack
r = {r1m, roim, reiTe, vy, £1:001, fo:00,8p 1 0}

Figure 7.1: TILTAL syntax
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TILTAL typing judgements
Kinds At k ok
Constructors AFc:k
Equivalence ArFc=(d:kw
Coercions ArFg:T=171
Stacks U:AlFs:o
64-bit values U:AFL: ¢
32-bit values U:AbFw:T
64-bit operands U:AT'Efo:o
32-bit operands U:A:T'Fsv:T
Instructions VAT =T
Instruction Sequences U AHT:T
Heap values WA; T F hval : 7 hval
Heaps FH:U
Well-formed Register File | U+ R:T°
Well-formed Program - (H,R,I) ok

Figure 7.2: Judgements defining well-typedness of TILTAL programs

Stack types and values in TILTAL are used to represent the actual control stack of a program.
Stack slots store return addresses of functions, as well as variables which cannot be spilled into
registers. At the value level a stack is either empty (€), or a value pushed onto a stack (w >392 s or
I>64 s). Stacks in TILTAL are permitted to contain either 32 or 64-bit values. Pointers into the
stack are permitted in a limited fashion. The meta-variable s is used to stand for stack values, and
the meta-variable o is used for the type of stacks.

Stack types are built up from empty stacks using stack addition and composition. The type
€ describes an empty stack, the type 7 >392 0 describes a stack described by ¢ with a 32 bit value
described by 7 pushed on top, and similarly for ¢>gq0 when ¢ describes a 64 bit value. In this way,
stack types closely parallel the structure of actual stacks. In addition to these constructs, stacks
types may also be constructed by concatenating two stack types. Such a compound stack, written
01 0 09, is equivalent to the stack obtained by prepending all of o1 to og. Finally, the type sptr(o)
describes a pointer to a stack described by o. This facility is used to compile exception handlers,
which must maintain pointers into the stack.

For syntactic convenience, I define several operations on stack types for use in the static seman-
tics. I define stack type lookup operations o[i]sa and o[i]gs which find the appropriately size type
in the stack o located ¢ words from the top of the stack.

Definition 1 (Stack type 32 bit subscript)

ef
(T >39 O')[O]gg d: T

(T>320)[n+ 132 def o[n]se
(661 0)[n + 232 & olnla

93



Definition 2 (Stack type 64 bit subscript)

Grao)0les o
def

(Teg20)[n+1es = o[nfes

(65610 0) [+ 2les X o[n]es

In a similar manner, I define stack type updates (o)[i]s2 < 7 and (0)[i]es < ¢ which replace
the type at word offset ¢ in o with 7 or ¢ respectively.

Definition 3 (Stack type 32 bit update)

def
TD320[0}32<—7’ = Tl>320

( )

(p>ea 0)[0]32 — 7’ O b3y nssy ba2 0
(s 0)[1]32 — 7’ o nsgy >3 T B3g O
(o3 0)n+ 1z — 7' & (0)[nlsz — 7'

( i

Greyo)[n+ 230 — 7 def (0)[n]ze < 7'

Definition 4 (Stack type 64 bit update)

T1 32 T2 >32 0)[0]g4 «— ¢’ e ¢/ Des O

e
T1>32 $6a 0)[0l6s «— ¢ = ¢ dpa nsga>ya 0

(

(

(s 0)[0]6a — ¢ dof ¢ peao

(prea 0)[1]a — ¢ L sga b (ns3z >32 0)[0]64 — ¢
(rog2)n+ Uos — ¢ % (0)[nlos — &
(¢raro)n+2a — ¢  E (0)nlo — ¢

Finally, I define a size operation on stack types in the obvious manner.

Definition 5 (Stack type size)

=0

|7 >3 O def 1+ |o|
def
[¢ppes o] = 24 |o]

7.1.2 Values

Small values in TILTAL are syntactically divided into 32 and 64-bit sizes, written with the meta-
variables w and [ respectively. The types of 32-bit values have kind T3, and are written using the
meta-variable 7, whereas the types of 64-bit values have kind Tg4 and are written with the meta-
variable ¢. The two forms of 64-bit values are IEEE floating point numbers or nonsense. 32-bit
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values include integers, sum tags, pointers into the stack, nonsense values, and labels. Coercions
applied to values (qw) change the type of the value but have no runtime effect. Labels serve as
pointers to values allocated on the heap. As with the version of the LIL extended with allocation
primitives, a heap type W maps labels to the types of the values to which they point.

7.1.3 Operands: Registers and stack slots

Instruction operands are similarly divided into 32 and 64-bit versions. In addition to simple values
as described above, operands can be registers or stack slots.

There are three sorts of registers in TILTAL: 32-bit registers, 64-bit registers, and the stack
register. By convention, I reserve one of the 32-bit registers for the exception record (as described
in section 8.1.2). Registers are used to hold the operands and intermediate values, and to pass
arguments to functions. The registers given in the version of TILTAL described here are not
specialized to the x86 platform, which has a very idiosyncratic register architecture.

The stack register is used to maintain the control stack. Reading and writing stack slots is done
using offsets from the front of the stack given in 32 bit strides. Allocation of and de-allocation
of stack space is handled by special instructions. Newly allocated stack space contains nonsense
values which can subsequently be overwritten. Stack slots are used for the same purposes as the 32
and 64-bit registers, as well as for holding return addresses. The call instruction pushes a return
address onto the stack, which can subsequently be used by the ret instruction.

7.1.4 Instructions and instruction sequences

The instruction set described here is very small and focuses mainly on the instructions that are
interesting from a typing standpoint. Instructions are provided for moving values between the heap,
the stack, and the register file as well as allocating and deallocating space on the stack and the
heap. Primitive array instructions are provided to handle bounds checking internally. Instructions
such as the array operations and the memory allocation operation are intended to be implemented
as assembler macros, since they are not directly provided by the machine.

The typing rules for instructions are somewhat different from the usual sorts of typing rules in
that instead of ascribing a type to an instruction, they describe the effect that the instruction has
on the type of the state. The judgement ¥; A;T" ¢ = I indicates that the instruction 7, when
executed in a state described by a register file type I', will result in a state described by I"”. Note
that instructions do not change the type of values in the heap, nor the set of free types.

In addition to standard instructions, there are several type instructions which have no runtime
effect. The vcase instructions correspond to the vcase constructs of the LIL, and the refine
instructions correspond to the path refinement constructs. These instructions can be eliminated
when types are removed. Note that I syntactically segregate the type instructions from the ordinary
instructions, and give typing rules for them only as elements of code sequences. This simplifies
things greatly, since typing the refinement instructions individually would presumably require the
instruction typing judgement to return a substitution with all of the related complications.

Instruction sequences are a sequence of instructions and type instructions, terminated by either
ret, jmp sv, or halt,. The return instruction expects the return address to be the top-most element
of the stack, and pops it off before returning.
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7.1.5 Heap values, heaps, and register files

Values that are not guaranteed to fit in 32 or 64-bit slots are always allocated on the heap. Aggregate
heap values include tuples of 32-bit values, arrays of 32 or 64-bit values. Individual 64-bit values
are also permitted to be allocated on the heap to allow them to be “boxed” and used in contexts
expecting 32-bit values. The dtag value serves as a place-holder for exception tags, where the label
serves as the unique identifier of the tag. Finally, code blocks are also allocated in the heap.

Heaps are mappings from labels to heap values. Values in the heap may contain references to
other values in the heap, but must be closed with respect to types.

Register files are mappings from register names to values of the appropriate size and type for
the given register. For example, register files map 32 bit register names to 32 bit word values.
Register files are classified by register file types I'.

7.1.6 Programs

A TILTAL program is a triple consisting of a heap H, a register file R, and an instruction
sequence I. Execution of TILTAL program is defined by transitions between TILTAL programs.
The complete dynamic semantics for TILTAL is given in appendix C.

7.1.7 Typing contexts

The form of heap contexts ¥ and constructor contexts A are essentially unchanged from the LIL.
As before, heap contexts give types to labels, and constructor contexts bind kind variables, and
bind constructor variables at their kinds.

The term level context from the LIL is replaced by a register file type which describes the type
of the registers and stack of the TILTAL abstract machine. The type of the register file (and
consequently the stack as well) is given by a register file type I" which maps each register to the
type of its contents. In addition to being used as part of the static semantics, register file types
are included into the type level to describe the pre-conditions of code segments. The type I' — 0
describes a code segment which expects a register file described by I'.

I use the notation I'(r) to indicate the type assigned by I' to a register r, and similarly for
float registers f and the stack register sp. I use the notation I'{r:7} to indicate the register file
type obtained by replacing the type of r in I' with 7, and analogously for float registers and stack
registers.

7.2 TILTAL derived forms

7.2.1 Partial instruction sequences

In order to allow TILTAL expressions to be built up somewhat compositionally during the trans-
lation of LIL code, I define a derived notion of partial instruction sequences.

Definition 6 (Partial instruction sequence)
A partial instruction sequence S is a series of ordinary (non-refining) instructions not terminated
by a jump, return or halt. That is,

Su=e€eli; S
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I define a judgement defining well-typedness as a partial instruction sequence: ¥; A;T' = S = T
with inference rules as follows:

UV:A;T'He=T

VA TRi=T AT ES=TY

U AT 48 =17

Definition 7 (Partial instruction sequence composition)
A partial instruction sequence S can be composed with a second partial instruction sequence S’ to
form a new instruction sequence S; S’ as follows:

S e g
(i:9); 8 € i (8;9)

The result of composing well-formed partial instruction sequences is well-formed.

Lemma 28 (Soundness of partial instruction sequence composition)

IfU;A;THS =T and ¥; A; TV = S" =T then U; A;T FS; 8" =17

Proof: By induction on S. ]
Definition 8 (Partial instruction sequence completion)

A partial instruction sequence S can be completed with an instruction sequence I to form a new
instruction sequence S; I as follows:

€1 def
. def .
(4;9); 1 = 4 (S; 1)
The result of completing a well-formed partial instruction sequence with a well-formed instruc-
tion sequence is itself well-formed: in this sense, partial instruction sequence completion is sound.

Lemma 29 (Soundness of partial instruction sequence completion)
IfFU; AT =S =T and U; ATV = I ok then W; A;T = S; T ok

Proof: By induction on S. [

7.2.2 Heap fragments

For convenience in the LIL to TILTAL translation, I also define a notion of partial, or open heaps,
called heap fragments. Heap fragments are simply incomplete heaps, with their own derived typing
judgement. Translations of LIL terms generally produce heap fragments in addition to TILTAL
terms, reflecting the fact that the translation may place items in the static data segment.

Definition 9 (Heap fragment)
A heap fragment F' is a syntactic heap, which may have open labels.
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I define a judgement defining well-typedness as a heap fragment of the form ¥+ F: ¥/,

FU, 9 ok W, U+ hval;: V'(¢;) hval

Ut {ly:1 — hoaly, ... Ly:Ty — hval, } W
Two heap fragments F} and F5 can be combined to form a new heap fragment Fi; F5.

Definition 10 (Heap fragment combination)

{l1:11 — hvaly, ... Ly — hvaly s {lpg1:Tnsr — hvalpi, ..o bpiT — hvaly, }

def
= {l1:11 — hovaly, ..., ly:Ty — hvaly, bny1:Tng1 — hvalpga, .oy biTin — hoaly, }

The result of combining two well-formed heap fragments with disjoint labels is a well-formed
heap-fragment.

Lemma 30 (Soundness of heap fragment combination)
If UV F:V, and V¥ - Fs: Wy and the domains of Fy and Fa are disjoint, then W = Fy; Fy: W1, Uy

Proof: By induction on F;.

A heap fragment F' can be added to a heap H to produce a new heap £+ H.

Definition 11 (Heap fragment incorporation)

{l1:11 — hvaly, ... ly:Ty — hvaly} + {€n1:Tne1 — hvalpia, ..o by — hvaly, }

def
= {l1:11 — hwaly, ... LTy = hvaly, by y1:Tos1 — hvalpt, ... by Ton — hoaly,}

The result of incorporating a well-formed heap fragment with a well-formed heap with disjoint
labels is well-formed.

Lemma 31 (Soundness of heap fragment incorporation)
If- H:V and ¥ + F: ¥ and the domains of H and F are disjoint, then - H + F : ¥, ¥’

Proof: By induction on F.
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Chapter 8

The LIL to TILTAL translation

The final stage of compilation translates LIL programs to TILTAL code. This process makes the
control structure of the program explicit via call, return, and jump instructions, and replaces vari-
ables with stack slots and registers. Since TILT uses a stack to allocate activation records, it is also
necessary to account for this in the translation. Stacks have been dealt with before in the context of
typed assembly language, and the language design approach taken in TILTAL is not substantially
different in nature from the that previously mapped out by Morrisett, et al. [ MWCG98, MCGW02]
(though the translation methodology is quite different). The actual code generation is not unusual
except in that it preserves type information.

This chapter gives a detailed presentation of the translation of LIL programs into TILTAL
programs, and proves the soundness of this translation with respect to an abstract model of register
allocation.

8.1 The constructor level

The type translation from LIL to TILTAL is relatively simple compared to the translation from
the MIL. For the most part, the TILTAL type system is an extension of the LIL system. A few
notable changes at the type level are discussed in more detail below.

8.1.1 Kinds

Every LIL kind is a TILTAL kind, and since no change is made in the constructor translation
that changes kinds, the translation on kinds is the identity. In general, I treat every LIL kind as
its own translation.

8.1.2 The constructor translation

The complete constructor translation is given in figure 8.1. Note that the — type constructor has
no translation, since the translation is only defined on closure-converted programs. This could be
made explicit by giving a syntactic variant of the LIL for closure converted programs and defining
the closure conversion translation from chapter 6 as a translation between programs in the original
LIL and programs in the new syntactic variant. However, it is much simpler to consider each
variant as a refinement of a broader syntactic class. In general, throughout the translation I will
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def
=

|l
[A(a:k).c| o NCEHIAE
def
|c1c2] = leiflez]
def
|1l = 7 |c|
def
| 2] = ma|c]
EESIE < injf e
f
|case(c, [a1.c1,. .. an.cn])| = case(|c], [a1.]c1], - ., am.|enl])
def
[(c1, e2)] éf (le1], [e2])
de
| fold,, | = fold,;|c|
. . / . def . - / .
|0, ao, p:G — ), 2 1n.6)| % pr (s aem, 025 — ), 4 ]
|Float| “ Float
|Int| 4 1nt
def
| Boxed | = Boxed
Void] © yoid
[ < x
def
| | o UNDEFINED
| Code | &

)\(aggingliSt, agq:Tealist, ar:ng).V[,ol:ST, pz:ST].
{r1:ns32,r2:n839, f1:1564, £2:1564, re: Exnptr(ps), ry:nsse,
sp: cont (|azz Q33 ags Qeq €])(p1)(p2) () P32 (32 Q3 (gs Qgq p1op2))} — 0
def
|c[<]] = |el[x]

. def , .
|Aj.c| = Ajc|
3 = 3
i =
| Rec |  Rec
def
VI =V
|Arrays,| = Arrays,
def
|Arrayg,| = Arrayg,
|Dyntag | o Dyntag
| Dyn | def Dyn
def
| Tag | = Tag

Figure 8.1: The constructor translation
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assume that the LIL programs under consideration are of the closure-converted variant and will
not remark upon this further.

The only interesting work of the constructor translation is to translate the type of code functions
into code sequence types of the form I' — 0. This can be thought of as replacing all uses of the
Code constant by a closed defined form of the same kind. This is especially convenient, since
the soundness of the translation follows almost directly after showing the well-formedness of this
definition, since any well-formedness derivation of a LIL constructor can be turned into a well-
formedness derivation of its translation by replacing all uses of the Code axiom with uses of the
appropriately weakened well-formedness derivation for the definition.

The translation of the Code type

In order to give the appropriate definition for the Code type, it is first necessary to discuss the calling
conventions used by the translation, since these must be encoded in the types of code sequences.
For simplicity in this translation, I use a so-called “caller pops” calling convention in which a
called function is expected to return the stack with the space allocated for its in-arguments intact.
This convention is not especially convenient for doing tail-call elimination: consequently the actual
implementation uses a “callee-pops” calling convention in which a called function is expected to
de-allocate the space allocated for its in-arguments before returning. The formal translation uses
the caller-pops convention for simplicity.

The treatment of exception handlers in the translation is slightly different from that used
by Morrisett et al. [MCGWO02] in which two registers are dedicated to the exception handling
mechanism. To correspond more closely with the current TILT implementation, I reserve a single
register to hold the current exception frame. Exception frames contain the address of the current
handler, and a pointer to the handler’s stack. Old exception frames are stored on the top of the
handler stack.

Definition 12 (Exnptr and Exnhndler)

Exnhndler % \(p:ST).
V[].{r1:Dyn, ro:nsse, ry:nssa, re:nssa, sp:p, f1:ns64, f2:ns64} — 0

Exnptr & A(p:ST). x [Exnhndler(p), p]

The type of the exception handler itself is parameterized by the type of the handler stack. Notice
that the handler expects an exception packet in ry.

Code function types in TILTAL must also encode the type of a function’s continuation in the
form of a return address type. I define a type cont :ST — ST — Tsy which describes the machine
state expected by the calling code upon return. Continuation types are parameterized over the
number of words of in-argument space on the stack, the return type, the remainder of the stack
above the next exception handler, and the remainder of the stack below the next handler. The
return value is passed in ry by convention. The return continuation cannot assume anything about
the argument slots, which must be coerced to a nonsense value before returning.
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Definition 13 (cont)

cont & M ay:mat, p1:ST, p2:ST, ayet:T32).
{r1:ns32,r2:ns32, f1:1564, f2:0564, re: Exnptr(ps), ry:aret,
sp:ns3a® o pjope} —0

The translation of the Code type using these auxiliary definitions is given in definition 14 below.
Code function types take three arguments corresponding to a list of 32 bit arguments, a list of 64
bit arguments, and a return type. In addition the new code sequence is polymorphic over two stack
variables: p; and py. In the translation of a function type, the second stack variable, ps, classifies
the stack tail expected by the current exception handler, while the first stack variable, po, classifies
the stack between the arguments and the last handler. Functions expect all of their arguments on
the stack, and the exception frame in register r.. The top most item on the stack upon entry to
the function is the address of the code to which the function should return (that is, the function’s
continuation). Function return values are returned in register ry.

Definition 14

‘ Code ‘ def )\(a32:nglist, agq:Tealist, aT:ng).V[pleT, pg:ST].
{r1:nsse, ro:nsse, f1:n564, f2:1564, re: Exnptr(ps), ry:nsse,
sp: cont (a3 Qap gy Qs €])(p1)(p2) () >32 (32 Qa2 (s Qga p1 o p2))} — 0

The construction of the stack type in definition 14 uses defined operators @3, and Qg4 which
prepend lists of 32 bit and 64 bit types (respectively) to stack types. It is straightforward to define
these as object level recursors within the type system.

Definition 15 (¢ Q3 o)
¢ Qszp o = f(c)o where

def

f:Taolist — ST — ST = A a:T321ist) A\ (p:ST). pr(j, c:1 + Tse x 4, p:(j — ST), in
case (a)
injyx=>o0
inj, B = nsz2 32 (p5))
Definition 16 (¢ Qg o)
¢ Qgq 0 = f(c)o where
f:Teslist — ST — ST def Ma:Tgalist) N(p:ST). pr(j, acl + Tsg X j, p:(j — ST), in
case (a)
inj;x=>o0

inj, B = nss2 bea (pB))

The definition also refers to the length function for stacks |- |:ST — nat. It is straightforward
to define this using primitive recursion in the same fashion as the iterated stack type and the list
append functions.
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8.1.3 Soundness of the type translation

Lemma 32 (Well-formedness of the Code definition)
If = A ok then A+ Code : Tg9list — Tgylist — T39 — Tso.

Proof: By construction, - Code : Tgslist — Tgqlist — T39 — Tsgs. The result then follows by
repeated weakening.

Theorem 15 (Soundness of the constructor translation)
For a LIL constructor ¢, if A+ c:k then A+ |c|: k.

Proof: By construction. Every derivation D of A  ¢:x can be turned into a derivation of
A+ || : k by replacing every use of the Code axiom with a derivation for Code obtained via lemma
32.

(]
Theorem 16 (The translation respects substitution)
lellld]/a) = e[ /ol
Proof: The code definition (Code) and the Code primitive are both closed, so
| Code |[|c'|/a] = Codel|c'|/a] = Code = |Code | = | Code[c’ /a
All other constructors remain unchanged by the translation, so the proof follows trivially.
u

Theorem 17 (The translation respects equivalence)
IfFAFc=c:k then Ak | =|d|:k

Proof: By construction. Every derivation of A F ¢ = ¢/: k can be turned into a derivation of
A F |¢| = || : k by replacing every use of the reflexivity axiom on Code with a use of the reflexivity
axiom on Code.

8.2 The term level: preliminaries

Most of the work of the translation from LIL to TILTAL takes place at the level of terms. The
next few sections will introduce some of the key concepts used in the translation.

8.2.1 Register and stack slot allocation

One of the key issues in translating from a variable binding/substitution based language to a register
transfer style language is how to efficiently manage a fixed set of registers. This is the problem
of register allocation. For the purposes of the formal translation, I choose to leave the specifics
of register and stack slot allocation abstract. The problem of register allocation has been studied
extensively, and this dissertation does not add anything substantially new to the discussion. In
practice, standard techniques can be applied to determine a suitable mapping and the translation
uses this information abstractly. This has the advantage of essentially making the translation
parametric over the choice of allocation methods. Nonetheless, I wish to be able to show that the
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translation as I define it is sound. Consequently, I will place certain typing requirements on the
allocation method.

The term level translation is defined with respect to a notion of an abstract allocator, which I
generally write as \A. An allocator is an object that is responsible for mapping program variables
(both 32 and 64 bit) to registers and stack slots of the appropriate size. In order to avoid relying
on any particular register allocation technology, I generally remain agnostic as to the internal data
structures of the allocator, defining only a set of operations which any allocator must support.

Definition 17
An allocator is an object A with the following associated operations:

For every 32 bit variable x, A(z) =r or A(x) = sp(i).

For every 64 bit variable xy, A(xs) =f or A(xy) = sp(i).

e frmsz(A) is a natural number.

For every LIL typing context I' and stack type o, || = T' 4 for some register file type I 4.

The most basic such operation is to give a location for a variable. For a 32 bit variable z, 1
write the location associated with z by an allocator A as A(x). Where appropriate, I sometimes
write Az — r|] when A(z) =r or A[z — sp(i)] when A(z) = sp(i). Similarly, for a 64 bit variable
Ze4, 1 write the location associated with xgq by the allocator A as A(zgs). Where appropriate, I
sometimes write A[zgs — f] when A(ze4) = f or Alxes —sp(i)] when A(zes) = sp(z). It is perfectly
reasonable (and likely) that an allocator will map multiple variables to the same registers and stack
slots 1!

An allocator defines and manages the stack frame for a function. Consequently, I require that
an allocator answer queries about the size (in 32 bit words) of the current frame: written frmsz(.A).

An allocator is responsible for managing the stack and register resources used to implement a
LIL program in the TILTAL abstract machine. At various points in the program, it is necessary
to write out the type of the abstract machine. Consequently, the second operation required of an
allocator is to be able to generate a register file type from a given typing context I'. Note though
that an allocator is only responsible for managing the current frame and the registers - it should
be parametric with respect to the rest of the stack. With this in mind, I define the translation of
a LIL typing context I' under an allocator A with respect to a stack tail o to be the register file
A

This completely defines an allocator: an object A which assigns locations to variables, has a
defined frame size, and maps every context/stack type pair to a register file type. However, not
every allocator is sufficient for the purposes of the translation, since there are many incoherent
allocators which satisfy this definition. In order to state the soundness of the LIL to TILTAL
translation, I define the notion of a good allocator that satisfies certain conditions.

Definition 18 (Good allocator for a context)
Let T4 be |I'|%, where I is a context and o is a stack type, and let ry, f;, and r. be designated
machine registers. Then I say that an allocator A is a good allocator for I if:

"While for semantic correctness it is to be hoped that this will only occur for variables whose live ranges do not
overlap, this is not required by the translation so long as the typing requirements discussed below are fulfilled.
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1. For all z, A(x) # r. and A(x) # ry and for all zes, A(x) # f;.

2. T'a(sp) = 0y o0 and frmsz(A) = |oy|.

3. | ®|% = {ri:ns32, ra:nssa, f1:ns64, f2:0564, TeinS32, Ty:nS32, SPinsse” o o} where n = frmsz(A).
4. If T'=T1,z:7,I's then:

(a) A is a good allocator for I'1,I's.
(b) If A(x) =r then |T'|% = Iy, To|%{r:|7]}
(c) If A(x) = sp(i) then || = [T'1,T2|%{sp:(¢")[il32 < |7|} where |I'1,T2|%(sp) = o’

5. IfT' = Fl,x64:¢,I‘2 then:

(a) A is a good allocator for I'1,I's.
(b) If A(wes) = £, [T = |1, Do {£:[8]}
(c) If A(xz) = sp(i) then |T|% = |1, T2|%{sp:(0')[i]ea < |p|} where |I'1,T2|%(sp) =0

The first three requirements ensure that the allocator doesn’t interfere with registers and stack
slots outside of its control, and that all unused registers and stack slots are given the nonsense type
by the translation.

The special registers ry, f; r. are not available for general allocation. The first two are reserved
for temporary computation and returned values, and the last for exception frames.

The second requirement of a good allocator is that the stack type in the machine state returned
from the translation of a context must be an extension of the stack provided, and that the size of
the extension must match the result of the frmsz() query.

The third requirement of a good allocator is that it not impose extraneous requirements on the
state: that is, that the translation of an empty typing context is empty.

The important requirement to be a good allocator is that the locations returned from variable
location queries must be coherent with the machine state obtained by translating a context con-
taining the query variables. This constraint is expressed in the last two good allocator constraints.

There are two properties of interest that follow from these constraints. The first can be sum-
marized informally as follows: if I'(z) = 7 then |I'|%(A(x)) = |7]: that is, if the allocator assigns a
variable from a typing context to a location, then the type assigned to that location in the trans-
lation of the context must be the translation of the variable type. More precisely, if 'y = |T'|%
then:

1. If for every x such that I' = I'y, z:7, ['a:

(a) If A(z) =r, then I's(r) = |7].
(b) If A(xz) =sp(i) and T'4(sp) = ¢’ then o'[i]sy = |7].

2. If for every x such that I' = I'1, xg4:¢, I's:
(a) If A(xgq) =1, then T'4(f) = ||
(b) If A(xes) = sp(i) and T'4(sp) = o’ then o'[i]¢s = |¢].
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The second property that follows from the definition is that the extension of a typing context
by a single variable translates to the same machine state as the translation of the original context
with the type of the location for the new variable updated with the appropriate type. Informally,
T, z:7|% = [T|%{A(z):|7|}. More precisely:

1. If I' =TV, z:7 then:

(a) If A(z) = r then |T|% = |T’%{r:|7|}
(b) If A(z) = sp(i) then |T'|% = [IV|%{sp:(¢’)[i]ls2 — |7|} where [I"|%(sp) = ¢’

2. If I' =T", xg4 then:

(a) If A(zeq) = £, [T = [T {f:|9[}
(b) If A(z) = sp(i) then |T'|% = [IV|%{sp:(c’)[iles — |¢|} where [IV|%(sp) =0

A third (indirect) consequence of the good allocator definition is that the translation of contexts
commutes with substitution.

Lemma 33 (Context translation substitution)
If A is a good allocator for I' then

D% [Iel/a] = [Tle/a]| 1
Proof: (By induction on T).
1. If I_‘ — ) then

IT|%llel/a] = B
{rl:ns;;g,rg:n532,f1:ns64,fg:n364,re:n332,rt:ns;),g,sp:ns;ggﬁo a}c|/a] =
{r1:ns32,r2:n839, f1:1564, f2:1564, Te:nS32, ri:ns32, SPinssy™ o of|c|/a]} =

Tle/a)|7l

2. f T =T", 2:7 then by the good allocator assumption (using informal notation)

IT%lc|/a] = (by definition)
(% {A@):|7|})[le| /o] = (by the good allocator assumption)
(I %llel /aD){ A(z):|7|[lc|/a]} = (by definition)
(I llel/aD{Alz):|r[e/e]]} = (by lemma 16)
I [e/a| 5V A(2):|r[e/a]|} = (by induction)
[P fe/a]

[
Being a good allocator is a very weak requirement on allocators. In particular, it does not
guarantee that the choice of locations is semantically well-behaved. For example, the allocator which
assigns every variable of a given type to the same location (regardless of liveness) is a perfectly good
allocator by this definition: the fact that such an allocator is a poor choice practically is irrelevant
from a type-soundness standpoint.
The notion of a good allocator for a context I' extends naturally to a notion of a good allocator
for an expression.
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Definition 19 (Good allocator for an expression)

If D is a derivation of V; A;I'; A F e: 7 then I say that an allocator A is a good allocator for e if for
all sub-derivations of D of the form W; A";T' & €' : 7' (for some A, T €', 7"), A is a good allocator
for I".

Note that this implies that a good allocator for e is a good allocator for all sub-expressions of e.
Also note that this implies that A is a good allocator for I'.

Since expressions also occur as sub-derivations of operations (in case expressions and handlers)
it is necessary to define an analogous property for operations.

Definition 20 (Good allocator for an operation)

If D is a derivation of ¥; A;I'; A+ opr: 7 opr,, then I say that an allocator A is a good allocator
for opr if for all sub-derivations of D of the form W; A";TY - €' : 7' (for some A", T ¢, 7'), Ais a
good allocator for T".

Note that this implies that a good allocator for an expression e is a good allocator for all the
operations in e, and that a good allocator for an operation opr is a good allocator for all expressions
in opr.

8.2.2 Derived instructions

It is convenient in the course of the translation to make use of some derived instructions not
provided in the core instruction set but which can be defined as sequence of core instructions. In
a complete implementation these instructions might be added as primitive.

The first defined instructions coerce registers and stack slots to the nonsense type.

Definition 21 (Junk instructions)

junk r e pov 7, NS32

fjunk f L oy f, nse4
sjunk sp(i) ©f surite sp(i), ns3a
fsjunk sp(7) © fswrite sp(i), nse4

For brevity, a single instruction is defined to coerce all registers to the nonsense type.

Definition 22 (Register coercion)

junkregs def junk rq;
junk ro;
junk fi;
junk fQ;
€

Lemma 34 (Derived instructions)
For well-formed contexts ¥, A, and ', where I'(sp) = o

o U;A;TF junk r = I' {r:nssa}
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U; A;T F fjunk f = I'{finsea}

U: A; T F sjunk sp(i) = T'{sp:(0)]i]s2 < ns32}
o U:A;T' F fsjunk sp(i) = I'{sp:(0)[iles < nses}
e U; A;T F junkregs r = I'{ri:nsss }{ro:nsse } {f1:ns64 }{f2:n564}

Proof: By construction.
[
Finally, I give an inductive definition of an instruction to coerce a range of stack slots to the
nonsense type.

Definition 23 (Stack range coercion)

junkstack n...n def sjunk sp(n);

€
junkstack n...m (n<m) & sjunk sp(m);
junkstack n...(m—1)

Lemma 35 (Stack range coercion)
For natural numbers n and m where n < m and for well-formed contexts ¥V, A, and I', where
I'(sp) = o:

U; A;T + junkstack n...m = I'{sp:o’}

where o/ = (((0)[n]s2 < nss32) ...)[m|s2 « nsso

Proof: By induction on m. If n = m, then the derived instruction sequence is sjunk sp(m):e, and
the result follows directly by lemma 34. If n < m, then by induction, we get an instruction sequence
which junks sp(n),...,sp(m — 1). After appending on the additional sjunk sp(m) instruction,
the result again follows by lemma 34.
[
In addition to these composite instructions, I also define a more general form of the move
instruction which targets either registers or stack slots.

Definition 24 (Arbitrary mov and fmov)

def
Srmov r, sv = mov r,sv
. def . .
srmov sp(i),sv = swrite sp(i), sv

def

srfmov f, fv = mov f, fv

srfmov sp(i), fv © fswrite sp(i), fu

Lemma 36 (Arbitrary mov)
For a location destss, and for an operand sv such that V; A;T' - sv:T

e If destsp =r then ¥; A;T F srmov r,sv = I'{r:7}

o If destsp = sp(i) and I'(sp) = o then U; A;T' + srmov sp(i), suv = I'{sp:(0)[i]s2 < 7}

108



Proof: By construction.

]
Lemma 37 (Arbitrary fmov)
For a location destss, and for an operand fv such that V; A;T' - fu: ¢
o If destsp = f then ¥; A;T F fsrmov f, fo = T'{f:¢}
o If destgo = sp(i) and I'(sp) = o then V; A;T' F fsrmov sp(i), fo = I'{sp:(0)[i]es «— ¢}
Proof: By construction.
]

To simplify the translation (as well as eliminate un-necessary moves), I define register to register
mov instructions which coerce the source register to nsss after the move whenever the registers are
not aliases.

Definition 25 (Move and junk)

. def
movj r,r = ¢
movj r,r’ (r #1') 4 pov r,r';
junk 1’
. def
fmovj f,f =€
fmovj f,f' (f #{£') L fmov f,f;
fjunk f’

Lemma 38 (32 bit move and junk)
For registers r and ' U; A;T'F movj r,r’ = I'{rinsz2 }{r:I'(r/)}

Proof: By construction.
If the registers are aliases, then the instruction sequence is empty, and

[ {r' sz H{r:I(r')} = T{rinsgo }{r:I'(r)} =T

If the registers are different, then mov and junk instructions are emitted, which update the
register file type accordingly.

Lemma 39 (64 bit move and junk)
For registers £ and £/ U; A;T + fmovj f,f = T{r":nses }{E:T(f')}

Proof: By construction. If the registers are aliases, then the instruction sequence is empty,
and ' = T'{f":nses }{E:T(f')}. If the registers are different, then fmov and fjunk instructions are
emitted, which update the register file type accordingly.
u
For exception handlers, I define a code sequence for copying a stack segment. I begin by defining
a code sequence stackcopy (o1,09) which copies the portion of the stack described by oy intro
pre-allocated space below the already copied o1. Note that stackcopy (o1,02) is only defined
when o1 and o9 have well-defined sizes: that is, when they are composed solely of pushes and of
compositions of stacks with well-defined sizes.
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stackcopy (o, ¢) def ¢

stackcopy (01,7 >32 02) ©f surite sp(|a1]), sp(|o1 o T 32 2| + |o1]);
stackcopy (o1 o (7 >392 €),09)

def .
stackcopy (01,¢>es 02) = fsurite sp(|o1]),sp(|o1 o ¢ by oa] + [o1]);
stackcopy (01 0 (¢ >g4 €),02)

Lemma 40 (stackcopy)
For well-formed stack types o1, o2 and o such that |o1| and |o3| are well-defined:

W; A;T{sp:(01 0 ns32172) o (51 0 03) 0 0} I stackcopy (a1, 03) = ['{sp:(a1 0 03) o (01 0 73) 0 o'}
Proof: By induction on 3.
e If 0y is empty, then |03 = 0, so

(010 n832|‘72|) o(opo009)0o0=0100100

o If o9 =703 0'/2 then:
Let 0] = 010 (T>32€)
By induction:
U: A; T{sp:(c} o ns3l?2l) o (64 0 04) 0 0}  stackcopy (o}, ob) =
I{sp:(c} 0 03) 0 (0] 0 03) 0 7}
Note that o] oo, =010 (T>g2€) 00h =01 07>330, =01 002
So by the partial sequence instruction rule, it suffices to show that:
U; A; T{sp:(0y 0 ns32l2) 0 (51 0 09) 0 0} F surite sp(|o1]),sp(|o1 o 732 b + |o1]) =
I{sp:(c1 o (T >33 €) 0 ns3l2) 0 (07 0 09) 0 07}
But note that |y o 1532172l 0 01| = |01 0 T >3 ab| + |o1], and hence
((0'1 (@) 71532'02') (e} (0’1 o 0’2) o 0')”01 O T D392 (7/2| + |0’1|]32 = 0'2[0]32 =T
And since nssol72l = nsgol T2l = pggy >3y nsgalo?l
(((o1 0 n532|"2|) o(op009)00))||o1|lse — 7= (010 (T>32€) 0 n532‘0§|) o(opjo00g)o0
Which is what we wanted.

o If 09 = ¢4 0f then the result follows by a similar argument.

|
The stackcopy definition is used to define a stack duplication code sequence copyframe o
which emits code to duplicate o on the top of the stack.
def
copyframe o = salloc |o|;
stackcopy (¢, 0)

110



64-bit values VAT A, 01,09 Fgy foip~ fuf
32-bit values U AT A, 01,09 Fap 50T~ 50
64 bit operations | ¥; A;I'; A, 01,09 - destg; — fopr:¢~ S
32 bit operations | ; A;T'; A, 01,09 - destse «— opr:7~ S

Expressions U: AT A 01,09 bc e~ I F
Heap values Uy, hval: 7~ I F

Heaps UVhkd~H

Programs Fp:r~ P

Figure 8.2: LIL to TILTAL translation judgements

Lemma 41 (copyframe)
For well-formed stack types o and o', such that |o| is well-defined:

U; A;T{sp:c o ¢’} I copyframe o = I'{sp:c oo 00’}

Proof: By construction.
By the salloc rule, it suffices to show that

W; A;T{sp:ns32!?l 0 o 0 0’} - stackcopy (¢,0) = I'{sp:c oo 0 c’'}
Which follows immediately by lemma 40.

8.3 The term translation

The judgement forms used for the translation of LIL programs to TILTAL programs are listed in
figure 8.3. In addition to the usual LIL typing contexts, all of the expression level judgements are
defined with respect to an allocator A and two stack types o1 and o9. The allocator provides the
locations of variables in registers and frame slots, and the two stack types keep track of the layout
of the rest of the stack below the current frame: o; describes the stack above the current handler
and o9 describes the stack below it.

Within the bodies of functions, these stack types will generally refer to two additional free
variables representing the two stack segments expected by the function (the segment above the
enclosing handler, and the segment below it). By convention, I name these variable p; and po, and
the stack types are expected to be well-formed in a context including these variables in addition
to free type variables from the original program. So for example, an invariant of the most of the
translation judgements is that |Al, p1:ST, p2:ST F o1: 5T, and similarly for o2, where A is the
current constructor context. For brevity, I will generally abbreviate this idiom as follows:

Definition 26

APvr2 CN| 51 ST po:ST

The next several sections will give detailed overviews of the individual translation judgements
and discuss some of the more interesting translation rules, as well as stating and proving the relevant
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soundness properties. The complete definition of the translation can be found at the end of the
chapter.
8.3.1 Values

LIL 32 bit and 64 bit values translate into TILTAL 32 bit and 64 bit operands, respectively. The
32 bit value translation judgement W; A;T'; A, 01,09 Fsy sv: 7 ~» sv’ indicates that in heap context
U, constructor context A, term context I', allocator A, and stack segments o1 and os; a LIL small
value sv of type 7 translates to a TILTAL operand sv’. The 64 bit has an analogous interpretation.

32 bit values

For closed values, the translation does little. For example, the translation of an integer value:

W: AT A 01,09 Fsoi:Int ~ 0

Similarly, for coerced values such as values injected into union types, the translation simply induc-
tively translates the coerced value to an operand, and then applies the translated coercion.

The rules for translating variables are more interesting however, since they use the allocator to
choose locations for the variable.

U A T[eer]; Al — ), 01,00 Fay 27~ 1

U; A;T[x:7]; Al — sp(i)], 02,02 Fao x: 7 ~> sp(3)

The translation of 32 bit LIL values to TILTAL operands is sound in the sense that given a
well-behaved allocator (as defined in definition 18), a well-typed LIL value translates to a TILTAL
operand that is well-typed in the translation of the term context under the allocator. More precisely:

Theorem 18 (Soundness of the small value translation)
If U AT Fsv:T

and A is a good allocator for I’

and APYP2 | gq:8T

and APYP2 | go: ST

and W; AT A 01,09 3 sv:7 ~ 50/
then

|W|; AP1P2 D972 F osu” |7

Proof: (theorem 18) By induction on sv. The proof proceeds by cases.

1. Suppose V; A;T[z:7| F x:7 and U; A;T[z:7]; Az — 1], 01,00 Fgp 7~ 1.
To show:
[ AP D7 s
By assumption:
I'=T4,z:7, 1
A(xz)=r
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So by the good allocator assumption:
D157 (A()) = |7]
So by the register rule:
05 A0 U177 x|
. Suppose ¥; A;Tx:7] F a:7 and U; A;T[x:7]; Alx — sp(i)], 02,02 Fay x: T ~> sp(i).
To show:
[W[; APLL2 D57 1 sp(i) : |7
By assumption:
I'=I1,z:7, 1
A(z) = sp(i)
So by the good allocator assumption:
D7 (sp) =0
ofils2 = |7|
So by the stack slot rule:
s A2 D557 F sp(i) <
. Suppose V[l:7]; A; T A, 01,09 sy £:7 ~ L.
To show:
|W[l:7]|; APLP2 T 972 b= 02| 7]
By definition, |W[¢:7]| = | V|, £:|7| so the result follows directly by the label rule.

. Suppose U; A; T A, 01,09 b 7: Int ~ 4.
To show:
|W|; APrP2, |F|f41002 F7:Int

This follows directly by the integer rule.
. Suppose ¥; A;I'; A, 01,092 F3, inj_union, sv:c~ inj-union; . sv'.

To show:
|W[; AP1P25 D% %7 F injunion; o) sv':|c|

By inversion:
A}_CE\/[...,Ci,...]:ng
U AT A, 01,09 Fag sV~ U
U AT Fsvig
By induction:
|W[; APLP2 D972 = sv” ey
By theorem 17 and weakening:
AL el = [V e ] Tag
By construction (injunion):
APLP2 |- inj,union(l-7|c|) :‘Ci’ = |C‘

By construction (coercion app):
| W[; AP1P2; D% %7 F inj union; | sv':|c|
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6. Suppose V; A;T; A, 01,092 g T0ll; sv:T ~» rollyy sv'.
To show:
|W|; APLP2; \I‘\Zfo” Frolly, sv' 2|7
By inversion:
A F 7 =Rec[k](c)(cp) : T32
U: AT A, 01,02 Fas sv:c(Rec|k]c)e, ~ sv’
U; AT sv:e(Rec[k]c)cy
By induction:
|W|; AP1P2 |D|%°72 = su” | c(Rec[ke)cpl
By theorem 17 and weakening:
APLPLE || = |Rec[k](c)(cp)|: Tz
Note that | Recli](c)(c,)| = Reclil(|e])(ley]) and [c(Reclile)ey| = (jel(Reclillchle,).
By construction (roll):
AP - oty -« (lel(ReclilleDlepl) = I7]
By construction (coercion app):
|W|; APP2; D972 rollj, sv’:|7|
7. Suppose ¥; A;T; A, 01, 02 b3, unroll; sv: c(Reclk]c)c, ~» unroll, sv'.
To show:
|W[; APLP2T(%°7 F unroll, sv’ : |c(Rec[k]c)cy|
By inversion:
A F 7 =Rec[k](c)(cp) : Ts2
U AT A, 01,09 Fap s0:7 ~ 50/
U AT Fsv:r
By induction:
|W|; AP1P2 D% 72 F su” |7
By theorem 17 and weakening:
APLPY 7| = | Rec|k](c)(cp)| : Ts2
Note that |Rec(r](c)(cp)| = Rec[x](|c])(|ep|) and [c(Recr]c)cy| = ([cl(Rec[x][c])|cp]).
By construction (unroll):
APLP2 = unroll, :|7| = (|c|[(Rec[r]|c|)|cp|)
By construction (coercion app):
|W[; APLP2; T(%°7 F unroll, sv’ : |c(Rec[k]c)cy|
8. Suppose ¥; A;T'; A, 01,09 3, pack sv as 7 hiding c: 7 ~»
(pack(|7|][c])sv’
To show:
[W]; APLP2 D77 | (pack(|T(]|c])sv’: ||
By inversion:
At 7=3k|(d): Tse
AT A, 01,09 Fap sv:c~s s/
U:A; T sv:cde
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By induction:
|W|; AP1P2; D972 F su” 1 |d e

By theorem 17 and weakening:
APLPL || = |TF[k]()]: Tae
Note that |3[x])c/| = J[k]|| and |c | = || ||

By construction (pack):
AP + pack||7|]|e] : [¢][e] = |7]

By construction (coercion app):
[W|: AP 0[5 b pacifrllelso’: |7
9. Suppose V; A;T; A, 01, 09 sy sv[c]: /e~ sv']|c]]

To show:
[ AP DG F sl : (e

By inversion:
U AT A 01,09 sy sv: e~ st/
U AT F sv:Vk](C)
AbFc:k

By induction:
s Ar02: D557 b s :[v]4] (<)

By theorem15 and weakening:
APLP2 el K

Note that |V[x|c'| = V[k]|c/| and |c | = || ||

By construction (forall instantiation):
s A D155 F sof[Je] < e

64 bit values

The translation rules for 64 bit values is exactly analogous to that of 32 bit values. For variables:

U ATz p:¢); Aleg — £l,01,00 Fp i~ f

U AsTlwp:¢); Az g — sp(i)], 02,02 52 Tp 1 ¢~ sp(i)

And for constants:

U: AT A, 09,09 b3y t:Float ~» ¢

The soundness theorem is stated and proved in much the same fashion as for 32 bit values
except that no induction is required.
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Theorem 19 (Soundness of the 64 bit value translation)
If VAT E fo:o

and A is a good allocator for T’

and APVP2 g ST

and APYP2 | gy: ST

and U: AT A 01,00 5 fo:ip~ fof
then

[BJ; APLeE D557 1 o g

Proof: By construction. The proof proceeds by cases on the last rule of the translation derivation.

1. Suppose V; A;Txs:¢|; Alzy — f], 01,00 Fes xp: o~

To show:
|Wl; AP1P2; \I’\Zﬂoog [ o]

By assumption:
I = F1,$f:¢,F2
Alzy) = £

So by the good allocator assumption:
D157 (Alzy) = |9l
So by the float register rule:
[W]; AP D77 - £ 2 |¢
2. Suppose ¥; A;T'[zs:0]; Alxs — sp(i)], 02,02 Fa ¢ 1 ¢~ sp(i).

To show:
[W]; APLe2; D57 sp(i) o)

By assumption:
I'="T,z:71,T9
A(z) = sp(i)

So by the good allocator assumption:
DI (sp) =0

oliles = [9|
So by the stack slot rule:
|W[; APLP2: D972 = sp(i) : |
3. Suppose U; A;I'; A, 09,09 F3, t:Float ~» t.

To show:
|W[e:7]); APLP2: T %72 F ¢ : Float

This follows immediately by construction.
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8.3.2 Operations

The translation judgement for LIL operations takes the form V; A;I'; A, 01, 09 b destgs «— opr: 7 ~»
S. Whereas the value translation relates LIL values and TILTAL operands, the operation trans-
lation relates a LIL operation opr to both a TILTAL location destss and a partial instruction
sequence S (as defined in section 7.2.1). The idea behind this relation is that given the machine
state assumptions encoded in the allocator (A), the partial instruction sequence S implements the
operation opr, leaving the result in the destination destss.

Structuring the translation in this manner is intended to improve the quality of the generated
code by (among other things) eliminating un-necessary mov instructions. The TILT certifying
implementation discussed in subsequent chapters uses this idea in a very similar form to that given
here in the formal translation. A closely related approach to code generation is also taken by
Dybvig et al. in their paper “Destination-Driven Code Generation” [DHB90].

Not all LIL operations are given translations by the operation translation. It simplifies the
structure of the translation noticeably to translate only certain instructions (raise, handle, and the
various case operations) as part of an expression. Consequently, these operations are treated as
part of the expression translation.

In general, slightly different code must be produced when the destination is a stack slot versus
a register. In order to keep the translation simple, I handle all stack slot destinations with a single
rule.

U AT A 01,00 g «— opriT~ S

U AT A 01,00 Fsp(i) «— opr:T~ S,
swrite sp(i),rg;
junk r;

This rule simply translates the operation using the temporary register as the destination, then
writes the value of the temporary register to the appropriate stack slot and clears the temporary
register. In some cases, better code could be produced by adding additional rules for specific
operation/destination pairs in which the intermediate usage of the temporary register could be
eliminated.

For the inclusion of small values into the operation level, the translation produces an operand
from the small value and moves it into the destination register.

;AT A, 01,09 Fap sv:7 ~ 50

;AT A, 01,00 F 1+ sv:7~s movr, sv’

Note that in many cases, a good allocator will have assigned r as the location for sv (for example,
when sv is a variable which is not live after the operation). In such cases, un-necessary move
instructions will be generated. As above, additional translation rules can be added to produce
better code for such cases.

A more interesting rule to consider is the translation rule for the call operation, which invokes
a code function on a list of 64 and 32 bit arguments. Code calls are implemented by writing the
code arguments onto the stack and then calling the translated code sequence. Upon return, it is
necessary to move the result from the temporary register ry to the destination register (since the
calling convention specifies that function results are returned in ry). Note the use of the movj
pseudo-instruction to ensure correctness in the case that the destination register is ry.
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€
T[4 = {r1:ns32,ro:n532, reins3a, ryins3e, f1:nse4, f2:ns64,5p : 07}
APLP2 Of = NS32 P32 - - - D32 NS32>32 NS4 e+ + - NS64 >gac’ 1 ST

~~ g
m

k
U AT A 01,09 bsy sv: Code(To, - vy Tm—1)(P0s - -+ P—1) — T~ sV
U AT A 01,00 bay s~ 50, 1€0...m—1
U AT A, 01,02 |_32fvi3¢i’\'>fvg 1€0...k—1

U AT A 01,09 B r— call su(svg, ..., S0m—1)(fvg,..  fup_1):T ~
fswrite sp(m+2x* (k — 1)), fuj_;

fswrite sp(m), fuj,
swrite sp(m — 1), sv),

swrite sp(0), svj,
junkregs

call sv'[o’ 0 01, 03]
movj r,r

This rule illustrates several important ideas used in the translation. Firstly, note that the
translation requires that the translation of the typing context under the allocator be a register file
in which all of the registers contain only junk. This reflects the fact that all registers in this calling
convention are caller-save, and hence may be overwritten during the function call. A translation
using a callee-save convention could allow some or all of the registers to be occupied. The implicit
effect of this rule is to force any valid translation to spill registers using the spill rule before applying
a call rule (or to never map registers at all). This demonstrates a key advantage of defining the
translation parametrically with respect to allocation: there is a clean separation of concerns between
the expectations of the translator and the mechanism by which the register allocator satisfies those
expectations.

Secondly, note that the translation expects the allocator to include space for the out-arguments
in the frame. This is not required by the allocator methodology, but is convenient for the purposes
of avoiding a frame pointer, as well as permitting the allocator to potentially re-use temporary
slots as out-arguments. The translation expresses this requirement on the allocator by premising
the translation of a call operation on the availability of sufficient unused slots on the top of the
frame:

APYP2 = g p = nsgo Pag - - D32 NS3aP32 NS64 Ded - - - NSeaes 0 2 ST

m k

A translation only exists if the allocator provides sufficient space in the frame.

This rule also illustrates the use of the derived movj partial instruction sequence from section
7.2.1. The technique used to handle stack slot destinations above implies that the translation must
be prepared for the destination register to be an alias for the temporary register. This is handled
here by the movj instruction, which performs a move on its argument registers and junks the
source register only if the registers are different. Consequently, if r = ry, then the result is left in
ri: and if r # ry, the result is moved to r and the ry register is junked.
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The rest of the operation translation rules proceed in a similar fashion. The complete translation
rules can be found in section 8.4 below.

8.3.3 Soundness of the operation translations

The soundness theorem for the operation translation states that for a well-typed operation and a
good allocator; whenever the operation is related to a destination and a partial code sequence by
the translation, the partial code sequence is well-formed and leaves its result in the destination.
Note that the translation assumes that the r, register which is left unmapped by the allocator will
contain an exception frame.

Theorem 20 (Soundness of the operation translation.)
IfU; A;T; A b opr: T opr,, and A is a good allocator for I and APVP2 = o1 : ST and APVP2 = gy : ST
then:

1. If U AT A 01,00 — opriT~ S
then
|W|; APLP2: Ty B S = Ta{r:|7|}

where |T|% °7*{r.: Exnptr(o1)} =T'4

2. If U AT A 01,00 Fsp(i) « opr:7~ S
then
|W|; AP1P2: Ty S = Ty{sp:o’}
where |I'|%°7*{r.: Exnptr(c1)} = T'4 and I'4(sp) = o and (0)[i]s2 < |7| = 0.

Proof: By induction on derivations. The proof proceeds by cases on the last rule used. Note
that only one rule applies when the destination is a stack slot, and that when the destination is
a register, at most one rule applies for each instruction form. Also note that the good allocator
assumption guarantees that |I'|%°7?(r¢) = nss2, and hence for cases that modify r¢, the output
typing condition requires that r; be coerced to nsss.

Throughout the proof, I use I'4 to refer to |T'|% °7*{r.: Exnptr(o1)}

1. Suppose V; A;T'; A, 0109 F sp(i) < opr:7 ~ S. The stack slot rule is the only rule that
applies, so
By inversion:
U AT A 01,001 «— opr:7~ S
Let 0 =T 4(sp).
By induction:
|W|; APLP2 Ty B S = Ta{ry:|7|}
By the stack write rule and lemma 34:
|W|; APLP2 T g {ry:|7|} F swrite sp(i),ry; = Da{sp:(0)[i]s2 < |7|}{r¢:nss2}
junk ry
So by lemma 28 (composition):
|W|; APP2: Ty S, = L a{sp:(0)[i]s2 «— |7|}{ri:nss2}
swrite sp(i),ry;
junk r;
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2. Suppose opr = sv.
By assumption:
U, AsT; A sv:T oprs,,
AT, A1+ sv:7~movr, sv’

By inversion:
U AT AR sveT
AT, Al sv:7~ 50/

To show:
|U|; APLP2: T 4 Fmovr, sv’ = T a{r:|7|}

By theorem 18:
|W|; APLP2 Ty B osv’ 7]

By the mov typing rule:
|W|; AP1P2T 4 Fmovr, sv” = Ta{r:|7|}

3. Suppose opr = select sv
By assumption:
U; A;T; A - select sv: 7; opry,
A, Ty AFr «+ select sv:7; ~ movr, sv’
loadrr,r(7)
By inversion:
U AT Esv: X (70,3 Tige ey Tn)
AT Abgy s X (T0y e ooy Tiyeeny Tn) ~> S0
To show:
|W|; APLP2 T 4 Fmovr, sv' = Ta{r:|nl}
loadrr,r(7)
By theorem 18:
|l APLP2 T 4 50" | X (TOy e o vy Tiy e ey Tn)l
By definition:
| X (T0y oy Tiy e ooy T)| = X (|70, -5 | Tils - o5 |T0l)
By the mov and load typing rules:
|U|; APLP2 T 4 Fmovr, sv = Ta{r:|7|}
loadrr,r(7)

4. Suppose opr = dyntag,.
By the new tag instruction rule:
|U|; APP2 Ty 1= dyntag), T = ['a{r:|Dyntag(c)[}
5. Suppose opr = box fv.

By inversion:
U:A;T; A 01,09 ey fo:Float ~ fv'
AT Ffoio
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To show:
|@|; AP1P2; T4 - mallocy 1, fv' = T o{r:|Boxed(¢)|}

By assumption A is a good allocator for I, so
By theorem 19:
[Uf; APz Ty = fo' s g
By the mallocy rule:
|W|; AP1P2; T 4 = mallocy 1, fv' = T a{r:Boxed(|¢])}

(Note, | Boxed(¢)| = Boxed(|¢]|))

. Suppose opr = (sv1, ..., SUp).

By inversion:
U: AT A, 01,02 Fag sU1 175~ sV,

U AT F s 7y

To show:
|W|; APrr2T 4 Fmallocr, [|71], ..., |Tal](sv], ..., sv)) = Da{r:|r«|}
where 74 = X[711,..., 7]

By theorem 18:
|W|; APLP2T 4 b sv; |

So the result follows directly by the malloc rule.

. Suppose opr = call sv(svo,..., Um—1)(fvg, ..., fop_1).

By inversion:
€
T[4 (sp) = {r1:nss2, ro:nsse, reinssa, ryinssa, f1:nse4, f2:ns64,5p 1 0p}
APLP2 = Of = NS32 >3 * -+ P>32 NS32>32 NSe4 Pea -+ - NS64 l>640'/ : ST

v~

m k
U AT A 01,09 Fap sv: Code(To, - -y Tin—1) (@0 - -+ Pp—1) — T ~> 0’
U AT A 01,00 Fgp S0~ 50, i€0...m—1
U AT A 01,00 |_32fUii¢i“’>f’Ug 1€0...k—1
U AT F sv: Code[rp, ..., o]0, - - -, k] (T)
U AT F s 7y
U AT fo, 04

To show:
|W|; AP1P2: Ty b fswrite sp(m + 2 x (k — 1)), ful_y = Da{r:|7|}

fswrite sp(m), fu;,
swrite sp(m —1),sv)

swrite sp(0), sv

call sv'[o’ 0 01, 09]

movj r,r
The proof proceeds by stepping through the emitted instructions and applying the appropriate
typing rules. For brevity, I will simply describe the register file type after each instruction
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rather than restating the entire typing judgement. I also leave the inner inductions on m and
k informal.

By theorems 19 and 18:
[W[; APYP2 T4 F for | gl
’\I/’; APLP2 T 4 = S’Ug : ’Tz‘

By the good allocator assumption, I'4(sp) = oy 0 01 0 03.

By assumption:
APLP2 Of = NS32 P32 - - - D32 NS32>32 NS4 ey -+ - NS64 >gao’ : ST where of = ’F’;(Sp)

m k

Therefore, by the swrite and fswrite rules, it suffices to show that the remainder of the
instruction sequence after the stack writes is well-typed assuming that the register file has
the type:

!
I'a{sp:o.} where oo = To>32 D32 Tin—1>32 Go >6a - - Pr—1 D64 0 0 01 0 02

By theorem 18:
|W|; APLP2 T 4 F sv | Code(To, - - -y Tim—1)(P0, - - -, P—1) — T|

And by definition 14:
| Code(To, ..y Tm—1)(P0, -+ Pp—1) — T| =
V[p1:ST, p2:ST].
{r1:nsse, ro:nsse, £1:1564, f2:1864, re: Exnptr(ps), ry:nsse,

sp: cont(|os2 0 g64])(p1)(p2)(I7]) P32 (032 © (064 © prop2))} —0
where 0390 = 79 >392 - D39 Ty—1 D32 €

and 064 = Qo D64 - - Pr—1 D64 €
So by the instantiation rule, sv[o’ o o1, 02] has type:
I'. -0 where
[ = {r1:ns32,r2:ns32, f1:n564, f2:n864, re: Exnptr(oq), ri:nssg,
Sp: COI’lt(|O'32 o 0'64|)(O'/ o) 0'1)(0'2)(|T|) >39 (0'32 o (0’64 o O'/ 0010 0'2))}
Let Tret = cont(|osz 0 gg4]) (0’ 0 01)(02)(|7|)

Note that I'. = T' g4 {sp:7ret 32 0¢} and so the call rule applies. Therefore, it suffices to show
that the remainder of the code sequence is well-typed under I'pet, where 7pet = I'ret — 0.

By lemma 38, the register file after applying the last move and junk instruction is
Tret{r¢:nsse H{r:|7|}

But notice that by definition of cont (definition 13):
et = {r1:ns32, ro:nsse, f1:1864, f2:n864, re: Exnptr(og), re:|7|,
sp:nsgy 2k
So I'yet = Ta{ry:|7]}.
Finally, recall that by the good allocator assumption:
Fa{riyinsse} =Ty

oo’ ooy o009}
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10.

Hence:
Fret{rt:n532}{r:|7—|}
= Pa{re:|r[H{rensse Hr:7|}
=T a{ry:nsso H{r:| 7|}
= Lafr:7[}

. Suppose opr = array_(svi, sv2)

By inversion:
U: AT A, 01,02 Fap sv1:Int ~ sv)
U AT A 01,09 sy S02:T ~> S04
U: A;T' F svq:Int
U: AT svo:T

To show:
|W[; APLP2.T 4 = mallocy, T, svy, svy = L a{r:|Arrays,(7)[}

By theorem 18:
|W|; APLP2T 4 | sv) | Int]|
|W; APLP2T 4 = svhy |7
so by the malloc rule:
|U]; AP1P2: T 4 = malloc T, sv7, svhy = T a{r:Arraysy(|7])}

. Suppose opr = farray,_ (sv, fv)

By inversion:
U; AT A, 01,09 sy sv:Int ~ 50/
U AT A 01,09 Foy foidp~ f
U AT F sv:Int
VAT foig

To show:
| |; AP1P2: T g b= fmallocy r, sv’, fu' = Ta{r:|Arrayg,(7)[}

By theorems 18 and 19:
|W|; APLP2:T 4 F sv’: |Int|
|W|; AP1P2: Ty = fol 1|7

so by the fmalloc rule:
| |; AP1P2: Ty b= fmallocy 1, sv', fo' = T a{r:|Arraye, ()|}

Suppose opr = sub;(sv1, sv2).

By inversion:
U: AT A, 01,02 Fap sv1: Arraysy (1) ~ sv
U: AT A, 01,09 By sva: Int ~ st
U; AT syt Arraysy(7)
U:A;T'F svg: Int

To show:
|W]; APYP2:T 4 b= suby, T, svy, svh = T a{r:|7|}
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11.

12.

By theorem 18:
|\IJ|, APLPQ;FA = S’Ull . |ArraY32(7')|
|W|; APLP2: T 4 b svly - Int

so by the sub rule:
|U[; AP1P2T 4 b= suby, 1, 507, svh = Ta{r:|7|}

Suppose opr = upd,_(sv1, sva, sv3).

By inversion:
U AT A, 01,09 Fay sv1: Arraysy (1) ~ sv]
U AT A 01,09 bsy s02: Int ~ 50
U AT A, 01,09 Fag sug: T~ svh
U; AT syt Arraysy(7)
U: A;T' F svo: Int
U AT Fsvg:r

To show:
|U|; APLP2: T 4 | upd svf, svh, svh = [a{r:Unit}
mallocr, []()

By theorem 18:
|U|; APLP2:T 4 b sv)) @ |Arrays, (7))
|U|; APLP2T 4 | svhy: Int
|U|; APLP2:T 4 b svb o | 7]

So by the upd rule:
|U|; APLP2:T 4 | upd sv, svh, sUh
=TI4

And by the malloc rule:
|W|; APLP2; T 4 Fmallocr, [[() = I'a{r:Unit}

Suppose opr = fupd¢(51)17 sv2, fv).

By inversion:
U: AT A, 01,09 Fap sv1: Arraysy (1) ~ sv)
U AT A 01,09 sy sv2:Int ~ svh
U AT A 01,00 by foi g~ fof
U AT F svy : Arraysy(7)
U AT F svg: Int
U AT foig

To show:
|U|; AP1P2: Ty b= fupd sv), svh, f’ = T 4{r:Unit}
mallocr, [|{)

By theorems 18 and 19:
|U|; APLP2:T 4 b sv]) @ |Arraysy (7))
|W|; APLP2: T 4 | svhy: Int
W Ao Tl ]
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So by the fupd rule:
[ W[; AP1P2: T o = fupd svy, sv), fo'
=14

And by the malloc rule:
|W|; AP1P2; Ty Fmallocr, [[() = I'4{r:Unit}

[
A useful corollary states that state of the machine after executing the translation of an operation
is the same as the machine state given by translating the extended context.

Corollary 3 (Operation context extension.)
If U A;Ts A opr: 7 oprs,
and A is a good allocator for I and for I', z:7
and APYP2 | g1:8T
and APYP2 | gy: ST
and V;A;T; A 01,00 A(x) «— opr:7~ S
then
|U|; APP2 Ty S =T'p
where T'y = |U|%°7*{r.: Exnptr(o,)} and I'p = |, 2:7|% °"*{r.: Exnptr(c)}

Proof: The proof follows trivially by applying theorem 20 and observing that the good allocator
assumption implies that the resulting context is equal to the translation of the extended context.
[
The proof of soundness for the 64 bit operation translation follows exactly the same form as
that of the 32 bit operation translation.

Theorem 21 (Soundness of the 64 bit operation translation.)
If O; AT A &= fopr: ¢ opr,, and A is a good allocator for I' and APvP? + g1 : ST and APLP?
09 : ST then:

1. If U AT A 01,00 £ — foprip~ S
then
[W[; APLP2T g = S = Ta{f:|o]}

where |T|% °7*{r.: Exnptr(o1)} =T4

2. If U, AT A, 01,09 F sp(i) « fopr:¢p~ S
then
|W|; APrr2 Ty S = T y{sp:o’}

where |I'|% °”*{r.: Exnptr(co,)} =T'4 and I'4(sp) = o and (0)[iles < |¢| = o’

Proof: By induction on derivations. The proof proceeds by cases on the last rule used. Note
that only one rule applies when the destination is a stack slot, and that when the destination is
a register, at most one rule applies for each instruction form. Also note that the good allocator
assumption guarantees that |I'|% °’*(fy) = ns32, and hence for cases that modify f;, the output
typing condition requires that f; be coerced to nsgy.

Throughout the proof, I use I'4 to refer to |T'|% °7*{r.: Exnptr (o)}
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1. Suppose U; A;T; A, 0109 b sp(i) < fopr:¢ ~ S. The stack slot rule is the only rule that
applies, so
By inversion:
U AT A 01,00 F £y — fopr:gp~ S
Let 0 =T 4(sp).

By induction:
|W|; APLP2 T 4 S = Ta{fi:|o|}

By the stack write rule and lemma 34:
|W|; APLP2 T 4 {fy:|op|} F Eswrite sp(i), f; = Ta{sp:(0)[iles < |P|}{fi:ns6a}
junk f;

So by lemma 28 (composition):
W AP T 4 {E ol - S = Ta{sp:(0) ot — 101} fumsea}
fswrite sp(i), fy;
junk ft

2. Suppose fopr = fu.
By assumption:
U, AT Al fo: ¢ oprg,
U:A:T; A, 01,00 Ff «— fo:7~s fmov f, fo’

By inversion:
U AT AR fuig
VAT, Abg fordp~ fof

To show:
|U|; AP1P2: Ty b= fmov £, fo’ = T 4{f:|9|}

By theorem 19:
|U|; APLP2T 4 = fo ||

By the fmov typing rule:
|W|; APLP2T 4 F fmov £, sv” = Ta{f:|¢|}

3. Suppose fopr = fsuby(sv1, sva).

By inversion:
U: AT A, 01,09 by svp: Arrayg, (¢) ~ sv)
U AT A 01,09 bsy s02:Int ~ 50
U; A;T = svy s Arrayg, (¢)
U: A; T F svo: Int

To show:
| W[; APL2 T 4 b subjg) £, svy, sy = Ta{f:[¢]}

By theorem 18:
|U|; APLP2:T 4 = sv @ |Arrayg, (@)
|W|; APLP2:T 4 | svhy: Int

so by the fsub rule:
[U]; APLP2T 4 b= subyy £, sv7, svy = Ta{f:[¢]}
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4. Suppose fopr = unbox sv

By inversion:
U AT; A, 01,02 3, sv: Boxed(¢) ~» sv’
U; A;T' F sv: Boxed ¢

To show:
|W|; AP1P2T 4 - floadr f, 50" = Ta{f:|4|}

By theorem 18:
|W|; AP1P2: T 4 F sv’: | Boxed(9)|

so by the floadr rule:
|W|; AP1P2T 4 - floadr f, 50" = Ta{f:|4|}

m
As before, a useful corollary states that state of the machine after executing the translation of
a 64 bit operation is the same as the machine state given by translating the extended context.

Corollary 4 (Operation context extension.)
If U; A; T A b fopr: ¢ opr,,
and A is a good allocator for I and for I', x y:7
and APYP2 | gqy:8T
and APVP2 | go: ST
and VAT A 01,00 F A(xy) «— fopr:¢p~ S
then
|U|; AP1P2 Ty S =T'p
where T'g = |I'|%°"*{r.: Exnptr(o)} and T'p = |I', z5:¢|% °7* {rc: Exnptr(o)}

Proof: The proof follows trivially by applying theorem 21 and observing that the good allocator
assumption implies that the resulting context is equal to the translation of the extended context.
[

8.3.4 Expressions

The general expression translation judgement takes the form ¥; A; T A, 01,00 b e: 7~ I; F. LIL
expressions translate to TILTAL instruction sequences I, terminated either by a return, a jump,
or a halt, depending on the context of occurrence of the expression. In addition, the translation
of nested sub-expressions may produce a heap fragment F' containing additional code blocks which
must be allocated in the heap at the top level. All new labels generated by the translation are
assumed to be fresh.

Occurrence parameters

As usual, the translation relies on an allocator and two stack types describing the stack layout below
the current stack frame. Additionally, the translation is parameterized by a context of occurrence
(' indicating the context in which the translated term occurs. For the purposes of this translation,
contexts range over return contexts, jump contexts, and halt contexts.

C:: =ret | jmpsv | halt
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Return contexts indicate that the expression is a function body and should exit using the function
return convention. Jump contexts indicate the expression occurs as a sub-block of a larger expres-
sion, and should exit by placing the return value in r;y and jumping to the provided address. Halt
contexts indicate that the expression occurs as a program body and should exit by terminating the
program.

Additional contexts are possible: for example the implementation uses a special context to
efficiently translate boolean expressions whose only use is to decide branches. The implementation
also uses this mechanism to implement proper tail-recursion: function calls occurring at the end of
expressions translated in the return context are tail calls. The formal translation does not address
this optimization since it adds nothing interesting to the development. As with the use of the
destination parameter in the operation translation, this idea is closely related to the techniques
used by Dybvig, et al [DHB90].

Most of the translation inference rules are parametric with respect to the context of occurrence.
The exceptions are the rules for the small value base case of expressions, where the the appropriate
terminator for the instruction sequence is chosen.

Return values

For return contexts, the translation inference rule requires that the top element of the stack (below
the frame) be an appropriate continuation type?. The code sequence emitted moves the return
value to ry, de-allocates the stack frame, coerces the registers and in-arguments to nonsense, and
returns.

APLP2 = o = (cont(m) (o)) (o2)(|7r])) >32 0] : ST

U AT A 01,09 Fa s0:7.~ sv' frmsz(A) = n

U AT A, 01,09 Fret $U: T ~> mov 1y, sv';
sfree n;
junkregs;
junkstack 1...m;
ret;

For expressions translated in a jump context, the context of occurrence carries with it the
destination of the jump. The translation rule makes no explicit assumptions about the state of
the stack, but insists that the type of the destination be appropriate for a jump. The translated
code moves the result value to the temporary register and jumps to the destination. Note that the
destination is assumed to have been previously instantiated with all of the necessary type variables:
it is not sound to simply instantiate it with the current typing context A, since A may contain
more type variables than the destination is expecting.

s A5 - Dl 0
W AT A 01,09 Fap 8007~ s/

U AT A, 01,02 Fjmp sw, SU:T ~> mov 1y, sv';
jmp sv;

It is an invariant of the translation as stated that this should always be true. Note that the soundness of the
translation does not rely on this invariant, since the existence of a translation derivation is predicated on it being
satisfied. However, a proof of completeness of the term translation would require that this assumption be shown
valid.
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Finally, expressions translated in a halt context move the result value to the temporary register,
de-allocate the stack frame, and halt the program. Note that the translation insists that the stack
segments below the current frame be empty.

U AT Aje e bgy sv:7~ sv' frmsz(A) =n

U AT A, €, € Fpate SU: T, ~ mov Iy, sv';
sfree n;
halt, ;

Spilling

For the most part, all of the exception rules are syntax directed. However, I include one non-syntax
directed rule in the translation to give the allocator more flexibility in its choices of locations. The
non-deterministic spill rule allows a shift to a new good allocator so long as a code sequence can
be found that re-arranges the frame appropriately.

U AT A 0,00 e~ T
[W[; APPr DI B 5 = D)7
where A’ is a good allocator for e

U AT A 01,00 Fce:m~ ST

This rule is intended to capture the fact that a register allocator may wish to insert code into the
instruction stream at various points (such as spill and restore code). Since various instructions (such
as function calls) insist that the register file be empty, this rule gives the allocator an opportunity
to obey this constraint without forcing all variables live across the call to be permanently stack
resident.

Operations

The translation of ordinary LIL operation binding demonstrates the interaction between the allo-
cator and the destination based translation used for operations.

U AT A 01,00 F A(z) < opr:1i~ S
U, AL o Ao, 00 Fc et~ T

U: AT A 01,00 Fo let: x = oprine: T~ S,
I

The operation opr is translated with respect to the destination chosen by the allocator for x to
produce a partial instruction sequence S that implements the operation and leaves the result in
the chosen destination. The rest of the expression is translated to produce an instruction sequence
I, to which S is prepended. Uses of & within e will be translated via the allocator to references to
the chosen location for zx.

Operations translated as part of the expression translation

Some operations are not given direct translations as part of the operation translation, but are
instead translated directly by the expression translation. This is done to keep the operation trans-
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U AT A 01,09 Fap sv: Dyn~s sv' ;AT A, 01,09 sy sv1: Dyntag(ry) ~ sv’
\Ila Aa F7 T X [Dyntag(Tl)) 7—1]; Aa 01,02 l_jmpfend[(nlA),al,og] €1:Ty ™ Il
U AT A, 01,02 Finp fona (T A),01,00] €25 Tz ~ 12
U AT Ao, 00 Foe:m~ T
i =T

U AT A, 01,09 Fo let x = dyncase(sv)(sv; = xj.€1,- = eg)ine: 7~

mov ry, sv’
brdyn r¢, sv), (1[(II1A), 01, 09]
junk ry
I

0| A p1:ST, p2:ST).T alrg: x [Dyntag(|i]), |71]]]
srmov A(z1),ry
junk r;
I

fend:vHALpl:ST’ p2:ST]'FA[rt:|TxH
srmov A(z),ry
junk r;
I

Figure 8.3: Exception case translation in TILTAL.

lation simpler, usually because the operations generate additional heap allocated code blocks. Sum
and exception case analysis and handlers all fall into this category.

The translation of exception case analysis (figure 8.3) produces two new code blocks and a code
sequence. The code sequence compares the tag of an exception in register ry to a known tag, and if
equal branches to the first additional code block: £1. This code block moves the refined exception
into the destination assigned to x; by the allocator, and then executes the translation of the body
of the case statement e;. Notice though that the context parameter for the expression translation
is changed to indicate the block should exit by jumping to the merge point fenq. Since code blocks
must be closed, all of the free type variables must be threaded through the blocks: hence the
instantiation of the destination label fena[(II1A), 01, 02]. (I use the notation II1 A to indicate the
constructor variables bound in the domain of A.)

In the case that the branch is not taken, the other branch of the case is executed. Note that
it too is translated in a context with the merge point as its jump destination. The remainder of
the expression, e, is translated in the original context of occurrence, and then is emitted with the
merge point label fgng, with the free type variables suitably abstracted. Note that by convention
the continuation expects its argument in ry.

The translation of sum cases follows essentially the same form, but with substantially more
cases. The principle additional complication is that numerous branches must be generated to
distinguish between the various tags and tagged record within the union type. No effort is made in
the formal translation to emit these in an especially efficient fashion (for example by using general
comparisons and intermediate branches instead of simple equality tests).

Exception handling is handled in a relatively inefficient manner for simplicity in the translation
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(see figure 8.4). The translation insists that the allocator spill all registers to the stack at every
handler site, and then pushes the old exception handler frame onto the stack and copies the entire
frame over it. The handled expression is translated with a jump continuation that forwards control
to a postlude which cleans up the stack and restores the old handler before jumping to the merge
point. The handler code itself does a similar cleanup before executing the handler code, which is
translated with the final merge point as its continuation.

Raising exceptions is also dealt with at the expression level, not because it requires additional
code blocks to be emitted, but rather because exception raising code ends with an unconditional
jump and hence does not fit into the syntactic category of partial instruction sequences. To raise
an exception, the exception packet must be placed in ry, the handler stack must be restored from
the exception frame before jumping to the handler, also obtained from the frame.

U; AT A, 01,09 sy sv: Dyn ~ sv’

U:A;T; A 01,00 b0 letx = raise, svine: 7T ~» movry, sv
loadrr,re(1)
mov sp, I'y
loadrryg,r.(0)

jmpry

Type operations

The remainder of the expression translation inference rules deal with the type instructions, such as
unpacking existentials and refining types using the LX based primitives. Since these constructs are
essentially the same in LIL and TILTAL, the translation does little interesting work. For example,
the refinement operation for pairs simply translates the rest of the expression and prepends a pair
refinement instruction.

AFc=a:k1 X Kk
U A, Biky, yik;
L[(B,7)/al; Fotpay s elB: ) /o] i T(B,7) /el ~ 1
A, o1[(B,7) /e, 02[(B,7) /]

U A, acky X Koy T3 A, 01,09 Fo let(f,7) = cine: 7~ refine(8,v) = |c[;
I

The rest of the type instruction rules are similarly un-interesting and are not described here
further. A complete listing of all of the expression translation is given in section 8.4.

8.3.5 Soundness of the expression translation

The soundness theorem for the expression translation says that if a well-formed LIL expression
translates to an instruction sequence and a heap fragment, then both the instruction sequence and
the heap fragment are well-formed. Note that the heap context ¥ is extended with the additional
bindings introduced by the new heap when typechecking the instruction sequence. As before,
I assume that the allocator is a good allocator for the expression, and that the stack segment
parameters are well-formed.
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U AT AL €,03 Finp fpose (T A),e,00] €15 Tz~ 115 F1
U A;T, 29:Dyn; A, 01, 02 l_jmpﬁend[(ﬂlA),ofoahog] €Ty~ Io; by
U A oy Ao, 00 Fc e~ [ F
' = {ri:ns32, ra:ns32, reinssy, re: Exnptr(os), sp:oy o o1 0 09, fi:ns64, f2:n564}
where T'y = |T|%°7*{r.: Exnptr(os)
and T'p = |I'|%{r.: Exnptr(o3)

and o = [[[3(sp)

and o3 = Exnptr(oa) >32 07001 009
and Op =0f003

U:A;T;A,01,09 o let x = handle; (e1,x2.62) ine: T~

push r,
stackcopy (Exnptr(os)) >3z 0
sfree 1
malloc r.[Exnhndler(oy), 01 (¢handie[lI1 4, p1, 2], SP)
I

Ehandlév[A? P1, pg] .{1‘1: Dyn, roins3za, r¢ins32, reiNS32, SP:op, f1:n364, fQiTL$64}
srmov A(z2),r1
sfree(frmsz(A))
Pop Te
junk r;
I

Coost:V[|Al, p1:ST, p2:ST.I' glry:|74]]
sfree(frmsz(A))
Pop T
jmp Lena[ILiA, 01, 09

Zemd:vHA‘vpl:STa pQ:ST]'FA[rt:h:E”
srmov A(z),rq
junk ry
I

F;

Fy;

Fy

Figure 8.4: Exception handler implementation in TILTAL.
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Theorem 22 (Soundness of the expression translation.)
If A is a good allocator for e

and V;A;TFe:Texp

and APVP2 g ST

and APYP2 | gy: ST

and V; AT A,01,090Fce:m~ I F
then

0| - F:Up
and |W|, Up; AP2P2: Ty T ok
where I'y = |['|%°7*{r.: Exnptr(oz)}

Proof: By induction on derivations. The proof proceeds by cases on the last rule of the translation
derivation. I generally identify the rule under consideration by listing the conclusion of the rule,
except where ambiguous.

Throughout the proof, let T'y = |I'|% *"*{r.: Exnptr(c2)}.

AT ) .
1. Suppose ¥; A;T; A, 01,09 Fret SU: T ~> mov 1y, sU;

sfree n;
junkregs;
junkstack 1...m;
ret
To show:
|W|; AP1P2: T 4 F mov 1y, sv'; ok

sfree n;

junkregs;

junkstack 1...m;

ret

By assumption:

AT AR sviT,

U AT A 01,00 Fap 5007 ~ sv/

APLP2 o1 = (cont(ﬁ)(a’l)(ag)(|7‘,~|)) >30 71 P32 ... D32 Ty P32 O”l :ST
So by theorem 18:

|W|; APLP2T 4 = s’ |7
By the mov typing rule:

|W|; APLP2 Ty Fmov 1, sv’ = T a{r:|r|}
By the good allocator assumption, I'4(sp) = o o (01 0 02) and frmsz(().A) = |o|
So by the sfree typing rule:

|W|; APLP2 T g {ry:| 7|} F sfree n = [a{ry:|7|H{sp:(c1002)}
By lemma 34:

|W|; APLP2 T g {ry:| 7| H{sp:(o1 0 02)} F junkregs =

L a{ry:|7r|Hsp:(o1 0 02) H{r1:ns32 }{ra:nssa H{f1:ns64 } {f2: 1864}

Let Ty = T a{ry:|7| Hsp:(01 0 02) H{r1:nsso Hra:nsso H{f1:nses } {f2:nseqs }
By assumption:

APLP2 = g1 = (cont(m)(ai)(ag)(hﬂ)) >392 T1 32 ... D32 Ty P32 0'/1 : ST
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So by lemma 35:
|U|; APr2: TV, | junkstack 1...m =
I, {sp:(ns32™) o o} 0 72)}
And by definition:
cont (m)(01)(2)(|7[) = I'ret — 0

where
Tret = {r1:n832,r2:n832, f1:1564, f2:1864, re: Exnptr(oa), ry:|7,|, sp:nsse™ o o] 0 09}

So by the return rule, it suffices to show that :
Fr{sp:ns;),gm o 0'/1 o 0'2} = Fret

By the good allocator assumption:
Fr(re) = FA(re) = Exnptr(UZ)

So by definition:
. . ) . . . ) L, _
Iy = {ri:nss2, ra:nsse, f1:n864, f2:1564, re: Exnptr (o), ry:| 7|, spinsse™ o 0] 0 02} = et

. Suppose U; A;T; A, 01,02 Finp sy, SU:T ~> mov 1y, sv’
jmp sy

To show:

|W|; APLP2:T 4 F mov 1y, sv’ ok

jmp sv;

By assumption:

U AT AR sveT

U AT A, 01,09 Fap 507~ s/

|W|; AP1P2 D% 72 F osvp: T{rg:|7|} — 0

So by theorem 18:
|W|; APLP2 Ty B osv’ 7]

By the mov typing rule:
|W|; AP1P2T 4 Fmov 1y, sv” = Ta{ry:|r|}

And by the jmp typing rule:

W] AP T {rgi ||} F jmp su] ok
. Suppose ¥; A;T'; A, €, € Fpate SU: T, ~ mov 1y, sv’
sfree n
halt;,

By inversion:
U AT A€, € by 8007~ 80
frmsz(A) =n
AT AR svsT,
By theorem 18:
|W; APLP2T 4 = s’ |7

So by the mov typing rule:
|W|; APLP2: T 4 Fmov 1, sv’ = T a{re:|7|}
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By the good allocator assumption:
Falsp) = [T[5 = opoc
where |of| = frmsz(().A) = n

So by the sfree typing rule:
|W|; APLP2 T g {ry:| 7| F sfree n = T a{ry:|7|}{sp:€}
And by the halt typing rule:
|W[; AP1P2 T 4 {ry:| 7| }{sp:e} F halt|, | ok
. Suppose ¥; A;T; A 01,09 Fo let;x = oprine: 7~ (S;I); F.
By inversion:
U AT A 01,09 B A(x) < oprmi~ S
U AT ey Ayor,09 o erm~ TU; AT F opr:1; opr,,
U AT e exp
And by the good allocator assumption, A is a good allocator for T.
So by corollary 3
|W|; APrP2 Ty H S =Tp
Where I'p = |T', 2:7;|% °7*{r.: Exnptr(o1)}
By the definition of a good allocator for an expression, A is a good allocator for the sub-

expression e, so:
By induction:
V|- F:Up
||, Up; APLP2:T'p I ok
And by lemma 29 (partial instruction sequence completion) and heap context weakening:
W[, Up; APLP2 T 4 1= (S5 1) ok
. Suppose ¥; A;T; A, 01,09 o letr xp = foprine: 7~ (S;1); F.
By inversion:
U AT A 01,00 F A(zyp) < fopr: ¢~ S
VAT x5 Ao1,00 o e~ TW; AT F fopr: ¢ opr,,
VAT e T exp
And by the good allocator assumption, A is a good allocator for T.
So by corollary 4
’\I/’;Apl’pQ;FA FS=TIpg
Where I'p = T, z:4|% *7*{re: Exnptr(o1)}
By the definition of a good allocator for an expression, A is a good allocator for the sub-
expression e, So:
By induction:
V|- F:Up
||, Up; APLP2:T'p I ok
And by lemma 29 (partial instruction sequence completion) and heap context weakening:
|W|, Wp; APLP2: T 4 = (S5 1) ok
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6. Suppose U; A;T'; A ¢ let|o, z] = unpack sv ine: 7 ~» unpack [a, ry]sv’;
srmov A(x),ry;
junk rg;

I
F
By inversion:
U AT A, 01,09 bgy sv: T[k][¢] ~ sv/
A,k Tyxi(ea); Ay 01,00 Fo e~ I F
U AT F s 3[k](c)
U A ek Tyzi(eca) Fe: " exp  a ¢ fo(r!)

By theorem 18:
U] AP22 T F s < 3] (o)
Since |J[k](c)| = 3[k](|¢|), by the unpack rule it suffices to show:
U] A, :kPrP2: T g {ry:c a} F srmov A(z),rg; ok
junk ry;
I

By lemma 36, the machine state after the srmov instruction is (informally written):
Lafrele afHA(@):|c af}
And by lemma 34, the machine state after the junk instruction is (also informally written):
Lafrgfe o HA(z):|c af{rgnssa} = Ta{A(z):|c af}
(since I'4(ry) = ns32).
But by the good allocator assumption:
Ta{A(x):lc a|} =Tp
where I'p = |, z:c | **{r.: Exnptr(o1)}
Finally, by induction and heap context weakening:
V|- F:Up
|W|, ¥p; A, azkPP2; T T ok

7. Suppose ¥; A;T; A, 01,00 Fo let(f,7) = cine:7~ I F and A F ¢ = (c1,¢2) : K1 X Ka.

By inversion:
U AT A 01,00 beeler, e2/B,7) 7~ [T F
U AT Feler, ea/B,7]: T exp

By induction:
V|- F:Up
||, Up; APLP2: Ty T ok
8. Suppose

U A, acky X Koy Iy A, 01,00 o let(B,7) = cine: T~ refine(3,v) = |c[;
I
F

and A, k1 X Ko F ¢ = ai Kk X Ka.
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By inversion:
U A, Bikn, vik2;
L[(B,7)/al; Feisay el €81 /] T(B ) /o] ~ I F
Av 0’1[</B,’7>/Oé],0'2[<ﬂ”y>/04]
\:[17 Avﬂ:ﬁ177:527 A/’ F[(,B,’Y>/C¥] + e[<ﬁ77>/a] :7‘[(,8,")/>/04 €exp
By assumption:
A k1 X KV 0y ST
A, k1 X K5V 090 ST

So by substitution :
A, Biwr, y:iky P = o1 [[(B, )|/ e] : ST
A, B:k1, yiws 2 = ool|(B,7)] /a] : ST
So by induction :
V|- F:Up
[P, \IJF;A,ﬁ:/ﬂ,fy:/@gl’pQ;FS F I ok
where FS — |F[<ﬁ’,y>/a]|521002)“<57'}’>‘/a}
By lemma 33:
Ts = [D|3°7?[1(8, v)|/a] = Tall(8,7)|/a]

So by the pair refinement rule:
|U), Up; A, azky x k5772 T4 F refine(3,v) = |c|; ok
1

. Suppose ¥; A;T; A, 01,02 F¢ letfoldf =cine: 7~ I; F and A+ ¢ = foldy.c : pj.k.

By inversion:
AT A 01,01 Foeld /BT~ I F
U AT Feld/B]: T exp
By induction:
V|- F:Up
|W|, ¥p; APLP2: T 4 - T ok

. Suppose

U A gk, AT A 01,09 o let fold 3 = cine: 7 ~» refine[fold Blc;

I
F
and A, a:pj.k, A" c=a:pj.k.
By inversion:
U A, Bisfpg.r/ gl A
I'[fold;.. B/al;
A, FClto1d,;.. B/l e[fold; . B/a]:T[foldy. B/a) ~ I; F
01 [fOlde.K B/Oé],
o1 [Z’fOlduj_,..i ,8/04]

U: A, B:klpj.k/j], A I'[folduj.. B/al F e[fold,;. B/al:T[fold,; . f/a] exp

137



11.

12.

By assumption:
A, a:pj.k, APHP2 = gy ST
A, a:pj.r, AP1P2 gy ST

So by substitution :
A, B:k[pg.k/g], APYP2 = o[ foldy, . O] /al : ST
A, B:k[pg.k /], APYP2 = aof| fold,, . O] /a) : ST
So by induction :
W) - F:0p
U], Up; A, B:k[uj.k/j], AP1P2;Tg b I ok
where I's = |T'[fold;.« ﬁ/a]|£§1002)[|f°1d”"‘ Bl/fe]

By lemma 33:
I's = D% °7?[| f0ldy;.x B]/a] = Ta[| foldu;.. 3|/
So by the fold refinement rule:
| U], U A, azpj.k, A'P1P2: T 4 - refine[fold B]c; ok
I

Suppose ¥; A;T' F¢ let, inj; 3 = (¢, sv)ine: 7~ I[; F and A+ ¢ = inj;r[m""’m’""””] d:+
[KlyeovyRiyeooy bl
By inversion:
U AT A 01,00 Foeld /8] :T~ [ F
U:A;T Feld/B]: T exp
By induction:
U - F: W
0|, W AP T 4 F T ok

Suppose
U A oz + [k, ... ki), A’ Fo letring, 8 = (¢, sv) ine: 7 ~ refine[inj, A]|c|, sv’;
I
F
and A, a:kq + ko, A'Fc =ik + ka.
By inversion:
U A, By, Ay
I'[inj, B/al; FClinj, B/ elinj, B/a]:1[inj, B/a] ~ I; F

A o1[in3; B/a], o3lin, 6/a]

Wi A, Bk, A T[ing; B/al; A, 01[inj; B/al, 02[inj; B/a] b3, sv[ing; B/a]:Void ~ sv
jel.i—li+1...n

U: A, B:ki, A;T[ing, B/a] F e[inj; B/a]: T[inj,; §/a] exp

Ui A, Bk, AsT[ing; B/a] = sv[inj; B/a]:Void
jel.i—li+1...n

By assumption:
Ao+ (K1, ...y Kp, APYP2 = op 0 ST
Ao+ K1, Ky, APYP2 gy ST
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13.

So by substitution :
A, B:ki, A'PYP2 = o[ ing, B /a) : ST
A, B:k;, A'P1P2 = g9[| inj,; O] /a] : ST
jel...n

So by induction :
V|- F:Up
|\Ij|a QF;A,B”@'»AIPLPQ;FS I ok
where I'g = |F[injz~ B/OZHEZWJQ)H inj, B|/a]
By lemma 33:
I's = |T% [ inj; B]/a] =T 4[| inj; ]/

By theorem 18 (small value translation):
|W|; AB:k;, AP1P2: Ty, | sv’: Void
jel...i—1,i+1...n
where I'g = |I'[inj, B/a”.(;‘noag)[\ inj,; B|/o]

So by the sum refinement rule:
U, Up; Aoz + [k, - .., kin), APYP2: T4 F refine[injg, f]|c|, sv’; ok
I

Suppose the last rule used was the case translation rule. The translation of a case statement
produces a number of new blocks and an instruction sequence. By lemma 30 it suffices to
show that each of these is well-formed when the heap-context is extended with the types of
the new blocks. Note that I assume all labels are fresh. I leave informal the inner induction
on the number of branches n.

Let
Up=V(FFr;...; F),
boV[|A[, p1:ST, pa:ST].T lre:|7ol],
LV A] p1:ST, po:ST].T alrg:|m ],

Lo Y]|A, p1:ST, po:ST|.T alry:| ],
Lend:V[|Al, p1:ST, p2:ST].T alre:|7]]

(a) Heap fragments.
To show:
V| = F; :U(F; Fr; ... Fp)
Fr;

Fy
By inversion:
U AT a7 A, 01, 09 Fimp bonal( A),o1,00) €2 T~ Lis By i €1...mn
U AT xsim e exp
U AT Ayo1,00 Fo e:Te ~ I F
U AT xr ke 1. exp
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By induction:

U+ F: 0
So by lemma 30:

U F;Fye s Fp W 0L 0,
The prelude code:
To show:

| W], Up; APLP2: T 4 F movry, sv’

brtag,ry, {o[(II1A), o1, 09]

brtagk_l Iy, lr_1 [(HlA), o1, 02]
brtgd, r¢, Ek[(ﬂlA), o1, 02]

brtag, ¢, ln—1[(IL1A), 01, 03]
mov ry, forgetunionry
jmp 0, [(IT1A), 01, 09]
By inversion:
U AT A 01,09 Fag sv: \[11, ..., o] ~> 50
AFTiETag(i):ng 161(]—1)
A1 = x[Tag(i),7]]: Tss i€j...n
U AT Fsv: Vo, .., 7]
By theorem 18:
|W|; APrP2 Ty = sv’ | \[70, - - -, 78]
So by the mov rule:
|W|; APLP2 T 4 Fmov vy, sv' = Ta{ry:| Vo, .-, 7|}
By theorem 17 and weakening:
APLP2 = |7 = Tag(i): Tge i€1...(j—1)
APLP2 = || = X[Tag(i),7/]: Ts2 i€j...n
By assumption, ¢;:V[|A|, p1:ST, p2:ST).T alre:| ],

So the brtag and brtgd instructions are well-formed and have well-formed targets.
After n — 1 tag comparisons, ry: \/[|7,|]. (There is an inner induction here about which

I am being informal).
Therefore, by the forgetunion and the mov rules:

|W|; APLP2 T g {ry: \V[|Tn]]} F mov 1y, forgetunionry = [a{ry:||7.]|}

So the final jump is well-formed as well.

l;, forie0...n.

To show:
||, W p; APLP2: T g[re:|7]] F stmov A(z;), vy ok
junk ry
I;

By inversion:
U AT, 275 A, 01,09 Fjmp fona[(TA),01,00) €T~ 1iy F
U AT a:m bej: T exp
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14. Suppose the last rule used was the dyncase translation rule. The translation of an exception
case statement produces a number of new blocks and an instruction sequence. By lemma 30
it suffices to show that each of these is well-formed when the heap-context is extended with
the types of the new blocks. Note that I assume all labels are fresh.

Let

By induction:
|U|,Up; APLP2 T F T 0k i€1...n

where T = |T, @;:73]% 7

By the good allocator assumption:

[i(ry) = ns32 and

Iy = D572 {A(@): 7|} = Ta{A(z:):|7}
So by lemmas 36 and 34:

|W|, ¥p; APLP2 T g {ry:|7i| } F srmov A(z;),ry ok i€ 1...

junk ry
I;
gend
To show:
||, ¥ p; APLP2 T g[re:|7]] F stmov A(z),ry ok
junk r;
I

By inversion:
U AL,z A, or,00 g e:me ~ I F
U AT xr ke 7. exp

By induction:
|\Ij|a \IJF; Apl,pz;rm H
okwhere I'; = |T, 2:7|% °72

By the good allocator assumption:
[y (ry) = nsse and
Iy = D137 {A():|7[} = Ta{A(z):|7[}
So by lemmas 36 and 34:
|W|, ¥ p; APLP2 T g{ry:|7|} F srmov A(z),ry ok
junk r¢
I

\I/F = \I/(F, F1; Fn),

(XAl pr:ST, pp:ST]. D afey: x Pynsag(mal), Iml]
Lend:V[|Al, p1:ST, p2:ST].T alry:| 7]

(a) Heap fragments.

To show:
V| = F; cW(F; F1; Fy)
Fr;
Fy
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By inversion:
U; AT, 12 x [Dyntag(71), 71); A, 01,02 Fjmp g pa (1, A),01,00) €1 Tz~ 15 F1
U AT A, 01,02 Finp g g (1 A),01,00] €2 Te ™~ 123 F2
U AT, xrp; A, o1, 00 o e~ I F
U: A; T, zq: x [Dyntag(r), 1] - e1: 7, exp
U AT Feq: 7, exp
U AL, xmp Fe: 7 exp
By induction:
|‘11| [ F1 . \1’1
’\I/’ F F2 : \Ifg
|| - F 0
So by lemma 30:
|\I/| F F;Fl;FQ : \I//, \Ifl, \112

The “otherwise” case:

To show:
|W|, ¥p; APLP2: T 4 - movry, sv’ ok
brdyn rg, sv’, (1[(TI1A), 01, 09]
junk r;
I

By inversion:
U A;T; A, 01,09 b3y sv: Dyn ~ sv'
W A;T' - sv: Dyn
By theorem 18:
|W|; AP1P2T 4 - sv’: | Dyn |
So by the mov rule:
|W|; APLP2T 4 Fmov 1y, sv' = T 4{ry:|Dyn |}
By assumption:
0Y|A] p1:ST, p2:ST].T a{ry: x [Dyntag(|71]), |71]]}
So by the brdyn rule:
|W|; APLP2T 4 F brdyn ry, svl, £1[(TI1A), 01, 09] = Ta{ry:||Dyn||}
And by lemma 34:
[|; AP1P2: Ty k= junk ry = Da{ry:||Dyn |[Hryinssa}
Note that I'4{r¢:|| Dyn ||} {ri:nsse} = Ta.
By induction:
|\I/|, \IIF; Ap1,p2;FA F IQ ok
So the result follows directly by the instruction sequencing rules.

The “equal” case — {1:

To show:
|W|, ¥ p; APLP2: T g {ry: X [Dyntag(|r1]), |71]]} F srmov A(z1), ry ok
junk r;
I

By inversion:
U; AT, 21 x [Dyntag(mi), 71]5 A, 01502 Finp e pa [( A),01,00]
U; A; T, zq: X [Dyntag(7), 1) F e1: 7, exp

e1:Ty ~ I1; I
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By induction:
|W|, ¥ p; APP2 T I okwhere I'y = T, 17 | 772
By the good allocator assumption:
Iy (ry) = ns3e and
I'y = D)% °7*{A(21):] x [Dyntag(r1), 71|} = Ta{A(z1): x [Dyntag(|m|),|m|]}
So it suffices to show that:
||, ¥ p; APLP2 T g {ry: X [Dyntag(|71|), |11]]} F srmov A(z;),ry = I'p
junk r;
where I'p = T'4{A(z1): x [Dyntag(|r1]), |71|]}
Which follows by lemmas 36 and 34.
(d) The continuation — feng:

To show:
|W|, ¥ p; APLP2 T g[rg:|7|] F srmov A(z), ry ok
junk r;
I

By inversion:
U AT ey Ayor,09 o erm~ ILF
U AT, o, Fe: 7T exp
By induction:
||, Up; APLP2 T,
okwhere 'y = |, 2:7,| % °7?
By the good allocator assumption:
I',(ry) = ns32 and
Iy = D572 {A@):] 72|} = Taf{Az):] 7|}
So by lemmas 36 and 34:
|U|, ¥ p; APLP2 T g {ry:|72|} F srmov A(z), ry ok
junk ry
1

15. Suppose
U:A;T; A 01,00 ¢ letz = raisesvine: 7T ~» movry, sv
! loadrr,re(1)
mov Sp, I'
loadrry,r.(0)

jmprg

By inversion:
U AT A, 01,09 sy sv: Dyn ~ sv’
U A;T + sv: Dyn

By theorem 18:
|W|; AP1P2:T 4  sv’: | Dyn |
By assumption:
Fa(sp) =0poo1009
Pa(r.) = Exnptr(ay)
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16.

By definition:
Exnptr(o2) = x[Exnhndler(os), 03]
Exnhndler(oz) = V[|.{r1:Dyn, sp:o2} — 0

By the mov rule:
|W|; AP, T 4 mov ry, sv” = ['a{r1:|Dyn|}

By the load rule:
| ; AP1P2: T p{ry:[ Dyn | - loadr ry, re(1) = Ia{ri:|Dyn [Hreoo}

By the stack load rule:
|W|; APLP2 T 4 {r1:| Dyn |}{ry:02} F movsp,ry = [4{r1:|Dyn|}{ri:00}{sp:oa}

By the load rule:
|W|; APLP2 T 4 {ri:| Dyn |}{ry:02 H{sp:o2} I loadrry,r.(0) =
[ 4{ri:|Dyn|}{sp:o2}{ri: Exnhndlr (o)}

By the jump rule:
|W|; AP1P2: T 4 {r1:| Dyn |} {sp:o2 }{r¢: Exnhndlr(og)} - jmprg ok

Suppose the last rule used was the handle translation rule. The translation of an exception
handler produces a number of new blocks and an instruction sequence. By lemma 30 it suffices
to show that each of these is well-formed when the heap-context is extended with the types
of the new blocks. Note that I assume all labels are fresh.

Let
I'p = |T'|%{rc: Exnptr(os)
of = [I4(sp)

o3 = Exnptr(og) b32 0 0 01 0 09

Op =0f003

Vp = V(F; F1; F),
Ehandle:v[Aa P1, ,02].{1‘1: Dyn, sp:oy, .. }
lpost:V[|Al, p1:ST, p2:ST).I g[re:| 7]
Lena:V[|Al, p1:ST, p2:ST].T alry:|72]]

(a) Heap fragments.
To show:
(W F F; 2 U(F; Fy Fy)
Fy;
Fy
By inversion:
W5 AT A €03 jmp post (114) c.04]
U: A; T, x2:Dyn; A, 01, 09 '_ijZend[(HlA)7UfOO'170'2] €9 : Ty~ Io; Fy
VAT s A, o1,00 Fo e:7~ [T F
U:A;T'Fep:m exp
W; A; T, x9:Dyn k- eg: 7, €xp
U AT o Fe:T exp

e1:Ty ~ 11, I

By induction:
|\If| = F1 . \I/l
’\I/’ F F2 . \IJQ
||+ F 0

144



So by lemma 30:
|\If| |— F; Fl; F2 . \I’/, \Ifl, ‘IJQ
The handled code block:

To show:
|W|, ¥p; APLP2: T 4 + push r, ok
stackcopy (Exnptr(o2))>32 0
sfree 1
malloc r.[Exnhndler(oy,), on|(¢handie[Il1 A, p1, p2], SP)
I

By assumption:

FA(Sp) =0f001002

I'4(r.) = Exnptr(os)
The introductory sequence of instructions only modifies the stack and the exception
register, so for brevity I leave the rest of the typing context implicit and only describe
the types of the stack register and the exception register after the instructions.

Instruction | sp type r. type Comment

push o3 = (Exnptr(o2)) b32 05 0 01 0 02 | Exnptr(os) | By the push rule
stackcopy | (Exnptr(cs)) 32 0y 003 Exnptr(oz) | By lemma 41
sfree op =0f003 Exnptr(os) | By the sfree rule
malloc oh Exnptr(oy,) | By the malloc rule

So it suffices to show that:
| W], Up; APLP2: T g {sp:op, }{r.: Exnptr(os)} - I ok
But note that :
D% = L% {sp:og} = Ta{sp:oy}
So the desired result follows by induction.
The handler block:
Let 'y = {r1:Dyn, ra:nsse, r1:nssa, reinsse, SPioy, f1:ns64, f2:n864 }

To show:
|W|, ¥p; APLP2: Ty F srmov A(z2), 1 ok

sfree(frmsz(A))

pop Te

junk r;

I
Instr machine state Comment
srmov | I'y{A(z2):Dyn} By lemma 36
stfree | I'y{A(z2):Dyn}{sp:os} By the sfree rule
pop 'y {A(z2):Dyn}{sp:os 0 01 0 o2 }{r.: Exnptr(o2)} | By the pop rule
junk | ... {ri:nssa} By lemma 34

But note that by assumption:
|
— [T1%°" {r,: Exnptr(02)}
= {r1:ns32,T2:nS32, r1:NS32, re: Exnptr(og), sp:of o 01 0 09, fi:nses, fa:nsea }
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And by definition:
Fu{sp:os oo 0oo}{rc: Exnptr(oa)}{ri:ns3}
= {ri:ns32, roinssy, reinssg, re: Exnptr(oy),sp:os o o1 0 09, f1:1564, f2:0564 }
—T4
So by the good allocator assumption:
It {A(z2): Dyn}{sp:oy o 01 0 02} {x,: Exnptr(o))
=T 4{A(x2):Dyn}
= |I', 22: Dyn | % °7*{r.: Exnptr (o)}
Finally, by induction:
| W], Up; APLP2: T g { A(x2):Dyn} - I ok
The postlude block:
To show:
|U|, W p; APLP2: Tgry:|7|] F sfree(frmsz(A)) ok
pop Te
jmp Lena[I11A, 01, 09]
Note that I'g(sp) = 0, = 0 0 03.
So by the sfree rule:
||, Up; APLP2 T p{ry:| 7|} F sfree(frmsz(A)) = T'p{ry:|7|}{sp:os}
By the pop rule:
|W|, ¥ p; APLP2: T p{ry:|T|}{sp:os} F pop re =
L {rec|r[}{spioy 0 01 © 02} {x,: Exnptr(o,))
Note that:
P {rec|r|} {spioy 0 01 0 02) {x,: Exnptr(os))
= |D|%°7{ry:|7|}{re: Exnptr(oz)}
= La{re:l7[}
And by assumption:
Lena:V[|Al, p1:ST, p2:ST].T a[rs:|72|]
So by the jmp rule:
(U], W p; APLP2 T g {r:| 7} b jmp Lena[ll1A, 01,02] ok
The continuation block:
To show:
||, W p; APLP2 T g {ry:|72|} F stmov A(x),ry ok
junk ry
I
By lemma 36:
||, Up; APLP2 T g {re:|12|} F stmov A(x),ry = T a{ry: || HA@):| 7|}
By lemma 34:
(W[, Wp; APYP2 T {re:| o[ H{A(2):| |} F junk ry = Ta{A(z):|7a]}
By the good allocator assumption:
Ca{A(z):| 7|} = T, 27|% °*{rc: Exnptr(oz)}
By inversion:
U AT xry; A, o1,00 Foe:T~ [T F
U AT o Fe: T exp
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So by induction:
(W[, O s APz T a{A(2): |72} F T ok

17. Suppose V; A; T A, 01,09 Fo e: 7~ (S:1); F via the spill rule.

By inversion:
U AT A o, 00 e~ I F
where A’ is a good allocator for e
U:A;T'Fe:7 exp

By induction:
|U| - F:Up
, s APLP2 g = I okwhere I'p = |I'|
V|, W, APYP2: T'p - I okwhere I’ L%

By inversion:
[ ; APLPL D97 S = |D)%°7

So by lemma 29 (partial instruction sequence completion):
||, Up; APLP2, T 4 = S:T ok

8.3.6 Heap values, heaps, and programs

Heap values

Wi iK1, ey QKR T1TL, - v oy T Timy 21015+ + o5 2niPn; A, 01,02 Freg €:7 ~ [ F
Where A is a good allocator for e
and o1 = (cont(m + 2% n)(p1)(p2)(|7])) 32 032 0 764 © p1
and o3y = |T1| D32 -+ - D32 [T | P32 €
and 064 = Q1] D64 - - - Dea [Pn| Dea €
and o9 = po
and [ = frmsz(A)
and hval = code[ay:k1,. .., ag:kg, p1:ST, p2:ST]| Code(T1, ..., Tm) (D1, ..., Pn)(T)]
salloc [;
srmov A(z1),sp(l + 0);

srmov A(z,),sp(l +m — 1);
srfmov A(z1),sp(l +m + 2 % 0);

srfmov A(z,),sp(l+m+ 2% (n —1));
1

U b, coder|arikl, ... QiR (T1T1, - ooy T i) (2101, - -+ Znin )€
V[ag:k1, ..., ap:kg] Code (T, ..., T ) (D1, -+, O ) (T) ~> hval; F

Since the only heap values in the LIL are code blocks, the heap value translation has only one
inference rule, for translating code functions. Code functions are translated by translating their
bodies with a good allocator, and with appropriate stack segment parameters. Recall that the stack
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segment parameters describe the stack below the current frame (which is managed by the allocator).
Consequently, the stack segments in the code function translation reflect the calling convention on
entry to the function: the top stack segment consists of an appropriate return continuation and the
32 and 64 bit arguments pushed onto the first stack segment type variable (p1). The second stack
segment, describing the section below the current handler, is simply the second stack type variable
(p2). Notice that the parameter of occurrence on the expression translation derivation indicates
that the expression occurs in a return context and hence should return its value by popping the
frame and calling the return continuation from the stack.

The result of translating the body is an instruction sequence I and a heap fragment F' containing
additional code blocks to be allocated at the top level. In order to complete the translation, it
is necessary to wrap the instruction sequence I with additional code to allocate the frame and
to initialize the locations assigned to the argument variables from the locations assigned to the
in-arguments by the calling convention. In principle the allocator may sometimes render this
initialization code unnecessary by using variables directly from their in-argument slots, but for
simplicity I do not attempt to perform this optimization here. The wrapped code sequence is then
abstracted with respect to the free type variables (including the stack segment parameters) to turn
it into a closed heap value.

Theorem 23 (Soundness of the heap value translation)

If W+ hval : 7 hval
and Wty hval: 7~ hval:F
then
V| FF:Up

and |VU|F hval:|7| hval

Proof: By construction.

By inversion:
A is a good allocator for e
Wi QiR e ey QKR T1TLy v v s Tyt Tmy 21201+« + 5 20 :0n - €17 €Xp
WS iK1, ey QiR BTy - e oy Ty Timy 21015+« 5 2niPn; A, 01,02 breg €:7 ~ [ F

And by theorem 15 and construction:
APLP2 = gy ST
APLP2 = gy ST

So by theorem 22:

W - F:0p
W[, Wp; APP2, T4 F T ok
where T4 = |Z1:7T1, . . ., T Tin, 21501, - - -, Zn:0n| Y~ 7* {re: Exnptr(o2)}

It remains to be shown that:
|| - hval : |V][ai:k1, . .., ag:kE] Code(Tr, . .., Tim) (01, - - -, &) (7T)| hval
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By lemma 29, it suffices to show that:
|W|; AP1P2: Ty F salloc I =T
srmov A(z1),sp(l + 0);

srmov A(z,),sp(l +m — 1);
srfmov A(z1),sp(l +m + 2 % 0);

srfmov A(z,),sp(l+m+ 2% (n —1));
where T'g = {r1:nss2, ro:nsse, f1:1n564, f2:1564, re: Exnptr(oq), ri:nssa, sp:o }

and T'g = |Z1:71, - .o, T T, 205015 - -+ 5 2ni0n | 72 {re: Exnptr(oz)}
By the salloc rule, it suffices to show that :

|W|; APrr2: T F srmov A(z1),sp(l + 0); =T4

srmov A(z,,),sp(l +m — 1);
srfmov A(z1),sp(l +m + 2% 0);

srfmov A(z,),sp(l+m+ 2% (n—1));
where T'y = {r1:ns39, T2:n5392, f1:1864, f2: 1564, Te: Exnptr(os), ry:ns30, sp:nsza’ b3o 01}
Which follows by induction on n +m
e Suppose n+m =0

Then by assumption:
Iy =|e]|}°{r.: Exnptr(o2)}

And by the good allocator assumption:
| o |%°7*{rc: Exnptr(oz)}
= {r1:n832, ro:n532, f1:n564, £2:1564, Te: Exnptr(oy), re:nsse, spinsse! b3g o1}
e Suppose m > 0. Then

By induction:
|W|; APrP2: Ty F srmov A(x1),sp(l + 0); =T,

srmov A(zy,),sp(l +m — 1);
srfmov A(z1),sp(l +m + 2 % 0);

srfmov A(z,—1),sp(l + m+ 2 % (n — 2));
where Ty = |21:71, ..., T 1T, 21501, -+« 5 Zn—1:0n—1|% > {re: Exnptr(oz)}

So by the definition of partial instruction sequences, it suffices to show that:
|U|; APLP2: TV, = srfmov A(z,),sp(l+m+2x(n—1)) = T4

But note that by lemma 37:
|U|; APvr2: TV, = srfmov A(z,),sp(l +m + 2% (n — 1)) = I, { A(zn):|én]
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And by the good allocator assumption:
LA =207, i T, 205015 - -+ Zn—1:0n—1, 2000 | % 2 {re: Exnptr(og) }
=207y, T T, 20005 - Zne1i0n—1 |7 7 {re: Exnptr(o2) HA(2n )| én }
= Iy {A(zn):|¢nl}

e Suppose m =0 and n > 0. Then

By induction:
|W|; APrP2: Ty F srmov A(x1),sp(l + 0); =T’

srmov A(zp,—1),sp(l +m — 2);
where Iy = |21:71, . .., Tim—1Tm—1, Tm: T |4 > {re: Exnptr(o2)}

So by the definition of partial instruction sequences, it suffices to show that:
|U|; APLP2: TV, = stmov A(2y,),sp(l+m) = T'y

But note that by lemma 36:
|U|; APvP2: TV, = srmov A(xy,), sp(l +m) = T {A(zn):|Tn|

And by the good allocator assumption:
LA =207, T 1T, T T | 72 {re: Exnptr(o2)}
21Ty e Tt 1|5 °7* {re: Exnptr(oz) HA(wm): 7}

= T {A(@m):| 7}

Heaps

U[l:7] by hval i 7~ hval s F O[0:r] B d ~ F'

Uhkense U([l:7) b d, b:7 — hval ~ £:|7|.hval’, F; F'

The translation of heaps simply translates the individual heap bindings to produce a heap
value and a new heap fragment. The heap value can then be bound to the assigned label, and
incorporated with the new heap fragment into the rest of the re-written heap.

The heap soundness theorem is stated in two parts. Since the translation returns a heap
fragment for each heap value, I first show that the result of the translation is well-formed as a heap
fragment. The well-formedness of the translation of a closed well-formed heap then follows almost
immediately.

Theorem 24 (Soundness of the heap translation)

If v d ok
and V+d~F
then
|¥| - F okUp

Proof: (By induction on heaps)

e Suppose d = e.
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By definition:
Uhke~e

And by the heap fragment typing rule:
|U|Fee

e Suppose d = d', (:7 +— hval

By inversion:
U[l:7] F d' ok
U[l:7] F hval : 7 hval
U[l:r|Hd ~ F
U[l:7] by, hval : 7~ hval’; F
By induction:
|U[e:r]| + F' okWn

By theorem 23:
|U[l:7]| = hval’: |7
|W[l:T])| - F ok¥p

By lemma 30:
|U[t:r]| + F; F' ok¥p, ¥,

By the heap fragment formation rule:
|U[6:7]| F £:|7|.hval’, F; F' okW g, U7,

Programs

U(d)Fd~ H U(d);e;e; A€, ebpage:m~I1F
Where A is a good allocator for e
and H = F; H',
lihandle: Exnhandler(¢)
mov I, Ti;
haltpyy
and R = {ry — nss2, Ty — NS, Te — nS32, T — ns, 1 — nseq, fa — nsgq, fi — nses,sp — €}
and I = malloc r.[Exnhndler(¢), €|({ihandie,SP); I’

el letrecdine: 7~ H, R, 1

The translation of a LIL program is obtained by translating heap to obtain a TILTAL heap
(H'), and translating the body of the program to obtain an instruction sequence (I’) and some
additional heap blocks to be incorporated into the heap F'). Note that the body of the program
is translated with a halt occurrence parameter, indicating that the instruction sequence should be
terminated with a halt instruction. In order to satisfy the calling conventions, it is necessary to
add a final exception handler block to the heap ({jhandie) and allocate an appropriate exception
frame containing it in r.. The initial register file contains nonsense in all of the general purpose
registers, and an empty stack in the stack register.
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Theorem 25 (Soundness of the program translation)
If o letrecdine:T
and et letrecdine:7~ (H,R,I)
then
o (H,R,I) ok

Proof:

By inversion:
U (d) F d ok
U(d)td~ H

So by theorem 24:
|U(d)| - H" ok,

By inversion:
U(d);e; 8 A ¢ ¢bparp e:7~ I F
U(d);e;ee:7 exp

And by the empty stack rule:
APLP2 | ¢ ST

So by theorem 22:
|W(d)| - F:Up
| (d)], Up; AP1P2: To{r.: Exnptr(e)} - I’ ok
where T'g = | @ |%

By construction:
lihandle: Exnhandler(¢) - fihandle: Exnhandler(e) ok

mov Iy, Tq;
haltpyn
And hence:
lihandle: Exnhandler(e), U, U - F; H', ok
linandle: Exnhandler(¢)
mov Ty, Ti;
haltpyn

By the good allocator assumption:
o 5 {re: Exnptr(c)}
= {r1:nss2,ro:ns, re: Exnptr(e), ryns, f1:ns64, fo:0n564, fi:n864, spie}

By the malloc rule:
linandle: Exnhndler; A; Ty F malloc r.[Exnhndler(¢), €| (/ihandile, SP) = Lo{r.: Exnptr(e)}

So by the instruction rule:
|U(d)|, ¥(F), lihandle: Exnhndler; A; T - I ok

So by the program rule :
F(H,R,I) ok

152



8.4 The complete translation rules

Small values U AT A, 01,09 Fap 50: T~ 50/

U A; Tty Ale — 1], 01,00 by 27~ 1

U A;T[x:7]; Al — sp(i)], 02,02 Fag x: 7 ~> sp(i)

VT, AT Ayor, 00 bgp £~ 4

U AT A 01,00 By i Int ~s 4

A"CEV[...,C@,...]ZTgQ
U AT A, 01,00 Fay sv:¢; ~ 50

;AT A, 01,02 3, inj_union, sv:c~» inj -union, sv’

A F 7 =Rec[k](c)(cp) : Ts2
U, AT A, 01,09 sy sv:c(Rec[kle) ey, ~ st/

W: AT A, 01,09 b3 Toll, sU:T ~ roll, sv’

A 7 =Rec[k](c)(cp) : Ta2
;AT A, 01,09 Fap U7~ s/

W3 A;T5 A, 01,09 Fap unroll, sv: c(Rec[r]c)c, ~+ unroll|, sv’

AF7=3k)(d): T3
U AT A 01,09 sy sv: e~ st/

U AT A, 01,09 F3, pack sv as 7 hidingc: 7~
(pack(|7[]|c[)sv’

U AT A, 01,09 By sv:V[K](C) ~ sv/

U: AT A 01,09 Fso SU[C] e~ SUIHCH
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Float values U; AT A, 01,02 Fea foi o~ fo

U A Txp:gl; Aley — £, 01,00 by i~

U AsT[wyp:¢); Az g — sp(i)], 02,02 Fsp xp 1 ¢~ sp(i)

W:A;T; A, 09,09 b5y t:Float ~ t

64 bit Instructions ’\IJ; AT A 01,09 F destgs — fopr: ¢~ S‘

U AT A 01,00 F £ — fopr:p~ S

U AT A 01,09 F sp(i) < fopr:¢~ S,
fswrite sp(i), fy;
fjunk f;

VAT A 01,00 Fa foi o~ fo

U: AT A 01,00 - f «— fu:¢p~s fmov £y, fo’

U: AT A, 01,09 Fap sv1:Arrayg, (o) ~ sv) WA T A 01,09 Fay sv2: Int ~ svh

U AT A, 01,09 F £+ subg(sv1, 5v2) 1 ¢~ subyy £, sv7, sv)

U A;T; A, 01,09 by sv: Boxed(¢) ~ sv’

U;A;T'; A, 01,09 F f < unbox sv:¢~» floadr f,sv’

Instructions ’\I'; AT A 01,09 & destgg — opr:7~ S

U AT A 01,00 g «— opr:7~ S

U AT A 01,09 Fsp(i) «— opr:7~ S,
swrite sp(i),rg;
junk r;

U AT A 01,09 by 507~ 50/

U A:T; A, 01,001« sv:7~movr, sv’
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WA T A 01,00 Fae ST X oo Tpy ~ SV

U:A:T; A 01,09 F 1« select’ sv:7; ~ movr, sv’
loadrr,r(7)

U; A;T; A, 01,02 b 1 — dyntag, : Dyntag(c) ~ dyntag T

U: A;T; A, 01,09 Fes fu:Float ~ fo’

U; AsT5 A, 01,02 - 1« box fu: Boxed(¢p) ~» mallocy r, fv’

AT . /
\I’,A,F,A,Ul,ag |—32 S’lJl.TZ"\»SUZ»

U AT Ao, 00 b 1 = (S01,...,80,) i T1 X ... X Ty ~>malloc r,[|71],. .., |T|](sv],...

€
T4 (sp) = {r1:ns32, r2:n832, reins32, ri:ns32, f1:1564, f2:0564,8p : 07}
APLP2 = Of = NS32 D32 - - - >32 NS32>32 NS4 D64 * * * NS64 >gac’ : ST

m k
U AT A 01,09 sy sv: Code(To, - -y Tin—1)(P0s -« - P—1) — T~ sV’
U, AT A 01,00 Fgp sv:Ti~> sv), i€0...m—1
\II;A;FSA701>U2l_:sQfUZ‘Z(Z)i’\ﬁfU; 1€0...k—1

U AT A 01,09 F v call sv(svg, ..., SUm—1)(fvg,. ., fup_1): T~
fswrite sp(m+2x (k—1)), fu}_,

fswrite sp(m), fuj,
swrite sp(m —1),sv

swrite sp(0), svj,
junkregs
call sv'[o’ 0 01, 03]
movj r,ry

U AT A 01,09 By sv1:Int ~ svf) WA T A 01,09 bgy s02: T~ 505

U; AT A, 01,09 B« array, (svi, svg) : Arrays, (1) ~ malloc),| T, svy, sv)

U: AT A, 01,09 Fao sv:Int ~ sv W AT A 01,00 Feu fo:d~ fo

U; AsT; A, 01,09 b r — farray(sv, fv) : Farray(¢) ~ fmallocyy r, sv’, fv’
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U AT A, 01,09 Fgy s01: Arraygy (1) ~ sv) U AT A 01, 09 iy sv2: Int ~ sv5

U AT A, 01,09 F 1+ suby(sv1, 5v2) 1 T~ suby, T, 501, 805

U: AT A, 01,02 Fay sv1: Arraysy (1) ~ sv)
U AT A 01,09 Fay sv2:Int ~ svhy WU AT A 01,09 Fag SU3:T ~ sU4

U; AT A, 01,02 F 1« upd_(sv1, svg, sv3) : Unit ~» upd sv), svh, svf
malloc r,[|()

U AT A, 01,09 3 sv1 2 Arrayg (@) ~ sv)
U AT A, 01,09 Fsy svg:Int ~ svh, WA T A, 01,09 Feu fo: g~ fof

U AsT; A, 01,09 B 1 = upd,,(sv1, sv2, fv) : Unit ~» upd svf, svhy, fu’
malloc r,[|()

’\I/;A;F;.A,O'l,O'Q Foe:T~ I, H

Expressions

U AT A op,00Fc e~ I F
[W[; AP1PL D %072 = S = D%
where A’ is a good allocator for e

U, AT A 01,00 Fc e~ (S:); F

APLP2 1 g = (cont(m) (o)) (02)(|7])) 32 o] : ST
U: AT A 01,09 Fay s0:7 ~ sv” frmsz(A) = n

U AT A, 01,09 Fret SU: T ~ mov Ty, sv';
sfree n;
junkregs;
junkstack 1...m;
ret

|W|; AP1P2; |T|90°72 b sup: T{rg:|7]} — 0
U AT A 01,09 by 507~ s

U AT A 01,02 Finp sy, SU:T ~> mov 1y, sv’
jmp s

U AT Aje e bgy sv:7~ sv” frmsz(A) =n

U A;T; A, €, € Fratg Sv: 7, ~> mov 1y, sv’
sfree n
halt;,
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VAT A 01,00 F A(z) «— opr:1i~ S
U AT ey Ayoy, o9 o erm~ I F

U AT A 01,09 Fo let, o = oprine: T~ (S;1); F

U AT A 01,00 F A(xy) «— it~ S
VAT x5 A o, 000 e~ I F

U, AT A 01,00 Fo let, o = foprine: 7~ (S;1); F

U AT A, 01,09 sy sv:3[k][c] ~ sv
A,k Tx(eca); Ayo1,00 o e~ I F

U; A;T; A b let|o, 2] = unpack sv ine: 7 ~» unpack [a, ri]sv’;
srmov A(z),ry;
junk ry;

I
F

At c={cy,co) K1 X Ko
U AT A 01,02 o eler, ea/B8,7] i Tler, ea/8,7) ~ I F

U AT A, 01,09 Fo let(8,v) =cine: 7~ [} F

AbFc=a:k1 X ko
U A, Biky, yiko;
L[(B,7)/al; Forsay/a) €8s /el T[(B,7) [e] ~ I F
A, o1[(B,7)/al,02[(B,7) /]

U A, acky X ko T3 A 01,09 Fo let(f,7) = cine: 7~ refine(8,v) = |c[;
I
F

At c=1foldy,).d :pj.k
AT A or,01 e eld /)T~ I F

U:A: T A, 01,00 Fo letfold3 =cine: 7~ [ F

A a:pjk, AN e=a:pjk
U A, Bislpg.r/j], Al
['[fold;. B/ al;
A, I—C[foldw.ﬂ 8/ e[foldy; . f/a]:T[foldy;. B/a) ~ I; F
01 [fOId,uj.n ﬁ/a],
o1[fold,; . B/al

U A acpgj.r, AT A 01,09 Fo let fold = cine: 7 ~» refine[fold f]c;
I;

F
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AFc= injj[m’"'"ﬂ""’ﬁn] L e L P S
U AT A 01,00 Feeld /8] T~ I F

U; A;T o let, inj; B = (¢, sv)ine: 7~ I} F

Ajai+ k.. k), A'Fe=a: + k... ky] B & A A
U; A, Bk, A
I'[inj, B/al; FCling, 8/a) €[ing; B/l T[in]; B/a] ~ I F
A, o1[inj; B/al, o2[inj, B/a]
Ui A, Bk, A T[ing; B/al; A, 01[inj; B/al, 02[inj; B/a] bs, sv[ing; B/a] :Void ~ sv’
jel..i—li+1...n

U A o + [k, ..., k], A Fo letr inj, B = (¢, sv) ine: T ~ refine[inj; f]|c], sv';
I
F

U AT A, 01,09 Fap sv: Dyn ~s sv/

W:A;T; A 01,09 b letx = raise; svine: 7 ~» movry, sv
loadrr,re(1)
mov Sp, I'
loadrryg,r.(0)

jmp Ty
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U:A;T; A 01,09 bgy sv: Dyn~ sv' W, AT A, 01,09 Fap svp: Dyntag(ry) ~ sv’
U A; T, z1: x [Dyntag(7i), 1]; A, 01,02 = Smp fanal(TT1 A),01,00] €15 Tz~ I1; Fy
U AT A, 01,02 Finp g0 g (1 A),01,00] €2 T ™~ 12 Fo
U AT, xry; A, o1,00 Foe:T~ [ F
|1—\|.z'j'4100‘2 — FA

U; AT A, 01,02 Fo let x = dyncase(sv)(sv; = x1.€1,_ = €2)ine: 7~

mov ry, sv’
brdyn rg, sv), (1[(II1A), 01, 09]
junk r¢
P

(29[| A, pr:ST, po:ST) T aley: x Dyntag(iral). ]
srmov A(z1), 1y
junk r¢
I

gend:v[|A|>p1:ST7 p2:ST]'FA[rt:|TxH
srmov A(z),ry
junk r;
I

F;

Fy;

Fy

159



U AT AL €,03 Finp fpose [(TT1A)e,04) €11 Tz~ 15 F1
U AsT, 29:Dyn; A, 01, 02 l_jmpéend[(l_llA),o'fooLo-g] €Ty~ Io; Fy
U AT s A, o1, 00 g e~ I F
'y = {ri:ns32, ro:nssy, ryinss, ro: Exnptr(og),sp:oy o 01 0 o9, fi:nse4, f2:n564 }
where T'y = |T|%°7*{r.: Exnptr(os)
and TI'p = [['|%{r.: Exnptr(os)

and oy = |I'|%(sp)

and o3 = Exnptr(oa) >32 07001 009
and Op =0f003

U:A;T; A, 01,09 Fc let x = handle, (e1,x2.62)ine: T~

push r,
stackcopy (Exnptr(os)) >3z o
sfree 1
malloc r.[Exnhndler(o), 01| {(¢handie[II1 4, p1, 2], SP)
I

ghandlév[A? P1, pg] .{1‘12 Dyn, roins3a, r¢ins32, reiNS32, SP:op, f1:n364, f22n$64}
srmov A(z2),r;
sfree(frmsz(A))
pop Te
junk r;
I

loost:V[|Al, p1:ST, p2:ST.I' glry:|74]]
sfree(frmsz(A))
pPop e
jmp Lena[IliA, 01, 09]

Lend:V[|Al, p1:ST, p2:ST].T lry:|72]]
srmov A(x),rg
junk ry
I;

F;

Fy;

Fy
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U AT A 01,09 sy sv: V[T, .00, ]~ s0
AFT1,=Tag(i):Tse 1€1...(j—1) A1 = x[Tag(i),7]]: Tss i€j...n
U AT, wiimis A, 01,02 Fnpr g [(A)o1,00] €T~ L By 1 €1.0.n
AL,z A, or,00 g eime ~ I F
|F|ir41002 =Ty

U AT A 01,02 Fo let x = case (sv)(xg.€q, ..., Tp.€p)ine: 7e ~
mov ry, sv’
brtag,ry, {o[(IL1A), 01, 09]

brtagy, e, lk-1[(I1A), 01, 09
brtgd, r¢, {x[(IL1A), 01, 03]

brtag,, Iy, ln—1[(I11A), 01, 09]
movry, forgetunionry
jmp £n[(I A), 01, 0]

LoV[|A], p1:ST, p2:ST).L alre:|7o]
srmov A(zg), ry
junk r;
Iy

GV [[A] p1:ST, p2:ST).T alrg: | ]]

£ Al, pr:ST, po:ST]T lrec |7
srmov A(zy,), ry
junk r;
I,
Lena:V[|Al, p1:ST, p2:ST].T 4[ry:|7]]
srmov A(z),ry
junk ry
I
F;
Fr;

Fy
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Heap values U by, hval : 7~ hval; H

W QiK1 ey QR T1Ty - oy T Timy 21D+« + 5 2niPn; A, 01,09 Frey €17~ [ F
Where A is a good allocator for e
and o1 = (cont(m + 2% n)(p1)(p2)(|7])) >32 032 © 064 © p1
and o33 = |71 D32 - - P32 [T | P32 €
and 064 = 01| Dea - - s [Pn| Dea €
and o9 = po
and [ = frmsz(A)
and hval = code[ay:k1, ..., ag:kg, p1:ST, p2:ST]| Code(T1, ..., Tm) (D1, ..., On)(T)]
salloc [;
srmov A(z1),sp(l + 0);

srmov A(zy,),sp(l +m — 1);
srfmov A(z1),sp(l +m + 2 % 0);

srfmov A(z,),sp(l+m+ 2% (n —1));
1

U by, coder|arikl, ...y QiR (T1T1, - ooy T i) (2101, « -+ Znin )€
V[ag:k1, ..., ap:kg] Code(Tr, . .., T ) (D1, -+, O )(T) ~> hval; F

Heaps Utd~H

Uhke~e

U[l:7) bp, hval : 7~ hval’ s F Y[0:7) - d ~ F'

U[t:r] & d, b:7 — hval ~ L:|7|.hval’, F; F’

U(d)Fd~ H V(d);e;e;A ¢ €bpag e:7~ I F
Where A is a good allocator for e
and H = F; H',
lihandle: Exnhandler(e)
mov Iy, rq;
haltpy,
and R = {1‘1 = NS32,r2 — NS, re H— NS32, 't ns,f1 —> n864,f2 — n864,ft = NSe4, SP — 6}
and I = malloc r.[Exnhndler(¢), €|({ihandie,SP); I’

e letrecdine: 7~ H, R, I

162



Chapter 9

Implementation

In the previous chapters I developed a series of translations mapping programs in an idealized
version of the original TILT internal language (the MIL) down to an idealized typed assembly
language (TILTAL) and proved the soundness of these translations. In this chapter I describe a
new backend that I have implemented in the TILT compiler implementing a concrete version of
these translations.

The overall structure of the new backend can be seen in figure 9.1. The implementations of
the translations generally follow quite closely on the formal description, and the LIL language as
implemented is almost exactly the same as the formal version. The implementation differs most
significantly from the formal presentation in that its final target is the TALx86 language [MCG ™99,
GMO00]. Unlike the RISC-like TILTAL language presented in chapter 7, TALx86 is specialized
to the x86 architecture. Moreover, TALx86 uses numerous additional technologies (such as alias
types [WMO1]) that I do not attempt to account for in my formal presentation. The TALx86
language was chosen as the target because of its the numerous tools already existing for it (such as
an assembler, typechecker, and linker) which I was able to use with minimal modification.

In this chapter, I describe the individual passes added to the compiler as part of my imple-
mentation work and discuss briefly the important differences between the implementation and the
theoretical presentation. In order to demonstrate the practicality of my approach, I present some
measurements to quantify the size of the typed binaries and their runtime performance as compared
to other compilers.

9.1 Singleton Elimination

A key issue in typed compilation is controlling the size of the intermediate forms of programs. Type
annotations on internal representation terms quickly come to dominate the overall representation
size to the point that representing and traversing the type information becomes by far the dominant
performance issue. However, there is in general a great deal of redundancy in this type information
which can be exploited to eliminate or reduce this problem.

A number of mechanisms have been suggested [Sha97, PCHS00, GMO00] to attempt to deal with
this problem. In the TILT compiler, the MIL as implemented controls type sizes by using singleton
kinds to provide a form of type definition [PCHS00, SH99] intrinsic to the language. Types are
bound to variables using a derived let form so that the type can be referred to subsequently via
its name. Compiler passes such as common sub-expression elimination find redundant uses of types
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Figure 9.1: Structure of the certifying TILT backend
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and reduce them to a single binding.

The type theory of singleton kinds has been greatly simplified by recent work. However, rather
than attempt to reconcile this type theory with the LX type theory used for type-analysis, I chose
for the purposes of the formal translation to use a singleton-free form of the MIL, and consequently
to rely in the implementation of the new backend on other technologies to control the size of type
information. Since the TILT compiler produces internal representations using singletons, the first
additional pass to be added to the compiler was a singleton elimination pass.

Crary [Cra00] showed that the eliminability of singleton kinds follows from the completeness of
the equivalence algorithm given by Stone and Harper [SH99] and gave an algorithm for computing
the singleton free version of a term. The implementation of singleton elimination in the compiler
follows Crary’s algorithm almost exactly with one minor changes in order to avoid problems with
type sizes, as explained below.

9.1.1 Preserving sharing of types

It would in theory have been possible to have implemented singleton elimination concurrently with
the translation from the MIL to the LIL language. Since the LIL language has its own mechanisms
for preserving sharing (discussed below in section 9.6), the result would have been a translation
which neither traversed types repeatedly, nor generated internal forms with excess redundant type
information. However, doing these two translations simultaneous seemed likely to be difficult and
error-prone. Moreover, the singleton elimination phase introduces a large amount of additional
constructor data that benefits from being exposed to the MIL optimization passes. Eliminating
singletons concurrently with the translation to LIL would have prevented this.

For these reasons, singleton elimination was implemented in TILT in two phases. The early
phase eliminates all singletons except uses which occur via the derived let form (an immediate
application of a type lambda to a type in the underlying calculus). Since the derived elimination
rule for the let construct is simple substitution, it is trivial to postpone the elimination of the
derived let type construct until the translation to LIL, providing the MIL optimizer with an
opportunity to improve the types emitted by the elimination phase!. This two phase approach
allows singleton elimination to be done early in the compilation process while still preserving a
compact representation using the let definitional mechanism until translation to LIL.

9.1.2 Optimizations for singleton elimination
Eta reduction

The singleton elimination pass introduces many new types that turn out to be eta-expansions of
variables. It is straightforward to instrument the singleton elimination pass to catch many of these
eta-expansions in order to perform the eta-reduction in place. However, even with this improvement
on the original algorithm, singleton elimination still produces a fair number of eta-redices. Conse-
quently, performing eta-reduction after singleton elimination is an important optimization to avoid
redundant representation of types, as well as to reduce the size of the intermediate representation.

! An alternative way of viewing this implementation choice is as mapping into a calculus which can be given two
different (but presumably equivalent) theories: one which provides a let form derived via singleton kinds, and one
which provides a primitive let form with a substitution semantics. The equivalence of the two theories would have
to be shown, however.
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Figure 9.2: Benchmark timings with singleton elimination (normalized to timings without singleton elimi-
nation).

Beta reduction

In addition to eta-redices, singleton elimination produces numerous beta-redices in the forms of
projections from known records or applications of known functions. Eliminating the former is always
a desired optimization for code in named-form since it can only reduce code size and eliminates an
address calculation and a memory fetch. Eliminating the latter is a speculative optimization since
the function may be called more than once. Consequently, even if it were practical to do these
optimizations concurrently with singleton elimination, it is almost certainly preferable to leave this
up to the general optimization and inlining code which must deal with these issues in any case.

Common sub-expression elimination

Finally, singleton elimination may produce several copies of equivalent types. It is therefore valuable
to do common sub-expression elimination (CSE) on the resulting code. It is particularly important
after singleton elimination that CSE unify alpha-equivalent type functions, since it is not uncommon
for many of the generated types to be simple alpha-variants.

9.1.3 Runtime behavior

Since types must be represented as data in the TILT compiler, it is important to consider the
effect of singleton elimination on the runtime behavior of programs. While this information is
not easily available for the certifying backend since it relies intrinsically on singleton elimination,
code can be generated for the untyped Sparc backend using either normal or singleton-free internal
representations. Once singletons are eliminated from the internal representations of the program,
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the remaining MIL optimization passes can be run as usual, since they introduce no uses of singleton
kinds except in the form of the derived let. For the most part these passes behave identically when
targeting both the untyped and the typed backends, up until the point where the translation to
the next intermediate language takes place.

Figure 9.2 shows that across a wide range of benchmarks, the singleton-free code generally
performs similarly to the non-singleton eliminated code. There was almost no difference in object
code size between the two generated executables.

I speculate that the occasional improvement in the runtime behavior can be attributed to the
singleton-elimination phase acting as a rudimentary form of cross-module inlining, by extracting
all possible definitional information about abstract types from their kinds, and exposing that in-
formation to the optimizer. In principle, an optimization pass could be implemented to perform a
similar function without actually doing singleton elimination.

9.2 MIL to LIL

The implemented translation of MIL code into LIL code follows the formal translation from chapter
5 almost exactly in structure. The only theoretically significant change is that in addition to the
vararg and array optimizations presented in chapter 5, the implemented version performs a related
representation optimization for sums. This optimization adds no significant complication to the
translation, merely requiring that the encodings of types distinguish between those types which are
inhabited by heap pointers and those which are inhabited by other values. This distinction is used
to take advantage of the fact that pointers are never small integers. Sums with exactly one value
carrying arm can be represented specially when the carried value is a pointer: there is no need to
box and tag the pointer since it can always be distinguished from small integer tags.

The MIL intermediate representation which is passed to the translator is singleton-free, except
with respect to let-bound definitions as discussed above. Some care is required in the implementa-
tion to avoid expanding out type definitions indiscriminately, and also to avoid unnecessary work.
For example, consider a MIL term of the form 1let a = ¢ in e The bound variable ¢ may
potentially occur many times in the body of e. Moreover, it is not syntactically apparent whether
a is used as data (and hence requires static encoding and dynamic encoding) or as a classifier (and
hence requires static encoding and interpretation), or as both, or neither. The definition of singleton
elimination tells us that the correct translation of this term will be equivalent to the translation of
e[c/a] (since this is the intended meaning of the residual let binding). However, simply expanding
out the definition via substitution and translating the resulting terms is unacceptably inefficient,
both in terms of the size of the resulting intermediate representation and in terms of the cost of
repeated translation of the type. The earlier compiler passes will have ensured that any such defi-
nition remaining is used at least once: often it will be the case that the binding is used many times
(since similar bindings are unified via common-sub-expression elimination).

The implementation avoids the cost of re-traversing these bindings by maintaining a mapping
from MIL type variables to memoized thunks that when forced, compute the static or dynamic
encodings of variables as needed. In this way, no type binding is ever translated more than once as
a type and once as a constructor. Moreover, the memoization ensures that all of the occurrences
of the variable will be replaced by the same physically shared translation, preventing an explosion
in the representation size.
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9.3 Closure Conversion

Functions in the LIL intermediate forms produced by the translation from MIL code are still
lexically nested and may refer to variables bound in enclosing scopes. In order to provide an efficient
compiled implementation, a commonly used strategy is to replace uses of functions (evaluated via
substitution) with uses of closed code and environments. Environments preserve the values of free
variables, and are passed as additional arguments to code at runtime. Functions in the high level
language become pairs of code pointers and environments in the underlying machine.

9.3.1 Closure conversion strategies

Numerous strategies have been proposed for handling closure conversion in a typed setting [CWM98,
MWCG97, MMH96, MH98|. I briefly summarize the two main axes of variation from an imple-
mentation standpoint, and refer the reader to Morrisett and Harper [MH98]| for a detailed analysis
of the different approaches and their typing properties.

The first source of variation has to do with whether recursion is implemented via a primitive
notion of recursive code, or via the introduction of recursive closures. In the recursive code ap-
proach, code functions are permitted to recursively refer to themselves and other code functions in
the same nest within their own scope. In the recursive closure approach, all code is non-recursive.
Closures however, may refer to back to themselves.

Many recursive closure implementations are based upon the idea of backpatching, in which the
environment record is initialized to contain a pointer to the closure into which it will eventually be
written. While simple and expedient to implement, this approach requires either a fairly powerful
type system to type the resulting code, or else the use of ad-hoc “dummy closures” to stand in
for the recursive reference in the initially allocated environment. In the interest of avoiding adding
extra complexity to the problem, I chose to avoid this approach.

Another approach to implementing recursion is to parameterize code functions over their entire
closure, instead of just the environment portion. Since the closure contains the code pointer to
which it is being passed, this approach is sometimes referred to as the self-application approach.

Self-application is a fairly elegant approach to solving the problem of closure converting recursive
code. However, it would require a fair bit of re-tooling in the existing TILT compiler in order to
implement. In particular, the MIL type system does not support recursive types at higher kinds,
which would seem to be necessary to efficiently support the self application semantics.

For the sake of simplicity in the implementation of closure conversion then, I chose to implement
the relatively straightforward recursive code approach to closure conversion. Under this approach,
mutually recursive functions nests become mutually recursive code nests, parameterized over a
common environment. Functions become existentially packed tuples containing the code pointer
and the environment of the function. At call sites, the code pointer and environment are projected
out of the tuple, and the former is applied to the latter, along with the original arguments of the
function.

9.3.2 Recursive code closure conversion

There are two well-known disadvantages to the recursive code approach to closure conversion.
The first is that since each function must be able to create the environment of each of its
callees, the environment of each function in the nest must contain the transitive closure of all of
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the free variables of all of the functions in the nest (assuming that nests have been reduced to
strongly connected components). In practice, this means that all of the functions in the nest share
one environment, which is consequently larger than the individual environments might be. This is
somewhat offset by the fact that only one environment per nest need be allocated.

The second, and potentially more serious drawback of the recursive code approach is that an
escaping occurrence of a function within its own body requires the closure to be reconstructed
on each invocation. For functions implementing loops, this can obviously be problematic. It is
important to note however that it is not necessary to re-allocate the environment on each invocation:
only the two element closure. Moreover, this particular idiom is relatively rare: most recursive
functions do not escape within their body. Nonetheless, this remains a serious disadvantage of this
approach.

The advantage of this approach is that it simple to implement, and moreover is relatively
simple to implement efficiently. Most applications of local functions (including all recursive calls)
can be implemented as calls directly to code, without reference to closures. Consequently, for most
non-escaping functions closures need never be allocated.

More specifically, as implemented in the LIL backend, every recursive call (including all calls
to other functions in the same nest) is implemented as a direct code call. In addition, every call
to a function defined in the same lexical scope as the call is implemented as a direct code call.
It is straightforward to extend this to functions defined in any enclosing scope: however this may
increase closure sizes and hence is not done in the LIL backend.

In addition to calling code functions directly, some additional optimizations are performed on
the calling sequences of non-escaping functions (that is, functions which are only called directly
as code). For such functions, the environment record is never actually constructed. Instead, the
components of the environment are passed as additional arguments to the function (just as with the
varargs optimization for ordinary records). Floating point (64 bit) elements of the environment are
further optimized by passing them unboxed on the stack. For all functions, environments with only
a single element are “unwrapped”: that is, the underlying singleton element is passed unboxed,
instead of boxed in an environment. Finally, all closed closures are statically allocated as data
(a closure may be closed because its environment is empty, or because all of its constituents are
statically allocated data).

One of the advantages of using a type erasable language is that the treatment of types in closure
conversion is much simpler than in the type passing case. Since types are used at compile time
only, type environments can be passed immediately via application, instead of being packed into
an existential. Implementing closure conversion for types was straightforward.

9.4 General Optimization

The process of encoding types as term data and making typecase explicit exposes new structure to
the compiler which is available for optimization. Moreover, it greatly complicates other phases of
the backend to be overly concerned with generating no dead, redundant, or otherwise sub-optimal
code. Consequently, it seemed most expedient to port the MIL one pass optimizer to the LIL so
that basic optimizations could be performed on LIL programs. The LIL optimizer performs CSE,
dead code elimination, eta reductions for records and functions, projection from known records,
reduction of known switches, folding of boxes and unboxes, constant folding, and reduction of
coercions. Additionally, it makes some effort to recognize boolean terms which are used only as
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arguments to switches, and hence which can be compiled to produce jumps to branch targets
directly from comparisons, instead of evaluating the term to produce a boolean value, and then
re-branching on this result.

The general optimizer is most useful to help clean up after the closure converter, since closure
conversion involves a fairly substantial rewriting of programs. Many box/unbox reductions become
available after closure conversion, since floating point terms are currently boxed in environments.
Numerous record projections and record formations can be eliminated as well in cases where only
some or none of the environment is used in a given context. Multiple calls to the same function in
the same scope can be optimized so that only one projection of the code pointer and the environment
need be done.

All these optimizations (and more) are performed on the closure converted code. In general
however, a great deal more could be done to optimize after closure conversion. In particular, I
believe that the output of the closure converter could benefit greatly from some form of partial-
redundancy elimination which could move code evaluated on only some paths down into the arms
of switches. The closure converter introduces numerous projections from a function environment in
the function header, some of which are only used conditionally in the function. It may also be forced
to re-allocate closures for recursive escaping occurrences which are again only used conditionally in
the function. Such optimization is beyond the scope of this thesis.

9.5 Lil To Tal

The implemented translation from LIL to TALx86 is conceptually quite similar to the formal
description given in chapter 8, despite the fact that the TALx86 language is substantially different
from the idealized TILTAL language. While details of the implementation of particular constructs
are specialized to the TALx86 type system, the overall code generation approach if very similar.

Code generation and register allocation are done simultaneously in (notionally) a single pass.
In fact, for simplicity the code generator is run twice on each function: once using a virtual frame
pointer and once using stack pointer based frames. The output of the first run is ignored: it is
done only to determine the frame size so that offsets from the stack pointer can be computed
directly. This was done for the sake of simplicity in the coding only: it would be straightforward
to implement a second pass to eliminate uses of the frame pointer.

9.5.1 Code generation

As with the formal description, code generation is done by translating terms with a pre-assigned
destination in a similar fashion to that described by Dybvig et al. [DHB90]. This is particularly
convenient given the register allocation strategy chosen, in which let-bound variables generally
have already been assigned a location when their bindings are translated. Consequently, operations
which are bound to variables can often be translated in such as way as to compute their values
directly into the appropriate location.

As in the formal development form chapter 8, terms are also translated with a context of
occurrence which indicates the use to which the result of a computation is to be put. For example,
terms which are translated in a “return” context are expected to de-allocate the frame and return
directly, instead of returning a value. Consequently, general tail-call elimination falls out very
naturally: function bodies that end in function calls (even when guarded by a conditional or a
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switch) simply de-allocate the frame and jump to the new callee. (Some additional adjustment of
the stack is necessary when the callee has a different number of arguments than the caller).

Additional contexts of occurrence are used to generate efficient code for conditional branches,
and for terms evaluated only for side-effects. A term whose value is used only to decide a branch is
evaluated in a context of occurrence which provides appropriate continuations which can be called
directly. A term whose value is unused is evaluated in a context of occurrence which indicates that
no return value need be provided.

9.5.2 Register allocation

The assignment of variables and temporaries to registers and stack slots is performed simultaneously
with code generation. Code generation is performed in a bottom up fashion, so that the live range
of variables is apparent from the binding structure of a program: a variable becomes live when
it is first encountered in the bottom-up pass, and becomes dead when its binding site is reached.
Registers and stack slots are assigned to variables greedily, as needed by the generated code. When
a variable use is encountered by the code generator, the register allocator is queried to provide the
machine location in which the variable resides. The code generator dictates whether or not this
location is permitted to be a stack slot, or must be a register.

Register assignment and spilling

The register allocator maintains state describing the assignment of variables to registers and stack
slots and vice versa. This state encodes the assumptions which the previously emitted code makes
about the state of the machine upon entry. When the register allocator is queried about a variable
to which it has already assigned a machine location it returns the previously assigned location if it is
appropriate. However, if the variable was previously assigned to a stack slot and the code generator
requires that the use under consideration be assigned a register, the register allocator chooses a free
register and changes the state to map the variable to this new location. Since previously emitted
code assumes a different location for the variable, the register allocator is responsible for emitting
code to initialize the previously assigned stack slot from the newly assigned register.

If a variable is required to be in a register and all registers are already assigned to variables,
a variable must be chosen to spill to the stack. Since previously emitted code assumes that the
variable was in a register, the allocator must emit code to load the register from the newly assigned
stack slot. As a simple spill heuristic, the variable whose next use is farthest into the future (that
is, whose next use is farthest forward in the instruction stream) is spilled. This is intended to
attempt to provide more intervening instructions to hide the latency of the memory access, as well
as to attempt to keep locally active variables in registers. No effort was put into attempting to
validate this choice of heuristic as extensive tuning of the code generator is beyond the scope of
this thesis. However, from informal inspection of the generated code, the allocator seems to usually
make reasonable choices, though there are also cases where it could be improved.

If a location is requested for a previously unseen variable, it is assigned a register if possible,
and otherwise a stack slot if permitted by the code generator. If neither of these cases apply, a
variable must be spilled as described above to free up a register for the new variable.

At a variable binding site, the register allocator provides the code generator with the loca-
tion into which the variable initialization code should write its value. Variables which have not
been assigned a location when their binding site is encountered are unused, and the result of the
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initialization code may be safely discarded.

Unlike many register allocation schemes in which variables are assigned a single location with
spill code emitted to load them into temporary registers when necessary, this register allocation
approach allows variable/location assignments to be changed dynamically. Variables may be moved
between stack slots and registers multiple times over the course of a function. In this sense this
approach is similar to the “second chance binpacking” allocation strategy described by Traub, et
al. [THS98|.

Machine state types

An important side benefit of the register allocation data structures is that they provide, at any given
point during code generation, a snapshot of the machine state. The register allocator maintains a
mapping from variables to registers and frame locations. Consequently, it is straightforward in this
framework to define the translation of a LIL context I'" as described in chapter 8. The operation
IT'|% mapping a stack tail o and a LIL context I' to a machine type I'4 is trivial to implement
given the data structures already used by the register allocator. The intention is that the register
allocator as implemented should constitute a “good allocator” as described in chapter 8.

9.5.3 Additional TILT constructs

There are many more language constructs in the actual LIL language as implemented than in the
formal LIL description. For the most part however, these are simply additional primitive operations
on basic types, and are not especially interesting. However, two such constructs warrant additional
comment.

Coercions

Vanderwaart et al. [VDP103] describe a coercion calculus used in the TILT compiler to faithfully
implement Standard ML datatypes in an efficient manner. Applications of coercions into and out
of datatypes in this system incur zero runtime overhead. This system is quite simple, requiring
only one new type constructor and three new term level constructs. However, it was not supported
by the existing TALx86 type system, and I preferred to modify this system as little as possible.
A simple technique for eliminating these coercions is to replace them with function calls. This
approach has the benefit of placing no additional burden on the code generator and requiring no
changes to the TALx86 type system, but suffers from a substantial performance penalty [VDPT03].
As a compromise, I chose to implement coercions as functions with a highly specialized calling
convention. In particular, they are implemented as functions whose argument and result are both
in the same register, and for which all other registers are callee-save. Since the actual bodies
of the functions do no runtime work, this means that the runtime cost of applying a coercion is
reduced to two instructions: a call and an immediate return. There may be some additional cost
since variables may need to be spilled or re-shuffled in order to place the argument value in the
appropriate register before calling the coercion. However, in general the overhead is quite low.

External functions

In general, most programs need at some point to call external functions. At the very least, any
interesting program must at some point make a system call to do input and output. These external
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functions are probably not in general provably safe, and are in any case not available in a verifiable
form. Consequently, these external operations are generally considered part of the trusted comput-
ing base: that is, the safety of the checked code is certified relative to the correctness and safety
of the external code. However, it is important that there be some mechanism for controlling which
external code the certified program has access to, both so that the certification system cannot
be trivially subverted, and so that the ability of mobile code to access system resources can be
controlled by the host.

One approach to this is to explicitly incorporate the external functionality needed by programs
into the runtime layer upon which the program runs. Essentially, the source and target language
are extended with a statically known set of additional primitives. This has the benefit of making it
easy to control the set of resources available to programs, and of routing access to these resources
through a central authority (leaving open the possibility of doing additional sandbox style dynamic
checks). A disadvantage of this approach is that it is generally difficult to extend the set of external
functions available, since the runtime itself must be modified.

The approach taken in this thesis is to push the issue of access to external resources out to the
linking phases. The TILT compiler extends the Standard ML language with a primitive function
type classifying functions obeying the C calling convention, and a primitive application form for
applying such functions. Any compilation unit may declare a set of external functions against
which it is compiled. The generated TALx86 modules list these functions as typed imports. The
code in the compiled module is certified to be safe under the assumption that the imported labels
are safe at their declared types.

The question of how these import assumptions are discharged then becomes a policy decision
on the part of the host at link time. The TALx86 linker provides three different modes by which
import assumptions can be discharged.

The first is that a typed binary may be provided to satisfy the import assumptions. In this
case, these assumptions will be explicitly checked by the linker, and so long as the TALx86 type
system is correct, the linked result is guaranteed to be safe.

The second mode is that an untyped binary can be provided, along with an export interface
providing types for the exported labels. In this case, the TALx86 linker can check that the import
assumptions of the client module match the exported interface of the untyped binary, but cannot
check that the untyped binary actually provides the given interface. Consequently, the safety of
the linked program is contingent on the untyped binary actually matching its exported interface.

The third linking option is to simply link an untyped binary against the typed client code, with
no interface checking whatsoever. In this case the safety of the linked program is contingent on the
untyped binary matching the declared import assumption of the typed binary.

The difference between the second and the third case is important, but subtle. The key element
is that in the third case, there are no restrictions on what functions the typed binary can call,
and what types it assigns to them. Consequently, it is trivial to subvert the type system simply
by providing a typed binary which imports functions at incorrect types. In the second case, this
is not possible, since the host provides an explicit interface against which the typed client is to
be linked. So long as the host provides the correct types for the exported functions (and so long
as those functions are implemented correctly and safely), the client is unable to subvert the type
system since it is constrained to respect the exported interface.

In the TILT typed backend, a combination of the first two approaches is used to implement the
runtime layer upon which programs run. Some parts of the runtime functionality are implemented in
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TALx86 and hence can be checked directly. Other parts are implemented in C, with an explicitly
provided interface. The runtime layer as currently implemented is very minimal and does not
provide any support for system calls or any useful library functions. A version of the Standard ML
Basis Library was modified slightly to provide this sort of operating system functionality. Currently,
all of this code is linked using the third approach. This is satisfactory for using the compiler as
a general x86 backend, but for use as part of a certifying compilation infrastructure it would be
necessary to define a more limited interface to host resources, and to define explicit export interfaces
against which client code could be checked.

9.6 Engineering

While extensive engineering of the TILT certifying backend is beyond the scope of this thesis, a
certain amount of engineering work was required simply to demonstrate the feasibility of certified
compilation in this setting. This section describes some of the techniques used.

9.6.1 Type representation

Unlike the MIL, the LIL lacks an internal definition mechanism for types. In the absence of any
sharing mechanism whatsoever, types are observed to grow infeasibly large. The solution to this
problem used in the LIL is to enable sharing via hash-consing.

Hash-consing is a popular technique for controlling representation size which works by looking
up each newly allocated type into a table containing all previously allocated types. Whenever a
previously allocated version is found in the table, the two copies may be be represented as pointers
to the same data-structure. Hashing is used to make this reasonably efficient: each node in the
parse tree of a type contains the hash value of the type, which can then be used to produce hash
values for parent nodes. The table of allocated nodes can then be implemented as a hash table
with reasonably fast lookup times.

Hash-consing ensures that all syntactically equal types can be shared. However, types which
are alpha-variants of each other will not be shared in this scheme (except accidentally) since the
hash codes of different variables will usually be different. This problem can be completely avoided
by switching to a representation in which variables are represented via deBruijin indices, wherein
a variable use is implemented as a count of the number of binding sites between the variable use
and the variable binding site. When variables are implemented in this fashion, all types which are
alpha-equal will also be syntactically equal, and hence can be shared via hash-consing.

However, deBruijin indices are notoriously difficult to work with, and give no guarantee of im-
proved sharing. Moreover, all of the existing TILT infrastructure was built around using variables.
Consequently, I chose to use a standard representation of variables. In practice, this seems to work
well so long as care is taken to avoid introducing un-necessary alpha-variants.

In addition to sharing syntactically equal types in memory, it turns out to be very important
to share kinds as well. In almost all programs, the number of syntactically distinct kind nodes is
smaller than one-hundred. In the absence of hash-consing for kinds however, the number of actual
kind-nodes in memory is commonly three or four orders of magnitude larger than this. In general
throughout this section, all of the techniques discussed in the context of sharing types should be
considered to apply to kind information as well.
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9.6.2 Traversing programs

Sharing types and kinds in memory is crucial in order to reduce internal representations of programs
to a manageable size: that is, to reduce the space usage of the compiler. However, it is almost
equally important to ensure that in addition to avoiding redundant representation of types, the
compiler also avoid redundant computation on types. Hash-consing permits type parse-trees to be
represented more compactly as directed acyclic graphs (DAGs). Compiler passes that rewrite types
represented in this form must also be careful to traverse these programs as DAGS.

Traversing programs in DAG form is implemented by providing an abstract lookup table in
which hash-consed type nodes can be inserted. Node lookup tables are used in compiler passes to
keep sets of nodes already traversed: or more generally, to keep mappings from previously traversed
nodes to the traversal result (or other useful information). Before attempting to rewrite a node, the
compiler pass checks the table for previously computed result. If no such result is found, the result
is computed and entered into the table for future use. This allows passes to avoid re-traversing
types unnecessarily without impacting the structure of algorithms in any significant way.

Compiler passes that produce different results based on contextual information are slightly more
complicated to implement in this way, since it is no longer necessarily the case that syntactically
equal types rewrite to the same results. This situation only really arose in the LIL typechecker
which is discussed extensively below.

9.6.3 Fast substitution

A very common operation in the compiler is the substitution of types for free type variables in
other types (as well as kinds for kind variables). In practice, substitution often proves to be an
efficiency bottleneck in the TILT compiler. In order to make substitution faster, the LIL backend
maintains sets containing free type and kind variables at each type and kind node. This allows
substitutions for variables to only traverse those nodes which actually contain free occurrences of
the substituted variables.

Another important benefit of maintaining sets of free variables is that it allows the substitution
code to avoid introducing unnecessary alpha-variants of types. Capture avoiding substitution must
in general alpha-vary when crossing a type variable binding, since the bound variable may occur
free in the type being substituted. This alpha-variation may cause an entirely new copy of the type
to be created, even if the substitution only affects small sub-trees of the type. This can be avoided
in the case where the bound variable does not occur free in the type being substituted. Maintaining
sets of free variables makes this check efficient.

9.6.4 Fast alpha-equivalence

The hash-consed implementation allows for a fast syntactic equality check, since any two syntacti-
cally equal types will be represented by the same type node and hence can be checked for equality
in constant time. In cases where the equality check fails, a normal equivalence check must be
performed, since alpha-variants of the same type will not in general be represented by the same
node.
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9.6.5 Weak Head-Normalization

Weak head-normalization is a common operation on types, since it is the first step in checking type
equality. In addition to representing types as a directed acyclic graph, it is important to normalize
them as graphs as well to avoid repeated reductions of the same terms. This is implemented in the
LIL back end by associating with every hash-consed type node an optional weak head-normal form.
The reduction algorithm then checks for a previously computed normal form before reducing the
term and avoids re-computing it if present. If the normal form is not present it must be computed:
but the new normal form can be stored with the node for use by subsequent reductions of the
same shared node. This technique (among others) has been previously described and empirically
characterized by Shao et al [SLM98|.

9.6.6 Engineering the LIL type checker

A valuable benefit of using a typed internal language in a compiler is that it allows the output
of each compiler phase to be checked to ensure that nothing untoward has happened. Many, if
not most compiler bugs will cause a compiler to generate type incorrect code at some point. An
internal type checker therefore provides the valuable service of catching and pinpointing compiler
bugs before runtime, when they are likely to be much harder to track down.

In order to reap these benefits however, the compiler’s internal type checker must be efficient
enough to quickly check anything the compiler produces. However, the simple technique described
in the previous section for traversing types as directed acyclic graphs cannot be applied naively to a
type checker. The reason is that type checking is a context sensitive operation: syntactically equal
types may be well-formed in one typing context and not in another (for example because of the
presence of free variables referring to different binding sites). In the TILT compiler, maintaining
the simplicity of the typechecker implementation was an important goal since the correctness of
the typechecker is both important and hard to test (at least in terms of soundness). However,
the straightforward approach of completely ignoring sharing of types and kinds proved completely
impractical. Typechecking small programs easily exhausted the resources of a Pentium 4 machine
with one gigabyte of RAM. As a first step, it was necessary to find a way to avoid redundant type
checking.

Exploiting physical sharing in the type checker

While the nature of typechecking is context sensitive, it is by far the most common case that
checking syntactically equal terms will produce the same result (that is, that the terms will be
well-typed at the same kind). Moreover, it is most frequently the case that two syntactically equal
terms are judged to be well-typed for the same reasons: that is that the contexts in which they are
checked are (essentially) equal. A first cut at improving the performance of the typechecker then is
to keep a table mapping types to contexts in which they have already been judged equivalent (as
well as the kind classifying them). Before checking a type, the compiler first checks a lookup table
to see if the type under consideration has been checked before in an equivalent context (and with
an equivalent kind).

Strict pointwise equality on typing contexts could in principle be somewhat expensive to com-
pute, and moreover is vastly more restrictive than is necessary. It is frequently the case that two
syntactically equal terms will be checked in two contexts which differ, but only in irrelevant ways
(for example, one context may be a well-formed extension of the other). An improvement on the
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simple technique described in the previous paragraph is to observe that so long as the two context
are both well-formed and are pointwise equal on the free variables of the type under consideration,
it is unnecessary to re-check the term in the new context.

These techniques suffice to permit traversal of types as DAGs in the LIL typechecker with a
fairly small overhead.

Context substitutions

The technique described in the previous section avoids most redundant checking of types, but is not
sufficient in and of itself to make checking large programs practical in TILT. The LIL presents an
unusual engineering challenge because of the nature of its type analysis mechanism. Several of the
LIL type checking rules induce substitutions into typing contexts as part of the type refinement
mechanism. For example, in one of the rules for type checking type pair refinements, an explicit
type pair is substituted for a variable in the typing context.

\Ijv A?ﬁ:H1772H27 AI7F[<ﬂ77>/a] F €[<57’y>/04] T[<ﬁ77>/a] exp
A,k X ko, A'Fc=a:k) X Ko

U: A, azky X ko, AT F let(f,7) = cine: T exp

This context substitution operation (I'[{((3,7)/a]) turns out to be quite expensive, since implemented
naively it involves duplicating the entire typing context after every type refinement. The fast
substitution cut off afforded by the free variable sets on type nodes means that types in the context
are not traversed unnecessarily, but in the absence of a very specialized data structure, the container
implementing the context must be copied in entirety. Since type refinement operations are quite
frequent in many programs, this rapidly becomes unmanageable.

There are numerous approaches that one could take to making this more efficient. The approach
taken in the LIL backend is based primarily on two observations. Firstly, many elements of a typing
context will not be affected by the context substitutions at all. Of those that are, many of them will
not actually be referenced in any given term: it is often the case that the body of a type refinement
construct will have at most two or three free variables. Any effort spent traversing unreferenced
context elements is wasted.

Secondly, it is common to encounter several type refinement operations consecutively. Imple-
mented naively, this means that multiple passes over the typing context may be made with no
intervening variable lookups.

The LIL implementation of context substitution therefore attempts to do two things. In order
to take advantage of the second property, substitutions are aggregated and carried out lazily.
Substituting into a context simply records the substitution without carrying it out. Multiple
substitutions can consequently be aggregated together. In order to take advantage of the first
property, these aggregated substitutions are then only carried out on the result of a variable lookup.
Full context substitutions are never performed.

There are a number of subtle points involved in this optimization. It is clearly not valid to
simply maintain a substitution mapping variables to types and apply it to every type that is looked
up in the context, since different substitutions will have been in place at different binding sites.
In the next section, I give an informal presentation of an extension to the static semantics of
the LIL that captures this optimization, and then briefly discuss the differences with the actual
implementation.
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Fast context substitution

As a first cut, I extend the notion of a typing context I' with substitution nodes. For brevity, 1
elide 64 bit context entries - their addition is trivial.

Fi=e | aT|a—c

In order to ensure that substitutions are carried out correctly, I replace the implicit use of context
re-ordering in the LIL static semantics with explicit re-ordering rules that carry out substitution
nodes as needed.

U AT, yry, wm, TV sve T U AT, a0 — ¢, zimp[e/al, T F sv:T

U AT, wiry, gy, I Fosver U AT, 27,0 — e, TV Fsv:ir

The variable lookup rule is then restricted in the usual way, requiring that variables be re-ordered
to the end of the context for lookup.

AFT,z:7r ok F V¥ ok

\EANG AT ol
Context substitutions can then be implemented in terms of these substitution nodes.

U A, Birr, ke, AT o — (B,7) = e[(B,7) /o] : T[(8,7) /o] exp
A ik X ko, N Fec= a1k X Ko

U: A, azky X ko, AT F let(3,7) = cine: T exp

This version of the variable pair refinement rule simply adds a substitution node (I', o — (53,7))
instead of explicitly substituting for « as in the original version (T'[(3,~)/q]).

This extension to typing contexts captures the notion that variable substitution need only be
performed on referenced variables, and can be deferred until the point of reference. This easily
extends to capture the idea of aggregating substitutions by replacing the single substitutions in
the context with simultaneous substitutions for multiple variables. A simultaneous substitution ©
maps variables to types.

O:=e|a—rc0O
The operation of a substitution © on a type c is defined by a function ¢[0] mapping types to types.
cle] &f .
ala — ¢, 0] Lo

oo — ¢, O] ey d'[0] (a#d)

def

The remaining cases proceed compositionally over the structure of types exactly as with a normal
substitution (taking care to avoid capture when crossing binding sites). Composition of simultane-
ous substitutions © o @' is defined explicitly as an operation on substitutions obeying the equation
c[® 0 O] = (c[0])[O].

000 déf@

(@—¢,0)00 o (o)), (©00)

178



Aggregation of substitutions in typing contexts is implemented by replacing single substitution
nodes with simultaneous substitution nodes.

Fi=e | a7 |0
The re-ordering rule for substitution nodes is modified appropriately.

U: AT, 0, 2:(1,[0]), TV - sv:T

U AT, 207, O, Fsv:T

A new structural rule is introduced permitting adjacent substitutions to be aggregated using sub-
stitution composition.

U;A;T,01009, 1" sv:T

\P;A;F,@l,e)g,r/ Fsv:r

Fast context substitution in practice

The actual implementation used in the LIL backend differs from this presentation slightly. While
the formal system implements typing contexts as lists, the implementation uses a splay tree im-
plementation for efficient variable lookup. In order to avoid the need to design and implement
a custom balanced tree implementation supporting explicit substitution nodes, I chose instead to
maintain the substitution nodes in an auxiliary data-structure, allowing the core splay tree data
structure to remain unchanged.

Notionally, the implemented version can be derived from the system described above in the
following manner. Number the substitution nodes in a typing context, starting from the “leftmost”
substitution node. With every variable/type pair in the context, associate the number of the first
substitution to its right (that is, the first substitution that applies to it). Finally, remove the
substitution nodes into a separate data structure associating each substitution with its index.

Upon looking up a variable, apply the composition of all substitutions with indices greater than
or equal to that associated with the variable (that is, all substitutions that were to the right of
the variable in the original context). This corresponds to the sequence of substitution that would
have been performed by the sequence of structural re-ordering steps required to move the variable
to the end of the context. As an optimization, this composition of substitutions may be computed
eagerly.

Upon inserting a variable into the context, associate with it the first index larger than the
largest currently used index.

Upon substituting into the context, associate the new substitution with the first index larger
than the largest currently used index. The composition of this substitution with previous substitu-
tions may be eagerly computed if it is more efficient to do so. If no variables have been inserted into
the context since the last context substitution was performed, it is also possible to simply replace
the substitution associated with the largest index with the composition of the old substitution and
the new substitution, avoiding the addition of a new substitution node. Intuitively, this corresponds
to eagerly applying the context composition structural rule.
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This algorithm provides a straightforward implementation of explicit substitution nodes in a
typing context without requiring any modification to the underlying data structure. There are ad-
ditional improvements possible to the algorithm. For example, in the static semantics as presented
above, it is possible to (non-deterministically) choose to apply the context re-ordering rules for
a variable at the first point in a derivation past which more than one immediate sub-derivation
contains a lookup of that variable. In this way, the application of any given substitution to the
type associated with a variable can be guaranteed to be performed at most once. The algorithm
as implemented does not implement this: the substitution is re-applied to the original type upon
every variable look up. In practice this does not seem to be a problem. However, if after further
engineering this became a bottleneck, it would be straightforward to memoize the application of
substitutions to ensure that no unnecessary traversals of types is done.

9.7 Compilation units

The definition of Standard ML [MTHM97] does not define a notion of separate compilation. In
order to remedy this, the TILT compiler defines a notion of interface that generalizes Standard
ML signatures, and uses these interfaces to mediate between separately compiled source units. Any
unit of source code may be compiled in complete isolation from any other unit upon which it relies,
so long as suitable interfaces are provided.

The certifying backend described in this dissertation implements the full TILT separate compi-
lation system. This is done by viewing each compilation unit as a functor which maps its imported
units to its exports. In this way, the linking process is modeled as function application, avoiding
the need for a complicated type theory to track the initialization of globally visible locations.

More concretely, a LIL compilation unit may be thought of as a pair consisting of a type
component and a term component. The type component is a type function mapping imported
types to exported types. Similarly, the term component is a function mapping imported terms
to exported terms. In actuality, the type portion is implemented not as a function, but instead
by using the TALx86 linker directly: each unit lists imported types with their kinds as explicit
imports instead of parameterizing the components over them.

A LIL interface classifying such a compilation unit is a translucent sum: the first component
of which is a kind classifying the type element of the compilation unit, and the second component
of which is a type classifying the term element of the compilation unit. The pair is dependent in
the usual manner: the term classifier portion may refer to the label of the type classifier portion.

The TALx86 linker as defined and implemented by Glew et al. [GM99] does not in fact sup-
port translucent sums, and so it was necessary to extend the TALx86 implementation with an
alternative (and simpler) notion of typed linking which implements the standard translucent sum
matching rules. This was the only significant change needed in the TALx86 infrastructure.

9.7.1 Compiler generated files

The LIL backend emits four files for every compilation unit. The first is a typed assembly file
named asm.tal containing the decorated assembly code for the unit: this corresponds to a LIL
compilation unit as described above. The interface of a compilation unit (whether explicit or
derived) is compiled to a term export file named asm_e.tali classifying the exported term portion
of the unit, and a type export file named tali classifying the exported type portion. Finally, an
additional file is emitted containing the signatures of any external C functions used by the unit.
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The TALx86 assembler type checks and assembles the typed assembly file (asm.tal) to produce
two object files: a standard object file (obj.0) and a type object file (obj.to) containing the type
annotations necessary for typechecking the object file. In the process, it verifies that the provided
code matches the interfaces specified in the asm_e.tali and tali files.

After compiling each individual unit in a program, TILT must also produce an additional unit
to serve as the “link” unit for the entire program: that is, a unit which applies each compilation
unit function to its imports to produce its exported result. This exported result is then passed on to
subsequent units which import it. This “link” unit implements the ML level linking. The TALx86
linker is used to typecheck and construct the final executable program, linking together the “link”
unit with each of the compilation units providing the individual unit initialization functions.

9.8 Measurements

The goal of this dissertation is to demonstrate the feasibility of certifying compilation in a type
analysis framework. The bulk of the dissertation is concerned with simply developing and describing
the framework necessary for this process. This provides the first argument for feasibility: that it
is possible at all. This section is intended to provide some evidence that not only is it possible,
but in fact that it is practical. In the following sections, I present some empirical measurements of
the performance of certifying TILT. In particular, I present measurements quantifying the size of
the generated type annotations on the emitted code, and measurements of the run time of various
benchmark programs with comparisons to other compilers.

It is important to re-iterate here that engineering the compiler to improve its behavior along
either of these axes is beyond the scope of this thesis. In both cases, the engineering goal was
simply to develop a working system, and to measure the result. No significant effort was spent on
improving the system based on these measurements, and inspection of the emitted code suggests
that substantial improvements along both of these axes could be implemented without running into
any fundamental limitations of the framework.

9.8.1 Benchmarks

The benchmark programs measured in the following sections were selected to be representative of
a number of different sorts of programs, ranging in size from 24 to more than 2000 lines of code.
Each benchmark was compiled separately to an object file, and then subsequently linked into a
testing harness from which it was run. The benchmarks were also linked against the full Standard
ML Basis Library which provides many of the basic data types for Standard ML, along with access
to system I/O facilities. Several of the benchmarks use additional data structure implementations
from the SML/NJ library. Figure 9.3 lists the benchmark programs used in this section, along with
their sizes (in lines of code). Note that the size given is for each single benchmark file only: code
from other compilation units (such as libraries and the test harness) are not included in this count.

9.8.2 Type size

As discussed in chapter 1.4, one of the most commonly cited applications for certifying compilation
is as a security mechanism for mobile code. Certified code that is downloaded to be run from
potentially un-trusted sources (or over un-trusted communication channels) can be checked for any
violations of the safety properties implied by the type system. An important property of a such
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Benchmark name | Description Lines ‘
Taku uncurried function calls 24
Take curried function calls 25
Fib fib, fact with default Int 38
Fib32 fib, fact with 32 bit ints 39
PI approximation of pi (fp) 28
Msort Merge sort (lists) 48
ISort Insertion sort (lists) 50
Quick Quicksort (version 1) 130
Quick2 Quicksort (version 2) 152
Life Game of life (lists) 205
FFT Fast fourier transform 271
PQueens P queens problem (arrays) 292
Frank Small theorem prover 473
Leroy Knuth bendix completion (exceptions) | 537
BarnesHut N-body simulation 684
Simple Spherical fluid dynamics 860
Tyan Grobner basis calculation 896
Boyer Theorem proving 959
Lexgen Lexical-analyzer generator 1178
Pia Perspective inversion algorithm 2074

Figure 9.3: Benchmarks
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Figure 9.4: Size breakdown of individual benchmark units, in kilobytes.

a certification system is that the certificate size should not be unduly large so that the additional
security provided does not come at a prohibitive cost in terms of bandwidth needed. In this section,
I provide measurements quantifying the size overhead of the certificates generated by TILT.

In section 9.7.1 I described the files generated by the TILT compiler and the TALx86 assem-
bler. At the assembly code level, there are notionally two elements of a TILT compiled binary: a
typed assembly file containing the actual assembly code annotated with type information (asm.tal),
and some additional files describing the type of the exported interface provided by the binary (the
asm_e.tali, asm_i.tali, and tali files). The typed assembly file refers to the exported interface files
of any units which it uses, and any units which use it will in turn refer to its exported interface files.
Interface files mediate between compilation units, while the type annotations within an assembly
file allow individual units to be checked.

The typed assembly file is further split by the assembler into a standard untyped object file
(obj.0) and a type annotation file (obj.to) that contains sufficient information to reconstruct the
annotations on the untyped object file.

A reasonable measurement of the certificate size for a compilation unit after assembly then is
the sum of the sizes of its export interface files (the asm_e.tali , asm_i.tali, and tali files) and
the type annotation file generated by the assembler (obj.to), since these represent the incremental
contribution of each compilation unit to the overall certificate size of the entire compilation sys-
tem. Note that all of the interface information is present only to support separate compilation.
Once linked together, almost all of the interface information can be discarded: in this sense this
measurement is an upper bound.
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Figure 9.5: Size breakdown of individual benchmark units, relative.

9.8.3 Benchmark unit sizes

In this section, I give some size measurements for the TILT benchmark suite. Each of the units
under consideration is a single compilation unit compiled from a single source file to a single object
file. These object files are linked together with libraries, a test harness and the link unit to produce
the final executable. Note that only the benchmark units themselves are included in this section.
Measurements of the libraries and the link unit are discussed in the next section.

Figure 9.4 gives the absolute size in kilobytes of each benchmark. The columns are sorted by
increasing size of the generated (untyped) object file. The segments of each column indicate the
contribution of each of the different files making up the compilation unit. The size overhead of the
safety certificate is everything other than the object file itself (the bottom segment). Note that in
all cases, the contribution of the asm_i.tali file (containing the types of imported C functions) is
too small to be visible.

Figure 9.5 provides a different view of this same data: in this figure each segment of each column
indicates a percentage of the total size of the unit contributed by a particular source. For very small
programs, the amount of type information dominates the object code size. For larger programs,
the percentage of the total space usage devoted to the certificate decreases. This reflects a certain
amount of fixed overhead required for each program: basic types such as exception handlers, types
for printing routines, etc. As programs get larger, the cost of this fixed overhead goes down. For the
largest of the benchmarks, the certificate occupies roughly sixty percent of the total size. Summed
over all of the benchmarks, the certificate information occupies roughly eighty percent of the total
space, indicating roughly a factor of five space penalty for certification.
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Export interfaces

The topmost visible segment in both graphs represents the contribution to the total size of the
exported interface of each of the object files. Generally speaking, this component is of comparable
size to the type information in the object file itself. As would be expected, for bigger programs the
percentage overhead of the exported interface decreases somewhat, since the overhead is amortized
over a larger amount of actual object code. In fact, this overhead is probably almost entirely
eliminable, for three reasons.

First, by the nature of the compilation approach taken in the LIL backend, each of these export
interfaces describes a single function mapping each of the object files logical imports to its logical
exports. Consequently, the size of this file increases significantly with the number of imported units.
In addition, this implies that almost all of the type decorations in an export interface file are already
present in the export interface files of its ancestors. It is very likely that this redundant information
could be eliminated entirely by exporting a single canonical abbreviation for the exported type of
each unit along with its exported type component.

Second, because TILT implements separate compilation, the interface file and the actual imple-
mentation files may be produced and used independently. As a consequence, each contains its own
copy of the type of the main exported initialization function (in fact, the entire export interface file
consists solely of this). It is clear that in the common case where both files are produced as part of
the same compilation, this redundancy could be factored out into a common definition site. This
is almost certainly expressible in the TALx86 linking system without modification.

Finally, note that these export interfaces exist solely to mediate between compilation units.
Linked as a whole program, all of this interface disappears. Moreover, in many cases (such as in
the benchmark suite), almost none of the entry points described by these interfaces are exported
from the local group of compilation units. Even in the Standard ML Basis Library, there are many
compilation units whose logical scope is entirely local to the library. A partial linking strategy
wherein groups of compilation units are closed up into a single file presenting a single export
interface would almost certainly eliminate a great deal of this overhead in most cases, even when
whole program linking is not possible.

9.8.4 Libraries and linking

The measurements presented in figures 9.4 and 9.5 cover only the benchmark programs and the
testing harness. These files must be linked against additional libraries before running: the Standard
ML Basis Library, the SML/NJ Library, and a small command line argument parsing library. It is
likely that in a certified compilation system, a subset of these libraries would be provided by the
client, rather than as part of the certified binary. This is particularly true for the Standard ML
Basis Library, which encapsulates the operating system functionality. Nonetheless, it is useful to
measure the behavior of the compiler on these libraries as well as part of the overall system.

In addition to the libraries, there is one additional compilation unit that makes up part of the
final executable program. As discussed previously, the compilation strategy employed in TILT
maps each compilation unit to a single entry point implementing a function which takes as argu-
ments the logical imports of the unit, and computes the logical exports as a result. The final step
in compilation then is to create a unit which stitches together the whole program at runtime by
applying each of these functions in turn. I refer to this unit as the link unit, since it implements
the logical linking of the program. Note that this is distinct from the TALx86 notion of linking,
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Figure 9.6: Total sizes of compilation groups (kilobytes).

which is used to resolve the free references within the link unit back to the exported entry points
of each compilation unit.

Figure 9.6 compares the absolute sizes in kilobytes of each of the major compilation groups of
the benchmark suite: the three libraries (the Basis, the SML/NJ Library, and the command line
argument library), the link unit, and the benchmarks themselves (including the testing harness).
As before, each column is broken into segments showing the contribution to the total of each of the
constituent files. Also as before, figure 9.7 presents the same data as a percentage of the total for
each group.

The Basis Library

There are several interesting points to note here. Firstly, it is clear that the Basis library (and to a
lesser extent the SML/NJ library) have more certificate overhead than the benchmark suite. (This
is also true of the argument library, but this is most likely because of its very small size.) While
the Basis and the benchmarks viewed as a whole have similar amounts of actual object data, the
certificate size for the Basis is larger by roughly a factor of four. While I have not investigated this
phenomenon in detail, I conjecture that it is likely that this is partially a result of the particular
architecture of the Basis library. Within the Basis, there are numerous units which consist solely
of a few (or even one) functor applications, or which contain structures which aggregate numerous
other structures together as sub-structures. Such units produce almost no object code, but have
quite large types.

Further evidence for this can be seen in figure 9.8, which presents the contributions of each of
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the constituent elements for each compilation unit in the Basis library. For clarity given the large
number of files, the graph is presented as a continuous area chart. As with the previous graphs,
the units are sorted by object file size. For the most part, the certificate size (the sum of the top
components) increases fairly smoothly with object file size. However, there are a number of very
substantial spikes at points in the graph where very small files generate certificates comparable to
those of the largest files in the library. All of these spikes that I have examined in detail correspond
to the sort of aggregating files discussed above. Since for such files, much of the type information
will have already been written out in the export files of the logically imported compilation units,
it is likely that much of this overhead could be eliminated, even in a separate compilation setting
(since the type decorations needed to describe the logical imports must be present in the interface
file, which is in turn needed for separate compilation). However, in the current framework these
small units with large types increase the aggregate certificate overhead substantially.

The link unit

A second interesting observation about figures 9.6 and 9.7 is that the size of the link unit is entirely
dominated by the certificate size. The actual object code for the link unit makes up less than one
percent of the total size, and the total size itself is substantial in absolute terms (significantly larger
than all of the benchmarks put together). In principle this is actually somewhat understandable.
The link unit refers to every compilation unit in the entire program, including all of the libraries.
It therefore must be able to refer to the type of the exported entry point (and its result) for each
compilation unit. In some sense then, it is not surprising that the size of the certificate for the link
unit should be comparable to the sum of the sizes of the export interfaces for all of the units in the
program.

However, all of the type information needed to describe the entry points of the compilation
units must be present in the export interfaces of the compilation units themselves. And since these
export interfaces are needed by the link unit, there is no reason that the link unit needs to contain
its own copy of these types. In fact, the typed assembly code produced by the LIL backend takes
advantage of this property by using the abbreviation mechanism provided by the TALx86 system.
The link unit code generated by the LIL backend simply refers to the type of a compilation unit by
using a canonical abbreviation name that is given a definition by the export interface of the unit.
The assembly code produced by the LIL backend for the link unit is consequently quite compact.
Surprisingly, the TALx86 assembler seems unable to preserve this compact representation.

Figure 9.9 compares the aggregate sizes of the compilation groups before and after assembly. For
each compilation group, the first column represents the total size of the assembly (asm.tal) files for
the unit, and the second column represents the sum of the object and typed object files (obj.o and
obj.to). Note that the files from these two columns represent the same information. The object
and type object files (obj.o and obj.to) are produced by assembly the assembly file (asm.tal),
and can be subsequently dis-assembled to re-produce the original assembly representation.

In general, the TALx86 assembler does a very good job of managing certificate sizes. In all cases
except the link unit, the assembled version is noticeably smaller than the original assembly files.
This is universally true for individual files within the compilation groups, as well as in aggregate.
The only exception to this is the link unit: in this case the assembled version is almost forty times
the size of the original assembly file (even though notionally they represent the same information).

While T have not investigated this in detail, I believe that this is almost certainly because
of a failure of the TALx86 assembler to preserve the sharing from the original assembly file. 1
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Figure 9.9: Assembly file size vs assembled output size (kilobytes)

conjecture that the references to abbreviated types from imported units in the original assembly
file are being expanded out in the type object file. I do not believe that there is anything inherent
to the structure of the link unit that prevents this sharing from being maintained: it should be
possible to engineer an assembler to preserve this information.

Scalability

The data in figure 9.5 suggest strongly that the certificate overhead scales well as the size of
compilation units increase. For larger units, the overall percentage overhead is substantially smaller
than the overhead for smaller units. In order to demonstrate the scalability of the system further,
I took additional measurements on two very large programs.

The first of these large programs consisted of a subset of the benchmarks along with all of
the library code upon which they rely, concatenated into a single file. In addition to the SML/NJ
libraries, this included a large portion of the Standard Basis Library as well. Unfortunately, because
of a limitation with the TILT foreign function interface, it was not possible to concatenate the
entire Standard Basis Library into a single valid Standard ML unit. Therefore, certain of the
benchmarks (such as those performing file i/0) could not be included. The resulting file consisted
of 8332 lines of code.

The second of these large programs consisted of approximately half of the TILT compiler (by
lines of code) concatenated into a single file and compiled as a whole program. Note that in this
case, all library code (including the Standard Basis Library) was compiled separately. The resulting
source file consisted of 32555 lines of code!

The absolute size (in kilobytes) of the generated type and object files is given in figure 9.10.
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The same data is plotted in figure 9.11 as a percentage of the total, with comparisons to the totals
for the separately compiled libraries and benchmarks as shown in figure 9.7. For both of these
large programs, the certificate overhead is substantially smaller than the aggregate totals for the
other compilation groups, representing approximately 60% of the total size. This is comparable
to the overhead for the largest of the benchmark units described in figure 9.5. These two data
points combined with figure 9.5 strongly suggest that while there is a noticeable initial overhead
for certification, the certificate size remains a relatively constant fraction of the overall size for a
large range of program sizes. That is to say, empirically speaking the certificate size seems to grow
linearly with the program size.

9.8.5 Run time

The LIL backend is not designed to be an optimizing backend. Code generation and register
allocation are both done in a single linear pass, and no optimizations are done after code generation.
Nonetheless, it is useful to measure the runtime performance of the compiled code. It is important
that certification not overly restrict the compilation process in such a way as to make efficient code
generation impossible. In this section, I argue that even a non-optimizing certifying backend can
produce reasonably efficient code.

In order to make this argument, I present comparisons with two other compilers: the Standard
ML of New Jersey compiler and the MLton compiler. These comparisons are designed to give some
indication of the relative performance of the certifying TILT backend with respect to the state of
the art in Standard ML compilers. It is important to note however that each of these compilers is
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fundamentally addressing a very different compilation problem from each of the others. For this
reason, this comparison is only really meaningful at the most general high level.

The MLton compiler is designed to produce very efficient code. In order to do this, it compiles
only complete programs. The Standard ML of NJ compiler is designed to be used as an interactive
system. As such, it supports incremental (but not separate) compilation. It performs significant
optimization as well, but is limited somewhat by the needs of incremental compilation and an
interactive frontend. Both of these compilers implement precise garbage collection.

The TILT compiler on the other hand implements true separate compilation. This greatly
limits its ability to optimize code that crosses compilation units. The TALx86 backend also uses
a conservative garbage collector, with a malloc based allocator.
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Figure 9.12: Normalized runtime (MLton = 1)

Figure 9.12 shows the relative performance of the compiled versions of the TILT benchmarks as
compiled by each of these three compilers. The results are normalized to the results for the MLton
compiler, which is generally the fastest. In order to get some sense of the overhead of seperate
compilation, some of the benchmarks were compiled by TILT as whole programs as well (e.g. with
all of the library code and the Standard Basis Library included into one file). This data is presented
in the second column labelled TILT (Whole). Because of limitations in the TILT foreign function
interface however, none of the benchmarks requiring i/o could be compiled as whole programs and
so certain of the data points are missing.

Overall, the certifying backend ranges from slightly faster than MLton to almost sixteen times
slower, and from approximately twice as fast as SML/NJ to seven times slower. For very small
benchmarks, such as the arithmetic benchmarks and the takc/taku benchmarks, TILT does quite
well. For small benchmarks such as these, there is no penalty for the inability to optimize across
compilation units, and the relatively simple register allocation in TILT is sufficient. The one
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exception to this is the pi benchmark, on which TILT does quite poorly. This is almost certainly
because of the lack of floating point register allocation in TILT, since this benchmark is dominated
by floating point operations.

The performance of the larger benchmarks is much more varied. In some cases (tyan, lexgen,
pqueens) TILT is within a factor of two of one or both of the other compilers. In the worst case
(leroy) TILT is almost sixteen times slower than MLton, and five times slower than SML/NJ. I
conjecture that part of this is likely due to separate compilation: all of the larger benchmarks cross
compilation unit boundaries a fair bit, via library calls. In addition, several of the benchmarks
involve floating point computation, and several of them are fairly allocation intensive. In both of
these areas, TILT is likely to suffer: from the lack of floating point register allocation in the first
case, and from a more expensive memory allocation strategy in the second case.

The whole program version of each TILT compiled benchmark is noticeably faster than the
separately compiled version: in one particular case (PQueens), faster by a factor of approximately
six. This is despite the fact that all of the TILT optimizations assume a separate compilation
setting even when given whole programs.
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Chapter 10

Conclusions and future work

10.1 Summary

In this dissertation I have shown that certified compilation is possible for full Standard ML, even
in the presence of type analysis based optimizations.

10.1.1 Theory

To provide a theoretical foundation for this, I defined a series of translations mapping a polymorphi-
cally typed lambda calculus extended with type analysis primitives to a typed assembly language.
These translations serve to make type analysis explicit in the intermediate representation; to trans-
late uses of functions to uses of closures; and to make control flow and machine state explicit in an
abstract assembly language.

I proved each of these translations sound in the sense that each translation maps well-typed
terms to well-typed terms. In order to avoid overly constraining the implementation, I also in-
troduced a novel approach for dealing with register allocation, allowing the typing assumptions
required for the proof of soundness to be separated from the semantic behavior of the register allo-
cator. In this way, the translation to assembly code remains parametric over the choice of register
allocation algorithm, so long as the algorithm chosen satisfies certain minimal typing restrictions.

10.1.2 Practice

In order to validate the practicality of my approach, I implemented a certifying backend for the
TILT compiler using the formal translation as a guide.

The TILT middle internal language corresponds closely to the polymorphically typed lambda
calculus used as a starting point for the formal compilation process described in this dissertation.
For each of the compiled passes described formally in this dissertation, I implemented a corre-
sponding compiler pass in the TILT compiler. In addition, I implemented a one pass optimizer
to perform simple optimizations to take advantage of the additional program structure exposed by
the new translations. The final target of this backend is a slightly modified version of the TALx86
framework. The final translation to the TALx86 language follows closely the format of the formal
translation in this dissertation, despite the significant syntactic differences between the idealized
typed assembly language used in the formal presentation and the TALx86 language.
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Separate compilation of full Standard ML is supported by this new backend, and a large number
of programs have been successfully compiled including the entire Standard ML Basis Library and
the Standard ML of New Jersey library. In addition I compiled the TILT benchmark suite using this
typed backend, and measured the results of compilation both in terms of performance as compared
to other Standard ML compilers, and in terms of certificate size overhead in the compiled binaries.

10.1.3 Conclusions

Certified compilation is possible even for languages as rich as Standard ML, even in the presence
of complex type based optimizations. Proving the soundness of typed compiler translations in this
setting is feasible. However, there is a trade off between the closeness of the formal model to the
implementation and the complexity of the proof process. In this dissertation I attempted to keep
a very close correspondence between the formal model and the implementation.

In order to make this more feasible I introduced new techniques for factoring out some inessential
choices of the implementation, such as the particular choice of mappings of variables to registers
and the method by which this mapping is arrived at. While this particular technique should scale
to more complex optimizing code generation, it is likely that maintaining the close correspondence
between the formal model and the implementation would become more difficult if more complex
code generation and optimization techniques were performed.

The problem of managing certificate size is shown here to be manageable. With no major
engineering or tuning of the new TILT back end, certificate size overhead was shown to be in
general quite reasonable. While the overhead for supporting separate compilation makes up almost
half of the aggregate certificate size for the measured programs, simple analysis of the structure of
compilation units shows that much of this overhead could be eliminated with a more sophisticated
mechanism for sharing type abbreviations across interfaces. Numerous other opportunities exist
for eliminating redundant type information, both between units and within units.

In the one case where the certificate overhead was observed to be drastically larger than expected
(the link unit discussed in the previous section), this was shown to be due to a failure of the TALx86
assembler (which otherwise performed admirably) rather than a structural failure of the compiler.

10.1.4 Compiler engineering

Maintaining type information on the compiler intermediate forms imposes an additional burden
on a compiler writer, just as programming in a typed language imposes an additional burden on
a programmer. As is the case with type safe programming languages however, it is becoming
increasingly clear that the engineering benefits of typed compilation substantially out-weigh the
costs. A type preserving compiler provides a form of automatic self-checking that is extremely
valuable to the implementer of the compiler.

Compiler bugs are notoriously difficult to track down and fix, since they often exhibit themselves
only as second-order effects. That is, the compiler itself appears to run correctly: it is only in
the running of the generated code that incorrect behavior appears. To make matters worse, the
problem in the generated code may very well manifest itself not at the incorrect program point, but
at some arbitrary later point in the program’s run (e.g. because of memory or stack corruption).
Matching an incorrect behavior of a generated program to the bug in the compiler that caused it
often requires an extensive process of analysis and deduction. By and large, the state of the art in
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untyped compiler debugging generally relies on carefully stepping through optimized (and hence
often obfuscated) code in a debugger.

The great benefit of a type-preserving compiler is that it moves the point of discovery for
compiler bugs out of the generated code and into the compiler itself, for a large class of bugs. In
other words, many or even most compiler bugs are caught and flagged as soon as they are produced
in the compiler, rather than at some arbitrary point in a future run of the generated program.
Moreover, if a self-check is run between every compiler pass (at least while in development), the
point at which the error is flagged indicates not only the location of the error in the intermediate
code but also the particular pass of the compiler that is the most likely culprit (i.e. the pass
immediately preceeding the failed self-check).

Of course, type safety does not guarantee correctness. It is still possible for the compiler to
generate incorrect code that nonetheless happens to be well-typed. In practice however, this seems
to be relatively rare — most errors (and most of the most pernicious errors) tend to be caught. In
particular, note that the entire class of errors involving memory corruption are guaranteed to be
caught by the type checker! Over the course of developing the certifying backend for TILT, my
experience was that almost all compiler bugs were caught statically. For example, while developing
the register allocator (a notorious source of difficult bugs), all of the register allocation bugs that I
encountered were caught by the TALx86 typechecker.

Most of the bugs that were not caught by the typechecker arose from the more permissive nature
of the TALx86 type system as compared to the Standard ML type system. For example, TALx86
very reasonably defines 32 bit integer arithmetic to have silent overflow semantics: the compiler
is responsible for generating explicit overflow checks and raising exceptions as appropriate. If the
compiler fails to emit such as check, the code is still well-typed with respect to the TALx86 type
system: however, its behavior on overflow is incorrect with respect to the semantics of Standard
ML. An interesting area for future work in the area of typed assembly languages would be to provide
facilities for encoding such source language constraints into the type system (without specializing
the type system itself to a particular language).

10.2 Future work

This dissertation demonstrates the feasibility of performing certified compilation for Standard ML
in a type analysis framework. There remain several directions in which this work could be extended
in order to make this more useful and practical.

10.2.1 Optimization

The certifying backend implemented as part of this thesis is for the most part not an optimizing
one. While some simple optimizations are performed on the LIL intermediate code, inspection
of the output of the compiler suggests numerous ways in which the intermediate code could be
improved (particularly after closure conversion).

Some of these improvements are as simple as extending the LIL language with additional
constructs. A simple example of such an extension is that of heterogeneous tuples, which would
allow the closure converter to avoid boxing and un-boxing 64 bit floating point numbers. Others
are more complex: for example, implementing partial redundancy elimination to re-locate closure
environment operations used only conditionally.
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In addition to improvements in the optimization of the intermediate code, there is considerable
room for improvement of the code generator itself. The register allocation technique used is quite
simplistic: a more sophisticated algorithm based on graph coloring or graph fusion would produce
significantly better code. No floating point register allocation is currently done at all.

The code generator itself is quite limited. No attempt is made at scheduling instructions
intelligently, and the instruction selection is fairly ad-hoc. While it does a relatively good job
of taking advantage of the CISC nature of the x86 instruction set, a more uniform approach would
almost certainly improve the generated code.

The implementation of exceptions in the LIL backend is also quite inefficient, both in setting
new handlers and in executing handler bodies.

Finally, I believe there is a good deal of work left to be done in tuning and improving the
use of type analysis in the TILT compiler. No tuning has been done to adjust the parameters
to the type analysis optimizations, such as the maximum width record to flatten into registers.
Additionally, no work has been done to quantify the actual benefits of type analysis as currently
implemented. It would be valuable to measure the effect of these optimizations in isolation, and
to use this information to look for additional opportunities to take advantage of the type analysis
infrastructure already in place.

10.2.2 Garbage collection

The TALx86 infrastructure assumes the use of a conservative garbage collector. The untyped
TILT backend makes use of type information at runtime to do precise garbage collection. An
interesting topic of future research would be to replace or extend the TALx86 infrastructure in
such a way as to support precise garbage collection using the type information already kept at
runtime [VCO3].

10.2.3 Infrastructure improvements

The TALx86 certification infrastructure proved impressively flexible in serving as a target for the
TILT compiler with a minimum of modification. However, the performance of the TALx86 type
checker could be improved upon substantially. Currently, assembling and typechecking large units
takes dramatically longer than the entire process of compilation within TILT (including numerous
internal type checks). While the type system is more detailed and low level at the TALx86 level,
many of the techniques discussed in chapter 9 used to improve the performance of the LIL type
checker are still applicable.

In addition, as discussed in section 9.8.4 there are a few important cases where the TALx86
assembler seems to fail to preserve the physical sharing present in the original typed assembly
source file which degrade its performance on certain units immensely.

10.2.4 Reducing the trusted computing base

Another concern with the TALx86 infrastructure is that there is no proof of type safety for the
language as implemented. This is of significant concern in an actual certifying compilation system,
since in the absence of such a proof, even the correctness of the TALx86 type checker does not
necessarily imply the safety of the programs it certifies. And of course, there is no guarantee that
the implemented type checker faithfully and soundly implements the static semantics of the type
system for the language.
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Attempts have recently been made to address both of these problems by providing certified
code infrastructures that both implement a language with a formal proof of type safety, and which
try to reduce the complexity of the checking problem as much as possible so as to minimize the
amount of trusted code in the certifier [Cra03, App01]. A valuable area of future research would
be to re-target the certifying TILT backend to such a system.

10.3 Conclusions

This dissertation has clearly shown that certifying compilation is feasible for a rich language like
Standard ML, even in the presence of type analysis and other other advanced optimizations. The
problem of controlling the intermediate size of programs and of controlling the certificate overhead
on the generated code is almost certainly tractable. Even in the system implemented in this thesis,
which made no effort to optimize for these properties beyond the minimum necessary to demonstrate
feasibility, the results were easily within reach of being sufficient for a practical and usable system.

The problem of connecting formal models of compiler translations to their actual implemen-
tations remains a difficult one. As the formal models scale up to more closely model the actual
languages and transformations implemented in the compiler, the syntactic overhead and complexity
of proofs about the model increases significantly to the point that confidence in the correctness of
the proofs must inevitably fall. New techniques for dealing with this complexity are needed, and
while this dissertation attempts to address this to a certain extent, in general it remains an open
problem. One promising approach to dealing with this lies in the use of logical frameworks to
mechanically check proofs, or even to assist in generating them.

Certifying compilation is the natural extension of typed compilation. In this role, a certifying
compiler greatly increases the ability of the compiler writer to write a correct compiler by extending
the benefits of type checking to a lower level. As with all disciplines, the discipline of having always
to consider the type correctness of compiler transformations is sometimes burdensome. I believe
that it is also a valuable one. It should always be clear to the compiler writer why a particular
transformation is safe. The type checker in a type preserving compiler enforces this discipline.
It is important that the flexibility of type systems for compiler internal languages continue to be
improved upon, so that the cases where the type checker must reject safe code due to its own
limitations can be made increasingly rare.

Most importantly, certifying compilation provides an important tool for coming to grips with
the increasing problem of providing security in a wide-open, networked universe. Delivering security
along with downloaded code is an essential part of providing value to the end user. This thesis
demonstrates that automatically generating such security in the form of certified code is well within
our grasp.
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Appendix A

MIL static semantics

Well-formed Kind
F k1 ok F k9 ok F k1 ok F k9 ok
Ty ok F k1 — ko Ok F k1 X kg ok
Well-formed type context
FAok AFkok
ag¢ A
e ok F A a:k ok
Well-formed Constructor
FA, ok, A’ ok F A ok F A ok F A ok

Aok, ANFak A Int:Tso A Boxf: T3 A | Farray: Tso

F A ok Al‘C:ng A"C:Tg,g

AFExn:Ts A F Array,: T3 A F Dyntag, : T3»

A [ C1 1T32 A [ Co T32 A, OK:T32,/B:T32 H C1 ZT32 A, Oé:ng,ﬁ:ng [ Co T32
a,f¢A

A& Vararg, . : T3 At p(a, B).(c1,c2): Ty x Tao

Abc¢:T3e 1€0...5

At c:Ta AtF ¢ :Tso 1€0...7

AI_(CO-~'Cj)—)C:T32 AFClX...XCj:T?)Q
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Al—CiZng
A"CITgQ

1€0...5 AbFc¢:Tge i€0...j
AbFc:Tss m<n+j

AFSumn(co...cj):ng AFSumZL(Co...Cj):ng

Friok A,a:kiFcikg AFci:ik1—ky AFcyikrg
a¢ A
AFMNa:K).c:k] — K At cpea:ika
Abeci:k1 AFcyikg Al c:k] X Ky
(1 €{1,2})
AF (ec1,c2) i K1 X Ko AFmic:k;

Base constructors

O

The base constructors consist of Int, Boxf, arrows, records, projections from mu types, Vararg,
Sum, Array, Farray, Exn, and Dyntag. The non-record base constructors consist of any of the above

except record types.

Constructor Equivalence

Atrcik AFd=c:k AFci=c:k Albc=c3:k

ArFc=c:k AFc=cd:k AFci=c3:k

AFc:r1— Ko

a ¢ FV(e) Al c:iK X K

AF MNazky).ca = c: k1 — Ko AF(mie,myc) =ciR1 X Ko

AFci:k1 AFcyikg AFci:k1 AFcyiko
AF m{cy,co) =1k At e, o) = ot ko
|—f€1 ok

A,k Ferike ARk

AF (Mazky).c1)ea = crlea/al : ko
F k1 ok Abecp =d k1 — Ko
A, k1 el = e ko At cy=dyiry
AF XNazky).cp = Maky).ca: 61 — K2 AF cico =iy ko
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AlFciok AbFcok Al =x[d,...,d]:Tse n < flattenlimit

— / /
A& Vararg, ., =(c],...,c,) —ca: T3

AlFciok AbFcok At =x[d,...,cd]:Tsa n > flattenlimit

A Vararg, .. =c1 —c2:Ts

AFciok AFcyok Abc¢p=c):Ta
where ¢} is a non-record base constructor

A& Vararg, .., =c1—c2:Ta

AFc=cd k1 X Ko AFc=cd k1 X Ko
AFmic=mcd K AFTmoc=moc ko
Type equivalence AFT=7:T3
AFCECI:ng Al—TiET{:ng 1€l...n
AFT(c)=T(): T3 AFET XX T =7 X...xT7):Ts
AI_T,L'ET{ZT:Q 1€l...n
AFT=7:T3
AEVYask, ..o ankp(T1, oo ) (k) = 7 = V[aske, .. ik (11, oo Ty ) (k) — 77 Tag

Well-formed float value ’A; 'k fo: Float‘

FAok AFT ok

A;T'Fr:Float

FAok AFT[xy] ok
fvar

A;T[xs] F af:Float
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Well-formed small value AT Esv:r

A FTz:7] ok
var
ANS RF N
AFT ok
@ int
A;T'Fi:Int

AT F osviemy p(ay B)(er, c2)/a, o (e, B)(c1,c2) /0] .
ro

AT = rolln, wla,B)(er,e2) SV T4 ,LL(CM, 5)(017 02)

At c=mpu(a,B)(c1,e2): Tse AT sv: mp(a, B)(c1,c2)
unroll

A;T Funroll, sv:c[m p(e, B)(c1, c2) /o, T u(e, B)(c1, c2) /5]

AF Sumg(é') :T3o
nj_tag

A;T F inj ,tag‘éumi(a : Sum;(€)

Well formed 32 bit instructions AT Fopr:T

A;TFsv:T
. sv
A;TEsv:T

A;T F fv:Float
box f

A; T F boxf fv:Boxf

AT sv;im;
tuple

AT (S0, .00, 80,) iT1 X o0 X Ty

AT Hsvier — e
vararg

A;T' & vararg, . sv:Vararg, .
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AT+ sv:Vararg, .,

onearg
A;T I onearg,, ., sv:c1 — C2
AT sviVonuky, ..o, anibn (T, ooy Tim) (B) — 7
AT Fosvicmifer/an, ... en /o]
AT F fv; :Float
app
AT F svler, . .oyen](8v1y ooy sm) (fog, ooy fog) i Tler/an, . .o en /)
A Sumg(é') ZT32
A;T F sv: Sum! (0) ,
, proj
AT projéumi(a SV ¢
Al—Sumg(E):ng AT Esvieg
: inj
AT - injéumv(a sv : Sum;(€)
AT HEsvim X ... X7y
select
A;T + selectsv:T;
AF71:Ts ‘
A;TF sv: Sum(6) A;T[z;: Sum! ()] Fej:r
case
A;T F caser(sv) (z1.€1,...,Tp.€n): T
A:T'F sv:ExnAF7:Tgo
A;T' & svp: Dyntag, A Dlzy:ei]Fep:m A;Tkeg:T
exncase

A;T - exncase,(sv) (sv; = z1.€1,- = €2):T

A;Tkep:m AT[z: Exn|beg:T
handle

A;T + handle,(e1,z.€3): T

A;T' = svq: Dyntag, A;T'F svg:c
mnj_exn

A;T F inj_dyn,(svi, sv2) :Exn
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Al‘C:ng

A;T = svg:Array, A;T'F svp:Int
sub
A; T F sube(sv1, svg) :c
A;T'Fsvp:Int AT Fsvg:c
array
A; T+ array, (svq, sv2) : Array,
A;T'Fsv:Int AF fv:Float
farray
A;T + farray(sv, fv) : Farray
AF7:T3s A;T'F sv:Exn
raise
A;T + raise, sv: 1
AFec: T32 AFT ok
mkexntag
A;I' - mkexntag, : Dyntag,
Well formed float instructions
A;T F sv:Boxf
unbox

A; ' F unboxf sv:Float

A;T F svy:Farray A;TF svy:Int
fsub

A;T F fsub(svy, svg):Float

A;T'F fv:Float
fo

A;T F fv:Float
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Well-formed Expression A;The:r

A;TFsv:T
sV
A;TFsv:T

ATEict ATw:rkerr
i

A;T'Flet;x =iine:T

A;T'Fi:Float A;T(zflFe:T
164

A;T'Flet;zy =iine:T

A T[f - V[aZk|(T)(|x¢]) = 7, 0fk, a7, 27 Fep iy

AT(f : ViaZR)(7)(|g)) — 7] Fe:m

AT F letrrec,, flafik](a)(2}).ef ine: V[aik]|(T)(|xf]) — 7

Well-formed Context AFT ok

F A ok AFT ok AFT:Ts AFT ok
xgél“ $64¢P
AF e 0k AFT,z:7 ok AFT, x64:0 Ok
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Appendix B

LIL static semantics

Definitions 0O
Kklist def pwijl+KXx7

nat wil+jg

0 2 foldpa injlt™e®«
n+ 1Y foldy injlt™t(m)
Well-formed Kind
F A ok F A ok F A ok FA, 7, A ok

AI—ngok A|—T640k Al—lok A,j,All—jOk

Al k1 ok Al kg ok A k1 ok Al kg ok AF k1 ok Al kg ok

AF 51— kg Ok AF 51 X Ky Ok AF 51+ k9 Ok
A,jF Kk ok A,jF k ok
. (j¢A,jounlypositiveink) _— (j¢A)
A+ pj.k ok A FVj.k ok
Well-formed type and kind ontext
F A ok FAok AFkok ¢
JEA ad¢ A
e ok FA,jok F A, a:k ok
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Well-formed Constructor

Constants and their kinds ‘

Float:Tgy Int:T39 Void:T3y

Arraysy:Tas — T3 Arrayg,:Tes — T3a2 Boxed:Tgy — T30
Tag:nat — T'32 Dyntag:T'32 — Tao Dyn:Tso
x:Tgolist — Tgo — :T30list — Tgglist — T30 — Tgo

\/ ‘T39list — Tso Code:T39list — Tgglist — T30 — T3
ViVj(j — Ts2) = T2 3Vj(j — Ts2) — T2
Rec:Vj.((j — Ts2) = (j — Ts2)) —j — Ta»

F A ok A, ok, A’ ok

A x:1 Aok, A'Fa:k

At k1 ok A ok Fcikg AFci:k1—Kry AFc:ikr
a¢ A
AF Mo k).cikl — K AFciea:kg

AFci:k1 AFcyikg AFc:r1 X Ky

(1 €{1,2})

(c1,c2) F K1 X Ky AFmic:k;

Abc: +[R1,... k]

AFc:k; (ie{l...n}) Aok bein iel
QiR F oot

041¢A

At inj; reetinl e 4 (K1, s Fon] AF casecl(ag.cr,...,an.Cp)] K

AF pjr ok Al c:k[ujk/jl

AF foldyj.c:pj.k

AFpjrkok AbFrk ok jap¢A
A, jyack, p:(j — K),F ek

At pr(j,c:k, p:(j — K'), inc): pj.k — K/

At c:Vjirk Atk ok Ajjlc:k ‘
j¢EA

AF k] :K'K/]] AF Ajc:Vjk
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Constructor Equivalence Arc=d:k

AlFc:k AFd=c:k AFbci=c:k Abc=c3:k
ArFc=c:k AFc=cd:k AFci=c3:k

At cir — Ky a¢FV(e) Al cik] X Ky

AF Maky).ca = c: k1 — K Ak (me,myc) =cikrl X Ko

Abec: + [k, ., En

A case(c, ;. injf[m""’ﬂ"] Q1y.eny Q. inj:[m"""{"] apl) =c: + K1, ..., K

Alci:k1 AFcyike AlFeci:k1 AFcyike

AF m{cy,co) =1k At e, o) = ot ko

Al—lil ok
A,a:kiFerike AFcy:ikg

AF (Ma:ky).c1)ea = crfea/al k2 AF (Aj.o)[k] = c[r/j]: K'[k/]]

AFrok A jkc:w

AFc:ri AFkKjok jel...n
AajrjbFciik jel...n

[51:'”7571}

AF case(inj:r el a0, ]) = cile/ag] ik

AFCinlugn/i] AFK ok (Ga,p ¢ A)
A j, ik, p:(j— k), Feik Ab pjr ok

At pr(j,a:k, p:(j — k'), inc) fold,; . ¢
= c[pj.k, ¢, pr(j, a:k, p:(j — ') inc), /4, o, p)

cpgk — K
A F k ok Abecp=d k1 — Ko
A, aikiFel =coiko Abcy=dyik
) — ) ) — ).
AF Maky).cr = Mazky).ca: k1 — Ko AF creg = i)y ko
AFc=c k1 X ke AFc=cd k1 X Ky
AFmc=mcd r AFmyc=moc ko
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AFec=d:k; AFkjok jel...n

A+ injj[“"“’“”] c= injj[*’”l"“’”"] d:+ ki, .., kn]

Arc=d: 4 [k, .., k)
Aok =d:k iel...n

A b case(c, [ag.c1,y. .., an.cy]) = case(d, [aq.c),...,an.c)]): K

AFc=d:klpjr/j

Ak foldyj.c=foldy,c :pj.k

Jra,p, & A
AFpjrok ARk ok Ajjakp(j—rK)Fec=d:k

AF pr(j,c:k, p:j — K/, inc)
= pr(j,a:k, p:j — K, ind) 1 pj.x — K

Ajjre=d K Atc=cd:Vjirk AFkok
j¢A
AFAjc=Aj.d VK AF k] = d[K]: K'[k/]]

Well-formed term context AFT ok

F A ok AFT ok AbF7:Ts AFT ok AF¢:Tgy
x ¢l xea ¢ T
At e 0ok AFT,z:7 ok AFT,zg4:¢0 ok

Well-formed heap context

F U ok 0"7’1T32
0¢T

e ok F W, ¢ ok

Well-formed 64 bit value AT Hfo:g

AFT ok FWVok AFT,z60:0, 1V 0k F VU ok

U; A;T + t:Float U AT, 264:0, T F 264 : ¢
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Well-formed 32 bit Value U:A;TFsv:r

AFT,z:7,T" ok F ¥ ok AFT ok FVUok AFT ok F Uy, 07U, 0k

U AT, o, IV a7 U:A;T'Fi:Int U, b, Uo; AsT L7
A F 7 =Rec[k](c)(cp) : Taz A F 7 =Rec[k](c)(cp) : T32
U AT F sv:e(Rec[kle)cp U AT R soer
U, AT Froll,y sv:T U; A;T' - unroll, sv:c(Rec[klc)c,

U; A;T'F svp: Dyntagr W, AT svg:7 ArFc=V|..,c,...]:Tsa A TFsv:ig

U; A;T' - inj_dyn,_(svq, sv2): Dyn U; A;T F inj_union_ sv:c

AF7T=3k|(): T AFc:k

A . / )
U AT F sv: ] U AT Esv:VE[(d) Abc:ik

U; A;T'+ pack sv as T hiding c: 7 U AT E sufd]:de

AFT ok FVUok

U; A;T + tag, : Tag(i)

Well formed 64 bit operations ’\Il; AT+ fopr: ¢ opry,

AT Ffoig WU A;T'F sv: Boxed ¢

U, A;T' - fo: ¢ opry, U; A; T+ unbox sv : ¢ opry,

U; AT F svy s Arrayg, ¢
U A;T'F svg: Int

U AT F subg(svi, sv2) : ¢ oprg,

Well-formed 32 bit operation ’\I/; A;T' + opr:7 opr,,

U AT Hsv:T U AT Fosv: X (1o .. umgd)

U, A;T' - sv: 7 oprs, U; A;T | select! sv: 7; oprs,

U, AT Efoig U, A;T'Fsviir 1€0,...,n

U: A;T' F box fv: Boxed ¢ U AT (svgy ..oy SUn) 0 X [T0y. -y Th)
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U AT Esv: Vo, ] U A T 2 e i 7 exp
AFT1,=Tag(i):Tsa i€0...(j —1)
At 1 = x[Tag(i),7/]: Tse i€j...k

U A;T F case(sv)(z.eg,...,x.€x): T OPry,

AF71:Ts

U: A;T' I dyntag_ : Dyntag T opr.,

U; A;TFsv:Dyn W; A;T' F svp: Dyntagm
U Az bep:Ttexp VA T'Fe:T exp

U; A; T F dyncase(sv)(sv; = z1.e1,- = €):T opr,,

U:A;T'Fep:7mexp

U, A;TFsv:Dyn A 7:Ty W;A:T,2:Dyn b ey: 7 exp

x ¢l

W AT raiser sv:7 opry, U: A;T' + handle,(e1,z.€2): T opr,,

AT Esv: — ([10,...,m]) ([P0, - - -5 dk])(T)
U AT Fsviim U AT F fu,

U AT = sv(svo, ..., sun)(fog,- .., fug) T Opr,,

U A;T' F sv: Codelro, ..., Tnl[d0, - - -, Pk (T)
U AT v W AT E fo o4

U AT F call sv(svg,. .., svp)(fog, ..., fu,): T opry,

U:A;TFsvp:Int U AT Fsvg:r

U: A; T+ array_(svq, sv2) : Arraysy(7) opr,,

U AT = svp : Arraysy (1) U3 AT svg:Int

U A;T F sub,(svq, sva): T opr,,

U AT svp i Arraysy (1) WA T E svg:Int U AT svg:T

U A; T - upd. (sv1, svg, sv3) :Unit opr,,
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U:A;TFsv:Int WA F fuig

U A;T' = array,(sv, fo) : Arrayg, ¢ opra,

U AT F svptArrayg ¢ VA T Esvg:Int U AT E furg

W5 A;T' = upd(sv1, svg, fv) : Unit opry,

Well-formed Expression ’ U:A;T'Fe:Texp

Al‘ﬁi ok A&E T T32 A,O_Z:I%}_¢i:T64
U A, @7 T, fV][@:R)(F)(¢) — 7, B:7, 14:¢ - e: T exp
)_.

U AT, fV[@R)(F) (@) — T e’ 7' exp 7w, f € AT

U AT - letrec, [52 /5]( T)($E4:$).€ ine': 7' exp

U A:TFsv:T

U AT F sv:T exp

U; A;T = opr: 7 oprs, U; A;T' = opr: ¢ opr,,
U AT, ok e: 7 exp U AT z64:0 F e: 7' exp

U;A:T'F-letx = oprine: 7’ exp U:A; T+ let x4 = foprine: 7’ exp

U AT Fosv:3[k](c)

U A ks Tzi(ca) e exp  aé fu(r) ard AT

U; A;T F let[a, z] = unpack svine: 7’ exp

\I]a A’ﬂ:ﬁlvr}/:’%% A/,F[<ﬁ,’7>/04] - €[<577>/a] ZT[<ﬂ,’y>/O&] exp

A,k X ko, A’ c=a:k] X Ko

By ¢ A
Ui A, acky X ko, A';T'F let(f,7) = cine: T exp

U AT Feley,ca/B,7]: 7 exp
AFc={c1,c2) k1 X Ka

Bé¢A
U AT let(,v) = cine: T exp

U A, Biklpj.k/j], A T[fold, . B/a] F e[fold,;. B/al:T[fold,;.. 3/a] exp
A a:pjk, AN e=a:pjk

U A azpg.k, AT F let(fold 8) = cine: 7 exp
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U AT Reld/B]: T exp
At c=foldy).c :pj.k

U A;T F let(foldf) = cine: T exp

A ik + ko, A'Fe=aiky + ke a,ag & AA
U: A, B:k;, A';T[ing,; /o] b e[inj, B/a]: T[inj; 3/a] exp
U; A, Bk, AsT[ing,; B/a] = sv[inj,; B/a]:Void jel...i—1i+1...n

U A o + [k, ..., k), A F let; inj, B = (¢, sv) ine: T exp

AlFc= inj:r[m""’m’""ﬁ”] L e L P P
U:A;T Feld/B]: T exp

U; A;T - let;inj, B = (¢, sv) ine: 7 exp

Well-formed hval WU hval : 7 hval

o k; ok (’Lelk‘)

Q1:K1, ...,k F 1T (ZElm)
Q1K1 -0k @i Tes (1€1...n0)
1K1y ...y OLIRE |‘7‘:T32
Wi QiR e ey QiR BTy v v v s Tyt Ty 21201+« + 5 20 i0n €17 €Xp
U b coder[ar1:Rl, ..., QpiRE) (T1:T1, o oy BT ) (21501, -+ -+, Znihn) €

V[ai:k1, ..., ax:kE| Code(T1, ..., T ) (@1, - - ., ) (7) hval

Well-formed heap U I d ok

¥ ok

U - € ok

U[l:r] F hval : 7 hval
Ul:r) - d ok

U[l:r] F d, 6:7 — hval ok

Well-formed program Fp:r

U(e) L

W(d, 7 — hval) & W(d), b7
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U, U(d)-dok W,U(d);e;eFe:T exp

U |- letrecdine: T
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Appendix C

TILTAL static and dynamic semantics

C.1 TILTAL Static semantics

Notation 0
(rog20)[0)s2 £ (opeo)0les = o
(7’ >392 U)[n—l—l]gz déf O’[n]gg (7’ >392 O’)[ —|—1} 4 dﬁf 0[n]64
def def

(preso)[n+2]320 = o[nlzz (ppeso)n+2lea = o[nles

T\>320‘[0}2<—T défT,l>320'
d>ea 0|
[

( )
( )
(Pppea o)
( )+ sz — 7 < (0)[n]ze — 7'
( )

O ggo)[n+ 230 — 7' g def (0)[n]s2 — 7’

def
0]32 — ’7‘ = T D32 NS32 P32 0

def
1]32 — T = NS32 P32 T D39 O

T1 B3 T2 32 0)[06a — ¢ déf ¢ ey 0
71532 ¢ 064 0)[0)6a — ¢ X ¢ bpa msza a2 0
¢ 64 0)[0]64 — ¢’ © g0
¢ >6a 0)[1]64 — &' © nsag by (ns32>32 0)[0]64 — ¢’
T >392 0') def
)

doeso)n+2es — ¢ (0)[nles — ¢

(
(
(
( 1

( [n+1es — ¢ = (0)nfes — ¢
( [

=0

|T D32 0| def 1+ |o|
def
[¢ppes o] = 24 |o]

def
€]
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New well-formed kind rules
AF ST ok

Well-formed Constructor

Constants and their kinds

|

|

e:ST >3 :Tg9 — ST — ST
o:8T — ST — ST sptr:ST — T3y
nse4:Lea ns39: T30 \/ ‘Tgolist — Tgo

D64 :T64 — ST — ST

AFT ok

A"F—)OZTgQ

Well-formed coercion

A1 =reclk](c)(cp) : Ta2

A Froll; :(c(Reclklc)ey) = T

A1 =reclk](c)(cp) : Ta2

A Funroll; w: (c(Reclk]c)cy) = T

AFce=V(rp -7 unil): Ty list

A injuniong . 17 = ¢

AbF7=3k|(d):Tss AFec:k

A b pack[T]c: (d¢) = T

AF71:T3

AF inj_dyn_:(x[Dyntag(7),7]) = Dyn

Well-formed stack

Arg:T=171

UAFw:T U:AFL:¢
T warsw LAk
U;Ale:e U, AFw>gy s: T30 0 VAR Ipgys:dpes o
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Well-formed 64-bit value U:AFIL: ¢

F¥ok FAOk

\I/; A NnSeq - NSe4

F¥ ok F Aok W, 00,9 ok + A ok

VU: At t:Float U l:p, U5 AL

Well-formed 32-bit value

FW, 0,0 ok F Aok F¥ ok Aok F¥ ok Aok

U lr U ARL:T U:AF¢:Int U: A F ns3p:nsss

F¥ok F Aok VAR w:VE|(d) AFcik

U; A+ tag; : Tag(i) U: AR wld]:de

UV:Abo=0":ST (lo'|=1) Abg:n=m UArw:n

U: A+ sptr(i): sptr(o) VAR qw:Te
Well-formed 64-bit operand ’\IJ; AT F fo: qﬁ‘
L(f)=¢ VAR I(sp) =0 olilea=¢
U, AT f:0 U AT U AsT Fsp(i): o
Well-formed 32-bit operand ’\II; AT Fsv:r
(ry=r AR w:T I'(sp) =0 olilsa =7
AT Fr:7 U:A:THFw:T U AT Esp(i):

U AT Fsv:V[E|(d) AFc:ik AFqg:m=m VA TEFsv:T

U: AT F svle]: de U AT qgsv:m
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Well-formed instruction

U AT Fsv:T

U A;T Fmovr, sv = I'{r:7}

U AT Erg: X [10,0.0, Ty vy Thl

U AT F loadrry, rs(i) = I'{rg:m}

U AT Fsvemy
U AT Erg: X [T0,eeeyTiye vy Tnl

U; A;T F storerg(i), sv = T

U AT Fsvim

U:A;T'Hi=T

U AT Fmallocr|ry, ..., 7n)(sv1,. .., s0p,) = I{r: X [11,..., 7]}

U AT Fsvp:Int WA T Fsvo:T

U: A;T - malloc, r(svi, svg) = I'{r:Array,(7)}

U:A:TFsv:Int WA T F furg

U: A;T' Fmallocy r(sv, fu) = I'{r:Arrayg,(¢)}

U AT foig

U; A;T' Fmallocyr, fo = I'{r:Boxed(¢)}

U AT F sv:T{sp:(I'yet = 0) 320} — 0 (I'(sp) =0)

U: A;T F call sv = [yt

U AT F sv:T{r: Tag(i)} — 0
AFT(r)=V(rp:- - 7p—1 :: Tag(i) :: ) : Tao

U: AT Fbrtag;r,sv = M{r:\/(ro - 11 1 ¢) }

U A;T F sv:T{r: x [Tag(i), 7]} — 0
AFT(r)=V(ron - uTp1Tp Ty (X[Tag(i), 7]) ::¢) : Tao

U AT Fbrtgd, r,sv = IH{r:\/(rp - i 0) }

222



I'(wreg) = Dyn
U A;T F svp: Dyntag(7) U5 AT F sve:T'{r: x [Dyntag(7),7]} — 0

U; A; T F brdynr, svy, svg = T

FUv ok AFT:Ts

U; A;T' F dyntag, r = I'{r:Dyntag(7)}

AT Fsv:r I'(sp)=o
AbFo=0":8T (o)]i]sa—T1=0"

U A;T + swritesp(i), sv = I'{sp:c”}

FUok AFT ok

U; A;T' F sallocn = ['{sp: ns3a >3a - - - 32 ns3a 32l (sp) }

n

I'(sp)=0 AFo=01009:5T |oi|=n

U A;T' F sfreen = ['{sp:oa}

F(Sp):O' A"O’Ealo(q§l>640'2)2ST ‘01’:(71—1)

U AT - sfreen = I'{sp:ns3a b3 02}

I'(sp) =0

U A;T Fmovr,sp = I'{r:sptr(o)}

U AT F sv: sptr(op)
AFT(sp) =02009:5T

U; A; T+ movsp, sv = I'{sp:oy}

U A;T = svp :Arraysy (1) U3 AT svg:Int

U A; T F sub,r, svg, svg = I'{r:7}

U AT svp i Arraysy (1) WA T E svg:Int U AT svg:T

U; A; T Fupd.. svy, svg, sv3 =T

223



AT Ffoig

U AT F fmov £, fo = T{f:¢}

AT F fo:o
U A;T' F r: Boxed(¢)

U AT+ floadr £y, rs = I'{f;:0} U;A:T + storer, fu = T

U; A;T' F rg: Boxed(o)

AT Hfu:gp T(sp)=o
Aro=0":8T (o)|iles —p=0"

U; AT - fswritesp(i), fo = I'{sp:0”}

U AT F svyp :Arrayg (1) V3 AT F svg:Int

U AT F suby £, sv1, svg = ['{f:¢}

U: AT svyp i Arrayg (1) U AT E svg:Int U AT fuig

U AT updy svy, svg, fo = T

Well-formed Instruction Sequence ’\Il; ATHT:T

F(sp) = (Fret - 0) >32 0

U:A;T'Fsv:I'—0
Iyet = I'{spic}

U; AT+ ret ok U; AT jmp sv ok
U AT T AT Hi=T ;AT T ok
U: A;T'F halt, ok U AT Fi; 1 ok

U AT Fsv:3k](e) WA ak; T{r:(ca)} F I ok
a¢ A

U; A; T+ unpack|a, r|, sv; I ok

Ulin™" 2 oy /a); A, k1, A T[ing P72 g /a] F so[in 72 oy /a] : Void
Ulinj5' ™2 ag/al; A, agikz, A T[ing5 T2 ag/a] F I[inj5 T2 ag/a] ok
Ak + ko, AT Ee=aik) + ke ar,as ¢ AA

Ui A, a:ky + ke, A'; T F vease|a;. dead sv, asc; I ok
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U[inj{ 7" a1 /al; A, ag:k1, A T[ing 2 g /a] F I[in 7% oy /o] ok
Ulinj"™ 2 oy /a); A, agika, A T[ing5 ™2 ag/a] F sv[injs ™2 ag/a] : Void
A k) + ko, A'Fec=aik) + Ry ar,as & AJA

U: A, a:k1 + ko, A’ vease[ay, ag. dead sv|c; I ok

AFc=ini5" " ik + ko U3 AT I[d /as) ok

U A;T F vease|ag. dead sv, asc; I) ok

AFc=inif' "™ ik + Ky U3 AT I[E /aq] ok

U; A; T+ vease[ag, ag.sv]c; I ok

qj[(/@77>/a];AJ/B:K17’Y:/€27A,;P[<67,‘Y>/a] = I[<57’Y>/a] ok
A,k X ko, A'Fc=a:ky X Ko

U; A kg X ko, A';T - refine[(3,7)] ¢; I ok

U; AT F Ifer, ea/B, ] ok
At c=(c1, ) k1 X Ky

U A;T' + refine[(3,7)] ¢; I ok

U[fold,; . B/al; A, B:k[ng.k/j], AT [fold,; . B/a] F I[fold,;. B/a] ok
A a:pjk, AN e=a:pjk

Ui A, azpg.k, AT F refine[fold ] ¢; I ok

U A;T HI[C/0] ok
At c=1foldy).c :pj.k

U; A;T F refine[fold ] ¢; I ok

Well-formed hval U  hval : 7 hval

Vet w;:m; i=1...n

Uk (wy,...,wy): X [T1,...,7T,] hval

Uielw;:7 i=1...n

Uk [wy,...,wy,]: Arrays,7 hval
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Viebk[:¢ V:iekl;:¢p i=1...n

W+ [: Boxed ¢ hval U+ [l,...,1l,]: Arrayg, ¢ hval

o 7:Ta

V;e |- dtag: Dyntag,. hval

QORQy .-y Oy —1K;—1 H Kj ok a:KFT ok
U, a7 T - I ok

U + code,[aR|[.]:V][@:R]|[' — 0 hval

Well-formed Heap FH:U

W ok VI hval;:¥(¢;) hval

U= {ly:7y, ... T}
U = {ly:1 — hvaly, ..., ly:Ty — hval,} ok

Well-formed Register File UHR:T

U,elwi:my Y;ebwo:my Vel we:7. Vo wi:m
Vietli:p1 Vi;eblg:¢po V;eks:0

v {I'l = W1, 2 = W2, Te F> We, I't U)t,fl = llaf2 = ZQ:Sp = S}
{r1im, roiTe, YeiTe, Ty, £1:001, £2:02, 8p : 0}

Well-formed Program ’I— (H,R,I) ok‘

FH:U UFR:T U(H;e;T I ok

- (H,R,I) ok

C.2 TILTAL dynamic semantics

C.2.1 Definitions

(’LU >392 8)[0]32 dgf w (l >64 8)[0]64 déf l
(w32 3)[n + 1]32 def S[n]gg (w32 8) [n + 1]64 def 8[71]64

(Ivess)n+ 23 2 sinlse (Ivas)n+2es 2 s[njes
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(w >39 8) [0]32 — U}/ déf w’ >39 S
(l >64 3)[0]32 —w déf w' >392 NS32 >32 S
(l D64 8)[1]32 — déf ns32 >392 w’ >39 S
(w32 8)[n + g2 — w' E (s)[n]az — w’
(1561 8)[n + 232 — ' X (8)[n]ge — '
(w1 >392 Wy >392 S)[0]64 — déf I >4 S
(w1 >392 l >64 S)[0]64 — ll déf l/ >64 NS32 >32 S
(l D64 S)[0]64 — l/ déf l/ D>ea S
def
(I>ea s)[1]ea — U = nsge b32 (ns32 >32 5)[0)6s — I/
(woga )+ 1es — I X (s)[nes —
(Is s)[n + 2)6s — I/ © (s)nfos — I/
[ R(r) when sv =7
R(sp)[i]32 when sv = sp(7)
w when sv = w
R(sv) def tag; when sv = tag;
R(sv")[c] when sv = sv'[¢]
q R(sv') when sv = ¢ sv’
pack R(sv’) as 7 hiding ¢ when sv = pack sv’ as 7 hiding ¢

. def [ R(f) when fv = f
R(fv) = { R(sp)[ilea when fv = sp(i)

C.2.2 Transitions
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(H,R,I) — P where

if I = then P =
movr, sv; I’ (H,R{r — R(sv)},I')
loadrry,rs(i); I’ (H, R{r — w;},I")
where R(rg) = ¢ and H(¢) = (wo, ..., Wn_1)
storery(i), sv; I’ (H{t — (wog,...,R(sv),...,wp—1)},R,I")
where R(rgy) = ¢ and H(¢) = (wo, ..., Wi, ..., Wp_1)
mallocr[ry, ..., 7](sv0,. .., svn_1); 1" | (H{l — (R(sv0),..., R(sv,_1))}, R{rq — £}, 1)
where ¢ ¢ H
malloc, ry(svy, svg); I’ (H{t — [R(sv3),..., R(sv)]}, R{rg — £}, 1')
R(sv1)
where ¢ ¢ H
mallocyr, fu; I’ (H{¢ — R(fv)}, R{rg— ¢}, I')
where ¢ ¢ H
mallocy r(sv, fv); I’ (H{ — [R(fv),...,R(fv)]}, R{rg — £},T')
R(sv)
where ¢ ¢ H
dyntag,.r; I’ (H{¢ — exn_ tag}, R{r — (},I')
where ¢ ¢ H
swritesp(), sv; I’ (H,R{sp — s'},1')
where s’ = (R(sp))[i]32 «— R(sv)
sallocn; I’ (H, R{sp — nsga >33 - - - >32 ns32 3o R(sp)}, I')
sfreen; I’ (H,R{sp+— s'},I)
where pop(R(sp),n) = ¢’
movr,sp; I’ (H, R{r — sptr(|R(sp)|)},I')
mov sp, sv; I’ (H,R{sp+— s'},I)
where R(sp) = s and R(sv) = sptr(j) = ||
and s’ is a suffix of s

Figure C.1: TILTAL transitions (part I)
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(H,R,I) — P where

callr sv; I’

(H{t — code[].I.I'}, R{sp — >3 R(sp)}, La[c/A))
where R(sv) = {4[¢] and H({;) = code[A]l'.I,
and { ¢ H

brtag,r, sv; I’
i

when R(r) = inj union(. .

tagl-

(H, R{r — injuniony, ooy tag;}, Iq)

where R(sv) = £ and H({) = code[JT".I4

brtag;r, sv; I’

when R(r) # inj ,unionl('clm) tag;

. N N ] !
(H, R{r — 1nJ,un10nzC,l762) tag;}, I')
where ¢ normalizes to g1 T T

and 75, = Tag(i)

and ¢; = 7 rTh=1 TR T
brtgd; r, sv; I’ (H, R{r — injJnion?nil’[x[Tag(g)ﬁwm 0}, 1)

when R(r) = inj ,unionz(‘c1 o) b1
and H(¢1) = (tag;, w)

where R(sv) = ¢ and H({) = code[]T".I4

brtgd, r, sv; I’

when R(r) = inj,unionéclm) tagy

(H,R{r — inj,unionécwé) tagy}, la)
where co normalizes to 79 - TR T
and 7, = x[Tag(7), 7]

and ¢y = To i N TRo1 N Thgl i Th

brtgd, r, sv; I’
when R(r) = inj,unionéCl 0L

and H(01) = (tag,, w) (i £ k)

(H, R{r — injunion(, ., 0}, 1)

where ¢y normalizes to 79 i« 1T i Ty
and 7 = X[Tag(i), Tw]

and ¢ =Tp e Th—1 U TE41 B T

ret (H, R{sp — s'},I[c/A])
where R(sp) = {[¢] 32 8" and H({) = code[A]l.T
jmp sv (H, R, I[¢/A])

where R(sv) = /[é] and H () = code[A]I.]

Figure C.2:

TILTAL transitions (part IT)
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(H,R,I) — P where

unpack|a, r], sv; I

(H, R{r — w}, I'[c/al)

where R(sv) = packw as 7 hidingc

vcase(c, 1. dead sv, an); I’ | (H, R, I'[/ | a2])

where ¢ normalizes to inj, ¢

vcase(c, a1, ag.dead sv); I’ | (H, R, I'[/aq])

where ¢ normalizes to inj; ¢

B,y) =1’

(H,R,I'[c1,c2/83,7])

where ¢ normalizes to (c1, c2)

(foldf) =¢; I’

(H, R, I'[¢/3))

where ¢ normalizes to fold,; . c

sub, r, svq, svo; I’

(H,R{r — w;},I')
where R(sv1) = ¢ and R(sve) =1
and H(¢) = [wo,...,wp—1] and 0 < i < n

upd, sv1, sva, svs; I’

where R(sv1) = ¢ and R(svq) =i
and H({) = [wo,...,wp—1] and 0 <i <n

fmov f, fv; I’

(H, R{f — R(fv)})

floadr f,r; I’

(H, R{f — 1}, I")
where R(r) =¢and H({) =1

fstorer, fu; I’

(H{t— 1}, R{r— £}, 1)
where R(fv) =1 and ¢ ¢ H

fswritesp(i), fo; I’

(H,R{sp+— &'}, 1) A
where s = (R(sp))[i]ea — R(fv)

suby f, svy, sve; I’

(H,R{f — ;}, T
where R(sv1) = ¢ and R(svq) =i
and H({) = [lo,...,ln,—1] and 0 <i < n

upd,, sv1, sv2, fv; I’

(H{E '—i [lo, ey li—l, R(f?)), lz‘_:,_l, ces ,ln_l]}, R, I/)
where R(sv1) = ¢ and R(sva) =i
and H(¢) = [lp,...,lp—1] and 0 < i < n

Figure C.3: TILTAL transitions (part III)
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