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Abstract
Text-to-image (T2I) models are a common, publicly accessible class of genera-

tive model. Due to their widespread use, it is crucial to develop tools and methods
that allow us to better understand how these models decide to represent their sub-
jects, particularly human subjects. By comparing generated images across sets of
carefully constructed prompts, we may uncover patterns in how these models repre-
sent various groups of people. These analyses often show specific prompts that elicit
representational asymmetries, such as the prompt: “A person with glasses.” being
more likely to generate a male-presenting person than female-presenting.

While many such patterns are innocuous, some harmful representational biases
emerge that require an intervention by developers. These approaches that rely on
predefined prompt templates or fixed identity categories are effective for bench-
marking known issues, yet they may unintentionally create blind spots shaped by the
researchers’ own background and experience. While one person’s life experiences
may lead them to expect (and therefore design experiments to evaluate) specific rep-
resentations by the model, another person may expect a completely different set of
representations and harms that the former would not consider – these differences in
experience result in a wide range of potential blindspots in safety evaluations.

This thesis develops a variety of approaches, grounded in counterfactual and
contrastive analyses, that act as general tools for surfacing new hypotheses related to
representational asymmetries and harms in generative modeling that address these
blindspots and complement existing evaluations. We first demonstrate that effective
explanations for simple classifiers requires incorporating knowledge of the underly-
ing ground-truth data distribution, without which, explanations and discoveries are
prone to spurious insights. We posit a simple change to the implicit graphical model
that underlies counterfactual explainability and propose a new metric that explicitly
incorporates this distributional awareness.

The insights from this method then guides our approach to counterfactual ex-
plainability methods in the T2I setting. By reviewing a variety of discrete prompt
optimization methods, we show how to define and encode this distributional aware-
ness of captioned data in the optimization process. We support these methods by
introducing an approach for multiobjective optimization across multiple language
models, each with discrete tokenizers and text embeddings. Using the insights and
methods developed throughout this thesis, we conclude by presenting an unsuper-
vised strategy for discovering candidate prompts that encode representational asym-
metries, many of which have not yet been discussed in the broader literature. Under-
standing and relating the learned speech and writing patterns of generative models to
their outputs, allows to better understand why models represent people the way that
they do and improves our ability to target specific behaviors as we train and evaluate
generative models.
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Chapter 1

Introduction

1.1 Motivation

Asking “What if” questions is a major way that we discover the causal relationships embedded
within our environment. Even as children, we use the tools at our disposal in order to under-
stand domain-speci�c causal relations [107, 132]. As we navigate new and unknown settings,
we ensure our understanding of the systems around us through the knowledge that an action
X causes the effectY, and by intervening onX , we can changeY-hence we can change our
environment[88]. It is through this lens that we have long determined the safety or harms inher-
ent to the systems with which we interact.

Understanding causality in real-world systems is challenging, as these systems are often black
boxes. We rarely �nd ourselves in scenarios where we have a full understanding of the features
that are taken into account and how they impact a �nal decision. As a result, a signi�cant amount
of effort is focused on abstracting these systems into forms that we can understand. Counter-
factual analysis—examining cases where minimal changes to input features lead to different
outcomes—has emerged as a powerful tool to shed light on hidden decision-making processes.
By studying these changes, we can probe the behavior of a variety of processes, uncover hidden
patterns, and approximate their causal maps in order to build systems that best align with our
values and expectations.

These approaches apply equally to human and machine systems. Counterfactual reasoning
explores the implicit rules and biases that in�uence a wide variety of outcomes, and have a large
body of work and methods that support these investigations. One such method is the use of proxy
models [101], which address the question, ”What if we learn an inherently interpretable model
that makes the same decisions as a complex model?”. As many interpretable models, such as
logistic regressions, allow us to explicitly see how a feature in�uences our output, we expect that
understanding how the interpretable model behaves with respect to each feature will serve as an
explanation for the complex model by proxy.

However, proxy models often limit model expressivity. To explain more �exible models,
there has been some success with Saliency Maps [67, 113, 116, 120] that provide a score for
each of the input features (commonly using information about the gradients at some point in the
network). This approach presents the user with a numerical value for how each feature relates
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to the output. Additional work [1, 4, 124] has also provided sanity checks for such methods in
order to guide researchers in deciding when and which method best meets the needs of their task
at hand.

Further development has led to researchers incorporating a causal understanding into this
explanation process [12]. For example, Zhao and Hastie [154] had the insight that a commonly
used visualization of black-box models, Partial Dependence Plots (PDP) [33], are effectively
equivalent to Pearl's Backdoor Criterion [90]. Thus, PDPs not only provide information on the
relationship between the target output and a feature, but also theircausalrelationship. In a similar
vein, further work [110] considers the case of “Granger Causality” in which a signal,X is said to
cause, Y, if there exist no features outside ofX that provide additional predictive performance.
The change in predictive performance with/without each feature and can then be scored to see
how much each feature can be said to cause the target variable.

As we transition from classi�cation to generative modeling, the parallels between human
and machine systems become particularly salient. While we have the capability to generate
text, images, and videos from simple prompts, the interplay between text prompts and generated
outputs remains opaque. While classi�cation has a single expected output, there are innumerable
ways that a model could depict an image coming from the prompt: “A dog playing”. De�ning
the expected output alone is a challenge, let alone how the input space relates. Both work in
explainability and interpretability are still grappling with new challenges introduced by adapting
prior work to this new setting.

In our work, we focus on this challenge through the lens of counterfactual reasoning. We
extend counterfactual reasoning to the domain of prompt engineering, treating prompts as the
primary input feature of importance. By analyzing minimal prompt modi�cations that induce
speci�c semantic changes in generated outputs, we aim to uncover interpretable relationships
between text tokens and their high-dimensional manifestations. We thus focus on adapting coun-
terfactual explainability methods to the generative modeling space. Counterfactual Explanations
[50, 71, 131] seek to provide a user with a set of points from the input space that are similar to
an initial feature vector orreference, but receive a different prediction by the decision-making
model. By basing our explanations within counterfactual explainability strategies, we may be
able to discover new behaviors in models in largely unsupervised ways. In this way, we scope
our work with the following thesis statement:

Thesis Statement: This thesis establishes a formal, mathematical structure for adapting
counterfactual explainability techniques in classi�ers to generative models. We propose a
framework for distinguishing counterfactual explanations from adversarial examples. By
leveraging this framework, we introduce novel distance metrics and optimization strate-
gies to identify counterfactual prompts—minimal prompt modi�cations that induce spe-
ci�c semantic changes in generated outputs. These prompts are then used to generate con-
trastive prompts that reveal interpretable relationships between prompt tokens and their
corresponding image patterns.
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1.2 Classical Counterfactual Explanations

Counterfactual analysis methods for machine learning models emerged as legal frameworks set
new standards and requirements around the use of automated decision processes. Re�ecting the
European Union's General Data Protection Regulation (GDPR) and its codi�cation of the right
to explanation, Wachter et al. [131] propose three primary goals for an explanation:

(1) To inform and help the subject understand why a particular decision was reached.
(2) To provide grounds to contest adverse decisions.
(3) To understand what could be changed to receive a desired result in the future, based on
the current decision-making model.

Consider a person applying for a job. Their application packet shows previous work expe-
rience, education, and skills. An automated screener removes their packet from consideration
before it gets seen by a human. How could a person understand why they did not move forward?

Generally, an applicant could look at the applications of those who were moved forward.
What kinds of roles did they have? What education level did they have? What companies did
they work for in the past? All of these would then be compared to the original applicants packet
in order to understand the decision from the automated screener. In this way the applicant could
understand why they were not selected and what to change. If the applicant observed problematic
behavior, the decisions could then allow the applicant to contest the process.

Counterfactual explanations seek to mimic this process by probing the decision boundaries
of a classi�er (the screener in the above case). By generating synthetic data that is similar to the
original applicant's packet, but received a different decision, we could provide a more targeted
explanation that gives even more insight about the behavior of the original classi�er. Formally
we can de�ne a counterfactual as:

De�nition 1 (Counterfactual Explanations). For some input space,X , consider a model
f : X ! Y , a reference point,x 2 X , and a desired predicted labely0. Let �; � 2 R+ be
two given parameters. The set of counterfactual explanations, with parameters�; � for the
predicted label,f (x) 6= y0, is de�ned as follows:

cf(x; y0; �; � ) := f x0 2 X :

dist1(y0; f (x0)) � �; dist2(x; x0) � � g;
(1.1)

wheredisti : Rn � Rn ! R+ are distance functions.

The distance between the desired predicted outcome,y0, and the label of the counterfac-
tual, f (x0), is often described as some convex loss function (eg. squared error), and the dis-
tance between the reference and counterfactual as some applicable distance metric, such as
the l1 norm scaled by the Median Absolute Deviation (MAD), Edit Distances [35] or the Eu-
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clidean/Mahalanobis distance [50, 71, 81, 131, 142]:

dist1(y0; f (x0)) := jjy0 � f (x0)jj 2
2; (prediction accuracy constraint)

dist2(x; x0) := jjx � x0jj 2
2 (proximity constraint)

This immediately gives rise to the most common method of solving Eq (1.1); minimize the sum
of dist1 anddist2, which as pointed out in [30], is akin to an adversarial attack on the classi�er,

x0 = arg min
~x

jj y0 � f (~x)jj 2
2 + 
 jjx � ~xjj 2

2; (1.2)

where
 2 R+ scales the in�uence on distance. While this form underlies a large portion of work,
authors often apply additional regularization or pre/post-processing to create desirable properties.
For example, Mothilal et al. [81] introduce a diversity regularizer to encourage subsequent ex-
planations to be distinct from one another. Kang et al. [50] solve Eq. (1.2) via coordinate descent
in order to minimize hamming distance, and other work [71, 115] introduces regularizers that
encourage low-cost solutions in terms of fairness/causality respectively. A detailed review of
other such methods can be found in [129].

Generating a counterfactual image thus requires us to de�ne a tractable form ofdist1(y0; f (x0))
anddist2(x0; x). Whiledist2(x0; x) may be simply treated as the euclidean distance between em-
bedding spaces or as the hamming distance between string tokenizations, we will show that this
will not be suf�cient in order to align with human intuitions on minimal distance counterfactuals.
But for now, treatdist2 as such and we can focus our attention ondist1, the difference between
a ground truth image and an image generated by the promptx0.

1.3 Counterfactuals of Prompts

Generative models have dif�culty �tting into the above approach. In the text space, if a text-to-
text model gives an unexpected response, we may want to understand how to change our initial
input in order to get the expected response. This approach could give valuable information about
a large model's learned patterns and boundaries. Yet, actually �nding those minimal changes is a
particularly dif�cult task. The space of possible text sequences grows exponentially in the num-
ber of tokens; as we encourage larger and larger contexts in language modeling, an exhaustive
search is impractical.

In this thesis, we want to develop approaches that can make such approaches more practical
and ef�cient. Here, we use image generation as a sandbox to develop such approaches that al-
low us to search the prompt space before bringing them to the text-to-text setting. Not only is
the token input space generally much smaller than the text space, expected and unexpected re-
sponses are easier to articulate. Rather than trying to understand why an AI assistant made some
mathematical error when asked to verify a mathematical proof, the problems can be simpli�ed to
something akin to “why did you generate an image of a golden retriever instead of a doberman?”

We have alluded to dif�culties in applying counterfactual strategies to image generation
above, but to make this issue more clear, consider the process that the generative model fol-
lows when generating an image. Modern image generation uses a tokenizer to map a given string
to a set of tokens. A language model then maps each token to a unique, vector that is then passed
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Figure 1.1: Images generated using the prompt: “A dog playing”. A 3 token prompt still gen-
erates diverse images including different breeds, different backgrounds, and different objects.
While the text input space may be interpretable, the major details of the image are governed by
a dif�cult to interpret, initial noise distribution.

to the full generative model which then maps generates an image using a variety of approaches
including diffusion [44], GANs [27], recently proposed Autoregressive strategies [123], among
others. Regardless of the input text, the language model standardizes the text embeddings by
mapping all sequences to vectors of the same dimensionality.

Alongside the text embedding process, the generative models sample from some initial noise
distribution that uses the text embeddings to guide the generation process. As the text embed-
dings are used to guide the initial noise, extremely small text input spaces correlate with a wide
variety of output images. Thus, the input space for the generative model is broken into an inter-
pretable input space of tokens and a dif�cult to interpret noise input space. For example, Figure
1.1 shows several images generated with the prompt “A dog playing”. The text space governs the
broad aspects of an image, but the speci�cs of the breed, the location, whether the dog is playing
with a toy or not, whether the dog is dirty while playing, etc, are governed by the initial noise
sample.

Investigating counterfactual “what if's” through methods such as saliency maps or causal
discovery inherently prioritize the dif�cult to interpret noise distribution as it encodes the vast
majority of the detail in the image. When applied to the text space, these methods don't improve
over natural human intuition. Without any additional work, humans understand that the image
shows a dog, because the prompt used the token “dog”. We understand that it shows a ball or a
dog running by using the token “playing”. We understand that it shows a single dog because the
prompt used the article “A”. We have a reasonable understanding of the causal map from text to
image without relying on external techniques.

Thus the problem of explainability in text-to-image settings hinges on either �nding semantic
meaning in a high-dimensional noise distribution or encouraging a greater reliance on the text
space, ideally relying so strongly on the text space that the image generated is effectively inde-
pendent of the initial noise sample. Prompt engineering has emerged as a useful tool for doing
the latter. For example, if we generate an image using the following text: “A golden-retriever
playing alone with a red ball on a grassy �eld, while running toward the camera”, we have re-
moved all �exibility of the model to choose breed, what “playing” means, background, how the
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dog is presented, etc. Across multiple generated images, all images will look approximately the
same. By designing explanation methods for the interpretable prompt space, we can limit the
in�uence of randomness in the generative process and gain a consistent understanding for why
an image is depicted in a certain way.

The process by which we explore the prompt space is generally described in the literature as
Prompt Inversion[28]. These methods have emerged as a useful way of de�ning functions that
can express the difference between a ground truth image and the prompt that could potentially
generate the image. While the goal is clear, this problem leads to a wide variety of approaches.
For example, given an initial prompt estimate, Sohn et al. [117] have found that the image gen-
eration process can be effectively controlled by strategically re�ning the text-processor to better
represent speci�c content styles. In order to avoid �netuning a given model, Wen et al. [137]
have leveraged CLIP's [95] embedding space to directly optimize natural language inputs to be
close to target images instead of exact recreations. Later, Mahajan et al. [72] proposed an inver-
sion technique that backpropagates through intermediate steps of the diffusion process instead
of relying on CLIP embeddings. Although, in practice this approach remains costly. It requires
careful control of the timesteps that we backpropagate through, and often struggles with latent
diffusion models. Despite not being ideal, it has been found that training a captioner on a dataset
of prompt-image pairs effectively learns the prompt distribution well enough to act as an inverter
[99].

Focusing on the exact discrete solution is particularly necessary for counterfactual generation.
While, most work in prompt inversion focuses on `soft embeddings`, in which we optimize
within the continuous space of embeddings, some work has shown that Khashabi et al. [55]
have shown that interpreting such embeddings may lead to spurious interpretations. The authors
found that if we operate in the continuous space of input embeddings, we can generate an image
with any content that we want, while ensuring that we have not strayed far from a token in
the discrete token space. This not only removes the human interpretability that we seek for
counterfactuals, but degenerates the problem to one in which operating in the continuous space
of embeddings allow us to generate arbitrary images with embeddings of arbitrary distance to
each other. We therefore believe that explanations must rely on the discrete embedding space,
despite the comparative dif�culty of discrete optimization methods.

While soft embeddings have been more popular, discrete methods have found success through
a variety of startegies include projected gradient methods [137] and MCMC-style sampling us-
ing external multimodal models [40]. These methods are often complementary to similar work
in adversarial attacks on language models [152]. As in the T2I setting, they face the challenge of
optimizing over a discrete space where tools like branch-and-bound or convex relaxations have
limited applicability. Strategies for discrete optimization often rely on heuristics to constrain the
search space for �ne-grained exploration [159].

Our work bridges these technical approaches to prompt optimization with practical bias dis-
covery in T2I systems. Unlike previous methods that either start with prede�ned demographic
categories [13, 24], we ultimately propose a contrastive analysis to surface natural variations in
linguistic representation.
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1.4 Dissertation Summary

Our contributions in this thesis span several released papers that provide and expand upon ex-
isting knowledge in the counterfactual explainability space, while building toward our ultimate
goal of an automated process for discovery of representational asymmetries. This dissertation is
laid out in the following order:

[142] Rethinking Distance Metrics for Counterfactual Explainability

We introduce a formal mathematical framework to de�ne counterfactuals as distinct from adver-
sarial examples. We introduce signi�cant background information and present several ideas that
will be picked up on in later work. Through our framing, we introducing a new distance metric
tailored for the counterfactual setting and explore the effects of different assumptions on how
counterfactual points are generated and de�ned.

[144] Prompt Recovery for Image Generation Models: A Comparative Study
of Discrete Optimizers

We introduce the problem of prompt recovery and discuss how we can search the input space
of a language model in order to have some desired output. We argue that a discrete optimiza-
tion process may be necessary to faithfully explore the prompt space, otherwise one may �nd
suboptimal solutions, even if the outputsseembetter than another. We follow this discussion by
comparing several discrete optimization strategies and their converegence behaviors.

[141] FUSE-ing Language Models: Zero-Shot Adapter Discovery for Prompt
Optimization Across Tokenizers

In [142], we argue that knowledge of the underlying distributions from which ground truth data is
generated may be a necessary component of meaningful counterfactual examples. We thus de�ne
the underlying prompt distribution for images as a human-readable prompt that aligns with the
content in an image. As the discrete optimizations discussed in [144] often require some degree
of information about the gradient of a loss function with respect to a given prompt, we introduce a
method for preserving gradient information across discrete tokenization/embedding spaces. This
method allows us to compose multiple models and solve multiobjective optimization problems
across models and applications.

[140] DrawL: Understanding the Effects of Non-Mainstream Dialects in
Prompted Image Generation

Here we discuss the value of counterfactual and contrastive prompt analyses to explore implicit
biases of models. Through the lens of dialect, we show that biases in image generation models
are not limited to explicit behaviors. We �nd that image generation models have a surprising
sensitivity to the user's dialect, effectively conditioning the distribution of representations in
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generated images according to the user's dialect. Semantically equivalent prompts in mainstream
American English typically generates lighter skinned subjects, while African American English
typically generates darker skinned subjects.

[139] Counterfactual Prompt Discovery: Revealing Hidden Representations
in Text-to-Image Models

We introduce our formal method for discovering potential bias axes in image generation models
through an unsupervised, contrastive search of prompts. Guided by the insights in the exper-
imental design of [140], given two images, we jointly solve for the prompt that aligns with
both, while also ensuring a minimal number of token differences between the prompts. Through
a small pilot study, we �nd that a variety of unexpected representation asymmetries including
platform-speci�c biases (e.g., `Flickr' and `Shutterstock' being female and male associated) and
sensitivity to passive and active phrasing (`riding' being female associated, while `driving' being
male associated).

By building on recent work that examines representational harms in multimodal systems
[2, 103], but with a focus on discovering new bias dimensions rather than measuring known
ones. Throughout this thesis, we introduce several methods to scaffold the proposed discov-
ery methods. As will be discussed in Chapter 6, this approach is by no means a replacement
for standard auditing techniques. We propose a complementary approach to standard auditing
techniques that expands the behaviors that we typically test for.
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Chapter 2

Rethinking Distance Metrics for
Counterfactual Explainability

Counterfactual examples are a powerful way of providing explanations for the underlying be-
havior of black boxes. By comparing inputs that give different results, the deltas between those
inputs exactly tell what can be changed in order to get some different or desired result.

In order to better situate the reader, we show two examples of counterfactuals in Figure 2.1.
On the left side we show a toy examples of rejected applicants for a loan, and on the right we
show counterfactuals – minimal changes to their original application that would have led to a
loan approval. The �rst applicant applied for a loan with an income of $30,000 per year, a high
school education, and heavy debt. In this case the counterfactual tells the applicant that if they
go to college and paid off some of their debt, then they would have been approved for the loan.
Similarly, for the second applicant, as they have some college, if the focused on increasing their
income they would have been approved. These counterfactuals provide users with a form of
recourse, that gives them direction for getting a more desirable result.

However, there are other bene�ts of this approach to explainability. Consider the bottom
example. Here, the model provided an explanation to the user that they reapply in20years. While
this is an explanation, the user cannot act on it, and instead of highlighting how the user should
change themselves, it highlights an issue in the model's behavior and how it weights different
features. This provides direction for model designers to address such issues in the decision
boundaries. For users, counterfactual explanations are valuable [127] if they areplausible,
wherein the explanation is not self-contradictory and points to a viable real-world pro�le of
attributes; andactionable, wherein explanations recommend modi�cations that one could act on
(e.g., not recommending that a person reduces their age, or get a doctorate, when they only have
high-school education) [71].
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Original Applicant: Rejected

Feature Value
Income $30,000
Education High School
Debt $20,000
Age 25
Lines of Credit 1

Counterfactual: Accepted

Feature Value
Income $30,000
Education Bachelor's
Debt $5,000
Age 25
Lines of Credit 1

Original Applicant: Rejected

Feature Value
Income $32,000
Education Some College
Debt $18,000
Age 25
Lines of Credit 1

Counterfactual: Accepted

Feature Value
Income $55,000
Education High School
Debt $20,000
Age 25
Lines of Credit 1

Original Applicant: Rejected

Feature Value
Income $45,000
Education Bachelor's
Debt $10,000
Age 20
Lines of Credit 2

Counterfactual: Accepted

Feature Value
Income $45,000
Education Bachelor's
Debt $10,000
Age 40
Lines of Credit 2

Figure 2.1: Counterfactual explanations for a loan classi�er. Left: examples rejected by the
model. Right: minimal changes (highlighted) that result in acceptance.
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(a) Standard
PGM

(b) L = I; 
 = 1 (c) L = 0 ; 
 = 1 (d) L = I; 
 =
0:05

Figure 2.2: Comparison of approaches to counterfactual generation; counterfactuals with the
proposed prior never leave the data distribution. (Black Dot) Reference,x. (Green) Counter-
factual Distribution. (Black Line) Desired predicted output,y0 = Ax0+ b. In all �gures, L is
the precision of residuals,
 is the weight onl2 distance, and� controls similarity/distance in our
approach.

This highlights one of the primary challenges in generating counterfactual prompts. How do
we ensure that all inputs, particularly prompts to generative models, are comparable to reason-
able inputs in the wild? In order to better set up the discrete prompt optimization setting that we
focus on in later chapters, we �rst focus on counterfactuals in a continuous space using simpler
classi�ers. As pointed out in [11], counterfactual explanations have distinct challenges, includ-
ing: 1) emphasizing the features that are easiest to change may conceal the fact that decisions
still rely on immutable characteristics; 2) explanations may react to underlying information that
is invisible to the model; 3) `The Framing Trap' as described in [112], pointing to the failure of
the model to capture the entire social system from which the data is generated.

In this chapter, we investigate how to de�ne similarity between counterfactuals in a way that
avoids these issues. We focus on the relationship between a known data point, its counterfactu-
als, and the underlying data distribution. In Section 2.1, we show that this the implicit decisions
made on this relationship have strong implications for the resultant counterfactuals, and explicate
the distinction between counterfactuals and adversarial examples. While there exists a signi�cant
body of work that studies how to generate counterfactuals that respect the underlying data dis-
tribution (For example, [51] show that even under imperfect knowledge of an underlying causal
model, we can craft approaches that encourage meaningful forms of recourse and [86] show that
the latent space of a variational autoencoder holds a depth of knowledge that allows us to �nd
counterfactuals), we �nd that our framing of the relationship between counterfactual and refer-
ence is enough to encourage semantically meaningful counterfactuals, even under comparatively
weak assumptions on the structure of the underlying data.

2.1 Understanding Counterfactual Distributions

As described above and in Chapter 1, counterfactual explanations seek to provide a user with a
set of points from the input space that are similar to the initial feature vector orreference, but
receive a different prediction by the decision-making model. Prior work [11, 62] has expressed
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concern about generating counterfactuals via a variation of Eq. (1.2) – restated here for clarity:

x0 = arg min
~x

jj y0 � f (~x)jj 2
2 + 
 jjx � ~xjj 2

2: (1.2)

This concerns stems from the inability to guarantee actionability for explainees, i.e., distance
metrics, such as Euclidean Distance place equal weight on each input and no restriction on the
direction that the feature delta can take. This allows for changes that may be impossible to act on,
such as recommending that a person become younger in order to be approved for a loan. In order
to present a different perspective on why such methods lead to these issues and to motivate our
approach, consider the simple case of a Linear Regression Model,y = Ax + b+ � . Our labels,
y, are samples from,N (Ax + b; L� 1), wherex � N (�; � � 1), � 2 Rn , and� � 1; L are PSD
matrices inRn� n andRjyj�j yj respectively. By re-framing Eq. (1.2) as an equivalent quadratic,

x0 = arg min
~x

(y0 � A~x � b)T L(y0 � A~x � b)

+ ( x � ~x)( 
I )(x � ~x):
(2.1)

The earlier objective becomes the negative log probability of some known Gaussian distribution.
Counterfactual generation methods, in the linear setting, can be framed as an instance of sampling
from this Gaussian distribution. Moreover the solution to Eq. (1.2) is the mode of that entailed
distribution.

Underlying this process is the generative model expressed in Fig. 2.2a. This graph is a
representation of the counterfactual posterior for reference,x, and desired predicted outcome,y0,

p(x0jx; y0) / p(y0jx0)p(x0jx)p(x): (2.2)

As the reference,x, is �xed a priori, p(x) can be pushed into the proportionality constant and
our prior over the explanations effectively becomesp(x0jx) = N (x; 
I ). Such a prior, assumes
that counterfactual explanations do not come from the true data distribution. Instead, this states
that such explanationsonlyexist in relation to the reference point.

Note that this simple generative model depicts, not thedatageneration process, but the as-
sumptions inherent within thecounterfactualgeneration process. Advancements from prior work
that focus on the data generation process, are parallel to our investigation of the assumptions on
the counterfactual generation process. We emphasize that by not associating the explanation
generation process with the underlying data distribution, it gives rise to the potential for the
generative model 2.2a to produce explanations outside of the data distribution.

We show several visualizations of this effect in Fig. 2.2. Fig. 2.2b shows that under common
conditions (euclidean distance and variance of residuals is1), the distribution of counterfactuals
can sit entirely in a regions of the space that have near-zero probability wrt. the distribution
of data. Fig. 2.2c shows that under the case where we place no emphasis on accuracy for the
desired counterfactual, the distribution of counterfactuals centers around the reference, yet it still
has tails that lie in these near-zero probability regions.

2.1.1 Regularized Counterfactuals

As the underlying data is Gaussian, one may suspect that this lack of representation can be
corrected by applying a Gaussian regularizer that encourages the distribution to be representative
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(a) Regularized
PGM

(b) L = I; 
 = 1 (c) L = I; 
 = 1 (d) L = 1 ; 
 = 0 :5

Figure 2.3: Comparison of approaches to counterfactual generation; counterfactuals with the
proposed prior never leave the data distribution. (Black Dot) Reference,x. (Green) Counter-
factual Distribution. (Black Line) Desired predicted output,y0 = Ax0+ b. In all �gures, L is
the precision of residuals,
 is the weight onl2 distance, and� controls similarity/distance in our
approach.

of the underlying data. In other words, by assuming that bothx; x0 � N (�; � � 1), it may be
possible to better control the behavior that causes explanations to sit in extremely low probability
regions of the data distribution:

x0 = arg min
~x

jj y0 � f (~x)jj 2
2 + 
 1jj x � ~xjj 2

2 + (~x � � )T (
 2I � �)(~x � � ): (2.3)

(If the underlying data distribution is standard normal, then this regularizer is
 2jj x0jj 2
2).

As done for Eq (1.2), a quadratic formulation of Eq (2.3), tells us that this objective is also
expressing a known Gaussian distribution, and the optimization problem is simply �nding its
mode,

x0jx; y0 � N (� cf ; � � 1
cf )

� � 1
cf = ( W + AT LA + �) � 1

� cf = � � 1
cf

�
AT Lb � AT Ly 0+ Wx + � �

�
:

(2.4)

Moreover, the resultant counterfactual distribution is entailed by the PGM under Figure 2.3a.
One can see this by considering the factorization of the joint distribution for Figure 2.3a,

p(x; x0; y0; y) = p(y0jx0)p(yjx)p(xjx0)p(x0)

In this case,x d-separatesx0 from y, we dropy in order to express the distribution over only
the terms that are dependent onx0. By regularizing the counterfactual optimization problem,
we are reversing the dependency on the counterfactual and reference, effectively going against
our intuition about what counterfactuals are, by saying that thereferencethat we observe is
determined by thecounterfactual.

We provide visualizations of this distribution in Figure 2.3. Empirically, it seems that while
regularization creates a graphical model that runs counter to our intuition, it does address some

13



(a) Proposed
PGM

(b) L = I; � = 0 (c) L = 0 ; � = 0 (d) L = I; � =
0:995

Figure 2.4: Comparison of approaches to counterfactual generation; counterfactuals with the
proposed prior never leave the data distribution. (Black Dot) Reference,x. (Green) Counter-
factual Distribution. (Black Line) Desired predicted output,y0 = Ax0+ b. In all �gures, L is
the precision of residuals,
 is the weight onl2 distance, and� controls similarity/distance in our
approach.

of the issues from before. Most notably in comparing �gures 2.2b and 2.3c, this form of regu-
larization does encourage the distribution to stay toward higher probability regions of the data
distribution. However, as shown in Figure 2.3d this encouragement may not be enough.

Moreover, as can be seen in Figure 2.3b, unlike in the previous case, this new distribution
places lower emphasis on returning counterfactuals with the desired label. The proposed �x in
Eq. (2.3) encourages a heavy trade-off between representativeness of the underlying data distri-
bution and ensuring counterfactuals that tightly cluster around the desired label.

2.2 Ensuring Representative Counterfactuals

Our proposed framework addresses these issues by treating the counterfactual, not as a new
point to generate, but instead as simply an unobserved point within the data distribution. For
ease of exposition, we continue to focus on the case of explaining Linear Regression Models,
f (x) = Ax+ b, before expanding to more complex settings, including neural networks. Although
linear models often do not need explanations, such models exactly express the distribution of
counterfactual explanations and serve as a clear comparison to Eq. 1.2.

Given an input,x � N (�; � � 1), to a decision-making model,f , with outputy = f (x),
counterfactual explanations methods seek to explain why the model labeledx with label y, by
choosing points,x0, from the set of all possible counterfactuals (Def. 1). This set of explanations
is expressed via three components: A prior on the relationship between the reference and the
counterfactual, the likelihood of the desiredy0givenx0, and a prior on the data distribution.

The key idea of our approach is that while counterfactuals are often considered to be wholly
dependent on the reference, as shown by the directed edge in Fig. 2.2a, we should treatx andx0

as dependent on one another. Just as we consider a reference,x, as existing somewhere within
the input space, counterfactual explanations exist a priori within this space. Their codependency
is expressed in the generative model (Fig. 2.4a) via anundirectededge betweenx andx0.

While a subtle distinction, the choice of joint distribution overx and x0 has a signi�cant
impact on the selected counterfactuals. In this work we express the distribution over reference
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and counterfactual with the form,

p(x; x0) = N

 �
�
�

�
;
�
� � 1 W
W T � � 1

� !

(2.5)

The relationship betweenx and x0 are entirely de�ned by a correlation matrix,W, and the
marginals are de�ned as the observed data distribution,N (�; � � 1). WhileW can be any positive
semi-de�nite matrix, in order to express the correlation between counterfactual and reference, we
suggest de�ning,W = � � � 1, where� 2 (0; 1): Should� = 1, we have the degenerate case in
which x andx0 are perfectly correlated. This places no emphasis on havingf (x0) = y0. On the
other hand,� = 0 implies thatx andx0are independent draws from the same distribution, which
in turn emphasizes choosingx0 such thatf (x0) = y0. Scaling� from 1 to 0 scales the similarity
between reference and counterfactual.

As in the previous section, the posterior of our recommended graphical model remains Gaus-
sian. Moreover, we can express its distribution, for a linear regression, analytically. Under this
framing, we generate similar distributions to those shown in the top half of Figure 2.2. The joint
prior recommended here restricts the distributions of counterfactual explanations to stay within
the data distribution. The most striking example of which, Figure 2.4c well illustrates the im-
plications of this new prior, and the semantic questions that we pose. If we ask an algorithm
to generate a counterfactual which neither emphasizes the desired predicted label,y0, nor the
similarity to the reference,x, the Wachter et al. [131] framing from Eq. (1.2), returns any value,
x0 2 R n , however, in this same circumstance, the form introduced here is constructed to exactly
match the data distribution. Without emphasis ony0 nor x, counterfactuals are simply samples
from the data distribution.

2.3 Extending the Proposed Framework to Complex Models

In Section 2.2, we focused on recommending a change to the graphical model that underlies
Counterfactual Explanation generation methods. We introduced a prior that allows us to express
the relationship between the referencex and counterfactualx0 in terms of underlying data distri-
bution. Section 2.2 was restricted to the linear regression model; here, we show how to express
this prior in more complex decision settings.

Consider a multi-class classi�cation setting1 in which decisions are made by a differentiable
model, f : X ! Y , whereY 2 f 0; 1gm is some categorical labeling. For a given outcome,
we sample counterfactuals by �rst splitting the network into two sections; the �rstN � 1 layers
being the feature representation,r : X ! Rm , and the second being a linear output layer.
The full network takes the form,f (x) = � (wT r (x)) , where� (zi ) = exp(zi )P

j exp(zj ) is the softmax

function; the posterior distribution over the reference,x, explanationx0, and desired predicted

1There are many settings in which we would like to generate counterfactual explanations where one may not have
access to the model itself (eg. a vision API) or if the decision-making model is non-differentiable (eg. decision-
trees); WLOG, we can train a new model to mimic decisions and reduce the problem to the considered case
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outcome,y � Categorical(p) follows,

p(x0jy0x) = p(xjx0)p(y0jx0; r )p(x0)

= N (xj� xjx0; S� 1
xjx0) � (y0T � (wT r (x0)) � N (x0j�; � � 1);

(2.6)

Unlike the linear case, by considering the learned representation of the network,r (x), we are
introducing another degree of uncertainty over model weights. We can introduce a prior over the
networks output weights, in order to capture this uncertainty, and return a fully Bayesian model.
We marginalize over the set of all possible output weights under this prior in order to average out
our uncertainty.

p(x0jx; y0; �; t ) = N (xj� xjx0; S� 1
xjx0)�

Z

w
(y0T � (wT r (x0)) + tT � (wT r (� )) � N (wj0; I ) � N (x0j�; � � 1)dw:;

(2.7)

where� are all other points in the dataset, andt are the corresponding outputs of the decision-
maker for inputs� . Similarly to how one would perform a Bayesian Logistic Regression, we per-
form a Laplace Approximation on the integrand in order to simplify the process of marginalizing
over the weights, and ensure that we have a Gaussian form for the counterfactual distribution.2

As we consider the outcome,y to be categorical, the integrand is effectively dependent only
onx0. Thus, a Laplace Approximation,

g(x0jy0) � N (� ~x ; � � 1
~x ) �

Z

w
p(y0jx0; r )p(wj�; t )p(x0)dw;

can be considered as learning a new prior over the data distribution. Whereasp(x0) may cover the
entire data distribution,g(x0jy) covers only the region of the data distribution that corresponds to
labely. Generating counterfactual explanations then amounts to sampling from the posterior,

g(x0jx; y0) /� p(xjx0)g(x0);

in which p(x0jx; y0) is Gaussian, and/� is de�ned as `approximately proportional to'. In Ap-
pendix A, we include a discussion on the practical considerations for incorporating the Laplace
Approximation in this setting.

2.3.1 Extending the Proposed Framework to Complex Data

We often choose to use complex decision-making models, such as deep networks, due to the fact
that the relationships in the data cannot be expressed through simple, linear relationships (eg.
convolutional �lters in images). In such cases, we cannot directly sample from the counterfac-
tual distribution in Eq (2.6), due to the fact that we cannot express an effective prior over the

2This restriction to be Gaussian is not particularly necessary. As in the main text, we focus on the Gaussian case
for this work in order to make our manipulation of the posterior more easily understandable and to allow for easier
sampling, however, we can perform various off-the-shelf methods of sampling from a posterior distribution in order
to sample arbitrary distributions.
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data, ie. images cannot be reliably generated by randomly sampling pixel values. Without an
effective prior on the space of counterfactuals, counterfactual explanations for complex data are
functionally equivalent to adversarial perturbations, as has been pointed out in [30].

In such cases, engineers often opt to use generative models, which allow them to sample
from an underlying latent space and pass this sample through a generator that maps into the
input space. We follow a similar approach, by placing a prior not on the input space, but on a
Gaussian latent space, and include the latent decoder,d : Rk ! X , that maps from the latent
space into the input space.

p(x; y; x0; y0) = p(xjl ; d)p(yjl ; r; d)p(l); x0 = d( l) (2.8)

= N (xjd(l); S� 1) � (yT � (AT r (d(l)) + b) � N (l j�; � � 1); (2.9)

There are various ways that one may represent the Gaussian latent space (eg. Normalizing �ows
[100] or Variational Auto Encoders [57]). However, once this encoding/decoding is learned, the
sampling process itself bears no further difference from Section 2.3.

Importantly, we can engineer the decoding layer to allow us to address the issues of nor-
malizing features that have very different scales [11]. Commonly prior work on counterfactual
explanations use the Median Absolute Deviation (MAD) under the L1 norm [81] in order to
allow for optimizing the counterfactual objective, however through this encoding/decoding ap-
proach, we can express any feature that we have to normalize through a Gaussian latent variable
and decode into the desired scale. For example, one may encode income as the exponential of
a Gaussian latent variable or one may encode categorical features as the softmax of a vector of
independent Gaussians, and binary features as the sigmoid of a Gaussian.

2.4 Domain Knowledge in the Prior

As stated in prior work [52, 62], the challenge of generating counterfactual explanations hinges
on �nding changes to the input that are plausible (ie. the explanation could potentially exist),
actionable (ie. the explanation recommends changes that are possible for one to make), and give
the explainee direction to change themselves. In this section, we show how the counterfactual
prior, p(x; x0), and the resultant posterior, can express several forms of actionability. While,
one can use any off-the-shelf method of sampling from a non-Gaussian posterior, throughout the
remainder of this work, we focus on the Gaussian case in order to ensure an easy to visualization.

2.4.1 Accounting for Actionability Constraints

As described in Karimi et al. [52], the features of a actionable counterfactual explanations can
be subdivided into three distinct categories: (a)Mutable: features for which a counterfactual
explanation may change freely (Eg. bank account balance); (b)Immutable: Non-Actionable
features for which under no circumstances we change from the reference input (eg. race); (c)
Mutable but Non-Actionable: features that can change only as a result of other features chang-
ing (eg. credit score). Such explanations can be achieved by manipulation of the prior on the
distance between the reference and counterfactual, the prior on counterfactual distribution, and
the posterior,p(x0jx; y0).
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Mutable. Mutable features may be freely changed and require no additional transformations.

Immutable. Recall that we express the correlation between referencex and counterfactualx0as,
W = � � � 1, where� 2 (0; 1) and� � 1 is positive semi-de�nite. If� = 1, the reference and the
counterfactual are perfectly correlated andx = x0. As such, we can express immutable features
through the covariance,cov(x; x0) = W. We set features as immutable through the following
adjustment toW:

W = �� T � (� � 1)� � 1 + � � 1

� i =

(
0 x i 2 immutable

1 o:w:;

In other words, we enforce immutability by requiring a perfect correlation between immutable
features ofx0andx.

Mutable, Non-Actionable. For such cases in which an explainee may be unable to directly
in�uence an outcome (eg. one cannot directly affect credit score; scores change as a result of
other actions), a counterfactual treats the non-actionable features as being collinear with respect
to their causal ancestors, regardless of the evaluated posterior. We express these features, through
a prior that encodes causal dependencies between features. First, �nd the distribution of coun-
terfactual explanationsp(x0jx; y0). Then consider a counterfactual as a tuple of causal ancestors
and descendants,x0 =

�
c0; e0

� T
in which e0 are mutable, non-actionable features andc0 are all

others. We express mutable, non-actionable features by �rst marginalizing overe0,

p(c0jx; y0) =
Z

e0
p
� �

c0; e0
� T

jy0; x
�

de0 = N (� 0; � � 1
c0 ):

We then �nd the weights of the linear modele0 = Ac0+ b, and express the mutable, non-actionable
features as having come from the conditional distribution,p(e0jc0) = N (e0jAc0+ b;� � 1

z0 ), where
� � 1

z0 is covariance of the residuals. The updated counterfactual distribution takes the form,

p(x0jx; y0) = p(e0jc0)p(c0jx; y0):

2.5 Revisiting Counterfactual Optimization

Up to this point, we have primarily focused on sampling explanations from a known probability
distribution, however, it may be helpful to understand our approach in terms of optimizing an
objective. While the discussed approach to incorporate domain knowledge can still be applied
to derive an optimization objective, we focus here on the simple case of only mutable features
in order to provide a clear comparison in our results to prior work. Recall the posterior of the
counterfactual distribution from Eq. (2.2),

p(x0jx; y0) / p(y0jx0)p(x0jx)p(x):
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By minimizing the negative log-likelihood of this posterior for our chosen prior, we can express
the task of generating counterfactual explanations as optimizing the following objective,

x0 = arg min
~x

~xT � ~x � 2~xT �
�
(1 � � )� + � x

�

+ 
 jjy0 � f � (~x)jj :
(2.10)

The previously considered norm-ball on the distances used by prior work becomes the ma-
halanobis distance of samplesx0 from a set of observations with mean,(1 � � )� � � x, and
covariance,� � 1. In other words, we are drawing a line from the mean of the data distribution
to the reference,x and returning points that have the desired class by samplingx0 from around a
point on this line.

2.6 Evaluation

In this Section, we evaluate our approach through both a quantitative and qualitative lens. We
�rst compare our proposed approach with several counterfactual generation techniques across
a variety of evaluation metrics and datasets. We then investigate its ef�cacy for more complex
image data. We show that the proposed framing encourages explanations to lie further from the
decision boundary, so as to produce counterfactuals that are more representative of the ground
truth data. We further perform a qualitative evaluation on whether users �nd explanations across
methods satisfying through an Amazon Mechanical Turk Survey.

2.6.1 Quantitative Evaluations

We use the CARLA [87] counterfactual benchmarking tool in order to compare our proposal
with several existing counterfactual generation methods:

• Wachter [131], which solves Eq. (1.2)
• DiCE [81], which adds a diversity regularizer to Eq. (1.2) to generate a large, diverse set

of counterfactuals at once. For this evaluation, we generate3 counterfactuals per reference
point.

• FACE[92], which chooses counterfactuals by traversing a nearest-neighbor graph over the
observed data, until reaching an instance that has the desired label.

• Growing Spheres [61], which iteratively samples an expanding set of points around a
given reference until a sample lies across the decision boundary.

• CCHVAE[86], which uses a variational autoencoder (VAE) to estimate the generative pro-
cess for a given instance, and returns counterfactuals by sampling within thelp sphere
around a reference in the latent space.

In order to compare against our approach, we replace the distance metric inWachter , DiCE,
Growing Spheres andFACEwith ours in Eq. (2.10). We designate this choice of the dis-
tance metric with the identi�er(Ours) in Table 2.1. Additionally, as our approach is dependent
on the underlying data distribution, we include a comparison againstCCHVAEin order to evalu-
ate the effectiveness of a method that traverses a learned latent space, rather than staying within
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the feature space. Each method's parameters were chosen independently via a grid search that
sought to �nd the parameters that minimize thel2 distance to the reference, while ensuring that
the method generates counterfactuals of the desired class with at least99%success rate.

We generate3000counterfactuals for every method across each dataset and evaluate different
methods over �ve metrics (See [87] for more information on the speci�cs of how these metrics
are calculated.)

• l 2, the averagel2 distance between the generated counterfactuals and the reference.
• l 1 , the averagel1 distance between the generated counterfactuals and the reference.
• yNN, the number of nearest neighbors with the desired label. Based on a desideratum

formulated by [62], a desirable property of counterfactuals is that they lie close to observed
data that has the desired label. This metric captures this property by �nding the proportion
of a counterfactual'sK nearest neighbors in the observed data that have the desired label
(here, we setK = 5).

• Redundancy, the number of features for a given counterfactual that can be changed back
to the reference value without changing the counterfactual class (i.e., the number of un-
necessary changes wrt. the classi�er's predicted output).

• Diversity, the diversity of the generated counterfactuals based on the metric de�ned in
[81].

• T(S), the average number of seconds required for a method to generate a single counter-
factual.
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ADULT RICE
METHOD

WACHTER

WACHTER (OURS)
DICE

DICE (OURS)
FACE

FACE (OURS)
GROWING SPHERES

GROWING SPHERES(OURS)
CCHVAE

l2 l1 YNN RE D U N. D I V . T( S)
0.009 0.081 0.058 4.910 - 0.758
0.018 0.069 0.115 3.872 - 0.280
0.028 0.088 0.137 3.703 0.101 0.007
0.039 0.123 0.191 3.870 0.121 0.650
2.201 0.891 0.612 3.789 - 22.175
2.444 0.842 0.877 4.358 - 15.439
1.057 0.684 0.137 3.920 - 0.002
1.553 0.694 0.159 4.400 - 0.036
0.206 0.279 1.000 9.111 - 0.002

METHOD

WACHTER

WACHTER (OURS)
DICE

DICE (OURS)
FACE

FACE (OURS)
GROWING SPHERES

GROWING SPHERES(OURS)
CCHVAE

l2 l1 YNN RE D U N. D I V . T( S)
0.091 0.118 0.18 2.466 - 0.010
0.122 0.121 0.415 2.878 - 0.005
0.082 0.184 0.104 3.114 0.074 0.471
0.115 0.196 0.326 1.762 0.055 0.587
0.691 0.125 0.747 4.1 - 0.405
0.258 0.255 1.000 6.3 - 0.425
0.110 0.209 0.061 2.991 - 0.005
0.119 0.213 0.156 3.703 - 0.039
0.192 0.241 0.502 2.332 - 0.080

HOME EQUITY L INE OF CREDIT GIVE ME SOME CREDIT
METHOD

WACHTER

WACHTER (OURS)
DICE

DICE (OURS)
FACE

FACE (OURS)
GROWING SPHERES

GROWING SPHERES(OURS)
CCHVAE

l2 l1 YNN RE D U N. D I V . T( S)
0.069 0.053 0.112 1.788 - 0.232
0.078 0.079 0.186 6.948 - 0.048
0.059 0.082 0.161 9.869 0.104 0.477
0.088 0.112 0.340 11.465 0.0854 0.506
1.054 0.701 0.729 13.863 - 2.873
1.172 0.735 0.992 16.535 - 2.109
0.074 0.112 0.147 14.986 - 0.003
0.086 0.120 0.152 15.243 - 0.061
1.524 0.635 0.997 - 0.489

METHOD

WACHTER

WACHTER (OURS)
DICE

DICE (OURS)
FACE

FACE (OURS)
GROWING SPHERES

GROWING SPHERES(OURS)
CCHVAE

l2 l1 YNN RE D U N. D I V . T( S)
0.006 0.018 0.289 7.558 - 0.005
0.010 0.053 0.341 7.214 - 0.589
0.072 0.155 0.737 7.437 0.170 0.872
0.092 0.148 0.772 7.879 0.127 0.533
0.625 0.530 0.993 8.154 - 1.792
0.668 0.542 1.000 8.399 - 3.697
0.006 0.044 0.258 7.055 - 0.003
0.013 0.071 0.403 7.036 - 0.148
0.491 0.467 1.000 9.401 - 0.001

Table 2.1: Benchmarking table comparing our proposed counterfactual distance with an l2 distance metric across 4 datasets, showing
that while our approach increases runtime, it generates counterfactuals signi�cantly closer to the underlying data distribution as
measured by the number of nearest neighbors who share the desired label (YNN), without a signi�cant decrease in performance
across any other metric.
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In nearly all cases, using the metric in Eq. (2.10) encourages counterfactuals to sit more
closely to the region of the feature space for which their neighbors have the desired predicted
class (i.e. increasesyNN). We see this effect regardless of the method used.

Moreover, we see that our method generally increases the euclidean distance to the reference.
This is expected behavior as we are comparing against methods that explicitly optimize for this
metric. Yet, despite our approach not improving over the alternatives for this metric, we �nd that
our approach is not signi�cantly worse in terms ofl2 distance. Using the objective in equation
(2.10) effectively gives up a small degree ofl2 similarity in order to encourage counterfactuals
that are more clear examples of the desired class.

We also see except in the case of theHome Equity Line of Creditdataset, generating coun-
terfactuals according to Wachter et al. [131], we decrease the number of unnecessary features
changed from the reference (i.e. REDUNDANCY). However, when adding the diversity regular-
izer from Mothilal et al. [81], we lose this bene�t. Upon further investigation for this speci�c
case, we �nd that the distribution is highly anisotropic; there is a very large difference between
the largest and smallest eigenvalues, 2 orders of magnitude larger than any other considered
dataset. The principal axis as de�ned by the eigenvalues of the covariance matrix is also not
particularly informative for the classi�er. Thus in order to maintain faithfulness to the original
distribution, the counterfactuals change along the minor axes. This encourages changes to a large
number of features, only some of which are necessary for crossing the decision boundary.

Outside of the case of Wachter et al. [131], we �nd that applying additional regularizers
encourages our method to change a larger number of redundant features than the alternative. For
similar reasons to theHome Equity Line of Creditdataset above, applying a diversity regularizer
with our proposed approach encourages points to be distinct from one another. This puts a
greater emphasis on the minor axes as de�ned by the eigenvalues of the covariance matrix and in
turn encourages more redundant changes as the number of counterfactuals generated by DICE
increases. Similarly in the case of FACE, the nearest neighbor to a point as de�ned by the
Mahalanobis Distance in equation (2.10), will de�ne nearby points as those with small changes
along the principal axes of the data. If the principal axis is uniformative for the classi�er, the
method will traverse along the minor axes. As in the previous cases, this more quickly builds up
small changes to a counterfactual, increasing the number of redundant features changed from the
reference.

2.6.2 Qualitative Evaluation

In Figure 2.5, we show how this new objective changes counterfactuals as compared to the
Wachter et al. [131] objective in Eq. (1.2) wrt. euclidean distance. We generate a variety of
counterfactuals for the Fashion MNIST dataset [146] and focus solely on the implications of the
change in the underlying graphical model by comparing the distance metric used in Eq. (1.2) to
the metric used in Eq. (2.10). In addition, we compare to counterfactuals generated by a vari-
ational autoencoder, by �nding counterfactuals by traversing the learned latent space. While a
great deal of work has built on Eq. (1.2) via a variety of different approaches, these techniques
and recommendations still apply under our recommended mahalanobis distance. We show how
our prior changes the baseline for generating counterfactuals.
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Fashion MNIST Counterfactual Explanations.
In order to generate the images in Figure 2.5, we train a simple neural network,f � : X !

f 0; 1g10 to classify articles of clothing from Fashion MNIST.
While not a dataset that one traditionally treats as Gaussian, we map Fashion MNIST into

our setting by applying a logit transform,log
�

jx � � j
1�j x � � j

�
to the grayscaled images and express the

data distribution's mean and covariance as the mean and covariance of the dataset's logits. In
order to ensure that the covariance matrix is non-singular, we apply a small degree of Gaussian
noise to each of the pixel logits.

Figure 2.5 shows that our approach encourages semantically meaningful changes to the ref-
erence images. For example, theBag! T-Shirtcounterfactual usingl2 distance provides a noisy
sleeve outline, however, the distance function entailed by our approach introduces a clear set of
sleeves. As we allow explanations to stray further from the reference and closer to the desired
class (� = 0:3), rather than �nding explanations that move out of the distribution and become
adversarial, we instead introduced more nuanced changes that bring us closer to the prototypical
form for the desired class. For example, consider counterfactualShirt ! Pullover, pullovers
generally have longer sleeves than torsos; decreasing� subtly shortens the waist.
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Reference Method T-shirt Trousers Pullover Dress Coat Sandal Shirt Sneaker Bag Ankle boot

Ours

L2

VAE

Ours

L2

VAE

Figure 2.5: All images have 99% certainty for the desired class based on the trained classi�er. Our proposed approach produces
counterfactual images that, while further from the reference images than those generated using the L2 distance, exhibit more seman-
tically meaningful features associated with each class. Additionally, our approach avoids the class mixing observed when traversing
the VAE's latent space.
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(a) German Credit (b) LUCAS0 (c) Adult

Figure 2.6: Preference matrices for survey responses on each dataset. Each cell shows how often
a respondent preferred the row method to the column method–darker colors imply a greater
preference. Each method seems to excel on different types of data.

2.6.3 Survey Evaluation

While we focused on evaluating the overall results in the previous section, we are also interested
in comparing how these explanations are perceived by users. We evaluated the subjective charac-
teristics of our approach via a human-subjects survey on Amazon Mechanical Turk (AMT). Our
evaluation proceeded as follows: Each participant was �rst introduced to the decision-making
context; before being prompted to respond to a series of 12 pairwise comparison questions, in
which they were provided randomly generated counterfactuals from two different methods at a
time. Respondents chose which explanation was most `satisfying' to them, and wrote a short
justi�cation that describes the reasoning for their choice. We aggregated the preferences and per-
formed a binomial test to determine statistically signi�cant preferences among methodologies
with respect to each dataset.

Decision-making Contexts. Each respondent was randomly assigned to one of three hypothet-
ical decision-making contexts based on three tabular datasets: LUCAS [37], Adult [26], and
German Credit [26]. As stated above, Appendix C.1 provides details on these datasets, yet at
a high-level: LUCAS allows us to investigate whether respondents' knowledge of causal de-
pendencies in�uences their preferred explanation; Adult allows us to investigate to what extent a
respondent's background knowledge of a social system in�uences their preferences; and German
Credit allows us to investigate how respondents' preferences change when the model utilizes a
large feature set, making it dif�cult for respondents to understand all dependencies.

Counterfactual Generation Methods. As described in our quantitative evaluation, one way of
interpreting our approach is as a sliding scale between algorithms that sample counterfactuals
from a region around a reference and algorithms that sample counterfactuals as instances from
the underlying dataset. Our experiments investigate whether participants have a preference for
one side or another in this dichotomy. Thus, we contrast a middle ground� in our approach with
two existing counterfactual explanation methods that align with these extremes:Diverse Coun-
terfactual Explanations (DiCE) [81] andFeasible and Actionable Counterfactual Examples
(FACE) [92]. We initially hypothesize that participants prefer a set of actionable changes in line
with ensuring plausibility above all else. This entails that preferences for would have the order-
ing from least to most preferred: `DiCE (Implausible)', `Ours (Relaxed Plausibility)', `FACE
(Strictly Plausible)'
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Findings

For each dataset, we analyze the participants' preferences, and review the justi�cations for each
preference. We conclude with a discussion of the commonalities and differences among justi�-
cations.

German (N=430comparisons). German credit shows no signi�cant preference for one method
over another, however, as shown in Fig. 2.6 our approach is slightly preferred to both FACE
(p = 0:062) and DiCE (p = 0:149). Respondents seemed to prefer explanations that were
more different from the reference as they perceived these cases as more detailed. For example,
one respondent justi�ed their preference with:`Method [FACE] seems more satisfactory to me
because it is more descriptive in its credit requirements.'Another with: [Ours] includes more
data that would matter more when making a decision.'28of the430choices explicitly listed that
having more detail was the primary reason for preferring a given explanation; only2 preferred
having fewer changes.

In addition, participants gave a great deal more focus on those features for which their pre-
existing beliefs align with credit worthiness:̀Id use [DiCE] because it mentions employment
and his good credit score. It does not mention his other debts though. I had a hard time choosing
because of that.'Potentially due to the participants' existing intuition on the information relevant
to credit worthiness, they may disregard explanations that do not �t their existing beliefs.

These factors may play into the reasons for why our proposed method was more preferred
than the alternatives. While DiCE optimizes for minimal changes, explainees preferred a wider
set of changes that allow for more �exibility in what sorts of changes could potentially be en-
acted. On the other hand, participants often listed continuous features such as the amount of
credit requested or loan duration in months as a major reasons for choosing one explanation over
another: `Method [Ours] makes more sense because it provides valid reasons including credit
amount and duration and employment duration...'FACE �nds explanations from within the
dataset. Without a large number of samples from which to choose, the mix of features on very
different scales may be giving more preference to methods such as ours or DiCE that allow for
new points to be generated as explanations. Our method would thus be the preferred approach
due to not being as susceptible to either case.

Adult (N= 573comparisons). Respondents on this set of data gave no statistically signi�cant
preference for any particular method, however, as shown in Fig. 2.6, there was a small degree
of preference for FACE over DiCE (p=0:084). Participant preference justi�cations also varied
signi�cantly. As in German Credit, a common theme that emerged was that participants seemed
to prefer explanations that had a greater number of changes from the reference:`Method [FACE]
is much more detailed and gives more information to make a better informed decision of the
person in question. Method [Ours] has less information makes it less satisfying and harder
to fully judge the person.' At least 40 of the 573 comparisons for this dataset justi�ed their
preference by a combination of `more details', `more information', and `less restrictions'. Some
respondents even went so far as to choose the explanation with a greater number of changes
because the alternative had too few changes:`Method [FACE] has too few changes to get up to
¿50k a year.' Respondents explicitly disagreed with the classi�er because the changes were too
subtle. In contrast, only 8 cases out of the 573 explicitly listed that they chose one explanation
over another due to that explanation having fewer changes.
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Outside of the number of changes, dependencies among covariates led to participants labeling
potential explanations as implausible:”Method [FACE] lists a doctorate but that degree prob-
ably isn't necessary for tech support.”Modeling dependencies between features is necessary
in order to avoid such cases, however, no method excels here. Alternatively, many respondents
chose a preferred explanation based on a single feature that made the most sense to them:`con-
tain [sic] technical level occupation'or `working hours is more than the other'. In cases where
an option is unreasonable, participants default to the alternative, regardless of its plausibility. For
example, one explanation suggested working 99 hours per week:`99 hours is too many hours
to compare to'

These reasons do not lend themselves to being solved by any of the considered benchmarks.
While not a signi�cant preference, the FACE algorithm does not return implausible points, how-
ever, when traversing the KNN graph, after a few steps, FACE no longer encourages making
minimal changes. It seems that FACE is preferred due to its propensity of returning distant
explanations, while guaranteeing plausibility.

LUCAS (N=481comparisons). As shown in Fig. 2.6, participants on the LUCAS dataset were
found to have a statistically signi�cant preference for DiCE to FACE (p=0:014), a nearly signif-
icant preference for DiCE to Ours (p=0:065), and a slight preference between Ours and FACE
(p = 0:119).

As LUCAS is a synthetic binary dataset with causal dependencies, respondents seemed to
prefer explanations that �t more closely to their understanding of these causal relationships. For
example, one respondent justi�ed their preference as:“With lung cancer, smoking is such a
strong indicator, or correlator. Anxiety provides a reason why tey [sic] are a smoker, extra evi-
dence.” . One participant had a particularly detailed understanding of the underlying dynamics:
“The methodology of anxiety being the main factor in this prediction leads me to assume that
the fact they have Yellow Fingers means they smoke, whereas Method [FACE] states they don't
which is wrong...” This would imply that participants prefer methodologies that better adhere
to the true distribution of data. However, as DiCE, which does not use this information, has
a statistically signi�cant preference over the other methods, there may be another reason that
supercedes faithfulness to the data distribution when determining preferences.

Some participants pointed to speci�c features as being less preferable to change:“It would
make the person's life much harder cause he has the peer pressure mess with him.”and “i take
yellow �ngers over anxiety any day.”Rather than emphasizing plausibility, the underlying cost
that a person places on each feature seems to play a greater role. DiCE may be the preferred
method because making minimal changes with the greatest impact decreases the potential for
changing ancillary features which people place a high cost on. By considering the conditional
dependencies in our method or FACE, we are more likely to include the low-probability outcomes
that correlate to these high-cost changes (e.g., facing peer pressure and anxiety without being a
smoker).

2.7 Discussion and Future Directions

Here, we have provided essential background not only on de�nitions of counterfactual expla-
nations, but also we have provided a new framework suited for generating them by revisiting
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their underlying generative model. We have shown that that conventional optimization-based
counterfactual explanation methods contain an implicit assumption: counterfactuals are sampled
from a ball centered at the reference point rather than from the underlying data distribution.
This assumption results in unrepresentative explanations that effectively function as adversarial
perturbations, as they are generated independently of the true data distribution.

To address this limitation, we develop an approach that explicitly maintains �delity to the
data distribution while incorporating sophisticated notions of plausibility. We introduce a new
distance metric for counterfactual optimization that emerges naturally from our theoretical foun-
dations. We demonstrate how this metric can encode various de�nitions of actionability and
feasibility through targeted modi�cations of the counterfactual sampling distribution.

Through empirical evaluation against existing counterfactual generation methods, we estab-
lish the practical advantages of our approach. Our method consistently produces counterfactual
explanations that exhibit stronger adherence to the ground truth data distribution. Furthermore,
qualitative analysis on complex datasets, such as Fashion MNIST, reveals that our approach
uniquely preserves semantic coherence in generated counterfactual images, avoiding the arti�-
cial or implausible modi�cations common to existing methods.

In Section 2.6.3:, we further explore whether users differentiate counterfactual explainability
methods and have preferences based on types of explanations. In order to evaluate conditions
of usability for our approach, we benchmarked our approach against several existing counterfac-
tual generation methods and conducted an AMT survey in which respondents perform a binary
forced-choice task expressing their preferences among explanation methods. We found no uni-
versal preference for one explanation approach regardless of the extent to which they encode
plausibility or actionability. While participants understand the relationships among features,
they seem to rely on a subjective notion of cost for certain modi�cations. As Barocas et al. [11]
and Selbst et al. [112] highlight, explanations are often rational only in the context of ensur-
ing a desired outcome from a model, but not with respect to the goals that individuals have for
themselves. This is consistent with our observations.

In the next chapter, we introduce the prompt inversion settings. We focus on formally de�ning
the prompt inversion setting, while beginning to develop several ideas related to how we discuss
counterfactual explanations in the generative model setting.
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Chapter 3

Prompt Recovery for Image Generation
Models: A Comparative Study of Discrete
Optimizers

The previous chapter introduced necessary background for counterfactual explainability, high-
lighting the mathematical foundations of counterfactual explanations and the inherent assump-
tions within. Here, we turn to a discussion on counterfactual explanations in the generative model
setting, focusing on how we can solve for them through discrete optimization techniques.

Most generative models today transform some written text into desired outputs – whether
through chatbots that hold conversations based on written queries, or image, video, and music
generation models that product content based on textual prompts. For instance when a user
prompts a generative image model with “an image of a happy dog”, they would expect to get
back an image of a dog playing or smiling at the camera.

Figure 3.1, shows 3 images generated withGemini 2.5 Flashof happy dogs (See the cap-
tion in Figure 3.1 for the exact prompts and responses). Each image aligns with the requested
prompts, however these results beg the question: why are these all golden retrievers? The most
common breeds of dogs among American dog owners are (in order of popularity): French Bull-
dogs, Labrador Retrievers, Golden Retrievers, German Shepherds, and Poodles [38]. Why is
the third most commonly owned dog the archetypal “happy dog” in this model's representation?
Moreover, what aspects of the prompt would need to change in order to generate different breeds?

While these questions will be addressed more in-depth in later chapters, we focus on in-
troducing the methods by which we will answer these questions here through discrete prompt
optimization.

Discrete optimization over natural language has several applications including jailbreaking
LLMs [6, 157, 159] and measuring memorization [53, 111]. Whereas prompt optimization strate-
gies in the text generation space have speci�c goals, such as generating targeted strings, the image
generation space has struggled with tractable options for aligning prompts and generated images.

In generative image settings, CLIP serves as a proxy model for the full generative process
because it enables direct text-image comparison and provides convex scores that can guide op-
timization. The practical challenges of directly optimizing prompts by backpropagating the dif-
fusion process are still being addressed by researchers. Mahajan et al. [72] have attempted to
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