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Abstract

We reason about computer systems via models of their behavior — whether
implicit mental models, or explicit mathematical models. These models are the
linchpins of our decision-making ability, e.g., in formulating service-level agree-
ments (SLAs), or tendering performance claims. Unfortunately, a growing discon-
nect between how systems are modeled and how they are actually deployed has
engendered a class of problems that we call model incongruity: circumstances
where a model’s prediction deviates significantly from real-world behavior. Model
incongruities are highly pervasive in modern systems, resulting in expensive per-
formance anomalies, scalability bottlenecks, and security vulnerabilities.

In this thesis, we argue that many incongruities observed in practice today are
not a fundamental limitation of our modeling capabilities, but rather artifacts of
using the wrong models. We show that: (a) assumptions centrally underpinning
contemporary models of network subsystems have drifted far from deployment
realities; (b) these assumptions are frequently violated in the field, subverting the
operator’s expectations about keymetrics in highly unexpected ways; and, (c) mak-
ing modest model refinements not only yields designs with state-of-the-art per-
formance, attack resilience, and scalability, but also enables us to make rigorous
mathematical guarantees about the resulting system’s behavior.

We exemplify this point using case studies of three ubiquitous network subsys-
tems. First, wewill describe delayed hits, an incongruity arising in high-performance
caching systemswhich breaks the textbook caching principle thatmaximizing cache
hit-rate also minimizes latency, and causes every existing caching algorithm to
make latency-suboptimal decisions; in this context, we will introduce Minimum-
AggregateDelay (MAD), a turnkey augmentation to existing algorithms that makes
them aware of delayed hits, yielding 5–35% lower request latencies. Second, we will
describe algorithmic complexity attacks (ACAs), a highly potent class of Denial-of-
Service attacks arising from transient workload incongruity; in this context, we
will introduce SurgeProtector, an adversarial scheduling framework that provably
protects network dataplanes against ACAs, resulting in 90–99% reduction in harm
for the same volume of attack traffic. Finally, we will describe BBQ, a system borne
out of addressing design incongruity in hardware packet schedulers. BBQ, for the
first time, makes it feasible to deploy packet scheduling at line-rate on modern net-
work switches and SmartNICs, bridging a long-standing gap between the concept
and execution of programmable hardware packet scheduling.
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Chapter 1

Introduction

“All models are wrong, but some are useful.”

George E. P. Box

Since the early days of the ENIAC, our ability to engineer complex computer systems has
evolved at an astounding pace. Where previously instantiating a service at Internet scale was
a matter of innovation, today it is one of simple, formulaic composition: integrating the ap-
plication with a few elemental subsystems (e.g., caches, firewalls, and schedulers) that imbue
it with properties such as performance, security, and scalability. But the system itself is only
part of the equation; a primary bottleneck in the systems-building process — and one where
human ingenuity continues to shine — lies in making the key design and business decisions
governing deployment. Which caching algorithms should we use? How much attack mitigation

capacity should we pay for? How many elements must the scheduler support?

While these questions appear in different contexts, they share a common epistemological ba-
sis: answering them requires us to invokemodels of how the underlying components behave.
Sometimes, the model is explicit, based on formal or mathematical reasoning; an archetypal
example of this is the Average Memory Access Time (AMAT), an analytical expression we teach
in undergraduate computer architecture which posits that improving a cache’s hit-rate also re-
duces its average request latency. Other times, it is implicit, e.g., encoded as a practitioner’s
heuristic or belief that deploying a firewall with higher nominal throughput will improve user
experience. Regardless of how they manifest, these models endow us with all of the predictive
power that we have and need to make real-world decisions.

However, unsurprisingly, models are not perfect. As abstractions, they are necessarily lim-
ited in precision both by their form (distilled representations of reality), and their function
(being analytically tractable and fitting within the cognitive limits of their designers). Given
this fundamental tension between precision and simplicity, the usefulness of a model ultimately
depends on how much and how frequently it is wrong about the details that matter. When the
magnitude and frequency of errors grows too large, it results in a problem I callmodel incon-

gruity: material dissonance between themodel and the system it is supposed to represent.
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Model incongruities matter because they disrupt our ability to make the “right” design and
business decisions. They might cause a caching algorithm with the highest hit-rate to unex-
pectedly deliver worse latency in the field, or a throughput-optimizing firewall to altogether
starve traffic under certain workloads. The problem is compounded by their subtlety; un-
like traditional bugs which violate easily-checkable correctness criteria, incongruities distort
higher-order metrics (e.g., performance, scalability) that are beyond the purview of established
testing methodologies and verification tools. Consequently, incongruities remain latent in pro-
duction systems until they are triggered by a subtle shift in workload, a scaling inflection point,
or an adversary who learns how to exploit them.

Over the years, the computer systems community has evolved several adaptations to man-
age the perennial risk posed by incongruities, from over-provisioning resources to extensive
benchmarking as a way of compensating for theoretical blind spots. And while these strate-
gies are effective (perhaps even necessary) in the short term, they only provide temporary,
symptomatic relief; as deployment circumstances evolve (e.g., network line-rates go up, or the
number of users double), each stopgap must be re-tuned or replaced. In effect, system design
has converged to a precarious equilibrium: relying on system models to guide billion-dollar
deployment decisions, while quietly dreading the reality that the system is more brittle than it
appears. This raises the central question: how can we begin to unequivocally trust our models of

computer systems?

In this thesis, we argue that many incongruities observed in practice today are not a fun-
damental limitation of modeling, but rather artifacts of using the wrong models. We exemplify
this point using case studies of three ubiquitous network subsystems: caches, packet processors
(e.g., firewalls), and packet schedulers. In each case, we show that: (a) fundamental assumptions
underpinning contemporary models of network subsystems have drifted far from deployment
realities; (b) these assumptions are frequently violated in the field, subverting the operator’s
expectations about key metrics in highly unexpected ways; and, (c) making modest model
refinements not only yields designs with state-of-the-art performance, attack resilience, and
scalability, but also enables us to make rigorous mathematical guarantees about the resulting
system’s behavior which, importantly, also hold in practice.

Thesis: Refining classical models of network subsystems (e.g., caches, packet processors, sched-

ulers) to reflect modern deployment contexts yields designs with provably higher performance,

greater attack resilience, and improved scalability.

Overall, our findings suggest that a concerted effort towards revamping system models en
massewill not only improve our short-term understanding of today’s deployments, but will also
pay long-term dividends in our ability to ultimately build better systems in the future.
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1.1 Why Now?

While model incongruities are as old as modeling itself, three recent trends have exacerbated
their prevalence and impact in modern networked systems.

Growing disparity between system complexity and model sophistication. While sys-
tems today can be deployed at scales and levels of complexity unimaginable a few decades ago,
the models we use to reason about them have not advanced at the same pace. For instance, the
analytical and simulation caching models used today remain anchored in abstractions dating
back to the 1960s: Bélády’s paging model of caching and offline optimal algorithm (1966) con-
tinue to serve as the de facto benchmark for evaluating modern caching algorithms, and the
AMAT expression (1990), which posits that maximizing cache hit-rate is mathematically equiv-
alent to minimizing request latency, still guides deployment decisions in Internet-scale caching.
And while the theoretical foundations due to these models have faithfully served many gen-
erations of systems, as we will see in §2.1, they are now misaligned with deployment realities.
This misalignment is especially problematic in the context of networked systems, which are
routinely subject to interactions with all classes of Internet-capable users: inquisitive humans,
algorithmic bots, and, increasingly, autonomous AI agents. In such settings, it is all the more
imperative that our models of system behavior be commensurate with the system itself.

Increasing cost of model predictions being wrong. The early Internet had a single goal:
communication. As a result, service providers’ concerns were largely centered around whether
or not users’ data was correctly delivered across the network. In contrast, modern services
are evaluated on a much broader set of metrics, many of which are now enshrined in service-
level agreements (SLAs). Thanks to SLAs, expectations are commodified, and properties once
treated as “best-effort” (e.g., throughput, latency, and availability) have now become contractual
obligations. On the one hand, if model predictions are too optimistic and service providers
fall short of delivering on them, they risk SLA violations, financial penalties, and reputational
damage. Conversely, predictions that are too pessimistic entail wasteful over-provisioning of
resources, opportunity costs (losing customers to competitors), or both. In either case, model
mispredictions entail high collateral, and the cost only seems to be going up.

Rise of high-stakes failure domains. Finally, the promise of low latency and high through-
put has catapulted many “high-stakes” services into the virtual realm (e.g., robotic surgery,
autonomous vehicle control); in these domains, even small deviations between predicted and
actual behavior can have disproportionate effects. As these applications slowly but surely be-
come mainstream, we can expect the tolerance for modeling error to drop precipitously.

Together, these trends have created conditions in which the limitations of existing models have
become both more apparent and costly. We believe that closing the gap between system com-
plexity and model fidelity is therefore an essential prerequisite for building the next generation
of reliable, efficient, and secure networked systems.
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1.2 Summary of Results

This thesis presents three case studies, each corresponding to a real, documented failure mode
in the model of a ubiquitous network subsystem. In each case, we demonstrate the implications
of incongruity, howmodest refinements to themodel translate into actionable insights and, ulti-
mately, state-of-the-art system-level improvements realized by leveraging these insights.

Delayed Hits in Latency-Minimizing Caches [12]. Textbooks tell us that there are exactly
two possible outcomes when an object is requested: a low-latency cache hit, or a higher latency
cachemiss. In reality, there is a third potential outcome that the classical caching model missed:
a delayed hit. Delayed hits occur in high-throughput systems when multiple requests for the
same object occur before an outstanding cache miss is resolved. We demonstrated:

� Delayed hits cause existing caching models and simulators to underestimate average re-
quest latencies by up to 63%, and lead practitioners to inadvertently deploy the wrong
caching algorithm — problems that are only going to get worse with time.

� In the presence of delayed hits, maximizing hit-rate and minimizing latency are funda-
mentally different optimization problems, implying that (a) the hit-rate maximizing or-
acle (Bélády’s algorithm) is not latency-optimal, and (b) existing caching algorithm are
chasing the wrong metric.

� The design of a truly latency-optimal offline caching algorithm called Belatedly which
yields 9–37% lower average latency than Bélády across a broad range of network settings.

� The design and implementation of MinimumAggregate-Delay (MAD), a simple turnkey
augmentation (based on model insights from Belatedly) to make existing online caching
algorithms aware of delayed hits, yielding 12–35% latency improvements on production
caching workloads running on a real system.

Algorithmic Complexity Attacks (ACAs) on Network Packet Processors [13]. ACAs are
a class of denial-of-service (DoS) attacks targeting variance in the run-time complexity of algo-
rithms underlying packet processors (e.g., firewalls). By using carefully-crafted attack traffic,
ACAs allow an attacker to produce harm inordinately higher than the attacker’s own resource
investment (up to 2,000,000�). Prior to our work, there was no general fix to ACAs; every
“patch” would have to be designed and engineered on a case-by-case basis, necessitating intru-
sive design changes and sacrificing some system property or another (e.g., memory efficiency,
or average-case performance) in exchange for ACA resilience. We demonstrated:

� ACAs are fundamentally artifacts of incongruity between the choice of algorithm, which
is fixed at deployment time, and drift in workload characteristics (from purely stochastic
to partially adversarial) at run-time.

� A mathematical model of ACAs targeting single-server packet processors, and a novel
metric (called the “displacement factor”) to quantify their impact.

� That a simple augmentation to an extensively studied, decades-old scheduling algorithm
(Shortest Job First) guarantees a theoretical upper-bound on the harm induced by ACAs.
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� The design and implementation of SurgeProtector, a drop-in scheduling framework
that leverages this augmented scheduling algorithm (called Weighted Shortest Job First,
or WSJF) to provably protect packet processors from ACAs. SurgeProtector neces-
sitates no changes to the underlying algorithm, providing, for the first time, a general-

purpose approach to mitigating ACAs on networked systems. In the context of a real
system, SurgeProtector yields a 90–99% reduction in harm induced by ACAs.

Deployment Barriers for Hardware Packet Schedulers [14]. Packet schedulers decide the
order in which network packets ought to be served or transmitted, for which they rely on a
priority queue data-structure. Existing hardware priority queue designs used comparison-based
sorting, which entails a fundamental trade-off between performance and scalability. This trade-
off meant that schedulers could not be deployed on modern switches and SmartNICs because
they either did not scale to realistic connection counts or failed to deliver good throughput. Con-
versely, the approximate versions of these scheduling algorithms introduce priority inversions
(i.e., scheduling errors) that are at odds with the requirements of safety-critical applications.
We demonstrated:

� A full quantitative analysis of the minimum requirements imposed on the scheduler dat-
aplane by modern switches and SmartNICs (spanning packet throughput, scalability, and
logical multiplexing).

� That the lack of suitable scheduler deployment candidates is, in fact, the result of in-
congruity between the prescribed hardware design objectives and minimum operational
requirements (i.e., support for 100K connections at 100Gbps line-rate is not merely an
objective, but a constraint).

� How an existing priority queue design with constant worst-case time complexity (previ-
ously used in software) can be ported to a fully-pipelined hardware architecture, thereby
circumventing the performance/scalability barrier imposed by comparison-based sorting.

� The design and implementation of the Bitmapped Bucket Queue (BBQ), a hardware pri-
ority queue design that, for the first time, makes it feasible to deploy priority packet
scheduling on modern switches and SmartNICs. BBQ supports 100K+ flows, 32K prior-
ities, and 128-way logical multiplexing at 100Gbps line-rate on a commodity FPGA, 3�
the packet rate of existing hardware priority queues designs.

1.3 Thesis Organization

The remainder of this thesis is organized as follows. In Chapter 2, we present Caching with
Delayed Hits, describing a model incongruity caused by network effects in latency-minimizing
caches. In Chapter 3, we present a case study on Algorithmic Complexity Attacks (ACAs), a
security vulnerability caused by transient mismatch between dynamic workloads and Pareto-
optimal design decisions. In Chapter 4, we present BBQ, a system borne out of addressing design
incongruity in hardware packet schedulers. Finally, in Chapter 5, we discuss future research
directions and conclude.
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Chapter 2

Caching with Delayed Hits

“...physics should represent a reality in time and

space, free from spooky action at a distance.”

Albert Einstein

Caches are key components of the computer systems toolkit: they reduce bandwidth de-
mand to a bottlenecked backing store, they improve throughput for memory-intensive services,
and they reduce read delays for latency-sensitive applications. Consequently, caches appear
across seemingly every class of computer system: e.g., in microprocessors [72], in distributed
file systems [119], in CDN proxies [26, 53], and in software switches [113].

In this chapter, we focus on a surprisingly overlooked aspect of caching and latency. Al-
though caches fundamentally aim to mask the high delay of communicating with a remote
backing store, caching models and simulators irrationally assume that data, once re-

quested from the backing store, appears instantaneously in the cache with zero delay.
In reality, the interplay of high request throughputs and non-zero delay in communicating
with the backing store gives rise to a phenomenon called delayed hits [63, 142]. As we will
see later in this chapter, delayed hits have significant implications for both the theory and prac-
tice of caching, from undercutting practitioners’ ability to accurately predict request latencies
(affecting large-scale cache deployment outcomes), to causing all existing cache replacement
algorithms to make latency-suboptimal decisions.

The remainder of this chapter is organized as follows. We begin with an exposition of the
incongruity in the classical model of caching in §2.1. In §2.2, we describe the impact of delayed
hits, both in the context of our decision-making abilities, as well those of our algorithms; for
instance, we show that Bélády’s algorithm (the offline oracle that guides the decision-making
of every caching algorithm designed and deployed today) is itself latency-suboptimal in the
presence of delayed hits. We demonstrate throughout these two sections that our classical
model of caching is outdated, omitting a fundamental temporal dimension of system behavior;
we argue, therefore, that we need a newmodel to characterize the behavior of latency-sensitive
caching systems.
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In §2.3, we present our incongruity-aware caching model, a refinement of the classical ab-
straction that accounts for delayed hits. In §2.4, we present Belatedly, a truly latency-optimal
caching oracle that yields up to 33% lower latencies compared to Bélády’s algorithm. Based on
model insights derived from Belatedly’s decision-making, in §2.5 we present the design and
implementation of Minimum Aggregate-Delay (MAD), a simple, turnkey augmentation to
existing caching algorithms that makes them aware of delayed hits. We evaluate MAD in §2.6,
demonstrating 12–18% latency improvements in a real system on production caching work-
loads. Finally, we discuss related work in §2.7, and conclude in §2.8.

2.1 Incongruity in the Classical Model of Caching

ClassicalModel. As per textbook caching, every cache request experiences one of two possible
outcomes: a high-latency cache miss, which occurs when the requested object is not present in
the cache, in which case it must first be fetched from a backing store before the request can
be satisfied; and a low-latency cache hit, which occurs when a subsequent request to the same
object can be served directly from the cache. For a given “trace” (sequence of cache requests),
the model then annotates each request as either a miss or hit depending on whether or not the
requested object was present in the cache at the time. It also defines two dual metrics to capture
caching efficacy: the hit-rate (HR), defined as the ratio of hits to total number of requests; and
themiss-rate (MR), defined analogously as the proportion of misses, and equal to (1�HR).

To understand the incongruity in this model, consider the example depicted in Figure 2.1
below. 1
 A request arrives for object X (which not stored in the cache at the time), incurring
a cache miss. 2
 This triggers a fetch to retrieve this object from the backing store, a process
which takes Z timesteps to complete.1 3
 After the object is requested, but before Z timesteps
have completed, another request arrives for the same object. For this very simple trace, we
can ask: what outcomes do the two requests experience? As per the classical model, the first
request would result in a miss, while the second request (which happens immediately after the
miss) would result in a hit.

1

A B C

X

X
3

2 4

X
A request arrives for object X at
T = 0, resulting in a cache miss

A second request for
object X arrives at T = n,
before the first fetch returns

X arrives in the cache at T = Z,
and both requests are served.
e two requests experience
latencies of Z and (Z - n),
respectively

e cache sends a fetch
to the backing store, which
takes Z timesteps to return

Cache

Backing Store

Figure 2.1: Two requests for object X arrive withinZ timesteps of each other.

1In general, the retrieval might take some non-zero amount of time, L seconds, and the average inter-request
arrival time might be R seconds. For simplicity we say that R seconds is one timestep, and that the amount of
time to fetch the object is Z = L

R timesteps.
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However, a closer look at the example reveals that this is not the case!

Incongruity: From the instant the cache miss happens at T = 0, it takes Z timesteps to
fetch object X into the cache. As such, it is impossible for the second request for X (which
appears just n < Z timesteps after the original miss) to result in a cache hit, because the
object could not physically be present in the cache until T = Z .

In fact, as shown in 4
, the second request for X will experience neither a cache hit (because
it cannot be served from the cache), nor a full cache miss (because a fetch for that object is
already in progress). Instead, it will incur a delayed hit, with a latency in-between that of a
hit and miss. To concretize this notion, consider a cache where Z = 10. At timestep T = 3,
a request for object X arrives, resulting in a cache miss; this triggers a fetch to the backing
store for object X, which will complete at time T = 13; thus, the first request will be served
after a total latency of 10 timesteps. If additional requests for X arrive at T = 5 and T = 11,
then they too will complete at T = 13, and will experience latencies of 8 and 2, respectively.2
Figure 2.2 depicts the physical interpretation of delayed hits, and the relationship between the
true hit-rate, the idealized hit-rate, and the miss-rate. The classical caching model ignores the
latency contribution of delayed hits, engendering a host of problems (§2.2).

Hit Latency Miss Latency
Request Latency

0.00
0.25
0.50
0.75
1.00

CD
F

Idealized
HR (75%) MR (25%)

True HR
(40%)

Delayed Hits

Idealized
Actual

Figure 2.2: Example cumulative density
function (CDF) of request latencies. De-
layed hits account for the gap between the
true hit-rate (HR) and the miss-rate (MR).

Why now? Why hasn’t anyone noticed before that delayed hits play an important role in
cache latencies? Delayed hits are noted in passing in several places in the literature [63, 142],
and anyone who has ever implemented a cache has had to consider delayed hits as well [1, 21,
87, 105, 132, 145].

We conjecture that the problem has only recently become perceptible from a performance
perspective due to an evolving ratio between system throughputs and latencies. If throughput
is low relative to latency, it may only be possible for 1–2 requests to arrive during a fetch.
However, if throughput is higher relative to latency, we can expect more outstanding requests
per fetch. The occurrence of delayed hits is ultimately governed by the ratio between the object
fetch time and mean request inter-request time (the parameter we called Z), and to provide
some context for what Z values one might find in practical systems today, we describe a few
examples in Table 2.1. Inter-request times (IRTs) are based on three timestamped datasets that
we will refer to throughout this chapter: a large content distribution network (CDN) [28], the
CAIDA Equinix 10G Packet dataset [147], and a networked file system at Microsoft [79].

2For the purposes of modeling, we assume that processing time for each request is 0 — that is, as soon as the data
arrives, all requests are served instantly. In many systems this is not true, and each request must be processed
serially, e.g., reading, modifying, and writing updates to the cached object. Non-zero processing times therefore
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Trace Use Case Latency Z

CDN Intra-datacenter proxy 1ms 1K
Forward proxy, nearby datacenter [86] 10ms 10K

IRT = 1�s Forward proxy, remote datacenter [86] 200ms 200K

Network
Single cache line DRAM lookup [72] 100ns <1
Traversing a DRAM datastructure [72] 500ns <1
RDMA Access in GEM-switch [85] 5�s 2

IRT = 3�s IDS with reverse DNS lookups [110] 200ms 67K

Storage 1MB SSD Disk Read [50] 50�s 2
Hard Disk Seek & Read [50] 3ms 100

IRT = 30�s Cross Datacenter Filesystem Read [50, 153] 150ms 5K

Table 2.1: Average inter-request times (IRT), typical latencies, and Z values seen today.

In recent years, Z has grown across a wide range of systems. For example, DRAM laten-
cies are only marginally improving, while newer memory technologies (e.g., High Bandwidth
Memory, or HBM) boast order-of-magnitude improvements in bandwidth over current DDR
standards [91]. Similarly, the latency between a CDN forward proxy and a central data center
is defined by wide-area latencies; meanwhile, throughputs are rapidly growing, e.g., with net-
work links moving from 10Gbps to 100Gbps and 400Gbps [59]. The fundamental problem is
that latencies are edging marginally closer and closer to limits imposed by the speed of light,
while throughputs keep growing unhindered. Hence, we believe that the impact of delayed hits
on latency-minimizing caching systems will grow with time.

2.2 Impact of Delayed Hits

In this section, we highlight how delayed hits subvert both our ability to make sound, high-level
deployment decisions, and our algorithms’ capacity to realize the low-level caching outcomes
they were designed for.

2.2.1 Misleading Operators

We observe that, in the presence of delayed hits, the classical caching model can mislead op-
erators managing caching systems in two ways: (a) systematically underestimating request
latencies, and (b) deploying the wrong caching algorithm.

Underestimating latency. Measuring cache hit-rate (HR), the efficacy metric prescribed by
the classical model, provides operators useful insight into their deployments. For example,
if a cache is deployed to reduce bandwidth consumption to a backing store (e.g., a forward
proxy in a bandwidth-limited network), then the miss rate, MR = (1 � HR) is proportional
to the bandwidth consumption on the path to the backing store. Other caches are deployed to
minimize latency. When assuming delayed hits do not exist (and that backing store latencies
are uniform [56, 81, 94]), the average latency can be computed using theAverage Memory Access

Time (AMAT) [72] expression: HR� hit latency + MR�miss latency (2.1)

introduce an additional queueing delay which further increases the latency due to delayed hits.
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However, in the presence of delayed hits, the latency estimates derived from traditional
hit-rate based models underestimate true latency. Some so-called “hits” will in practice experi-
ence latencies closer to the high latency of a miss than the low latency of a true hit. If delayed
hits happened infrequently, the gap between the predicted latency derived from hit-rates using
Equation 2.1 and true latencies would be marginal. But, in Figure 2.3, we show how the nor-
malized average latency reported by a simulator that models delayed hits differs from one that
does not. In our simulations, we scale up the latency to the backing store; on the X-axis we plot
Z , the ratio of the backing store latency to average inter-request time (IRT).
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Figure 2.3: Normalized latency predictionswith (Actual)
and without (Idealized) accounting for delayed hits.

We see that, as the latency to the back-
ing store increases (and, correspond-
ingly,Z), so do the frequency andmag-
nitude of delayed hits. At the rightmost
point in the graph, there is a 63% er-
ror in the classical model’s prediction
relative to the actual latency cost in-
curred by the system. This is prob-
lematic in several contexts, but per-
haps most so in content delivery net-
works (CDNs) where incorrect latency
projections can significantly hurt the
bottom-lines of their clients (e.g., e-
commerce platforms).

Deploying the wrong caching algorithm. A caching algorithm is an algorithm to decide,
given a cache and a sequence of object requests, when and which objects to store in the cache,
and when and which objects to evict. The choice of caching algorithm is an important (perhaps
the most important) deployment decision for operators because it tangibly affects the metrics
that they care about (e.g., request latency, or bandwidth consumption).

LFU ARC LHD
LRU 7 3 3

LFU 7 3

ARC 7

(a) CAIDA Chicago (Z = 2K)

LFU ARC LHD
LRU 7 7 3

LFU 7 3

ARC 3

(b) CAIDA NYC (Z = 2K)

LFU ARC LHD
LRU 3 3 3

LFU 7 7

ARC 3

(c) CDN (Z = 100K)

Figure 2.4: Pairwise comparisons between four online caching algorithms.

However, in the presence of delayed hits, the gap between a hit-rate derived estimate of
latency and the true latency varies by trace and by algorithm. This means that comparisons of
caching policies — even using real, not simulated systems — based on hit-rate measurements
and Equation 2.1 rather than true measurements of latency may lead to incorrect conclusions
about which caching algorithm is “better” for the system under consideration. Figure 2.4 depicts
pairwise comparisons between four caching algorithms in three different scenarios.
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7s denote situations where choosing an algorithm on the basis of hit-rate would result in
worse average latency. We find that in a third of the comparisons, not incorporating delayed
hits into the system evaluation would lead one to make suboptimal decisions about the “right”
caching algorithm, which in turn leads to higher average latency in practice.

2.2.2 Misleading Algorithms

We saw in §2.2.1 that, by discounting delayed hits, the classical cachingmodel leads operators to
mispredict latency and make suboptimal deployment decisions. However, there is a third, even
more insidious problem lurking in our methodology for designing latency-minimizing caching
algorithms today: we are using the wrong oracle.
Bélády’s algorithm is not latency-optimal. One way to understand fundamental trade-offs
in caching is by studying offline-optimal algorithms (“oracles”), which we assume to have per-
fect knowledge of future requests. Despite the fact that they cannot be deployed in practice,
offline algorithms provide bounds and guidance for practical systems. For instance, if an offline,
hit-rate optimal algorithm achieves a k% hit-rate, then we can be certain that any online algo-
rithm will achieve at most k% hit-rate, and that we ought to provision our system accordingly.
They also serve as a “North Star” in the design of online algorithms [25, 80, 138].

Bélády’s algorithm [20] is a classic example of this. It is provably optimal at maximizing
hit-rate in the basic setting where objects are all the same size [27] and backing store latencies
are uniform. Further, since the AMAT expression in Equation 2.1 tells us that cache hit-rate is
the only metric we ought to care about (latency is but a derived quantity), Bélády serves as the
de facto caching oracle, regardless of whether the overarching caching objective is to reduce
bandwidth demand to the backing store, or to minimize latency. The algorithm itself is simple:
in choosing which object to evict from the cache, pick the one with the next request that is the
farthest in the future; in other words, Bélády ranks cached objects in increasing order of their
Time to Next Access (TTNA), and evicts the object with the largest TTNA.

Thanks to its elegance and simplicity, most (if not all) caching algorithms designed and
deployed today seek to emulate Bélády’s decisions as closely as possible. For instance, the ubiq-
uitous online caching algorithm, Least-Recently Used (LRU), assumes that recency (i.e., the time
since the last access) is a good proxy for the future; more sophisticated algorithms such as Least
Hit Density (LHD) approximate it by explicitly learning each object’s reuse distance distribu-
tion and computing its conditional expectation. In either case, the expectation is that operating
close to Bélády improves hit-rate, which in turn reduces latency.

Figure 2.5: For the given
trace, with a cache of size 2
and a Z value of 3, Bélády’s
algorithm chooses a latency-
suboptimal schedule. A B C
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The problem, however, is that in the presence of delayed hits, maximizing cache hit-

rate is a fundamentally different problem than minimizing latency; as a result, Bélády
is not latency-optimal in the context of caching with delayed hits. We illustrate this point
in Figure 2.5. In the example, the cache currently contains objects A and B, and 1
 a fetch
for object C (initiated Z = 3 timesteps earlier) has just completed. Now, 2
 the cache must
evict either A or B to accommodate C . Since B is accessed earlier than A, Belady’s algorithm
would choose to evictA. However, in our example, we see that there is a burst of requests toA,
resulting in a series of delayed hits with several requests toA experiencing higher latencies. An
algorithm that evictsB instead ofA experiences a single miss corresponding toB, but all of the
subsequent requests to A would have been true hits, resulting in lower average latency.

2.3 Latency Minimization in the Delayed Hits Model

The findings in §2.2 indicate that, when our ultimate goal is to minimize latency, hit-rate is
in fact the wrong metric to optimize for, and Bélády’s algorithm is not the right oracle to
follow. This raises the question: how do we minimize latency in the presence of delayed hits?
Answering this question turns out to be more challenging that one might think. In this section,
we first present an example illustrating why ad hocmethods for dealingwith delayed hits do not
work (§2.3.1). This motivates the need for more systematic approach, which we subsequently
present in §2.3.2.

2.3.1 A Case for Principled Analysis

To illustrate the challenge presented by delayed hits, we present an example where the right
decision highly depends on Z . Intriguingly, we find that, as Z increases, the right caching
schedule (i.e., sequence of decisions) can change entirely. The example consists of the following
sequence of requests to objects A and B, which is repeated indefinitely. Requests in yellow
(labelled X) denote empty time slots.

B A A A A A B X X B X X B X X B X X
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17

...repeat
foreverTime (ms)

We assume a cache of size 1 which either caches A or B. We consider four different Z values
corresponding to the following fetch delays (L): 1ms, 5ms, 17ms, and 22ms (assuming the
inter-request time, R, is 1ms). For each Z value, we calculate the latency achieved by three
algorithms: (a) always caching the “bursty” object, A, (b) always caching the paced object, B,
and (c) LRU. A green box denotes the lowest latency for each value of Z .

Algorithm Z = 1 Z = 5 Z = 17 Z = 22

Cache Bursty, A 0.5ms 1.9ms 4.3ms 6.0ms
Cache Paced, B 0.5ms 1.5ms 7.5ms 5.5ms
LRU 0.2ms 2.2ms 5.9ms 6.6ms
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We find that, while LRU is latency-optimal for Z = 1, the paced algorithm is optimal for
Z = 5. For Z = 17, the bursty algorithm becomes latency-minimizing (albeit not optimal),
and for Z = 22, the paced algorithm is latency-optimal once again. The difference in latencies
is significant (between 1:1� and 2:5�), even for this simple example. We conclude that any
traditional algorithm (or ad-hoc design approach thereof), which only considers the sequence
of requests but does not systematically model delayed hits, cannot expect to achieve good la-
tencies in practice. In fact, even an educated guess, e.g., preferring bursty flows — which suffer
especially under delayed hits — does not consistently lead to the right strategy.

To further complicate matters, parallel work in our group [97] shows that the latency objec-
tive for the delayed hits caching problem is not antimonotone.3 Consequently, a caching algo-
rithm that improves average latency under delayed hits might actually lower the true hit-rate.
In fact, it might even increase the miss-rate (i.e., inflate the fraction of requests relegated to
the backing store). This result further corroborates the point that optimizing for latency is a
fundamentally different problem than optimizing for hit- or miss-rates. It also has implications
for the bandwidth consumption of latency-minimizing caching algorithms, which we discuss
further in §2.6.4.

2.3.2 Problem Formulation

In this section we give a formal definition of the latency minimization problem for caching
with delayed hits. We consider a cache of size C and M objects indexed by i 2 [M ]. We are
given a sequence object requests, where �(T ) denotes the object requested at timestep T with
T = 0; 1; : : : ; N . We use the following quantities to describe the state of the system at the
beginning of each timestep T . For each object i, let

x
(i)
0 (T ) = 1fobject i is in the cache at Tg; (2.2)
x(i)
� (T ) = 1fobject i was requested at T � (Z + 1� �)

and the request has not been resolvedg

� = 1; : : : ; Z: (2.3)

Here, when an object i is requested but cannot be resolved immediately, we say that we put it
in a queue. So (2.3) describes the state of the queue for i.

We specify a cache schedule using the following decision variables. Let ai(T ) be defined by

ai(T ) =

8><>:
1 if object i is admitted to cache at T ;
�1 if object i is evicted from cache at T ;
0 if no action is taken on object i at T :

(2.4)

3For a request sequence of size T , we can encode a cache schedule as a hit vector of boolean values, b 2 f0; 1gT ,
where bi = 1 if the i’th request experienced a true hit, and bi = 0 otherwise (i.e. delayed hit, or miss). Then, we
can define a latency function, l : f0; 1gT �! R, such that l(b) represents the total latency for schedule b. We say
that l is antimonotone if, for every pair of schedules b; b0 2 f0; 1gT , where b0i � bi8i, it holds that l(b0) � l(b).
Perhaps surprisingly, [97] shows that this is not the case, implying that it is sometimes preferable to forgo a true
cache hit in order to achieve lower latency.
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To make sure ai(T ) with i 2 [M ]; T = 0; 1; : : : ; N form a valid cache schedule, we enforce the
following constraints for each object i 2 [M ] and timestep T = 0; 1; : : : ; N :

� An object can be admitted only when its data arrives:

1fai(T )=1g � x
(i)
1 (T ) (2.5)

� An object can be evicted only when it is already in the cache:

1fai(T )=�1g � x
(i)
0 (T ) (2.6)

� The schedule should guarantee that the number of objects in the cache is no larger than the
cache size C : X

i2[M ]

x
(i)
0 (T ) � C (2.7)

Although it seems that this is a constraint on the state, it is in fact a constraint on the cache
schedule since the state at the current timestep is determined by the past decisions. This will
become clear after we describe the relation between the state and the schedule next.

We can then write out how the system state evolves over time as follows:

� The data that just arrived resolves the requests for the same object in the queue, and other
requests move forward in queue:

x(i)
� (T + 1) = x

(i)
�+1(T ) � (1� x(i)

1 (T ));

i 2 [M ]; � = 1; : : : ; Z � 1; T = 0; 1; : : : ; N � 2 (2.8)

� The admission or eviction of an object changes the state in the cache:

x
(i)
0 (T + 1) = x

(i)
0 (T ) + ai(T ); i 2 [M ]; T = 0; 1; : : : ; N � 2 (2.9)

� The new request comes in and is added to the queue if the requested object is not in the
cache:

x
(i)
Z (T + 1) = 1f�(T )=ig � (1� x(i)

0 (T + 1)); i 2 [M ]; T = 0; 1; : : : ; N (2.10)

It can be proven that the state that evolves according to the dynamics above satisfies that for
any T = 0; 1; : : : ; N � 2,

x
(i)
0 (T ) + 1f

PZ
�=1 x

(i)
� (T )>0g � 1 (2.11)

This inequality states the fact that if object i is in the cache, then there will not be requests for
i in the queue, and if there are requests of object i in the queue, then i is not in the cache.

At timestep T , object �(T ) is requested. If it is not in the cache nor requested during the
past Z timesteps, it will trigger a sequence of delayed hits when �(T ) is requested again during
the next Z timesteps. Therefore, the total latency can be written as:
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N�2X
T=0

x
(�(T ))
Z (T + 1) �

Z�1Y
�=1

�
1� x(�(T ))

� (T + 1)
�
�
Z�1X
t=0

1f�(T+t)=�(T )g � (Z � t) (2.12)

Then the latency minimization problem is to find the cache schedule subject to the con-
straints (2.5)–(2.7) such that the resulting states minimize the total latency in (2.12).

2.4 Belatedly: Offline, Latency-Optimal Caching

As we saw in §2.2.2, Bélády, the offline hit-rate maximizing caching algorithm, fails to minimize
latency in the presence of delayed hits. In this section, we find the answer to the latency-
minimization question by reducing it to a Minimum-Cost Multi-Commodity Flow (MCMCF)
problem. We present belatedly, an offline caching algorithm we designed to minimize latency
given delayed hits. With this new oracle, we can measure the gap between Bélády and true
latency-optimality. Furthermore, belatedly generates a latency-optimal cache schedule which
we will later use to guide the design of a practical, online algorithm (MAD).

A latency-minimizing cache schedule minimizes the mean latency of all requests, where
latency = 0 upon a true cache hit, latency 2 (0; Z) upon a delayed hit, and latency = Z
upon a miss. In §2.4.1, we show that the latency-minimization problem is equivalent to an
MCMCF problem. However, computing integer solutions to MCMCF problems is known to
be NP-Complete, and naively implementing the algorithm involves a significant number of
decision variables.

Integer
Rounding

Miss
Latency

Cache
Size

Request
Sequence

Input Parameters

MCMCF
Optimizer
(Prune &
Merge)

MCMCF
Fractional

Solver

Optimal
Fractional
Solution

Integer
Cache

Schedule

(Gurobi C++)

Cache
Simulator

Proof of Schedule Validity

Upper Bound on Min.
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Per-Flow Average Latency

Lower Bound on Min.
Total Latency

Figure 2.6: The belatedly pipeline for computing bounds on latency-optimal
cache schedule using MCMCF reduction.

Tomake the problem tractable enough to compute over our empirical datasets, we apply two
optimizations: (a) we “prune” and “merge” states in the MCMCF graph using a priori insights
about caching, and (2) we configure our MCMCF solver (Gurobi [109]) to solve for a fractional
solution, which can be found in polynomial time, and then perform randomized integer round-
ing [27, 117] to recover a valid caching schedule. We present the details of these optimizations
in §2.4.3, and summarize their impact on belatedly’s performance in §2.4.4. The belatedly
pipeline is depicted in Figure 2.6.
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2.4.1 Network Flow Formulation

We first describe our MCMCF formulation, belatedly. For the sake of readability, we defer
the proof of equivalence between latency-minimizing caching and belatedly to the end of this
section (§2.4.5).
Overview: MCMCF is a classic network flow problem and a generalization of Min-Cost Flow
(MCF) [4]. Min-Cost Flow involves a set of sources and sinks embedded in a larger graph; every
edge in the graph has a capacity representing the maximum amount of flowwhich may traverse
that edge. A solution to MCF must route flow from the sources to the sinks without exceeding
any individual edge capacity. Furthermore, each edge is also associatedwith a cost. The ultimate
goal of Min-Cost Flow is to route flow across the edges such that the total cost of all traversed

edges is minimized. MCMCF adds an additional twist to the problem: flows are associated with
a commodity, and edges may have different costs for different commodities.

Our reduction from minimum latency caching to MCMCF constructs a commodity for each
object requested from the cache. Vertices in the graph represent either that the object is in the
cache, or that it is in the backing store; edges between vertices represent the object entering the
cache, remaining in the cache, or being evicted from the cache. Weights along edges represent
the latency cost of misses and delayed hits. By minimizing the weights of traversed edges,
MCMCF equivalently computes a cache schedule with a minimal latency cost.

A key component in this formulation is the costs we assign to edges in the flow network,
which reflect the true latency costs of misses. Our main finding is that the right costs to assign
are the “aggregate delays”. Specifically, the aggregate delay of a miss is the total delay of the
miss and all the delayed hits within a time window of Z of the miss (see Equation 2.13 for
the mathematical definition). This notion of aggregate delay influences the design of our online

algorithms, discussed in §2.5.

Construction of the FlowNetwork: belatedly operates on a flow network, a directed graph
consisting of a set of vertices and edges. In our formulation, the vertex set, V , consists of two
types of vertices, which we draw as two rows. The bottom and top rows represent the backing
store and the cache, respectively. We refer to the set of backing store nodes as Vmem, and the set
of cache nodes as Vcch.

Cache
Vcch

Backing Store
Vmem

Note that the rows are slightly offset. This is because we index each row by time, and
have vertices for each timestep. For the bottom row, we have one vertex for each timestep
T = 0; 1; : : : ; N � 1. We denote these vertices as Vmem;T ; T = 0; 1; : : : ; N � 1. For the top row,
we duplicate the vertices in the bottom row, but shift them to the right byZ timesteps as shown
in the figure below. We denote the vertices in the top row by Vcch;T ; T = Z; 1+Z; : : : ; N�1+Z .
In the figure below, Z = 2.
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Flow moving along an edge represents an object moving in and out of the cache. In the
following figure, an object is requested at time T = 0, arrives in cache at time T = 2, and is
evicted at time T = 3.

Vmem,0 Vmem,2 Vmem,3 Vmem,4

Vcch,2 Vcch,3

T=0 T=1 T=2 T=3 T=4 T=5 T=6

Vcch,4 Vcch,5 Vcch,6

Vmem,1 Vmem,2 Vmem,3 Vmem,4

Since there are multiple objects, we view each object as a commodity and index them by
i 2 [M ], whereM is the number of objects and [M ] = f1; 2; : : : ;Mg. We also say �(x) is the
object requested at time x. We have 1 unit of demand for each object. The source vertex for
each object, i, is the vertex Vmem;Ti where Ti is the first timestep at which i is requested. We
also add a sink vertex for each object i in the bottom row, denoted by V (i)

sink.

At a high level, each node in the bottom layer represents the time of request to exactly one
object; we construct an edge from Vmem;t to Vcch;t+Z to allow the flow for that object to move
from the backing store to the cache. In the top layer, each node Vcch;t+Z represents the request
from time t being served. Objects may stay in the cache by following edges from some Vcch;n
to the next Vcch;n+1 — all nodes in Vcch; have an edge to the subsequent cache node. To leave
the cache, an object follows an edge from some Vcch;n to some Vmem;x for x, the next time (� n)
the same object is requested — hence all nodes in Vcch; haveM edges back to Vmem; nodes, one
for each object that could be evicted at this point. If there is no further request to an object,
the edge points to the sink node for that object rather than Vmem;x. We illustrate the request
sequence fA; B; A; A; Bg for objects A and B:

Sources
Sinks

A B A A B

A B A A B

A B

T=0 T=1 T=2 T=3 T=4 T=5 T=6

Looking at the above figure, it is obvious that some edges will never be taken (e.g., Vcch;2
has an edge to Vmem;4 despite the fact that it is impossible for flow corresponding to object B
to have reached Vcch;2). We discuss pruning superfluous edges and merging nodes to improve
performance in §2.4.3.
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The last features to add to our construction are capacities and costs along edges to ensure
that each object’s flow obeys a valid caching schedule that minimizes latency. For example, we
want to prevent all objects simply following the edges (Vcch;n; Vcch;n+1) for the entire duration
and exceeding the cache capacity. No more than capacity flows may traverse an edge, and our
solver will try to minimize the total cost of routing flow across these edges. We assign capacity
and cost to edges as follows:

� (Vcch;n; Vcch;n+1) edges (which represent staying in the cache) are assigned capacity C , and
the cost of routing flow across them is 0. This models the fact that staying in the cache does
not increase latency, but the cache can only hold C objects at the same time.

� (Vcch;n; Vmem;x) edges (which represent evicting an object whose next request is at T = x) are
assigned capacity 1, and the cost is1 for all commodities except �(x) (the object requested at
time x), for which the cost is 0. This prevents objects from exiting the cache along edges for
a different object. Intuitively, the action of eviction itself does not incur a latency cost. But
it forces the object out of the cache so the next request for the object and the corresponding
delayed hits will experience non-zero latencies.

� (Vmem;T ; Vcch;T+Z) are the edges that represent bringing an object into the cache, which hap-
pens when there is a miss. It is here that we encode delayed hit latency into the cost. The
capacity of (Vmem;T ; Vcch;T+Z) is 1, and the cost is1 for all objects other than �(T ). The cost
of routing �(T ) along (Vmem;T ; Vcch;T+Z) is the aggregate delay for requests of object �(T )
while the data is being fetched; i.e., it is the total latency for the miss plus all requests that
arrive during the delayed hits. The miss experiences a latency of Z , and a delayed hit that
arrives t timesteps after the miss experiences a latency of Z � t. Therefore, the cost is:

Z +
Z�1X
t=1

1f�(T+t)=�(T )g � (Z � t) (2.13)

A

T=0

cost =
 2

All other edges (not shown) have cost = 0

B A A B

A B A A B

A B

cost =
 2

cost =
 3

cost =
 2

cost =
 2

T=1 T=2 T=3 T=4 T=5 T=6

In the above figure, the cost for all edges is 2 (the latency Z to the backing store) except for the
edge (Vmem;2; Vcch;4). BecauseA is also requested at T = 3, it will be queued and later served by
the request being fetched; as such, we need to account for both the cost of serving the request
at T = 4 (which is 2) and the request at T = 3 (which is 1).
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Routing Flows: The MCMCF problem is to then find routes for the objects such that the total
routing cost is minimized. Specifically, the routes are represented by flow variables, where each
flow variable represents whether an object/commodity is routed along an edge or not. Here flow
variables need to satisfy link capacity constraints and flow conservation constraints, which will
guarantee that the flow variables can be converted to a valid cache schedule.

Equivalence to Latency-Minimizing Caching.

Theorem 1. belatedly’s underlying MCMCF formulation is equivalent to the latency minimiza-

tion problem (§2.3.2).

The detailed proof of Theorem 1 can be found in §2.4.5. Both the MCMCF problem and the
latency minimization problems are optimization problems. To show that these are equivalent,4
we first show in Lemma 1 that the feasible set of flow variables is “equivalent” to the feasible set
of caching schedules (i.e., from any feasible cache schedule, we can define a set of flow variables
that are also feasible for the MCMCF problem, and vice versa).
Lemma 1. Given a sequence of object requests, there is a bijection between the set of feasible flow

variables and the set of feasible cache schedules.

Once we have this bijection, we can show that the objective functions of these two problems
are the same. With equivalent feasible sets and objective functions, the MCMCF problem and
the latency minimization problem are thus equivalent.

2.4.2 Delayed Hits and Empirical Latencies

Wenow evaluate belatedly’s latency estimates relative to Bélády for a range of scenarios.

belatedly provides significantly better average latency than Bélády for today’s high-

est latency systems. In Figure 2.7, we plot Bélády’s percent error relative to the optimal
upper-bound provided by belatedly.5 For the highest latencies — referring to Table 2.1, those
with Z values in the thousands — Bélády deviates from the optimal by 9–37%. However, for
more modest latencies to the backing store, belatedly does not have noticeably lower laten-
cies than Bélády. Even in the original FPGA-based switching scenario which caused us to detect
delayed hits, the gap between Bélády and belatedly is less than 1%.

Z is correlated with an increasing gap between Bélády and belatedly. In Figure 2.8 we
see that for all three datasets, Bélády performs progressively worse with respect to true latency
optimality as Z increases — until Z moves past 10K . The growth correlation follows intuition:
as Z grows, there are more chances for delayed hits to occur, and hence more opportunities
for Bélády to err. We find that narrowing of the gap between Bélády and belatedly beyond
4At this juncture, one might ask: why bother with MCMCF instead of solving the latency minimization ILP di-
rectly? The answer is two-fold. First, it is the network flow formulation that allows us to implement the op-
timizations described in §2.4.3; without these, even modest LP instances of the problem are too compute- or
memory-intensive for today’s solvers. And second, formulating the problem as an MCMCF naturally leads to the
notion of aggregate delay; as we show in §2.5, this is a key component of our online algorithm.

5 (Bélády�belatedly)
belatedly � 100%
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Figure 2.7: Latency gap between Bélády and belatedly for different application sce-
narios (Network, CDN, Storage) today. Top to bottom: 1%, 5%, and 10% cache sizes.

Z = 10K is an artifact of our simulation duration; since Z is large relative to the size of the
trace (250K requests), it also exceeds the duration of most flows. As a result, most requests
experience ‘forced’ cache misses, raising the latency baseline and giving belatedly fewer op-
portunities to make meaningful caching decisions.

The gap between Bélády and belatedly varies with cache size. In Figure 2.9, we see
that the latency difference first rises, then falls as the cache size increases. When the cache
is extremely small, neither belatedly nor Bélády’s caching decisions have significant impact
on latency (since most requests experience cache misses, the average latency is close to the full
latency of a cache miss); similarly, as the cache capacity becomes very large, both strategies can
afford to simply cache all or almost all objects (the extreme case being a cache large enough
to fit all concurrent flows or active objects). In between, however, all three datasets “peak” at
different points. In particular, the Network trace has a sharp spike at 10%, while the CDN and
Storage traces have more gradual curves.
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Figure 2.8: %Relative latency difference between
Bélády and belatedly as a function of Z . Using
cache size, c = 5% (expressed as a percentage of
the maximum number of concurrent flows).
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belatedly’s caching decisions are correlated with the burstiness of requests. The
Goh-Barabasi Score [66] is a statistical measure of burstiness in a sequence of events. A score
of “1” reflects many arrivals in a short period of time (a request train) followed by longer pe-
riods with no requests. A score of “-1” represents a perfectly paced stream of arrivals with
one request every fixed number of timesteps. In Figure 2.10, we see that bursty traffic (with a
high Goh-Barabasi score) incurs a lower percent latency relative to Bélády. This suggests that
burstiness may be a worthwhile candidate for consideration in the design of online algorithms
that optimize for latency in the context of delayed hits. It is this observation that guides us
in the development of our online strategy, and we discuss it in more detail in the following
section.

Figure 2.10: Relative latency improvement vs burstiness (for
Network traffic). Bursty flows suffer less under belatedly.

2.4.3 Optimizations to Reduce Complexity

In this section, we provide a few key implementation details for belatedly.

Pruning and Merging

While theMCMCF formulation is conceptually simple, a naive implementation of the algorithm
has serious practical limitations. Observe that the number of flow variables in the MCMCF
formulation isO(N �M). For a request sequence of sizeN = 250; 000 containingM = 20; 000
objects, the number of decision variables alone would be on the order of 1010. Further, the
total number of flow conservation constraints isO(N �M) (see (2.18)–(2.21)). In Gurobi, where
decision variables are encoded as 64-bit floating-point values, and constraint expressions as
vectors of 64-bit pointers to the relevant decision variables, simply encoding the model would
require well over 400 GB of memory.

Here, we describe two optimizations to the above formulation that allow us to significantly
tighten the resource requirements (memory and execution time) for solving the MCMCF prob-
lem and to make it more tractable. Our goal is to be able to compute belatedly on a 32-core
x86 server with 128 GB of RAM, for request sequences containing N � 250; 000 requests,
M � 50; 000 objects, and any combination of z and C .
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Caching Intervals. Since the majority of decision variables stem from either (Vcch;n; Vcch;n+1)
(cache-to-cache) or (Vcch;n; Vmem;x) (cache-to-memory) edges, we first attempt to reduce the
number of elements in these sets. The key idea here is that, for each object, the request sequence
can be partitioned into disjoint intervals (composed of one or more consecutive timesteps)
where belatedly is never incentivized to change its caching decision for that object; we call
these caching intervals.

To concretize this notion, consider the subproblem depicted in Figure 2.11. Per the original
MCMCF formulation, there are four distinct decision variables on edges between cache vertices
corresponding to a (denoted by x1, x2, x3, and x4). Now, consider the possibility of routing flow
along edges labeled 1, 2, and 3. All three edges have the same capacity, cost-per-unit-flow, and
destination node. Effectively, the latency cost incurred by evicting a using any of these edges is
identical. However, observe that routing a’s flow along edge 2 involves keeping a in the cache
for one timestep longer than routing it along edge 1. Similarly, routing a’s flow along edge
3 involves keeping it in the cache for two additional timesteps. Since deferring the eviction
consumes valuable cache space (but yields no tangible benefit in terms of latency cost), it is
strictly better to evict a using edge 1 (at timestep t+ 4) than using edges 2 or 3.

. . . a a a . . .

a. . . a . . .

1
2 3

Vmem;t Vmem;t+4 Vmem;t+6

Vcch;t+3 Vcch;t+4 Vcch;t+5 Vcch;t+6 Vcch;t+7

x1 x2 x3 x4

x1 x02Optimized caching intervals for a:
Naive caching intervals for a:

Figure 2.11: A fragment of a request sequence highlighting nodes and edges
corresponding to object a (colored red), with Z = 3.

This simple observation gives us three major optimization opportunities, enabling us to:

� Eliminate the redundant edges 2 and 3 (along with the corresponding decision variables).

� Replace x2, x3, and x4 with a single decision variable, x02. Since edges 2 and 3 no longer
exist, any flow entering cch(t+4) must remain in the cache until cch(t+7); in other words,
belatedly’s caching decision remains the same for the entire duration of the interval
[(t+ 4), (t+ 7)).

� Eliminate flow conservation constraints involving object a for nodes cch(t+5) and cch(t+6).
In the new representation, for each object, i, we only need flow conservation constraints
for Vcache nodes corresponding to the end-points of i’s caching intervals.
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Lastly, this representation also allows us to bound the total number of caching intervals
for any request sequence. Let ni denote the number of requests to object i in a given request
sequence of size N . Observe that an endpoint of object i’s caching intervals is a Vcch node
that either corresponds to i being admitted into the cache, i being evicted from it, or both.
Since there are exactly ni admission edges corresponding to object i, there must be at least

ni endpoints (or, equivalently, ni � 1 intervals) corresponding to i. Conversely, in the worst
case, there are ni � 1 additional Vcch nodes which have eviction edges corresponding to object
a. Thus, there may as many as 2ni � 1 unique endpoints (or, equivalently, 2ni � 2 caching
intervals) corresponding to i. The total number of caching intervals (for all objects), K , can
then be bounded as follows: X

i2[M ]

(ni � 1) � K �
X
i2[M ]

2(ni � 1)

) N �M � K � 2(N �M):

For a fragment of an empirical trace (CAIDA Chicago, 2014) containingN = 250; 000 pack-
ets andM = 37; 725 objects (unique connections), the total number of caching intervals is on
the order of 400; 000. Compared to the naive formulation, this optimization reduces the number
of decision variables from 18� 109 to 106, and model constraints from 9� 109 to 106.

Optimizing Away Backing Store Nodes. Partitioning the global set of nodes into cache nodes
and backing store nodes is a convenient abstraction since it allows us to reason about cache
evictions and admissions independently of one another. Unfortunately, this representation also
adds considerable overhead: excluding sink nodes, there are N backing store nodes, each of
which contributes one decision variable on an edge (Vmem;T ; Vcch;T+Z), as well as one flow
conservation constraint. However, observe that, in our MCMCF formulation, any flow en-
tering a Vmem;T node must be routed to the corresponding cache node, Vcch;T+Z . This leads
us to our next optimization: replacing pairs of cache eviction and admission edges of the form
(Vcch;T ; Vmem;x) and (Vmem;x; Vcch;x+Z) with a single edge (Vcch;T ; Vcch;x+Z) with unit capacity and
cost c(i)(Vcch;T ; Vcch;x+Z) = c(i)(Vmem;x; Vcch;x+Z) for object i.

. . . . . . a a . . .

a. . . a a a . . .

3(u = 1; c
(a) = 6)

1 2

Vmem;t

Vcch;t�k Vcch;t�1 Vcch;t+3

cost(t) = 3 + 2 + 1 = 6

Figure 2.12: A fragment of a request sequence highlighting
ingress and egress edges for node Vmem;t, with Z = 3.
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As an example, consider the subproblem depicted in Figure 2.12. Here, Vmem;t has two in-
edges, labelled 1 and 2, and one out-edge, labeled 3. Using the optimization strategy discussed
above, we can coalesce edges 1 and 3 into a single edge, 1’, with a capacity of 1 and a cost-
per-unit-flow of c(a) = 6. Similarly, we can coalesce edges 2 and 3 into a single edge, 2’. This
effectively disconnects node Vmem;t from the remainder of the flow graph, and we can safely
remove it from V . A visual representation of the optimized flow graph is depicted is Figure 2.13.
Consequently, this optimization:

� Eliminates N decision variables corresponding to all N backing store to cache edges.

� Eliminates N flow conservation constraints corresponding to backing store nodes (ex-
cluding sink nodes).

For the aforementioned empirical trace, this optimization reduces the total number of de-
cision variables and model constraints by another 25% (down to 750; 000 each). Overall, the
optimized MCMCF formulation (expressed in Gurobi C++ format) occupies under 25 GB of
memory.6

. . . . . . a a . . .

1’

(u = 1; c(a) = 6)
2’

(u = 1; c(a) = 6)

Vcch;t�k Vcch;t�1 Vcch;t+3

Figure 2.13: The optimized representation with backing store
nodes removed.

Rounding to Approximate Integer Solutions

Recall that, since the integer version of MCMCF is NP-Complete, we instead opt to solve a frac-
tional (or relaxed) version of the problem by removing the integrality constraints. However, this
often results in solutions that do not map on to realistic caching strategies.7 In this section, we
describe our methodology for extracting an implementable caching schedule from a fractional
solution.

A naive, yet intuitive, strategy is to simply round any non-zero fractions of evicted flows
to 1, thereby always creating enough space in the cache for the next object to be admitted;
unfortunately, this greedy rounding strategy does not generally work. It is easy to construct
request sequences where evicting too much flow results in a violation of the cache capacity
constraint several timesteps later. Further, attempting to satisfy the constraint by randomly
evicting objects causes the upper-bound on the latency cost to diverge significantly from the
true optimum.

6Includes overheads due to Gurobi’s internal data-structures; the raw model itself is significantly more compact.
7The optimal fractional solution may involve caching half an object, which is not particularly meaningful.
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belatedly addresses this problem in two ways:

1. Instead of rounding all non-zero evicted flow fractions to 1, rounding is done with a
probability corresponding to the fraction itself (a form of randomized rounding). In other
words, if the fraction of flow for object i evicted at timestep T is f (i)

evict(T ) 2 [0; 1], then we
perform eviction with probability f (i)

evict(T ). This ensures that, in expectation, the cache
occupancy at any timestep is equal to the total flow routed along the corresponding edge
in the MCMCF solution.

2. While randomized rounding works well in theory, it does not guarantee that the cache
capacity constraint is satisfied. In order to enforce this, we introduce the notion of flow
balance. The idea is to track the expected amount of cached flow for each object (according
to the fractional solution); then, at any timestep, if the cache occupancy would exceed the
cache size, we evict the flow that is most unbalanced (deviates the most from its expected
cached fraction). In practice, this is implemented using a priority queue.

2.4.4 Performance Evaluation

In the previous subsection (§2.4.3), we described two optimizations to make the MCMCF prob-
lem tractable: pruning and merging states in the flow graph to reduce the number of decision
variables, and solving a “relaxed” version of the problem, followed by integer rounding, to en-
sure that the algorithm terminates in polynomial time. In this section, we evaluate the benefits
of these optimizations (using the naive MCMCF formulation as a baseline), as well the impact
of rounding on belatedly’s latency upper-bound.
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Figure 2.14: Number of decision variables in the naive MCMCF
formulation versus belatedly for different application scenarios.

Our optimizations to the original MCMCF formulation reduces belatedly’s memory

and compute requirements by orders of magnitude. In Figure 2.14 we count the number
of decision variables in the MCMCF formulation given our naive construction (§2.4.1) and our
pruned version (§2.4.3). For all three application scenarios, the number of decision variables is
reduced by three to four orders of magnitude.

Empirically, the formulation provides tight bounds. While solving a ‘relaxed’ version of
the problem only gives us a lower-bound on the total latency (and not an implementable sched-
ule), our randomized rounding strategy and flow balance heuristics work well in practice. For
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each application scenario, we perform 20 runs of belatedly sweeping different Z values and
cache sizes. Across all three scenarios, we see a median error of at most 0.05% and a maximum
error of 1.71%. Table 2.2 lists the relative error between the upper- and lower-bounds of the
solution generated by belatedly.

Mean Error% Median Error% Max. Error%
Network 0.017 0.004 0.124
CDN 0.325 0.051 1.707

Storage 0.015 0.007 0.072

Table 2.2: Empirical bounds on belatedly’s error (calculated by
comparing the integer upper-bound to the relaxed lower-bound).

2.4.5 Proof of Optimality

In this subsection, we show that belatedly is latency-optimal8 by proving equivalence between
its underlying MCMCF formulation and the latency-minimization problem described in §2.3.2.
We start with some notation for the flow variables used in the MCMCF formulation.

Notation

We define a flow variable for each object on each edge, which takes values from f0; 1g and
represents the fraction of flow for the object routed along that edge. In particular, we define
the flow variables below:

f (i)
mem(T ) : object i along edge (Vmem;T ; Vcch;T+Z);

T = 0; 1; : : : ; N � 1� Z;

f
(i)
cch(T ) : object i along edge (Vcch;T ; Vcch;T+1);

T = Z; 1 + Z; : : : ; N � 2 + Z;

f
(i)
evict(T ) : object i along edge (Vcch;T ; V

(T )
next;i);

T = Z; 1 + Z; : : : ; N � 1 + Z:

Note that f (i)
mem(T ) is always 0 if i 6= �(T ) due to the infinite cost. Similarly, the flow variable

for object j along edge (Vcch;T ; V
(T )
next;i) with j 6= i is also always 0. Here our formulation is a

so-called ‘single-path routing’ formulation, i.e., the flow variables are either 0 or 1 and they
together represent a path for each object. Additionally, for convenience, for each vertex Vmem;T ,
we use P(j)(Vmem;T ) to denote the set of vertices in the top row that have outgoing edges to
Vmem;T associated with object j. Our goal is to minimize the following objective function:

N�1X
T=0

c(�(T ))(Vmem;T ; Vcch;T+Z) � f (�(T ))
mem (T ); (2.14)

8The proof corresponds to the integral version of belatedly (i.e., before applying the fractional relaxation de-
scribed in §2.4.3). Empirically, the approximation appears to bewithin a small errormargin of the integral solution
(§2.4.4), but a formal characterization of the integrality gap is left to future work.
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where c(�(T ))(Vmem;T ; Vcch;T+Z) is the latency cost in (2.13). The minimization problem is subject
to the following constraints for each object i:

� Link capacity:

f (�(T ))
mem (T ) � 1; T = 0; 1; : : : ; N � 1; (2.15)X
i2[M ]

f
(i)
cch(T ) � C; T = Z; 1 + Z; : : : ; N � 2 + Z; (2.16)

f
(i)
evict(T ) � 1; T = Z; 1 + Z; : : : ; N � 1 + Z: (2.17)

Here (2.16) models the constraint that we can have at most C objects in the cache. The
constraints (2.15) and (2.17) are automatically satisfied.

� Flow conservation:

f (i)
mem(Ti) = 1; where Vmem;Ti is the source of i; (2.18)

total incoming flow to V (i)
sink is 1; (2.19)X

t : Vcch;t2P(i)(Vmem;T )

f
(i)
evict(t) = f (i)

mem(T ); i = �(T ); T > Ti; (2.20)

f
(i)
cch(T � 1) + f (i)

mem(T � Z) = f
(i)
cch(T ) + f

(i)
evict(T );

T = Z; 1 + Z; : : : ; N � 1 + Z: (2.21)

Here the constraints (2.18) and (2.19) at sources and sinks are straightforward. The con-
straint (2.20) is a flow conservation constraint at vertex Vmem;T . It implies that if object i
was evicted from the cache before T and has not been requested since, then its data will be
fetched from the backing store to the cache when it is requested at T . The constraint (2.21) is
a flow conservation constraint at vertex Vcch;T . Let us set f (i)

cch(Z � 1) = f
(i)
cch(N � 1 +Z) = 0

so (2.21) is valid at T = Z and T = N � 1 + Z . This constraint guarantees the obvious
requirement that an object is either in the cache or not in the cache.

Proof of Optimality

Lemma. Given a sequence of object requests, there is a bijection between the set of feasible flow

variables and the set of feasible cache schedules.

Proof of Lemma 1. We first prove that any feasible cache schedule defines a set of feasible flow
variables. Let ai(T ); i 2 [M ]; T = 0; 1; : : : ; N be a feasible cache schedule. We show that the
flow variables defined below are feasible:

f (i)
mem(T ) = x

(i)
Z (T + 1) �

Z�1Y
�=1

�
1� x(i)

� (T + 1)
�
; (2.22)

f
(i)
cch(T ) = x

(i)
0 (T ) � 1fai(T )=0g + x

(i)
1 (T ) � 1fai(T )=1g; (2.23)

f
(i)
evict(T ) = x

(i)
0 (T ) � 1fai(T )=�1g + x

(i)
1 (T ) � 1fai(T )=0g: (2.24)
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Let us first consider the capacity constraints (2.15)–(2.17). It is easy to check that the con-
straints (2.15) and (2.17) are satisfied. Now we check the constraint (2.16). By the definition of
f

(i)
cch(T ) in (2.23), X

i2[M ]

f
(i)
cch(T )

=
X
i2[M ]

�
x

(i)
0 (T ) � 1fai(T )=0g + x

(i)
1 (T ) � 1fai(T )=1g

�
(2.25)

When ai(T ) = �1, the summand in (2.25) is 0; when ai(T ) = 0, the summand equals x(i)
0 (T ) =

x
(i)
0 (T + 1); otherwise, when ai(T ) = 1 and x(i)

1 (T ) = 1, object i will be admitted to the cache
so x(i)

0 (T + 1) = 1. Combining these cases, we have that the summand in (2.25) is always no
larger than x(i)

0 (T + 1). Thus,X
i2[M ]

f
(i)
cch(T ) �

X
i2[M ]

x
(i)
0 (T + 1) � C; (2.26)

and the constraint (2.16) is satisfied.

Next let us consider the flow conservation constraints (2.18)–(2.21). It is easy to check that
the constraints (2.18) and (2.19) are satisfied. For the constraint (2.20), let i = �(T ). Let t� =
maxft : t < T; �(t) = ig. Then one can check that ft : Vcch;t 2 P(i)(Vmem;T )g = ft� + 1; t� +
2; : : : ; Tg. So it suffices to show that

TX
t=t�+1

�
x

(i)
0 (t) � 1fai(t)=�1g + x

(i)
1 (t) � 1fai(t)=0g

�
= x

(i)
Z (T + 1) �

Z�1Y
�=1

�
1� x(i)

� (T + 1)
�
: (2.27)

First, consider the casewhere x(i)
1 (t) = 1 for some t� < t � T . Thenwemust have t � t�+Z

since there is no request for object i after t� and before T . This arrival at t will resolve all the
requests for i in the queue (if there exist any). We observe that x(i)

0 (u) = 0 for t� < u � t

by (2.11) and x(i)
t+1�u(u) = x

(i)
1 (t) = 1. Also x(i)

1 (u) = 0 for t� < u < t since otherwise it would
have resolved the request and thus results in no data arrival at t. If ai(t) = 0, then the data
is not admitted to the cache. Also there is no request for object i on or after t (before T ). So
x

(i)
1 (u) = x

(i)
0 (u) = 0 for t < u � T . Then when the request for i comes in at T , it sees nothing

in the cache nor the queue. So by the dynamics in (2.10), we have x(i)
Z (T + 1) = 1. Therefore,

the right-hand-side (RHS) of (2.27) is equal to 1, which is equal to the left-hand-side (LHS). For
the case that ai(t) = 1, the data is admitted to the cache at t. There can be at most one eviction
after t and no later than T (two evictions require data arrival in between). If there is no eviction,
then the LHS is 0. The RHS is also 0 since the request for i at T will not be put in the queue and
thus x(i)

Z (T + 1) = 0. If there is an eviction at some u with t < u � T , then all the summands
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except x(i)
0 (u) � 1ai(u)=�1 on the LHS are 0. So the LHS is equal to 1. The RHS is also equal to 1

since the request for i at T sees nothing in the cache nor the queue. In summary, (2.27) holds
when x(i)

1 (t) = 1 for some t� < t � T .

Next, consider the case where x(i)
1 (t) = 0 for all t with t� < t � T . In this case there is

no data arrival for object i during the whole time period. Then again there can be at most one
eviction. Suppose there is no eviction for all t with t� < t � T . Then the LHS of (2.27) is 0.
In this case, object i is either in the cache for all timestep t with t� < t � T or it is not in the
cache for all t with t� < t � T . If it is in the cache all the time, then the RHS is also 0 since
x

(i)
Z (T + 1) = 0. If it is always not in the cache, then T < t�+Z since the request at t� is put in

the queue and arrive at t� + Z , but we have assumed that x(i)
1 (t) = 0 for all t with t� < t � T .

However, T < t� + Z implies that x(i)
t�+Z�T (T + 1) = x

(i)
Z (t� + 1) = 1, which implies that the

RHS of (2.27) is 0. Therefore, for the case of no eviction, LHS and RHS are equal. Suppose there
is an eviction at some t with t� < t � T . Then the LHS of (2.27) is equal to 1. Since we have
assumed that x(i)

1 (t) = 0 for all t with t� < t � T , object i cannot reenter the cache after the
eviction. So x(i)

� (T ) = 0 for 0 � � � Z . Then the request for i at T will be added to the queue,
so the RHS of (2.27) is equal to 1. Therefore, LHS and RHS are also equal in this case.

Combining the arguments above, we have shown that the flow conservation constraint (2.20)
is satisfied. Now let us check the constraint (2.21), i.e., we want to show that

x
(i)
0 (T � 1) � 1fai(T�1)=0g| {z }

Term (L1)

+x
(i)
1 (T � 1) � 1fai(T�1)=1g| {z }

Term (L2)

+ x
(i)
Z (T + 1� Z) �

Z�1Y
�=1

�
1� x(i)

� (T + 1� Z)
�

| {z }
Term (L3)

= x
(i)
0 (T ) � 1fai(T )=0g| {z }

Term (R1)

+x
(i)
1 (T ) � 1fai(T )=1g| {z }

Term (R2)

+ x
(i)
0 (T ) � 1fai(T )=�1g| {z }

Term (R3)

+x
(i)
1 (T ) � 1fai(T )=0g| {z }

Term (R4)

:

(2.28)

We start by discussing different cases of Term (L3). Suppose (L3) = 1. Then

x
(i)
Z (T + 1� Z) = 1; x(i)

� (T + 1� Z) = 0; � = 1; 2; : : : ; Z � 1: (2.29)

In this case, x(i)
0 (T + 1 � Z) = 0 by (2.11) and object i will not arrive until timestep T . So

x
(i)
0 (t) = 0 for t = T + 1� Z; T + 2� Z; : : : ; T , and x(i)

1 (T ) = 1. Then (L1) = (L2) = (R1) =
(R3) = 0 and (R2) + (R4) = 1. Therefore (2.28) holds.

Now suppose (L3) = 0. Then either x(i)
� (T + 1 � Z) = 1 for some 1 � � � Z � 1 or

x
(i)
� (T + 1� Z) = 0 for all 1 � � � Z � 1 and x(i)

Z (T + 1� Z) = 0.

� Suppose it is the former case. Then let t� be the earliest time with T + 1� Z � t� � T � 1

such that x(i)
1 (t�) = 1. In fact, since all the requests in queue will be resolved when the
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data arrives, t� is also the only time between T � Z + 1 and T such that x(i)
1 (t�) = 1. So

(R2) = (R4) = 0. Also, x(i)
0 (t) = 0 for all t with T � Z � t � t�. If t� = T � 1, then (L1) = 0

and (L2) = (R1)+ (R3). If t� < T �1, then (L2) = 0. Since x(i)
0 (T ) = x

(i)
0 (T �1) +ai(T �1),

we have (L1) = (R1) + (R3). So (2.28) holds.

� Suppose it is the latter case, i.e., x(i)
� (T+1�Z) = 0 for all 1 � � � Z�1 and x(i)

Z (T+1�Z) =

0. Then x(i)
1 (t) = 0 for T + 1�Z � t � T . So (L2) = (R2) = (R4) = 0. Similar to the former

case, it can be shown that (L1) = (R1) + (R3).

Combining the arguments above, we have shown that (2.28) always holds and thus the flow
conservation constraint (2.21) is satisfied.

Now we prove the other direction of the lemma, i.e., we prove that any feasible set of flow
variables define a feasible cache schedule. Let f (i)

mem(T ); f
(i)
cch(T ); f

(i)
evict(T ) be a set of feasible flow

variables. We show that the cache schedule defined below is feasible. For each timestep T � Z ,

ai(T ) =

8>>><>>>:
1 when f (i)

mem(T � Z) = 1, f (i)
cch(T � 1) = 0,

and f (i)
evict(T ) = 0;

�1 when f (i)
cch(T � 1) = 1 and f (i)

evict(T ) = 1,
0 otherwise.

(2.30)

For T with 0 � T < Z , let ai(T ) = 0, which is always feasible. Let x(i)
� (T ) with i 2 [M ]; � =

0; : : : ; Z be the state of the system as defined in (2.2) and (2.3) under this cache schedule in (2.30).
To show that this schedule is feasible, we first prove the following claims.
Claim 1. For any object i and any timestep T � Z ,

x
(i)
0 (T ) = f

(i)
cch

(T � 1): (2.31)

Claim 2. For any object i and any T � 0,

f (i)
mem

(T ) = x
(i)
Z (T + 1) �

Z�1Y
�=1

�
1� x(i)

� (T + 1)
�
: (2.32)

We note that in Claim 2,

x
(i)
Z (T + 1) �

Z�1Y
�=1

�
1� x(i)

� (T + 1)
�

= 1

, x
(i)
Z (T + 1) = 1; x(i)

� (T + 1) = 0 for all � = 0; 1; : : : ; Z � 1

, x
(i)
1 (T + Z) = 1:

Therefore, it is equivalent to f (i)
mem(T ) = x

(i)
1 (T + Z).

We prove both claims by induction.
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Proof of Claim 1. Base case. When T = Z , x(i)
0 (T ) = 0 for all i since we start from an empty

cache and ai(u) = 0 for 0 � u < Z . We have also defined f (i)
cch(Z � 1) to be 0 as an custom. So

x
(i)
0 (Z) = f

(i)
cch(Z � 1).

Induction step. Assume that for some T � Z , x(i)
0 (T ) = f

(i)
cch(T � 1). We want to show that

x
(i)
0 (T + 1) = f

(i)
cch(T ). Note that by the system dynamics in (2.9), we have that x(i)

0 (T + 1) =

x
(i)
0 (T ) + ai(T ).

We consider the different cases of ai(T ).

� If ai(T ) = 1, then by (2.30), f (i)
cch(T � 1) = 0, f (i)

mem(T � Z) = 1 and f (i)
evict(T ) = 0. By

the flow conservation at Vcch;T , we have that f (i)
cch(T ) = 1. By the induction assumption,

x
(i)
0 (T ) = f

(i)
cch(T � 1). Then x(i)

0 (T + 1) = x
(i)
0 (T ) + ai(T ) = 1. So x(i)

0 (T + 1) = f
(i)
cch(T ).

� If ai(T ) = �1, then by (2.30), f (i)
cch(T � 1) = 1 and f (i)

evict(T ) = 1. Due to the unit demand
of each object, it is not hard to show that the total incoming flow an object to a vertex is at
most 1. Specifically, consider the vertex Vcch;T . Then f (i)

cch(T � 1) + f
(i)
mem(T � Z) � 1. So

f
(i)
mem(T � Z) = 0. By the flow conservation at Vcch;T , f (i)

cch(T ) = 0. Since x(i)
0 (T + 1) =

x
(i)
0 (T ) + ai(T ) = 0, we have x(i)

0 (T + 1) = f
(T )
cch .

� If ai(T ) = 0, by (2.30), we have the following possibilities:

f
(i)
cch(T � 1) = 0; f (i)

mem(T � Z) = 1; (2.33)
f

(i)
cch(T ) = 0; f

(i)
evict(T ) = 1; (2.34)

or f (i)
cch(T � 1) = 1; f (i)

mem(T � Z) = 0; (2.35)
f

(i)
cch(T ) = 1; f

(i)
evict(T ) = 0; (2.36)

or f (i)
cch(T � 1) = 0; f (i)

mem(T � Z) = 0; (2.37)
f

(i)
cch(T ) = 0; f

(i)
evict(T ) = 0: (2.38)

For all the possibilities, f (i)
cch(T ) = f

(i)
cch(T � 1). Since x(i)

0 (T + 1) = f
(i)
cch(T � 1) + ai(T ), we

have x(i)
0 (T + 1) = f

(i)
cch(T ).

This completes the proof of Claim 1.

Proof of Claim 2. Base case. When T = 0, by flow conservation, f (i)
mem(0) = 1 if and only if

�(0) = i. Since we start from an empty cache and ai(u) = 0 for 0 � u < Z , by the state
dynamics (2.8)–(2.10), x(i)

� (1) = 0 for all i 2 [M ] and � = 0; 1; : : : ; Z , and x(i)
Z (1) = 1 for

i = �(0) and 0 for other objects. So (2.32) holds for T = 0.

Induction step. Assume that for each timestep u with 0 � u � T ,

f (i)
mem(u) = x

(i)
Z (u+ 1) �

Z�1Y
�=1

�
1� x(i)

� (u+ 1)
�
: (2.39)
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We want to show

f (i)
mem(T + 1) = x

(i)
Z (T + 2) �

Z�1Y
�=1

�
1� x(i)

� (T + 2)
�
: (2.40)

First, it is not hard to see that

x
(i)
Z (u+ 1) �

Z�1Y
�=1

�
1� x(i)

� (u+ 1)
�

= 1

, x
(i)
Z (u+ 1) = 1; x(i)

� (u+ 1) = 0 for all � = 0; 1; : : : ; Z � 1

, x
(i)
1 (u+ Z) = 1:

Therefore, the induction assumption (2.39) is equivalent to f (i)
mem(u) = x

(i)
1 (u+ Z).

Observe that the RHS of (2.40) is equal to 1 if and only if �(T + 1) = i and x(i)
� (T + 2) = 0

for all � = 1; 2; : : : ; Z � 1. Then (2.40) is trivially true for i 6= �(T + 1). So it suffices to focus
on the case where i = �(T + 1).

If Vmem;T+1 is a source vertex of object i, then f (i)
mem(T + 1) = 1. By flow conservation,

f
(i)
mem(u) = f

(i)
cch(u) = f

(i)
evict(u) = 0 for 0 � u � T . Then ai(u) = 0 for all 0 � u � T . So by the

dynamics in the system, at T + 1 the request will see that i is not in the cache and the queue
for i is also empty. Then the RHS of (2.40) is equal to 1.

When Vmem;T+1 is not a source vertex, let t� be the last time object i was requested, i.e.,

t� = maxft : t < T + 1; �(t) = ig: (2.41)

Suppose f (i)
mem(T + 1) = 1. Then by flow conservation at Vmem;T+1, f (i)

evict(t) = 1 for some t
with t� < t � T + 1. Let t0 be the latest timestep with t0 � t such that f (i)

mem(t0�Z) = 1. By the
induction assumption, x(i)

Z (t0�Z + 1) = 1 and x(i)
� (t0�Z + 1) = 0 for all � = 1; 2; : : : ; Z � 1.

If t0 � t � 1, then by flow conservation f (i)
cch(t

0 � 1) = 0 and f (i)
evict(t

0) = 0. So ai(t0) = 1 and
x

(i)
0 (t0 + 1) = 1. Then this enforces x(i)

� (t0 + 1) = 0 for all � = 1; 2; : : : ; Z . For all u with
t0 < u < t, we can verify that f (i)

evict(u) = 0. Then by the construction of the cache schedule,
ai(u) = 0. Therefore, the queue stays empty, i.e., x(i)

� (t) = 0 for � = 1; 2; : : : ; Z . At t, since
f

(t�1)
cch = 1 and f (t)

evict = 1, we have ai(t) = �1, and thus x(i)
0 (t + 1) = 0. For any u with

t < u � T + 1, we can show that f (i)
mem(u) = f

(i)
cch(u) = f

(i)
evict(u) = 0, so ai(u) = 0. We

also know that �(u � 1) 6= i. So the queue for i stays empty at T + 1 and i is not in the
cache at T + 1. Combing these, we can see that x(i)

� (T + 1) = 0 for � = 1; 2; : : : ; Z � 1 and
x

(i)
Z (T + 2) = 1. So f (i)

mem(T + 1) = RHS. If t0 = t, then we have f (i)
mem(t�Z) = f

(i)
evict(t) = 1 and

f
(i)
cch(t � 1) = f

(i)
cch(t) = 0, and thus ai(t) = 0. Using similar arguments as above, we can show

that the queue for i stays empty and i is not in the cache at T + 1. Then the RHS is 1 and thus
f

(i)
mem(T + 1) = RHS.
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Now consider the casewhere f (i)
mem(T+1) = 0. Then f (i)

evict(t) = 0 for all twith t� < t � T+1.
If f (i)

cch(T ) = 1, then by flow conservation, f (i)
cch(T + 1) = 1. Then by Claim 1, x(i)

0 (T + 2) =

f
(i)
cch(T + 1) = 1. Then x(i)

Z (T + 2) = 0 and thus f (i)
mem(T + 1) = RHS. If f (i)

cch(T ) = 0, then
again, by flow conservation, we have that f (i)

cch(t � 1) = 0 and f (i)
mem(t � Z) = 0 for all t with

t� < t � T + 1. By Claim 1, x(i)
0 (t� + 1) = f

(i)
cch(t

�) = 0. If f (i)
mem(t�) = 1, then we must

have T + 1 � t� < Z . Therefore, x(i)
t�+Z�T�1(T + 2) = x

(i)
Z (t� + 1) = 1 and thus the RHS

of (2.40) is equal to 0. If f (i)
mem(t�) = 0, then x(i)

Z (t� + 1) = 0 or x(i)
� (t� + 1) = 1 for some

� = 1; 2; : : : ; Z � 1. Since x(i)
0 (t� + 1) = 0, there must exists a � = 1; 2; : : : ; Z � 1 such that

x
(i)
� (t� + 1) = 1. Let � � be the smallest � such that x(i)

� (t� + 1) = 1. Then x(i)
1 (t� + � �) = 1.

Since 1 � � � � Z � 1, we have t� + � � � Z � T and thus by the induction assumption
f

(i)
mem(t�+� ��Z) = x

(i)
1 (t�+� �) = 1. Wemust have t�+� � > T+1 since f (i)

mem(t�Z) = 0 for all t
with t� < t � T+1. Then 1 � t�+� ��T�1 � Z�1 and x(i)

t�+���T�1(T+2) = x
(i)
1 (t�+� �) = 1.

Thus 0 = f
(i)
mem(T + 1) = RHS.

This completes the proof of Claim 2.

From Claims 1 and 2, it is easy to see that

1ai(T )=1 � f (i)
mem(T � Z) = x

(i)
1 (T + Z) (2.42)

1ai(T )=�1 � f
(i)
cch(T � 1) = x

(i)
0 (T ) (2.43)X

i2[M ]

x
(i)
0 (T ) � C =

X
i2[M ]

f
(i)
cch(T � 1) � C: (2.44)

This verifies the constraints (2.5)–(2.7) and proves that the cache schedule defined in (2.30) is
feasible.

Once we have Lemma 1, the only thing left is to show that the MCMCF problem and the la-
tency minimization problem have the same objective function. This is easy to see once we com-
pare the objective functions (2.14) and (2.12) and apply Claim 2 from the proof of Lemma 1.

2.5 MAD: Online, Low-Latency Caching

belatedly provides two principal lessons for the design of improved low-latency caching al-
gorithms. First, belatedly demonstrates that the opportunity for latency improvement is high:
the gap between latency-optimal and hit-rate optimal can be as much as 45%. Second, belat-
edly provides us with a caching schedule that achieves optimal latency for a given trace and Z
value. Unfortunately, belatedly is slow — taking up to 8 hours to compute an optimal schedule
for a trace with 250,000 requests — and requires knowledge of the future. Both of these properties
mean that belatedly itself cannot serve as a caching algorithm for practical systems.

In this section, we learn from belatedly’s optimal schedule how to achieve better latencies
in practical implementations. In §2.5.1 we first explore heuristics in the offline setting. In this
setting, we still assume an oracle with perfect knowledge of future requests, but we target a
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computationally tractable algorithm. In §2.5.2 we then move to a fully online setting where the
algorithm both needs to be efficient and operate without knowledge of future requests.

2.5.1 Proxy Oracle: Bélády-AggregateDelay

We seek a heuristic ranking functionwhich quickly tells us the priority of an object for our goal
to minimize latency. To derive a ranking function, we look to belatedly. While we cannot sim-
ply emulate belatedly’s behavior (unfortunately, flow algorithms like belatedly don’t reveal
how they make decisions), we can search for easily measurable metrics correlated with belat-
edly’s caching decisions. As we saw in §2.4.2, belatedly prioritizes caching bursty objects
(i.e., those objects with a high Goh-Barabasi score [66]), and we experimented with ranking
functions based on this score. While these functions had excellent runtime performance (the
Goh-Barabasi score is a function of mean and variance, both of which can be measured cheaply
with online algorithms), they delivered poor latency results. Therefore, burstiness on its own
is not a good ranking function, which confirms the intuition we derived in §2.3.1.

Instead, we turn to another metric that is directly associated with the latency cost of bursty
flows: aggregate delay, which is computed in Equation 2.13. To compute the rank of an object,
we assume that the object’s next access in the future is a miss. Its aggregate delay is the sum of
the delay due to the miss and any delayed hits which occur during the next Z timesteps while
the object would be fetched. Intuitively, an object with a higher delay cost — with a burst of
requests during that Z window — increases average latency more than an object with a lower
delay cost, and hence should be prioritized.

B

Cache A 
A's Aggregate Delay: 6

Cache B 

Z=3

B's Aggregate Delay: 5

10 timesteps 90 timesteps to serve other objects

?

100 timesteps

B

A A A Figure 2.15: Ranking objects
solely based on aggregate delay
may lead to poor utilization of
cache space.

Nevertheless, aggregate delay by itself is still not an effective ranking function. Consider
the ranking of two objects A and B in a cache where Z = 3 as shown in Figure 2.15. A has
an aggregate delay of 6 and will not be accessed for another 100 timesteps. B has an aggregate
delay of 5 and will be accessed only 10 timesteps in the future. Should the rank function prefer
A orB? Assuming we keep the cached object until its next access, keepingA utilizes one cache
line (which cannot be used for other objects) for a very long interval. On average, each timestep
we keep A in the cache will “save” an average of 6

100
units of delay. On the other hand, for each

timestep we keep B in the cache, we save an average of 5
10

units of delay, with the opportunity
to cache other objects in the remaining 90 timesteps. Hence, B appears to be, on average, a
more efficient use of cache space.9

9This intuition does not necessarily lead to optimal decisions! For example, if we were to prefer B and evict A, but
in the 90 timesteps after B no other requests arrived then it would have been better to prefer A.
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Following this intuition, our offline ranking function, Bélády-AggregateDelay (Bélády-
AD), computes two values for each object. AggregateDelay(x) is the aggregate delay for the
next access to object x, and TTNA(x) is the number of timesteps until the next access to x.10
The rank is then:

Rank(x) =
AggregateDelay(x)

TTNA(x)
(2.45)

We find that, across all Z values, the average request latency provided by Bélády-AD is
within 0.1–12% of belatedly. In Figure 2.16, we show the average latency for Bélády-AD
and belatedly (normalized against the performance of Bélády’s algorithm) for a range of Z
values for the CAIDA Chicago network trace; Bélády-AD closely trails belatedly, although
the gap between the two widens as Z grows. Furthermore, Bélády-AD runs several orders of
magnitude faster than belatedly, computing a cache schedule in under 3 seconds for a trace
containing 250,000 requests, where belatedly would take up to 8 hours.

100 101 102 103 104

Z

0

10

20

30

%
La

te
n
cy

 I
m

p
ro

v
e
m

e
n
t

R
e
la

ti
v
e
 t

o
 B

e
la

d
y Policy

BELATEDLY

Belady-AD

Figure 2.16: Bélády-AD closely trails belatedly.

2.5.2 Online Algorithm: Minimum-AggregateDelay (MAD)

Finally, we turn to the true online setting, where we both need to use simple heuristics to rank
objects and do not have knowledge of the future. Fortunately, we can use the past to make pre-
dictions about the future. Just as LRU uses recency as a ranking function (§2.2.2) — a “mirrored”
version of Bélády’s algorithm — we need to “mirror” our measures of AggregateDelay(x) and
TTNA(x) to use data from past requests rather than future ones.

Luckily, we already have a large literature of estimators for TTNA(x), as almost all algo-
rithms are essentially predictors of the next access to an object. Recall that Bélády’s algorithm
ranks objects by TTNA(x) alone, and is optimal in the absence of delayed hits. Hit-rate opti-
mizing algorithms aim to operate as close to Bélády as possible [138], and so the closer their
ranking function is to 1

TTNA(x)
, the better they perform. Hence, in §2.6.3 we experiment with

using LRU [154], ARC [98], and LHD [18] as estimators of TTNA(x).

This leaves us with estimating AggregateDelay(x). Recall that we measure the true aggre-
gate delay by assuming that the next request to object x will be a miss, and computing the
sum of delays for the miss to x and any subsequent delayed hits for x. In the online setting,

10Note that Bélády’s algorithm uses the ranking function 1
TTNA(x) alone.
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we instead assume that all past requests to x were misses and then calculating the average ag-
gregate delay per miss; we illustrate this in Algorithm 1. We find that this approximates the
true AggregateDelay(x) well, e.g. with a Pearson Correlation Coefficient of 0.7 for the network
trace. Finally, to create MAD, we combine the code11 from the algorithm below with a known
estimator for TTNA(x). We can now compute the rank using Equation 2.45.

Algorithm 1 Estimating AggregateDelay
1: struct ObjectMetadata
2: NumWindows = 0
3: CumulativeDelay = 0
4: WindowStartIdx = �1
5:
6: function EstimateAggregateDelay(X: ObjectMetadata)
7: return

X.CumulativeDelay
X.NumWindows

8: end function

9:
10: function OnAccess(TimeIdx, X: ObjectMetadata)
11: // Time since start of the previous miss window
12: TSSW = (TimeIdx - X.WindowStartIdx)
13:
14: // New miss window
15: if TSSW � Z then

16: X.NumWindows += 1
17: X.CumulativeDelay += Z
18: X.WindowStartIdx = TimeIdx
19: else

20: X.CumulativeDelay += (Z - TSSW)
21: end if

22: end function

We note that parallel work [97] in our group has shown that any deterministic online al-
gorithm for the delayed hits problem has a competitive ratio12 of 
(kZ), where k is the size
of the cache. Despite falling in that category, our empirical evaluations show that MAD yields
considerable latency improvements over traditional caching algorithms, and its simplicity lends
itself well to implementation. We leave to future work to find a randomized caching strategy
which improves upon MAD’s worst-case performance.

11For the sake of brevity, the provided pseudocode assumes discrete timesteps and prior knowledge of Z . Both of
these assumptions are easily dispensable.

12The competitive ratio of an online algorithm, �, is the worst-case ratio between the costs of the solution computed
by � to that of the optimal, offline solution for the same problem instance. Knowledge of the competitive ratio
allows us to impose bounds on its worst-case performance (i.e., under the most pessimal workload) [144].
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2.6 Evaluating MAD

We evaluate the effectiveness and the overhead of MAD in the context of a real system (§2.6.2),
then turn to simulation to explore a wider range of applications and parameters (§2.6.3).

2.6.1 Experimental Setup

Prototype. We emulate a CDN deployment with clients and backends in geographically dif-
ferent locations. For rapid prototyping, we implement our own asynchronous caching system
in 1500 lines of C++ code, using Boost.ASIO [10, 126]. Our architecture uses sharding and a
single thread per cache shard [18, 26, 55]. An overview of the system architecture is depicted
in Figure 2.17.
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Figure 2.17: Architecture of our experimental prototype.

The client sends requests as 16B object IDs to the Load Balancer, which forwards it to the
Cache Shard corresponding to the object ID. The shard’s thread performs a cache look-up. If
the object is cached, the request is resolved immediately by relaying a response back to the
client (a true hit). Else, the request is forwarded to the Flow Manager, which maintains queues
of outstanding requests separately for each unique object ID.13 On receiving a request, if the
object ID is not mapped to an existing queue, the Flow Manager allocates a new queue for the
object and forwards the request to the Network Manager (a miss). Else, the request is simply
inserted at the tail of the queue (a delayed hit). The Network Manager use a pool of threads
with long-running TCP connections to the backing stores. These threads perform the actual
fetch operation and relay the response to the Flow Manager. The Flow Manager buffers the
response, flushes the request queue for the corresponding object ID, and issues a write request
to the appropriate cache shard. The cache is updated (based on the specified caching policy),
and the responses are sent to resolve all queued client requests.

To achieve low latency and high concurrency, the system components communicate us-
ing lock-free, single-producer single-consumer queues. The system is capable of sustaining a
throughput of 1.2M requests/sec using 12 threads on an x86 server with 16GB of DRAM.

Cache configuration and policies. We use a 64-way set-associative cache, with the total
cache size set to 5% of the maximum number of active concurrent objects (e.g, 67K cache entries
overall for the CDN trace from Table 2.1). For the purpose of our experiments, we fix the object
size to 1KB. We implement two policies: LRU, and LRU-MAD, which combines LRU’s TTNA(x)
estimator and our AggregateDelay(x) estimator.
13We use separate request queues to avoid head-of-line blocking.
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Traces. We use a busy period from the CDN trace in Table 2.1 which contains 243M requests,
7.7M unique object IDs, a maximum of 1.3M active concurrent objects, and an average inter-
request time of 1�s.

Setup. To emulate different Z values, we set up backing stores (using GCP VMs) in three
different locations around the world: The U.S. West Coast (Los Angeles), Western Europe (the
Netherlands), and East Asia (Singapore). For simplicity, we refer to these as Origin A, with an
RTT of 68ms (Z = 68K), Origin B, with an RTT of 103ms (Z = 103K), and Origin C, with an
RTT of 226ms (Z = 226K), respectively.14 We deploy our CDN caching node on a server at
CMU in Pittsburgh.

2.6.2 Prototype Evaluation on CDN Trace

What latency improvements does LRU-MAD provide for our wide area cache? To an-
swer this question, we consider each of the three backing stores independently, andmeasure the
average request latency provided by the two caching policies for the given workload. Figure 2.18
shows the average latencies achieved using LRU-MAD versus LRU. Overall, using LRU-MAD,
we see a 12.4%, 14.7%, and 18.3% reduction in average latency for Origins A, B, and C, respec-
tively. As expected, LRU-MAD’s benefit increases with Z .
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Figure 2.18: Prototype results for different origin locations.

Does the MAD caching strategy still work if multiple, non-uniform backing store la-

tencies
15

are involved? This differs significantly from our offline formulation which only
considered uniform latencies (i.e., a single Z value). We find that MAD indeed works well in
the multi-backend scenario. Figure 2.18 shows a 16.8% reduction in average latency for this
case. This result suggests that maintaining per-object estimates of the backing store latency
(instead of a single, global average) is an important feature of the online strategy, since it gives
MAD a higher degree of freedom in computing ranks.

14We remark that, although the backing store latencies are known a priori, we do not explicitly provide this infor-
mation to MAD; instead, it automatically computes per-object estimates of backing store latencies at run-time.

15Wemap each object ID to a randomly-generated origin location, which places a third of object IDs on each origin
server. The distribution of requests is: 29% to Origin A, 39% to Origin B, and 32% to Origin C.
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What are the overheads of using MAD?We discuss two kinds of overheads associated with
MAD: memory and request latency. We evaluate the memory overhead of two different imple-
mentations of MAD. Both implementations maintain 4 counters per object. Our strawman im-
plementation faithfully implements MAD by persisting these counters for both cached and un-
cached objects. However, in a long-running caching system, this would require an unbounded
amount of memory. Our efficient implementation only stores the counters for currently cached
objects. Fortunately, we find that the average latency provided by the efficient implementation
is within 6% of the strawman over the entire range of Z values, across all traces. In fact, all
results presented so far have been using the efficient implementation. Our counters are 8B;
so, the overall overhead is 32B per cached object, which is comparable to existing key value
stores [55]. Our efficient implementation thus has a memory overhead of just over 3% for small
1KB objects and under 0.003% for objects in the MB range (e.g., video caching [103]).

We compare MAD’s request latency to LRU, where eviction is a constant-time operation
(the entry to evict is always at the head of a linked list). Evictions in MAD require computing
the rank(X) function from §2.5.2 over all objects in the corresponding cache set. While each
computation is cheap, its complexity scales linearly with the set-associativity of the cache in
our naive implementation. This leads to several microseconds of overhead, which is orders of
magnitude lower than the latency of the backing store. We remark that this small overhead
can be further reduced using existing techniques. For instance, large-scale production systems
achieve constant-time evictions using sampling techniques [18], which can be immediately
applied to an implementation of MAD.

How accurately do our simulations reflect results in the wide area? We use simulated
results to motivate the problem in §2.2.1, and in the following evaluation sections. While our
simulator models the effects of delayed hits, it makes several simplifications. For example, it
assumes that arrivals neatly fall into discrete time slots, that cache management operations
are instantaneous, and that network latencies are deterministic. We validate these simulation
results by comparing the latency distribution (CDF)measuredwith our prototype to simulations
based on averaged estimates ofZ for Origin B (results for other origins are the same). Figure 2.19
shows that the simulated latencies indeed closely match the empirical measurements.
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Figure 2.19: CDF of latencies in simulation versus real experiments.
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2.6.3 Simulation Results: Systems

Our prototype experiments focus on the CDN setting with a small set of backing latencies
and a single algorithm. We turn to a delayed hits-aware simulator we implemented to explore
more sophisticated caching algorithms (enumerated in Table 2.3) and their MAD variants in the
context of CDNs, network traces, and storage traces.

Algorithm Description

LRU Recency-based heuristic, evicts the least

recently used item from the cache [154]

ARC Balances frequency and recency [98]

LHD Learns hit and lifetime distributions, evicts
the object with the lowest hit density [18]

Table 2.3: Overview of implemented online caching algorithms.

How does MAD help CDNs with other base algorithms and a wider range of latencies?

Figure 2.20 illustrates the performance gains from combining AggregateDelay(x) with LRU,
LHD, and ARC. The y-axis measures the relative improvement in latency between LRU-MAD
and LRU, LHD-MAD and LHD, and ARC-MAD and ARC. MAD always performs better than
the baseline algorithm, suggesting that there is no downside, from a latency minimization per-
spective, to adopting MAD — regardless of what ranking algorithm was used initially. As with
our LRU prototype, we see gains of 5–20% when latencies are in the tens of milliseconds.
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Figure 2.20: MAD simulations for the CDN Trace.

We also see that as Z reaches some extreme values — 1M or even 10M — the gains from
MAD increase dramatically. Today, these examples are only useful for an imaginary web user
with a CDN cache on the moon. However, they may serve as an estimate for the impact of
delayed hits on future workloads. Recall that Z does not represent latency itself, but the ratio
between latency to the backing store and request inter-arrival time (§2.1). Hence, as link and
request rates grow by 10�, a Z value of 1Mwould only represent a 100ms latency for the CDN.
Nonetheless, these extreme values remain flawed estimators; we expect that request arrival
rates, their burstiness, and the number of requested objects may all change in this time; these
data points are hence little more than an educated guess towards the future.
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Can MAD help network switch caches? We were surprised to see the lowest gains with
regard to practical caching scenarios in the networking setting (recall Table 2.1).16 The only
application where we would expect to see any gains is an IDS with a reverse-DNS lookup,
which we would expect to run in the 10s or 100s of milliseconds; the simulation here predicts
latency gains of 10–35%. Nonetheless, most IDSes which perform such lookups are not inline,
and hence we would not expect to see these latency gains passed on to Internet users whose
traffic is intercepted by the IDS.
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Figure 2.21: MAD simulations for the Network Trace.

Looking to the future and very high Z values, we see a tapering off trend which we do
not observe in the CDN scenario. As discussed in our belatedly results, this tapering off in
the network setting is due to flows beginning and ending during the entire Z window; we do
not see this trend in the CDN or storage scenarios because objects are much longer lived than
a few milliseconds or even seconds. The simulations are hence flawed for network traffic in
this regard — in practice, a switch would hold the first SYN packet until its flow context were
fetched and subsequent packets would not arrive at the switch until the SYN completed. We
leave to future work a more accurate model of network traffic and Z values where the arrival
time of packets is dependent on the time it takes to serve the first packet.
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Figure 2.22: MAD simulations for the Storage Trace.

16The reason this was surprising is that, ironically, we had first encountered delayed hits on an FPGA-based pro-
grammable switch, with incoming packets triggering access to a flow context stored in either an SRAM-based
cache (5 ns reads), or a DRAM-based global backing store (100 ns reads). When a flow’s packet results in a cache
miss, it triggers the 100 ns fetch operation. At high throughput, a second packet of the same flow arrives before
100 ns have passed. However, our simulation suggests essentially no performance gains for this scenario from
using MAD.
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Can MAD help distributed storage? Our storage trace has similar results to the CDN re-
sult; we see that in the millisecond range MAD achieves gains between 3–30%, representing
improvements for wide-area or cross-datacenter storage systems. However, when deployed
intra-datacenter where network latencies are in the microseconds and system latencies in the
low milliseconds, we can expect much more marginal returns.

Summary. Overall, our experiments suggest that the systems that would benefit most from
MAD today are CDNs and distributed storage systems with high latencies to the backing store.
While switch workloads tend to be more bursty (resulting in higher gains for MAD even at
relatively low Z values), few scenarios involve this latency being passed on to end-users.

We note that there are several interesting properties of real systems that are not captured
here. For instance, while MADmay only shave off a fewms worth of latency on each individual
request, some tasks, such as loading web pages, involve chains of serialized requests (e.g. due to
recursive dependencies in HTML or CSS elements [106]); consequently, the overall impact (e.g.
on page load time) may be more significant. Similarly, fetching large objects from the backing
store may require multiple RTTs, exacerbating the effect of delayed hits. Additionally, certain
objects must be periodically purged from the cache due to TTL expiration (e.g. cached DNS
entries), introducing an additional layer of complexity in the design of online algorithms. We
leave a more detailed investigation of these effects to future work.

2.6.4 Simulation Results: Analysis

We now present findings that are not tied to any particular system.

Impact of cache sizing: We evaluate how cache size impacts MAD’s improvements over tra-
ditional caching algorithms. Recall that we measure the cache size as a fraction of the peak
number of concurrently-active objects.17 We calculate the latency improvement of MAD rela-
tive to LRU for all four scenarios while keeping Z fixed at Z = 100K.
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Figure 2.23: Relative latency difference between LRU-MAD and LRU as
a function of the cache size. Using Z = 100K .

17Note that our cache size definition is motivated by networking applications where flow state only needs to be
tracked for “active” flows. Caching papers on CDNs and storage systems typically express the cache size as a
fraction of the working set [18, 26, 98], which is orders of magnitude larger. The cache size numbers shown in
our graphs thus might look comparably large but they are based on a different denominator.
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Figure 2.23 shows the results for cache sizes between 0.1% and 10%. We find that MAD’s
improvement is around 20% for small caches (< 1%) in the CDN and online gaming scenarios. In
the networking scenario, MAD’s improvement is between 20% and 43% (we fixZ to demonstrate
the effect of cache sizing, but we note that the chosen value is higher than one would expect to
see in a networked setting). Finally, we see that MAD’s improvement is highest in the storage
scenario, with a 26% to 50% lower latency than LRU.

Figure 2.24: Like belatedly, MAD prioritizes bursty objects.

MAD prioritizes bursty objects, just like belatedly. We described the intuition behind
MAD as prioritizing bursty objects, just like belatedly. Nonetheless, we use aggregate delay
rather than true burstiness (Goh-Barabasi score) and we weigh aggregate delay against time
to next access. Hence it is worth asking: does our intuition about burstiness indeed map on
to why MAD is doing well? Figure 2.24 shows per-object latency gain (or loss) between LRU
and LRU-MAD’s caching schedule for the Network trace. Much like Figure 2.10 illustrating
belatedly’s correlation with burstiness, MAD prioritizes bursty objects as well.
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Figure 2.25: Percent relative change in miss-rate between MAD and
various baseline caching algorithms for Network, CDN, and Storage.
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Impact on cache miss-rate. As described in §2.3.1, latency-minimizing algorithms might
in fact increase the overall miss-rate. Hence, we quantify the impact of MAD an algorithm
designed to minimize latency, on the overall cache miss-rate (which in turn affects the band-
width consumption on the link to the backing store). Figure 2.25 depicts the relative change in
miss-rates18 betweenMAD and our three baseline algorithms as a function ofZ . Regions where
MAD increases the miss-rate (i.e. performs worse than the baseline) are highlighted in red. We
find that, across all Z values and choice of baseline algorithms, MAD increases miss-rates by
at most 10% for the Network and Storage settings19 (+1:84% and +1:43% on average), but
almost always reduces miss-rates in the CDN setting (�1:89% on average). We conclude that,
depending on the workload, there is a tradeoff between optimizing for latency and bandwidth.

2.7 Related Work

Caching algorithms have received a significant amount of research attention, but the aspect
of delayed hits is largely disregarded in the literature. We are not aware of any prior work
proposing an analytical model for the delayed hits problem, or designing algorithms targeting
delayed hits. Most existing caching algorithms focus on maximizing hit ratios, with significant
advances in recent work [18, 26, 30, 80, 92, 138] and excellent surveys of older work [114, 149].
There are two groups of prior work that look at maximizing metrics other than hit ratios.

1. Cost-aware online caching algorithms. This group of algorithms [37, 81, 82, 83, 90, 159,
160] seeks to minimize the average cost of misses, where an object’s cost models differences
in retrieval latencies or computation costs. In this setting, if an object is cached, its next
request does not contribute to the overall average cost, but no other requests are affected.
This is different from the delayed hits settings where a single caching decision may affect
many future requests (to the same object). By assuming independence, cost-aware caching
assumes that misses are retrieved before another request to the same object arrives.

2. Weighted, general, and other offline caching theory. This group of algorithms [5, 19,
27, 35, 39, 41, 42, 150] considers offline caching problems beyond Belady. Weighted caching
is like cost-aware caching, but using offline knowledge [41]. Caching for variable object
sizes optimizes hit ratios, but considers objects that require a different number of bits to be
stored in cache [5, 27]. General caching generalizes both by considering both weighted and
variably-sized objects at once [35, 42]. In general, these problems are NP-hard, except for
weighted caching which can also be approximated using a flow formulation.

The architecture community has a rich literature on implementing non-blocking caches to
handle multiple outstanding misses [1, 21, 87, 105, 132, 145] — a prerequisite for the occurrence
of delayed hits. In addition, [115] considers the effect of correlated cache misses (different from
delayed hits, but in a similar vein) on Memory Level Parallelism (MLP) performance in proces-
sors. Finally, we are aware of two prior works [63, 142] which report improved accuracy when
accounting for delayed hits in simulations of processor caches.
18 MR(MAD) � MR(BASELINE)

MR(BASELINE)
� 100%

19Note that this value represents a relative increase in miss-rate compared to the baseline. In our experiments, the
absolute difference in miss-rates never exceeds 1%.
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2.8 Broader Impact, Open Questions, and Conclusion

More than anything, this work opened a Pandora’s box by highlighting how little we understand
in the face of systemic complexity, even in a domain as old as caching. Since the time this work
was published [12], there has been a concerted effort to model and account for delayed hits in
high-performance systems ranging in scale from a single server (e.g., CXL interconnect [48])
to the distributed data store for the Large Hadron Collider [43]. Nonetheless, there remain a
broad range of practical and theoretical questions left to address.

On the practical side, while the online algorithm we propose in this thesis seems to perform
well empirically, we now know that it has poor competitive ratio [97]. Consequently, we don’t
expect MAD to be the final word on latency-minimizing caching in the presence of delayed
hits, and we expect to see better results from more sophisticated (possibly randomized) algo-
rithms. Similarly, in the online setting, prefetching algorithms may also merit a second look
with respect to latency and delayed hits.

On the theoretical side, even with our refinement, there are many attributes of practical
systems the caching model does not capture; richer and more complex scenarios hence merit
additional investigation, both in the offline and online settings. For example, our theoretical
model does not account for variable backing store latency (although our evaluation does cap-
ture this setting), nor does it account for differing object sizes. Both our theory and simulator
assume that, once the data fetch delay has passed, all outstanding delayed hits are immediately
processed and released, although many systems may instead operate over each response se-
quentially leading to additional queuing at the cache. Finally, even after 5 years, the hardness
question of the delayed hits optimization problem still remains open.

With continuous advancements in bandwidth and throughput (e.g., in networks, memory,
new storage technologies, and CPU-interconnects), access latencies are becoming progressively
larger relative to request inter-arrivals, increasing the likelihood of delayed hits. Indeed, we
believe that the problem of delayed hits will surface in almost any caching scenario sooner or
later. Our work constitutes a first step in recognizing the incongruity and mitigating the in-
creased latencies created by this fundamental trend. Nonetheless, as we described above, there
remain many open questions about incorporating delayed hits into practical caching systems,
and we look forward to theoretical refinements and practical algorithms that further close the
gap between caching models and reality.
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“Focus on the common case: in making a design trade-

off, favor the frequent case over the infrequent one”

John Hennessy and David Patterson

Chapter 3

Mitigating Algorithmic Complexity

Attacks on Network Subsystems

Denial-of-Service (DoS) attacks are the bane of public-facing network deployments, costing
enterprises between $120K and $2.3M per incident in lost revenue and operational expenses.
They also evoke a picture of sheer brute force; after all, many high-profile attacks in recent times
have been distributed DoS (DDoS) attacks involving massive botnets that transmit terabits-per-
second of network traffic to overload the victim server.

However, there is another, more sophisticated class of DoS attacks, called Algorithmic

Complexity Attacks (ACAs) that are highly pervasive, far more potent (requiring only a frac-
tion of the resources for the attacker to produce), and notoriously difficult to even detect, let
alone defend against. ACAs target a system’s underlying algorithms and data-structures, us-
ing specially-crafted inputs to trigger its worst-case behavior, thereby driving the victim into
overload and ultimately causing it to drop requests from the innocent, intended users of the
service. ACAs are especially dangerous when compared to traditional, volumetric DoS attacks
(e.g., DDoS) because they allow the attacker to do disproportionate harm: a 2019 study showed
that an ACA targeting Tuple Space Search (TSS) [139], a popular packet classification algorithm,
allowed attackers to drop 8.83Gbps of innocent traffic by investing just 670 Kbps of their own
bandwidth into the attack [46] (13,000� harm, compared to DDoS’s 1�).

As we will discuss in §3.2, systems today have evolved awkward adaptations (often implic-
itly) to account for the perennial threat posed by ACAs. Since ACA vulnerabilities are rooted
in the variance between an algorithm’s average-case and worst-case performance, existing de-
fenses against ACAs revolve around “patching” algorithms to shrink this variance. Unfortu-
nately, this is not a general remedy: every patch needs to be designed and engineered on a
case-by-case basis, entailing significant amounts of time and effort. Worse, these patches are no
free lunch; they require sacrificing some system property or another (e.g., memory efficiency, or
average-case performance) in exchange for ACA resilience. This leaves system designers with
two equally unappealing alternatives: risk the debilitating effects of ACAs, or spend resources
only to end up with a system that has inferior common-case characteristics.
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In this chapter, we take a first-principles approach towards designing a general mitigation
strategy against ACAs on network packet processors (e.g., intrusion detection systems). We
argue that ACAs are fundamentally artifacts of workload incongruity: a transient mismatch
between the choice of algorithm, which is fixed at deployment time, and its input workload,
which can change (from purely stochastic to partially adversarial) at run-time. We present
an analytical framework for modeling ACAs as a superposition of stochastic and rate-limited
adversarial traffic, thereby allowing us to systematically reason about the attacker’s actions
and their collateral on innocent traffic. Finally, we show how insights from this abstraction
ultimately enable us to develop an attack mitigation strategy that is general, entails no intrusive
algorithmic changes, and comes with mathematical guarantees regarding its efficacy.

The remainder of this chapter is organized as follows. In §3.1, we show how incongruity in
the classical model of packet processing workloads engenders ACAs. In §3.2, we provide the
requisite background on these attacks and existingmitigation techniques. In §3.3, we character-
ize our refinement to the workload model, and introduce a novel metric to quantify the impact
of ACAs. In §3.4, we describe our key insight: Weighted Shortest Job First (WSJF), a simple aug-
mentation to a decades-old packet scheduling algorithm, enforces a theoretical upper-bound on
the harm induced by ACAs; we prove this using a novel adversarial analysis framework, and
also use it to demonstrate why existing scheduling algorithms deployed today (e.g., Fair Queue-
ing) don’t work. In §3.5, we present the design and implementation of SurgeProtector, our
drop-in packet scheduler to protect networked systems against ACAs. In §3.6, we evaluate
SurgeProtector in the context of Pigasus, an open-source Intrusion Detection System (IDS),
where it achieves 90–99% reduction in harm induced by ACAs. We address limitations and open
questions in §3.7, describe related work in §3.8, and conclude in §3.9.

3.1 Workload Incongruity

To illustrate how workload incongruity leads to ACAs, let us put ourselves in the shoes of an
operator looking to deploy a network firewall to protect our service from attackers. Consider
the hypothetical example depicted in Figure 3.1, where 1
we need to decide between two candi-
date designs: Design A, which promises 100Gbps performance on average, but only guarantees
1Gbps in the worst case; and Design B, which always operates at 10Gbps, regardless of the
workload. So, which one of these designs should we deploy?

Design A

vs.
Average

case
Worst
case

Classical Workload Model

Optimistic
Input is stochastic

Pessimistic
Input is adversarial

Minimum: 1 Gbps
Average: 100 Gbps

Design B
Always operates at
10 Gbps throughput

①

②
Figure 3.1: The classical model posits a false
dichotomy between workload characteristics.
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Even in this very contrived setup, the choice turns out to be a difficult one. The difficulty
arises from two salient aspects of the problem. First, neither design is strictly better than the
other; in other words, both A and B represent Pareto-optimal points in the design space, with
the only difference being that they maximize distinct objectives (average-case vs. worst-case
throughput). Second, committing to a design 2
 forces us to conform to one of two very dif-
ferent beliefs (i.e., models) about the workload: either a highly optimistic one where inputs are
always stochastic (well-behaved), and we are only worried about the common case; or, a highly
pessimistic one, where we are only concerned with pathologies and worst-case inputs.

Therein lies the problem.

Incongruity: We must commit to a design at deployment time, but workload charac-
teristics can always change at run time. Consequently, when the workload inevitably
deviates from our expectations (and whichever model we committed to), we are left with
a suboptimal design, and not-so-great outcomes.

Looking back at Figure 3.1, the drawback of deploying Design B is clear: most workloads
are, in fact, typically stochastic and well-behaved, and so the vast majority of times, optimizing
for the worst-case leaves 90% of the throughput on the table. As network operators, we are
thus incentivized to choose Design A, but this is accompanied by significant disparity between
average- and worst-case performance (100Gbps versus 1Gbps), which, as we saw earlier, is the
root cause of ACAs.

We argue the problem fundamentally lies not in the designs themselves, but rather in the
false dichotomy created by our classical model of packet processing workloads. As we will see
in §3.3, revisiting this design question through the lens of a realisticmodel (where the input is
usually stochastic but allowed to contain some amount of adversarial traffic) allows us to devise
a system that achieves Design A’s common-case performance while still providing worst-case
resilience guarantees similar to Design B.

3.2 Background and Motivation

Algorithmic complexity attacks target a system’s underlying algorithms and/or data-structures,
using specially-crafted inputs to trigger the system’s worst-case behavior [2, 22, 45, 136]. While
the attacker’s input patterns and the resulting behavior may vary from design to design, the ul-
timate goal of these attacks is the same: to overload the system with large amounts of wasteful
work, inhibiting its ability to serve innocent user traffic. The key difference between an ACA
and a traditional volumetric DoS attack is that in an ACA, the attacker can induce the system
to perform a large amount of wasteful work by introducing a small input that costs little to
produce. In a volumetric DoS attack, the attacker must craft a large amount of input to over-
load the system, which requires the investment of physical resources to produce this traffic.
Colloquially, an ACA provides “more bang for one’s buck”.
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Example: Consider the following, simplified example drawn from Pigasus [162]. Pigasus is a
hybrid FPGA+CPU, 100Gbps IDS, and it implements partial TCP reassembly in order to detect
attacks that span across multiple packets in a TCP bytestream. As shown in the Figure 3.2,
Pigasus stores packets from out-of-order flows in a linked list. When a packet corresponding to
an out-of-order flow arrives, the reassembly engine traverses its linked list to find the appropri-
ate insertion location (using the packet sequence number), performs insertion, and, if possible,
releases any in-order segments.

A [2926, 4387)[5, 1466)

B [88, 90) [91, 93) [94, 96)[85, 87)

Figure 3.2: TCP reassembly implemented using
a linked list [162]. Each node in the list represents
a range of packet sequence numbers.

Let us assume for the sake of exposition that most connections look like flowA in Figure 3.2,
with exactly two packets in the linked list and only one “gap” in the sequence number space.
When a re-transmitted or re-ordered packet arrives to fill in a gap in the sequence number space
(e.g., a packet with sequence number 1466 in flow A), it takes one iteration of pointer chasing
to reach the right index in the linked list. To mount an ACA, an attacker might transmit a
sequence of packets leading to a scenario more like flow B: should a packet arrive with index
97, it would take four iterations of pointer chasing — or four times as many cycles as in the
typical case — to find the appropriate insertion location.

We refer to the amount of work the system performs to process a packet as the packet’s job
size, with the average “innocent” packet’s job size JI and attack job sizes averaging JA. Now let
us assume the system is operating at capacity: there are some C packets per second arriving at
the system, with an average job size of JI per packet. If some of those packets are instead sized
JA > JI , the system will be unable to keep up with the offered load and be forced to drop some
packets. If an attacker injects one packet of sized JA = 10, and all other packets are JI = 2,
then the system will be forced to drop 5 innocent packets in order to process the additional
attack packet. In our simulations with Pigasus (§3.6.2), we found that in practice, an attacker
could force Pigasus’ reassembly engine to drop roughly 300 innocent bits for every bit of input
attack traffic.

3.2.1 High Pervasiveness and Potency of ACAs

Unfortunately, the literature is full of examples of packet processing engines vulnerable to
ACAs. For example, in 2020, researchers showed that they could slow the popular open-source
software switch, Open vSwitch, to support just 1% of its typical throughput using a small 1Mbps
attack stream designed to exploit algorithmic complexity. The attack exploited a vulnerability
in the Tuple-Space Search (TSS) [139] algorithm for packet classification known as “Tuple Space
Explosion” (TSE) [46, 47].

In 2018, [143] identified a vulnerability in the Linux kernel’s TCP reassembly logic. Al-
though the Linux implementation uses a more sophisticated data-structure to manage out-of-
order flows (Red-Black Trees), the bug allowedmalicious peers to consume an excessive number
of CPU cycles using specially-crafted inputs. The bug was addressed by a patch that stream-
lined processing enough to render the attack “not critical” [54]; while this may be sufficient for
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the current line rate supported by kernel networking, the vulnerability will inevitably resurface
alongside the next generation of line-rates.

An entire sub-literature of research [2, 22, 45, 136] describes attacks on deep-packet inspec-
tion (DPI) engines (e.g., Pigasus [162], Snort [120], Suricata [49]) via Regular expression Denial
of Service (ReDoS). A ReDoS attack crafts packets with payloads that are carefully designed to
traverse multiple states in regular expression automata — the more states the packet triggers
in the automata, the larger the JA for that packet. Previous work has shown that an attacker
responsible for only 10% of the traffic entering a regular expression engine can slow down le-
gitimate traffic by up to 500% [2]. The literature is rife with other examples: ACAs that exploit
decompression algorithms, sorting, hash tables, etc. [70, 88, 111, 112].

3.2.2 Existing Defenses are Insufficient

Resource isolation is insufficient to preventACAs in a networked setting. Many systems
aim to shield users from the actions of other (potentially malicious) users by allocating each
one a fixed slice of the shared resource (i.e., resource isolation). Unfortunately, the networking
equivalent of resource isolation— Fair Queueing (FQ) [51] — can be easily circumvented, making
it incapable of providing performance isolation. FQ schedules packets for processing in such a
way as to divide service time equally between classes of traffic — service time might be divided
evenly by network connection, by class of traffic (e.g., HTTP vs VOIP traffic), or by sender.
At first glance, it might appear that this would prevent an attacker from consuming more than
their “fair share” of service time. Unfortunately, on the Internet, attackers have numerous ways
to easily spoof the source IP address of their traffic — leading to the appearance that the attack
traffic originates from multiple users.

Existing, algorithms-specific solutions lead to undesirable tradeoffs. The de facto miti-
gation technique for ACAs in network subsystems is to shrink the gap between JI , the innocent
job size, and JA, the worst-case attack job size. However, this leads to undesirable trade-offs
between common-case usability and ACA resilience.

Returning to the flow reassembly case, one might enforce that no linked list ever extends
further than a chain of four packets, and if additional out-of-order packets arrive, the flow is
simply reset. This approach mitigates the ACA: where a malicious packet might have led to
the loss of n innocent packets in the base design, we can bound JA to bring it closer to JI and
limit the malicious packet to only cause a loss of m < n packets. Unfortunately, imposing a
maximum length on the reassembler limits usability in the common case: we reduce JA, but we
also limit the NF’s ability to handle innocent highly out-of-order flows, even in scenarios where

the system has excess capacity and can feasibly service them. Thus, the system designer is left
with two equally unappealing alternatives. They can either set a higher limit on JA, allowing
the system to service a wider range of flows but leaving it more vulnerable to ACAs, or they
can set a lower limit on JA, thereby sacrificing the ability to serve certain innocent flows for
the sake of higher ACA resilience.

Network subsystems today come with a variety of such patches in an effort to restrict JA,
and sacrifice some property or the other (e.g., common-case performance, ormemory efficiency)
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in exchange for ACA resilience. Additionally, the application-specific nature of these patches
means that there is no general solution for mitigating ACAs — every patch must be constructed
from scratch for each new ACA. This motivates our search for an attack mitigation strategy
that is both general, and obviates the need to make undesirable tradeoffs in order to achieve
resiliency against ACAs.

3.3 Incongruity-Aware Workload Model

In order to facilitate a first-principles analysis of algorithmic complexity attacks, we start by
formulating a theoretical model to capture workload dynamics in §3.3.1. Next, we characterize
the adversary’s capabilities and our threat model in §3.3.2. In §3.3.3, we formally define the
Displacement Factor (DF), a novel metric to quantify the harm induced by ACAs.

3.3.1 System Model

Packets and jobs: At the heart of our model is a packet processor that serves packets appear-
ing on an ingress link of capacity RGbps. Each packet requires a certain amount of time to be
processed (e.g., due to computation, I/O, memory lookups, etc.), and thus can be characterized
by two independent variables: a packet size (in bits) and a job size (in seconds). For conve-
nience, we also tag each packet with a class: class I packets correspond to innocent traffic and
classA packets correspond to adversarial traffic; however, note that this tag is only relevant for
the purpose of our analysis, and is not visible to the underlying system.

rAGbps

Ingress Link

Output

(line-rate: R Gbps)

Packet
Processor oI Gbps

rI Gbps
rmax Gbps

Figure 3.3: Refined model treating the workload as a superposition of purely
stochastic innocent traffic (purple) and a sliver of adversarial traffic (orange).

We assume that packets belonging to innocent traffic follow certain packet and job size
distributions, with P and J denoting continuous random variables sampled from these distri-
butions, respectively. Let fP (p) and fJ(j) denote their probability density functions (pdf),1 and
E[P ] and E[J ] denote the corresponding expectations. Table 3.1 contains a summary of the
notations used in the model.

Goodput: Let rI denote the input traffic rate (in Gbps) for class I traffic on the ingress link.
For simplicity, we assume that packet arrivals have a constant inter-arrival time; i.e., the inter-
1In general, the packet size and job size may be correlated, and we use fP;J(p; j) to denote the joint pdf.
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Notation Description
R Link capacity (in Gbps)
P Packet size of class I traffic (random variable)
J Job size of class I traffic (random variable)

fP (p) Probability density function of packet size P
fJ(j) Probability density function of job size J

Pmin, Pmax Minimum, maximum packet sizes
Jmax Maximum job size
rI Input traffic rate (in Gbps) for class I traffic
rmax Maximum serviceable traffic rate
oI Output traffic rate (in Gbps) for class I traffic

�(rI) Displacement Factor (DF)

Table 3.1: Summary of notations used in the model.

arrival time is E[P ]
rI

seconds for innocent traffic. We define the system goodput, denoted as
oI , as the output traffic rate corresponding to class I traffic; i.e., the useful throughput that the
system can sustain. Note that the system is designed to serve innocent traffic, and themaximum
serviceable traffic rate without dropping packets is given by rmax = E[P ]

E[J ]
(in Gbps). Thus, in

the absence of any adversarial traffic, the goodput oI = rI when rI � rmax. The system model
is depicted in Figure 3.3.

3.3.2 Threat Model

In order to model algorithmic complexity attacks, we allow a rate-limited adversary to inject a
stream of adversarial (classA) traffic into the ingress link. Let rA denote the input traffic rate for
classA traffic. To enforce line-rate semantics, we impose the constraint rI+rA � R. Our threat
model assumes an attacker that is overpowered relative towhat we believe a practical attacker is
capable of. In particular, we assume that the adversary is aware of all aspects of the underlying
system (“transparent” model), as well as the innocent packet and job size distributions, and
always uses the optimal attack strategy. In particular, the adversary crafts packets with the
best choice of packet size and job size to maximize the harm to the system, where the harm
is measured by reduction in goodput as defined in §3.3.3. The adversary is not capable of: (a)
inspecting individual packets as they appear on the ingress link, (b) affecting the job sizes of
class I packets (e.g., by tainting shared state), or (c) amplifying their attack bandwidth using
other means (e.g., reflection-based amplification).

3.3.3 Quantifying Vulnerability

Wemeasure the harm induced by the adversary using the volume of innocent traffic “displaced”
under a given attack traffic input rate rA. Specifically, we write the goodput oI as oI(rI ; rA)
here to explicitly express its dependence on rI and rA. Then the volume of innocent traffic
displaced is oI(rI ; 0) � oI(rI ; rA), i.e., how far the goodput deviates from the goodput in the
absence of an adversary (rA = 0). We then quantify the vulnerability of the system using
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the Displacement Factor (DF), �, defined as the adversary’s payoff relative to the amount of
resources they invest:

DF =
Innocent traffic displaced (Gbps)
Attack bandwidth used (Gbps)

A DF of 5 means an attacker can force the packet processor to drop 5 bps of innocent traffic
for every 1 bps of attack traffic injected into the system. More formally, we can write the DF as
follows:

�(rI) = sup
rA

oI(rI ; 0)� oI(rI ; rA)

rA
: (3.1)

We take the supremum over the attack traffic rate rA to capture the adversary’s most effi-
cient attack.

3.4 Mitigating ACAs using Scheduling

In this section, we demonstrate how scheduling can be used to effectively mitigate ACAs in
a networked setting. As a starting point, we first consider two commonly-used scheduling
policies, First-Come First-Served (FCFS) and Fair Queueing (FQ). We show in §3.4.1 and §3.4.2
below that under both FCFS and FQ, the DFs become unbounded in some regimes of system
parameters. Consequently, systems that use FCFS or FQ scheduling cannot rely on the scheduler
to protect against ACAs.

To build intuition as to how a job-size based scheduling policy can limit the harm induced
by the adversary, we then present a scheduling policy called Shortest Job First (SJF). We show
that SJF has a DF upper bounded by a constant that is independent of Jmax, improving upon
both FCFS and FQ; however, this constant grows as the average packet size for innocent traf-
fic, E[P ], increases. We then present the policy underlying SurgeProtector: Packet-Size
Weighted Shortest Job First (WSJF). We show that WSJF further removes the dependence on
E[P ], achieving a maximum DF of 1.

3.4.1 First-Come First-Serve (FCFS)

As the name suggests, First-Come First-Serve (FCFS) serves jobs in the order that they appear
on the ingress link. Under FCFS, in order to maximize harm, the adversary crafts packets with
the smallest possible packet size, Pmin, and the largest possible job size, Jmax.

As depicted in Figure 3.4, using small-sized packets encoding large jobs enables an attacker
to consume a significant fraction of CPU (i.e., service time) despite using only a small amount
of NIC time (i.e., attack bandwidth), throttling goodput. Intuitively, this happens because FCFS
serves jobs in the order of arrival regardless of their sizes. Therefore, if an adversary can craft
packets with arbitrarily large job sizes, they can also reduce the traffic rate for innocent pack-
ets to an arbitrarily large degree. We show in Claim 3 below that the adversary can achieve
unbounded DF under FCFS as Jmax

Pmin
becomes large.
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Figure 3.4: FCFS fails to protect against
ACAs. Using minimum-sized packets en-
codingmaximum-sized jobs allows the at-
tacker to induce significant amounts of
work in the system.

Claim 3 (DF of FCFS). Under FCFS, for any innocent input traffic rate rI and any packet size

and job size distributions, the Displacement Factor �FCFS(rI)! +1 as
Jmax

Pmin
! +1.

Proof. Consider any innocent input traffic rate rI and any packet size and job size distributions
with expectations E[P ] and E[J ]. Observe that, over any time period of length T seconds, the
number of class I packets appearing on the ingress link is NI = rIT

E[P ]
. Similarly, the number of

class A packets appearing on the link over the same period isNA = rAT
Pmin

. FCFS guarantees that
these (NI + NA) jobs will be scheduled before any jobs that arrive afterwards. Also, the total
time required to serve these jobs is (NI � E[J ] + NA � Jmax) seconds, yielding in expectation
NI � E[P ] bits worth of innocent traffic on the egress link. Thus, in the long-run, the goodput
oI can be upper-bounded as follows:

oI(rI ; rA) � lim
T!1

NI � E[P ]

NI � E[J ] +NA � Jmax

=
rI

rI � E[J ]
E[P ]

+ rA � Jmax

Pmin

:

We can then lower-bound the DF �FCFS(rI) as follows:

�FCFS(rI) = sup
rA

minfrI ; rmaxg � oI(rI ; rA)

rA
(3.2)

� sup
rA

1

rA

 
minfrI ; rmaxg �

rI

rI � E[J ]
E[P ]

+ rA � Jmax

Pmin

!
(3.3)

� Jmax

Pmin

minfrI ; rmaxg

2rI

�
2

minfrI ;rmaxg �
1

rmax

� ; (3.4)

where recall that rmax = E[P ]
E[J ]

, (3.2) is true since the goodput is minfrI ; rmaxg under FCFS in the
absence of adversarial traffic, (3.3) applies the upper bound on oI(rI ; rA), and (3.4) is obtained
by setting rA as follows: rA = rIPmin

Jmax

�
2

minfrI ;rmaxg �
1

rmax

�
. Therefore, �FCFS(rI) ! +1 as

Jmax

Pmin
! +1.

3.4.2 Fair Queueing (FQ)

Fair Queueing is a scheduling algorithm that is widely employed in switches and network pro-
cessors. FQ and its variants (e.g., WFQ, DRFQ [65]) ensure that one or more shared resources
(e.g., network throughput, processor time, etc.) are evenly partitioned among a number of com-
peting flows. While this scheme performs well when these flows are operated by good faith

55



users seeking fair arbitration over a shared, limited resource, it does not translate well to the
adversarial setting. The fundamental problem is that FQ only guarantees equitability across
flows, thereby allowing a malicious user to occupy a disproportionately high fraction of the
shared resource(s) by spawning more flows. Further, using FQ at source IP granularity is also
insufficient because of the possibility of source address spoofing.

As depicted in Figure 3.5, using small-sized packets across a large number of flows enables
an attacker to consume a significant fraction of service time using only a small amount of attack
bandwidth. As we show in the proof for Claim 4, the DF under FQ ultimately scales with Jmax

Pmin
,

and, as in the case of FCFS, can become unbounded.
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Figure 3.5: FQ fails to protect against
ACAs. Since FQ allocates service time
per flow, the attacker can trick the FQ
scheduler into giving them a large frac-
tion of service time using multiple flows.
In steady-state, the attacker receives 75%
of the total service time despite using a
small attack bandwidth.

Claim 4 (DF of FQ). Under FQ, for any innocent input traffic rate rI and any packet size and job
size distributions, the Displacement Factor �FQ(rI)! +1 as

Jmax

Pmin
! +1.

Proof. Assume that the input traffic rate for innocent traffic, rI , is split equally among k inno-
cent flows, while each packet of adversarial traffic corresponds to a distinct attack flow. As in
FCFS, the adversary maximizes the harm to the system by crafting packets with the smallest
possible packet size Pmin and the largest possible job size Jmax.

Consider the state of the system at time T > Jmax. Observe that, in expectation, the
maximum number of innocent jobs in each of the k flow queues with virtual clock � T is
NI = T

E[J ]
. Conversely, the number of adversarial jobs with virtual clock � T is given by

NA = (T�Jmax)rA
Pmin

. FQ ensures that all (NA + k �NI) jobs will be scheduled before any jobs that
arrive afterwards. Also, the total time required to serve these jobs is given by the expression:
(T�Jmax)rA

Pmin
� Jmax + k � T . Then, the goodput oI can be upper-bounded as follows:

oI(rI ; rA) � lim
T!1

k � T
E[J ]
� E[P ]

(T�Jmax)rA
Pmin

� Jmax + k � T

=
k � rmax

rA � Jmax

Pmin
+ k

;

where recall that rmax = E[P ]
E[J ]

. We can then lower-bound the DF �FQ(rI) as follows:

�FQ(rI) = sup
rA

minfrI ; rmaxg � oI(rI ; rA)

rA
(3.5)

56



� sup
rA

 
minfrI ; rmaxg �

k � rmax

rA � Jmax

Pmin
+ k

!
(3.6)

� Jmax

Pmin

minfrI ; rmaxg

2krmax

�
2

minfrI ;rmaxg �
1

rmax

� ; (3.7)

where (3.5) is true since the goodput is minfrI ; rmaxg under FQ in the absence of adversar-
ial traffic, (3.6) applies the upper bound on oI(rI ; rA), and (3.7) is obtained by setting rA =
krmaxPmin

Jmax

�
2

minfrI ;rmaxg �
1

rmax

�
. Therefore, �FQ(rI)! +1 as Jmax

Pmin
! +1.

3.4.3 Shortest Job First (SJF)

FCFS’s obliviousness to job sizes and FQ’s focus on per-flow fairness leaves them both suscep-
tible to ACAs. In order to prevent ACAs, we need a scheduling policy that considers job sizes
without being vulnerable to flow inflation. Shortest Job First (SJF) is a popular policy for schedul-
ing jobs in a non-preemptive system. As the name suggests, at any instant, SJF prioritizes the
queued job with the smallest (initial) job size.

We show in Theorem 2 below that the DF under SJF is upper bounded by a small constant
independent of both Jmax and fJ(j). The intuition behind why SJF works well is simple: if
the adversary produces packets whose jobs are too expensive to process, they will simply be
de-prioritized and never end up being served. Instead, if the adversary produces packets whose
jobs are too cheap, they will fail to push the system into overload. As depicted in Figure 3.6, the
attacker’s optimal strategy is to pick a job size corresponding to a “sweet spot” in the innocent
job size distribution, and use minimum-sized packets to inflate their packet rate (and, conse-
quently, the total work injected into the system). This allows them to displace some innocent
traffic, achieving a worst-case constant DF. As we show in the proof for Theorem 2, the DF
under SJF scales as the ratio between the average packet size for innocent traffic, E[P ], and the
minimum packet size, Pmin.
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Figure 3.6: In order to exploit SJF, the at-
tacker uses minimum-sized packets with
a job size (i.e., CPU time) between that of
packets 1 and 3. The attack packets (i.e.,
2, 5, 6) are scheduled before more expen-
sive ones (3, 4), pushing the system into
overload and displacing packet 4.

Theorem 2 (DF of SJF). Under SJF, for any innocent input traffic rate rI and any packet size and
job size distribution, the Displacement Factor is upper bounded as:

�SJF(rI) �
E[P ]

Pmin

� �;

where � = min
�

rI
rmax

; 1
�
2 [0; 1] is the load on the system due to innocent traffic.
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Optimal attack strategy. We first characterize the optimal attack strategy of the adversary
under SJF for a given innocent input traffic rate rI and a given adversarial input traffic rate rA.
It is easy to see that the adversary should craft packets with the smallest possible packet size
Pmin since the job scheduling under SJF does not depend on packet sizes.

To reason about the optimal choice of adversarial job sizes, we first consider the case where
the adversary picks certain job size JA. Then innocent jobs with size � JA and adversarial
jobs have priority over innocent jobs with size > JA. Therefore, innocent jobs with size >
JA will be ‘displaced’, i.e., never get served, if rA is large enough to overload the processor
with innocent jobs with size � JA and adversarial jobs. Consequently, the goodput consists of
innocent packets whose job sizes are no larger than JA.

pdf of J

JA

Innocent jobs with 
size > JA will be 

dropped

Goodput

Figure 3.7: Optimal choice of adversarial job size JA.

We now argue that the adversary only needs to pick one deterministic job size without loss
of optimality. To see this, suppose the adversary crafts packets whose job sizes are either JA or
J 0A, where JA < J 0A. But if the adversary swaps the packets with job size J 0A for packets with
job size JA, they can only displace more or equal innocent traffic. Therefore, we can restrict
our attention to attack strategies with one deterministic job size.

We characterize the adversary’s optimal choice for the job size in Lemma 2 below. Here for
simplicity, we assume that the innocent packet size P and job size J are independent. We will
remove this assumption when we present WSJF next. Recall that the pdf of the innocent job
size J is denoted by fJ(�).

Lemma 2 (Optimal Attack Strategy for SJF). Consider the SJF policy for job scheduling and

any innocent input traffic rate rI and any adversarial input traffic rate rA. Then the adversary can
minimize the goodput by choosing the job size, JA, to be the solution of the following equation if

the solution satisfies JA � Jmax:

rI
E[P ]

Z JA

0

j � fJ(j) dj +
rA
Pmin

� JA = 1; (3.8)

and JA = Jmax otherwise.

Proof. We have argued that the adversary only needs to pick one deterministic job size. It
remains to show that the rA given in the lemma minimizes the goodput. In (3.8), if the solution
satisfies JA � Jmax, the term rI

E[P ]

R JA
0

j � fJ(j)dj is the workload for the processor contributed

58



by innocent packets with job size � JA. Since these packets get served by the processor, they
constitute the goodput. We consider the following two cases: (i) The adversary picks a job size

larger than JA. In this case, more innocent jobs will get served since smaller jobs are prioritized,
resulting in a larger goodput. (ii) The adversary picks a job size J 0A < JA. In this case, the total
workload from innocent jobs with size � J 0A and adversarial jobs is given by

rI
E[P ]

Z J 0A

0

j � fJ(j)dj +
rA
Pmin

� J 0A < 1:

So some innocent jobs with size > J 0A will also get served. More precisely, the processor has
more capacity left for innocent jobs when the adversarial job size is J 0A compared to when the
adversarial job size is JA. Thus the goodput is higher under J 0A. Combining the two cases, it
follows that the solution JA to (3.8) is the optimal choice for the adversary.

When the solution to (3.8) satisfies JA > Jmax, the adversary cannot displace any innocent
traffic no matter what the job size is. So simply setting JA = Jmax is an optimal choice.

The remainder of the proof for Theorem 2 is very similar to that for Theorem 3 in the next
section, so we elide this part of the proof for the sake of brevity. Unlike FCFS and FQ, SJF does
impose an upper bound on the DF, limiting the extent that an attacker can cause harm to the
system. SJF has an upper bound that depends on E[P ]

Pmin
, which is approximately a factor of 8

given typical innocent packet size distributions. We show that we can further improve this
bound usingWeighted SJF.

3.4.4 Weighted Shortest Job First (WSJF)

A fundamental limitation of the policies described so far is that they altogether ignore the packet
size information encoded in an incoming packet. This enables an adversary to greatly inflate
their job arrival rate using minimum-sized packets, leading to either an unbounded DF (in the
case of FCFS and FQ), or one that scales inversely with Pmin (in the case of SJF). Then, a natural
question is: can we do better by leveraging this readily-available information?

Here, we propose to use Packet-Size Weighted Shortest Job First (WSJF), a variant of SJF that
prioritizes the packet with the smallest job-to-packet-size ratio. We show in Theorem 3 below
that the DF under WSJF is at most 1, which implies that the attacker must invest at least as
much attack bandwidth into the attack as the innocent bandwidth they wish to displace. The
intuition is thatWSJF minimizes the system’s work-per-bit, thereby preventing an adversary from

consuming a high fraction of processing cycles unless they invest a proportionally high bandwidth

into the attack. To concretize this notion, consider the scenario depicted in Figure 3.8. For the
sake of simplicity, let us assume that all innocent packets have a job size of 1 unit time and that
the system is operating at capacity. Also assume that in steady-state, the WSJF queue contains
3 packets with packet sizes P1 = 5, P2 = 3, and P3 = 1. Observe that WSJF would serve these
packets in decreasing order of packet size (i.e., P1 before P2, and P2 before P3), corresponding
to scenario S0.
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Consider an attacker that seeks to displace a single innocent packet (i.e., with packet size
P3) from this queue with one of their own. In order to do this, the attackermust inject an attack
packet of size P4 � P3 with a job size of 1 (scenario S1); a smaller job size would introduce slack
in the system load (allowing it to periodically serve innocent packets of size P3 as well), while
a smaller packet size would result in the attack packet never being served. Thus, the attacker
is forced to inject as many bits as they wish to displace.

Suppose, instead, that the attacker wishes to displace two innocent packets (with sizes P2

and P3). The attacker now has two options: they can either inject two packets with sizes P5 �
P2 and P4 � P2 and unit job size each (scenario S2), or a single packet of size P6 � 2P2 and a
job size of 2. Once again, the attacker’s bandwidth investment matches or exceeds the displaced
goodput. As we demonstrate in the proof for Theorem 3, this result generalizes to any load, as
well as any job and packet size distributions of innocent traffic.

Innocent
Packet

(S0) WSJF queue with
only innocent packets.

(S1) WSJF queue with
one innocent packet
being displaced.

(S2) WSJF queue with
two innocent packets
being displaced.

Attack
Packet

P1 P2 P3

P1 P2 P4

P1 P5 P4 P2

P3

P3

Figure 3.8: WSJF service order in steady state.

Theorem 3 (DF of WSJF). Under WSJF, for any innocent input traffic rate rI and any packet

size and job size distribution, the Displacement Factor is upper bounded as:

�WSJF(rI) � � � 1;

where � = min
�

rI
rmax

; 1
�
2 [0; 1] is the load on the system due to innocent traffic.

Optimal attack strategy. We again first characterize the optimal attack strategy of the ad-
versary under WSJF for a given innocent input traffic rate rI and a given adversarial input
traffic rate rA. Under WSJF, the harm that an adversary can induce is fully determined by the
job-to-packet-size ratio of the adversarial traffic, denoted as ZA, as opposed to the individual
values of job size and packet size. To see this, note that WSJF schedules jobs solely based on
their job-to-packet-size ratios, and that the rate at which the adversary generates work for the
processor is rA �ZA, which also depends on the job size and packet size only through their ratio.
Therefore, we assume that the adversary uses packet size Pmin without loss of optimality, and
picks a job-to-packet-size ratio ZA that results in job size ZA � Pmin.

The reasoning for the optimal choice of ZA is similar to that for the optimal choice of JA
under SJF. The only difference is that under WSJF, whether an innocent packet gets displaced
or not is determined by its job-to-packet-size ratio rather than its job size. Following similar
arguments, we establish Lemma 3 below, whose proof is omitted for the sake of brevity. Here
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we use fP;J(p; j) to denote the joint pdf of the innocent packet size and job size. Note that we
do not make independence assumptions between them.
Lemma 3 (Optimal Attack Strategy for WSJF). Consider the WSJF policy for job scheduling

and any innocent input traffic rate rI and any adversarial input traffic rate rA. Then the adversary
can minimize the goodput by choosing the job-to-packet-size ratio, ZA, to be the solution of the

following equation if the solution satisfies ZA � Pmin � Jmax:

rI
E[P ]

Z Pmax

Pmin

Z p�ZA

0

j � fP;J(p; j) dj dp + rA � ZA = 1; (3.9)

and ZA = Jmax

Pmin
otherwise.

Displacement Factor of WSJF

Proof. We divide the discussion into two cases: rI < rmax (underloaded by innocent traffic) and
rI � rmax (overloaded by innocent traffic).

Case 1 (rI < rmax): Consider a period of T seconds, with a total ofN innocent packets arriving
during this period. Let S = f(p1; j1); (p2; j2); : : : ; (pN ; jN)g denote this set of arrivals, where
pi 2 [Pmin; Pmax] and ji 2 [0; Jmax] denote the packet size and job size corresponding to the
i’th packet, respectively. Without loss of generality, we choose the index of each packet, i, such
that ji

pi
� ji+1

pi+1
8i.

We now turn to the service order of theseN innocent packets underWSJF. In particular, note
that since WSJF serves packets in increasing order of their job-size-to-packet-size-ratio, packet 1
is served before packet 2, packet 2 before packet 3, and so on. Further, since we assumed that
rI < rmax, it follows that in steady state (i.e., for sufficiently large T ), all N jobs will be served.
Now, consider an adversary who wishes to displace k 2 f1; :::; Ng innocent packets. In order
to do this, they must inject some x � 0 attack packets with packet size pA and job size jA. Note
that the attacker’s input traffic rate can be written as: rA = limT!1

x�pA
T

. Now, in order to both
be served and displace k innocent packets, x, pA, and jA must satisfy the following constraints
with probability 1:

jA
pA
� jN�k+1

pN�k+1

; (3.10)

N�kX
i=1

ji + x � jA � T � o(T ); (3.11)

where (3.11) further implies that

x � 1

jA

 
T � o(T )�

N�kX
i=1

ji

!
: (3.12)

In particular, (3.12) ensures that the adversarial workload pushes the system to capacity
(otherwise, this slack would be applied towards serving additional traffic, implying that the ad-
versary would fail to displace k innocent packets). Similarly, (3.10) ensures that all x adversarial
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packets are served before packets fN � k+ 1; : : : ; Ng (otherwise, some of the last k innocent
packets would be prioritized over the adversary’s traffic).

Let g denote the number of innocent bits displaced by the adversary using x � pA bits of their
own traffic. We have: g(k) =

PN
i=N�k+1 pi. Now, in steady state, the displacement factor under

WSJF can be expressed as follows with probability 1:

�WSJF(rI ; rA) =
rI � oI(rI ; rA)

rA

= lim
T!1

g(k)

x � pA

= lim
T!1

PN
i=N�k+1 pi

x � pA
(3.13)

� lim
T!1

PN
i=N�k+1 pi

T �
PN�k

i=1 ji
� jA
pA

(3.14)

� lim
T!1

Term (R1)z }| {
NX

i=N�k+1

pi �
jN�k+1

pN�k+1

T �
PN�k

i=1 ji
; (3.15)

where (3.14) is obtained by substituting the expression for x we derived in (3.12) into (3.13),
and (3.15) is obtained by substituting the expression for jA

pA
we derived in (3.10) into (3.14).

Now, since ji
pi
� ji+1

pi+1
implying that pi+1 � jipi � ji+1 8i, we can upper-bound Term (R1) as

follows:
NX

i=N�k+1

pi �
jN�k+1

pN�k+1

�
NX

i=N�k+1

ji

�
NX
i=1

ji �
N�kX
i=1

ji:

Substituting this expression back into (3.15), we have:

�WSJF(rI ; rA) � lim
T!1

PN
i=1 ji �

PN�k
i=1 ji

T �
PN�k

i=1 ji
:

Observe that the RHS is of the form h(x) = t�x
T�x , where t =

PN
i=1 ji � T (i.e., the cumulative

service time for innocent packets in the absence of adversarial traffic, which is constant for a
given rI ), and x =

PN�k
i=1 ji 2 [0; t]. Since h is a decreasing function of x on its domain, it

follows that �WSJF(rI ; rA) achieves its maximum value when x = 0. Therefore, we can write:

�WSJF(rI) � lim
T!1

h(0) = lim
T!1

t

T
� lim

T!1

1

T

NX
i=1

ji: (3.16)
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Now, for a given distribution of innocent packets and job sizes, the input rate and maximum
serviceable rate for innocent traffic (rI and rmax, respectively), can be expressed as follows:

rI = lim
T!1

1

T

NX
i=1

pi; w.p.1; (3.17)

rmax =
E[P ]

E[J ]
= lim

T!1

PN
i=1 pi
N

1PN
i=1 ji
N

= lim
T!1

P
i piP
i ji

; w.p.1: (3.18)

Then, we can define the load on the system due to innocent traffic, �, as follows:

�(rI) =
rI
rmax

= lim
T!1

1

T

NX
i=1

ji � 1; w.p.1: (3.19)

Observe that (3.19) is identical to the RHS of (3.16). Thus, we can rewrite the maximum DF
under WSJF: �WSJF(rI) � �, as required.

Case 2 (rI � rmax): In this case, one can verify that there exists K < N such that the
system is underloaded with respect to packets with a job-size-to-packet-size-ratio of jK

pK
(i.e.,

the distribution of innocent traffic served is effectively truncated at this point). Following the
same arguments as of those for Case 1 (the worst case being rI = rmax, corresponding to � = 1),
we have:

�WSJF(rI) � �:

Combining Case 1 and Case 2 completes the proof of Theorem 3.

To summarize, WSJF guarantees that for every 1 bps of innocent traffic that the attacker
wishes to displace, they must invest at least 1 bps of their own bandwidth into the attack, sig-
nificantly mitigating the potency of ACAs.

3.5 SurgeProtector Implementation

SurgeProtector interposes a WSJF scheduler in front of variable-time subsystems (e.g., the
reassembler discussed in §3.2). WSJF meets both our initial goals of generality and not limiting

the innocent traffic that can be served. First and foremost, it provides a provable upper bound
on the DF that is independent of the underlying algorithms. WSJF is a drop-in solution that can
be applied to any algorithm, and hence, it is general.2 Second, where many ACA solutions,
e.g., drop packets from flows that are determined to be too expensive to process, WSJF guar-
antees that all connections will be served so long as there is system capacity to do so (i.e., it
is starvation-free when the system is at or below capacity). Hence, WSJF does not place any
2This assumes, for the moment, a priori knowledge of the packet processing time, which must be calculated based
on the underlying algorithm. We address this point in more detail in §3.5.2.
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limitations on innocent traffic under normal operation. In overload, the most computationally
expensive packets are dropped,3 but overall this minimizes the rate of innocent traffic that is

denied service.

In order to validate our theoretical findings in the context of a real system, we incorporate
SurgeProtector into the open-source Pigasus IDS [162]. A simplified block diagramof Pigasus
is depicted in Figure 3.9. In §3.2, we briefly introduced the linked-list based design of Pigasus’s
FPGA-based TCP Reassembly engine (labelled 1
), and demonstrated how it can be exploited
by an adversary. It turns out that a second component of the IDS — the CPU-side Full Matcher
(labelled 2
) — is also vulnerable to a different type of complexity attack.
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Figure 3.9: The simplified Pigasus IDS pipeline.

We begin in §3.5.1 with a brief overview of the two vulnerable components in Pigasus that
we sought to protect. Over the course of implementing SurgeProtector, we encountered the
following three important practical challenges. First, how dowe predict job sizes? Second, since
flow reordering is often undesirable, how do we guarantee in-order delivery for packets of the
same flow? Finally, how do we ensure that the scheduler itself does not present a target for
ACAs? We frame the implementation details of the SurgeProtector scheduler in the context
of these three questions (§3.5.2–§3.5.4).

3.5.1 Overview of Vulnerable Components

FPGA-based TCP Reassembly: Recall that the goal of TCP reassembly is to reconstruct an
in-order TCP bytestream from a sequence of out-of-order packets. The Pigasus reassembler,
which is FPGA-based, prioritizes memory efficiency, and employs a linked list-based design to
manage out-of-order flow state. While this achieves excellent memory utilization, the worst-
case linear complexity of linked-list operations makes it susceptible to ACAs.

An example of this is depicted in Figure 3.10. When a new packet arrives (with PSN range
[35, 50) in the example below), the reassembler linearly scans the list and inserts the node
3At this point, one might wonder: if WSJF drops the most expensive jobs in overload, why doesn’t the adversary
simply use less expensive jobs, thereby cajoling the scheduler into exclusively serving their traffic (e.g., if innocent
packets have a job size of 10 units, the adversary uses packets with a job size of 1 unit)? From an adversarial
perspective, this turns out be an inefficient strategy; the adversary must now send 10� the number of packets to
displace innocent traffic, corresponding to 10� as much attack bandwidth. In particular, this devolves the DoS
attack into a volumetric one, which defeats the purpose of using an ACA in the first place.
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[10, 20)

[35, 50)

Expected
PSN = 5

3 traversals

[20, 30) [50, 90)

Figure 3.10: Linked-list state for an out-of-order flow.

at the appropriate position. In order to exploit this, an attacker crafts highly out-of-order flows,
linearly increasing the number of traversals required for each subsequent attack packet. Finally,
they useminimum-sized packets (with a 1-byte TCP payload) to inflate their packet arrival rate,
maximizing the work injected into the system.

CPU-based Full Matching: As a signature-based IDS, Pigasus identifies malicious flows by
comparing packet payloads against a database of known attack signatures (‘rules’). To achieve
high performance, it does so in two stages: it first uses a number of fast filters in hardware
(i.e., the Multi-String Pattern Matcher) to quickly filter out innocent traffic; it then relays the
remaining (small) fraction of possibly-malicious traffic to the CPU to perform more expensive
regex analysis (‘Full Matching’ [162]). While Pigasus’ first stage operates in constant time (and
hence is not vulnerable to ACAs), the CPU-side Full Matching stage involves variable-time
computation that is also input-dependent, making it vulnerable to ACAs.

Fast Matcher
Full Matcher

(Regex)

FPGA

Rule IDs:
{1, 4, 152}

CPU

P

Figure 3.11: Pigasus Full Matching pipeline.

Pigasus’s Full Matching pipeline is depicted in Figure 3.11. During the first stage, in addition
to filtering out innocent packets, Pigasus also generates a list of candidate rules that the packet
may ultimately match on. It then sends this list, along with the packet payload, to the CPU for
processing. The CPU sequentially processes each rule in the list, stopping at the first rule that
results in a match. The processing result (i.e., indicating whether to drop or forward the packet)
is subsequently relayed back to the FPGA.

An attacker can exploit this by crafting attack packets that either: (a) result in a large number

of matches in the Fast Matching stage (requiring the Full Matcher to evaluate many rules), (b)
trigger a regex search with super-linear runtime in the Full Matcher (i.e., ReDoS-style attacks [36,
49, 156]), or both.

3.5.2 Predicting Job Sizes

SurgeProtector schedules packets based on job sizes, but, in practice, the time required to
process a packet is not known a priori. A common approach to solve this problem — and one
we employ in this work — is to use heuristics for job size estimation [93, 96]. In particular, we
use the following heuristics to estimate job sizes for our target applications:
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TCP Reassembly: a packet’s job size is estimated as the length of the out-of-order linked-list

for the corresponding flow. Despite its simplicity, this heuristic has two salient properties: first,
since the number of traversals can never exceed the length of the linked-list, the estimate always
upper-bounds a given packet’s true job size; second, since the heuristic is computed on a per-flow
basis, the adversary cannot affect the quality of estimates for innocent flows.

Full Matching: if K denotes the list of candidate rules identified by the fast matching stage,
then the job size is estimated as J = �k2K(zk � p), where zk denotes the maximum job-size-to-

packet-size ratio observed for rule k thus far, and p denotes the packet payload size. By using
historical run-time data as feedback, the heuristic function ‘learns’ which rules are prone to
complexity attacks and selectively deprioritizes them.

We implement and evaluate SurgeProtector using both these heuristics in §3.6.1. It is
worthwhile to note that neither of these heuristics is ‘ideal’ in a theoretical sense. For example,
in the case of TCP Reassembly, there may exist innocent TCP flows on the Internet for which
the heuristic consistently overestimates job sizes by a significant margin, allowing the attacker
to unfairly displace them. Similarly, in the case of Full Matching, an attacker may be able to
manipulate the outcome of the heuristic for every rule, potentially causing large prediction
errors for subsequent innocent packets.

In practice, this does not appear to be the case. For instance, in the case of TCP Reassembly,
the heuristic yields accurate job size estimates for the vast majority of TCP flows, limiting the
additional harm that an adversary can induce. Similarly, in the case of Full Matching, most
rules don’t have large variance in their job-size-to-packet-size ratios. We explore this further
in §3.6.2, where we empirically evaluate the effect of using heuristics on SurgeProtector’s
DF upper-bound. Empirically, we find that for both applications, the adversary’s DF increases by

no more than 5% of the upper-bound even when the adversary has perfect knowledge of the actual

and heuristic-estimated job size distributions. We leave the exploration of adversary-proof job
size heuristics for arbitrary packet processing engines to future work (§3.7).

3.5.3 Keeping (TCP) Flows In-Order

Keeping packets within the same TCP flow in order is necessary to avoid degrading application
performance [31, 52, 89, 134, 162]. While FCFS and FQ (along with its variants) guarantee that
same-flow packets are served in-order, SJF and WSJF do not. In this section, we explore how to
augment SurgeProtector to provide in-order service.

As a natural starting point, consider the following extension toWSJF, which we will refer to
asWSJF Head-of-Queue (WSJF-HoQ). This policy maintains independent queues for each flow,
with incoming packets being appended to the end of the corresponding flow queue. At any
moment, the policy prioritizes the flow whose leading (Head-of-Queue) packet has the smallest
job-to-packet size ratio; clearly, this maintains the desired in-order property. Then, we can ask:
is this WSJF/FCFS hybrid a good policy?

Unfortunately, WSJF-HoQ turns out to be a poor strategy in the adversarial setting. The
problem is as follows: while an innocent flow’s packets may typically have a small job-to-packet
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size ratio (making this flow a good candidate for service), eventually, a HoQ packet with a large
job-to-packet size ratio will stifle the likelihood of the entire flow ever being served. Here, the
adversary’s optimal strategy is simply to send small packets encoding large jobs and wait for
this situation to arise.

The fundamental problem with WSJF-HoQ is that it evaluates entire flows on the basis of

one packet, which may not be a good estimator of a flow’s candidacy for service. Based on this
observation, we develop another variant ofWSJF (hereafter referred to asWSJF-Inorder), which
predicates its scheduling decision on all queued packets in the flow queue. As before, the policy
maintains independent queues for each flow, with incoming packets appended to the tail of the
corresponding queue. In scheduling, the policy computes a rank for each flow, f , and prioritizes
the flow with the lowest rank:

Rank(f) =
�iJi(f)

�iPi(f)
;

where Ji(f) and Pi(f) denote the job size and packet size of the i’th packet currently in f ’s flow
queue, respectively. Thus, a flow’s rank represents its outstanding work per bit. In the limit, this
converges to E[J(f)]

E[P (f)]
, the long-running average of the flow’s inverse-throughput; by minimizing

this quantity, WSJF-Inorder maximizes the overall throughput. Consequently, if an adversary
wants the policy to consistently schedule (their) large jobs, they must offset the resulting work
with a proportionally large number of packet bits, effectively reducing the DF they can achieve.
We use WSJF-Inorder to protect the TCP Reassembly component in Pigasus.

3.5.4 Designing Adversary-Proof Schedulers

The final practical issue that we need to address is how to make sure that the scheduler itself
will not expose a novel attack surface. While simple policies like FCFS can be implemented with
minimal overhead, in order to implement WSJF we must be able to determine which packet has
the minimum job-to-packet size ratio on a packet-by-packet basis. If this is done inefficiently,
the scheduler itself may become a bottleneck. Another potential problem is that we can only
hold a finite number of outstanding packets at any given time. Once the packet buffer becomes
full, the system must drop packets in a way that cannot be exploited by an attacker.

There is extensive literature on designing efficient priority queues for packet scheduling in
both hardware and software [6, 124, 127, 135, 148]. However, these schedulers typically handle
buffer space exhaustion by simply dropping any incoming packet when the buffer is full [135].
While this approach simplifies their design — since they only need to support either Extract-
Min or Extract-Max operations, and not both — it does not work well in the adversarial
setting. For instance, suppose that we use PIFO [135] to implementWSJF and drop all incoming
packets once we run out of buffer space. In this scheme, an attacker can quickly fill up the queue
(withminimally-sized packets encodingmaximally-sized jobs), eventually leaving the scheduler
with no alternative but to pick the attacker’s packets. To avoid this issue, the scheduler must use

Extract-Min to decide which packet to process next, and Extract-Max to decide which packet to

drop once it runs out of buffer space.
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We augment the highly-efficient Hierarchical FFS (Find First Set) Queue [124, 148] to pro-
vide both Extract-Min and Extract-Max functionality by using a BSF (Bit Scan Forward)
instruction to find the minimum element in each bitmap, and a BSR (Bit Scan Reverse) instruc-
tion4 to find the maximum element. Figure 3.12 depicts the data-structure. An HFFS queue
using 32-bit bitmaps and a height of h can represent 32h unique priorities, and guarantees a
worst-case run-time of O(h) (i.e., constant) for all queue operations (Insert, Extract-Min,
and Extract-Max).

Job C
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1

Bitmap

Priority
Bucket

Figure 3.12: A Hierarchical FFS Queue implemented using 2-bit bitmaps and height of h = 3. A ‘1’ in
any bitmap indicates a non-empty priority bucket in the subtree rooted at that node. In order to find the
min (or max) priority bucket, we recursively follow the leftmost (or rightmost) set bit.

In order to enable SurgeProtector to work in a general context, we implement the Hi-
erarchical FFS Queue in both software and hardware. In Pigasus, the software and hardware
implementations are used to realize WSJF queueing for Full Matching and TCP Reassembly,
respectively. The software version is implemented in C++, and is further evaluated in §3.6.3.
The hardware version of the HFFS priority queue is another key contribution of this thesis, and
we describe it in detail in Chapter 4.

3.6 Evaluation

In this section, we evaluate the effectiveness of using SurgeProtector to defend against ACAs
on the TCP Reassembler and Full Matching stage of the Pigasus IDS. We also evaluate the
robustness of the Hierarchical FFS Queue (used to implement WSJF) against attacks targeting
the scheduler itself.

3.6.1 SurgeProtector + Pigasus

Howeffective is SurgeProtector atmitigatingACAs on the TCPReassembler? To an-
swer this question, we emulate an adversary targeting Pigasus’ TCP Reassembler using highly
out-of-order attack flows, and measure the achieved performance in two modes of operation:
using Pigasus’ default scheduling policy (FCFS), and using SurgeProtector. For the purpose
of this experiment, we use a synthetic trace containing innocent flows sampled from the 2014
CAIDA San Jose dataset [147], and 50 artificially-crafted attack flows.
4On modern CPUs, both BSR/BSF translate to single �ops with a fixed latency of 3–5 cycles [68].
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The attack flows are crafted as follows: we send 1B TCP packets with alternating sequence

numbers starting with the ISN (i.e., ISN, ISN+2, ISN+4, and so on). With a sequence of N such
packets, we can emulate an average adversarial job size corresponding to 1

N

PN�1
i=0 i = (N�1)

2

traversals. We use the optimal adversarial strategy for each mode of operation. In particular,
for FCFS, we let N grow to Pigasus’ maximum TCP window size of 16KB (by design, Pigasus
will drop the flow at this point), then start over. For WSJF, we solve Equation 3.9 to determine
the optimal adversarial job size, then chooseN so as to achieve, on average, the corresponding
number of traversals.

Empirically, we find that the maximum serviceable traffic rate of the system (i.e., rmax) is
12Gbps, and we fix the input rate for innocent traffic to 10Gbps (corresponding to ~83% load).
Figure 3.13 depicts the steady-state goodput in each mode of operation as we sweep the adver-
sary’s attack rate.
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Figure 3.13: Goodput of Pigasus’ TCP Reassembler under FCFS and SurgeProtector.

We observe that the goodput under FCFS drops significantly as the attack rate increases
(e.g., with an attack rate of 0.1 Gbps, the adversary is able to displace ~5.9 Gbps of innocent
traffic). Conversely, with SurgeProtector, the goodput remains steady despite the increasing
attack rate; in the worst case, at most 0.11Gbps of innocent traffic is displaced.

In lieu of precise knowledge about the system design or the innocent traffic distribution, a
practical adversary may also choose to ‘probe’ the space of attack parameters to determine the
most effective adversarial strategy. In order to evaluate performance in this scenario, we em-
ulate an adversary who incrementally changes the degree of out-of-orderness of attack flows
while keeping the attack rate fixed at 0.3 Gbps. Figure 3.14 depicts the steady-state TCP Re-
assembly goodput with FCFS and SurgeProtector as we sweep the out-of-orderness of attack
flows (measured in terms of the maximum number of concurrent out-of-order packets within
each attack flow).

As expected, the goodput under FCFS gradually decreases as the attack flows become in-
creasingly out-of-order (corresponding to larger job sizes per packet), while the goodput under
SurgeProtector remains relatively unchanged.
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Figure 3.14: Goodput of Pigasus’ TCP Reassembler for
different degrees of out-of-orderness of attack flows.

How effective is SurgeProtector at mitigating ACAs on the Full Matching stage? As
before, we answer this question by emulating an adversary targeting Pigasus’ Full Matching
stage, and measure the goodput under FCFS and SurgeProtector. We use a synthetic trace
containing innocent flows sampled from all the traces used in [162]. In order to generate attack
traffic, we pick the packet payload with the largest job size among all packets in the dataset,
and craft an attack flow using this payload for every packet. Figure 3.15 depicts the steady-state
goodput in each mode of operation as we sweep the adversary’s attack rate.
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Figure 3.15: Goodput of Pigasus’ Full Matcher under FCFS and SurgeProtector.

Once again, we observe that SurgeProtector significantly reduces the impact of the at-
tack on innocent traffic compared to FCFS. In particular, we observe a maximum reduction in
goodput of 0.4 Gbps for SurgeProtector (compared to 5.7 Gbps for FCFS).

3.6.2 SurgeProtector in Simulation

While the empirical evaluation in §3.6.1 demonstrates the efficacy of SurgeProtector in the
context of a real system, it focuses a small number of attack input rates with just two scheduling
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policies. In order to analyze a wider range of scheduling policies, applications, and a truly
optimal adversary (i.e., one who is not constrained by the space of “practical” attack strategies5),
we turn to an adversarial scheduling simulator that we developed in-house. The event-driven
simulator, implemented in C++, is capable of modeling G/G/1/k queueing systems, supports
both trace-driven and synthetic workloads, and exposes a convenient interface for plugging
in a wide range of simulated application backends. An overview of the simulator pipeline is
depicted in Figure 3.16.
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Figure 3.16: Simulator pipeline.

In order to quickly explore the space of different policies and heuristics for a variety of NFs,
the simulator framework allows users to develop and ‘run’ their own simulated applications
on the Server. It also provides traffic-generation modules for innocent and attack traffic, and
includes tools for computing the optimal adversarial strategy under SJF and WSJF given inno-
cent job and packet size distributions. We use now use the simulator to address several research
questions of interest.

What is the worst-case DF an optimal adversary can achieve assuming the true job size

is known a priori? Unlike the empirical setting, the simulator allows us to determine the true
job size ahead of time. In the following simulated experiments, we use this information for the
purpose of scheduling. In the context of TCP Reassembly, Figure 3.17 depicts the goodput and
Displacement Factor achieved by different scheduling policies for various combinations of the
input rate (rI ) and attack rate (rA).6 Each column corresponds to a certain, fixed rI (going from
1Gbps on the left, to 5Gbps, and 10Gbps). On the X-axis, we sweep the input attack rate from
10Mbps to 10Gbps. The bottom row depicts the steady-state goodput (in Gbps) as a function
of the attack rate, while the top row depicts the corresponding DF.

5In particular, a practical adversary may not be powerful enough to craft packets with a specific job size. For
instance, in the case of TCP reassembly, an adversary cannot, in practice, force K linked-list traversals on every

attack packet; instead, they must settle for a uniform distribution over f0; : : : ; 2K + 1g (see §3.6.1), resulting
in an average job size corresponding to K traversals. Simulation allows us to model a more powerful adversary
who can precisely control their packets’ job sizes.

6Note that, for each configuration, we use the attack parameters (PA and JA) corresponding to the optimal adver-
sarial strategy. As we saw in §3.4.1 and §3.4.2, for both FCFS and FQ this corresponds to using minimally-sized
packets encoding maximally-sized jobs. For SJF and WSJF, we (numerically) solve Equation 3.8 and Equation 3.9
to determine these quantities.
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Figure 3.17: Goodput and Displacement Factor (DF) for TCP Reassembly. Left to
right: Increasing innocent input rate, rI , from 1Gbps to 10Gbps.

Looking at the bottom row, we observe a sharp drop-off in goodput for both FCFS and
FQ even with a small attack bandwidth. For instance, with just 30Mbps of attack traffic, an
adversary is able to displace roughly half the system goodput, regardless of the innocent input
rate. Correspondingly, we see a maximum displacement factor of 313 and 278 for FCFS and FQ,
respectively. SJF is initially competitive, but we observe a performance cliff when the attack rate
is sufficiently large; with 0.7 Gbps of attack traffic, an adversary is able to consistently displace
over 50% of the goodput, corresponding to a maximum displacement factor of 11 (recall that the
theoretical bound is �SJF � E[P ]

Pmin
� � � 16). Finally, we see that WSJF consistently outperforms

the other policies, yielding a low degradation in goodput even with a high fraction of attack
traffic. We observe a worst-case displacement factor of 0.4 for this application, implying that
the adversary must use over 2.5 bps of their own bandwidth in order to displace 1 bps of innocent

traffic, a considerable improvement over FCFS and FQ.
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Figure 3.18: Goodput and Displacement Factor (DF) for Pigasus Full Matching. Left
to right: Increasing innocent input rate (rI ) from 0.1 Gbps to 0.9 Gbps.
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Similarly, Figure 3.18 depicts the goodput and DF achieved by the different scheduling poli-
cies in the context of Pigasus’ Full Matching stage. The format of the figure is identical to that
of Figure 3.17. Looking at the bottom row, we observe a gradual decrease in goodput for FCFS
and FQ as the input attack rate increases from 1Mbps to 1Gbps. Overall, we observe a maxi-
mum displacement factor of 82 and 75 for FCFS and FQ, respectively. While we don’t observe a
goodput ‘cliff’ that we saw for SJF earlier, the adversary is consistently able to displace roughly
50% of the system goodput using an attack bandwidth of 100Mbps, with a maximum observed
displacement factor of 3. Finally, WSJF consistently outperforms the other policies, achieving
a maximum DF of 0.1.

How does using a heuristic affect the DF achieved by WSJF? In the above simulated ex-
periments, we assumed a priori knowledge of a packet’s true job size at the time of scheduling.
However, given that this information is rarely (if ever) available ahead of time in real systems,
we would like to know the impact of using a heuristic on the achievable DF. While deriving an
analytical answer to this question is beyond the scope of this work, we address it empirically
here. For both Pigasus components (TCP Reassembly and Full Matching), we evaluate the dif-
ference in DFs achieved under WSJF with and without their respective heuristics. We assume
that the adversary has knowledge of both the actual and estimated job size distributions, and
uses job sizes which displace the maximum innocent traffic under the heuristic.7 While we note
that an attacker with such detailed knowledge of the system state likely does not exist, we find
that our heuristics perform well even in the face of such an overpowered attacker.
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Figure 3.19: Absolute change in DF achieved by WSJF-Inorder due to the heuristic. Portions
highlighted in red indicate regions where the heuristic does worse than the baseline.

In the context of TCP Reassembly, Figure 3.19 depicts the effect of using the heuristic (de-
scribed in §3.5.2) on the achieved DF under WSJF-Inorder. On the x-axis, we sweep the ad-
versary’s attack bandwidth (rA), and on the y-axis we plot the change in DF when using the
heuristic (compared to using the true job size, computed offline). We see that using the heuris-
tic increases the DF by at most 0:05 compared to the ideal case. Empirically, we find that this
simple heuristic is both an excellent estimator of job size for innocent traffic and largely robust
to any subversion attempts by the adversary. We observe similar results (<5% change) for the
Full Matching stage.

7In practice, this involves a brute-force search over the joint distribution of estimated and actual job sizes for
innocent traffic.
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3.6.3 SurgeProtector Scheduler

A key component of the SurgeProtector scheduler is the Hierarchical FFS Queue (§3.5.4)
used to implementWSJF. As described earlier, a poorly-designed heap may itself expose a novel
attack surface for an adversary to exploit. In this section, we evaluate SurgeProtector against
attacks targeting the software heap implementation.

There are two attack vectors we must consider. First, the adversary may flood the fixed-size
queue with large attack jobs, causing innocent jobs arriving later to be dropped. Second, the
adversarymay attempt to inflate their packet arrival rate (usingminimally-sized attack packets)
beyond what the queue can sustain. Combining these ideas, the adversarial strategy is clear:
use minimum-sized packets encoding large jobs.

As basis for this discussion, we consider three WSJF queue designs: a standard, bounded
Fibonacci heap that supports Extract-Min operations (but no Extract-Max); a double-ended
priority queue [125] (DEPQ, implemented using a pair of Fibonacci heaps) that supports both
Extract-Min and Extract-Max operations in worst-case logarithmic time; and finally, the
Hierarchical FFS Queue. For the purpose of evaluation, the packet size and job size for innocent
traffic are sampled i.i.d. from Gaussian distributions (with an average packet size, E[P ], of 1250
bytes, and an average job size, E[J ], of 1�s). We set the maximum job size, Jmax, to 10�s.

Finally, the experiment setup is as follows. For each of the three heap designs, we pin a
process running a software implementation of the heap to a single core on an Intel Xeon E5-2620
CPU operating at 2.1 GHz, where it consumes packets from a 100G Ethernet link via DPDK. The
packets (encoding the job size in�s) are dispatched to a different core, which emulates “running”
the job by sleeping for a period corresponding to the job size. A third core is responsible for
profiling the application goodput. Figure 3.20 depicts how the goodput varies with the input
attack rate for the three heap implementations.
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Figure 3.20: Goodput for different heap implementations.

First, in the case of the standard Fibonacci heap, we observe a large performance cliff when
the attack rate reaches a certain threshold. The reason is that, once the queue becomes full,
dropping at the tail causes a significant fraction of subsequent innocent arrivals to be dropped.
Conversely, while the DEPQ is capable of selectively dropping large jobs, the worst-case log-
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arithmic cost of Extract-* operations imposes a significant performance penalty, resulting in
a gradual degradation in goodput. Finally, we observe that the Hierarchical FFS Queue’s good-
put remains largely unchanged regardless of the input attack rate. Overall, we find that the
HFFQ’s Extract-Max functionality, in conjunction with the worst-case constant complexity
of all operations, makes the Hierarchical FFS Queue robust to these kinds of attacks.

3.7 Limitations and Open Questions

This work opens up a broad range of theoretical and practical questions, and we are only able
to answer some of them.

Optimality and Multi-Server Settings: An important theoretical question relates to the
existence of an optimal adversarial scheduling policy. In this work, we have shown that WSJF,
the policy underpinning SurgeProtector, achieves a DF that is always upper-bounded by 1.
However, devising a policy that is always optimal (i.e., one which minimizes the DF for any
load and choice of traffic parameters) — or proving its existence thereof — remains an open
problem. Additionally, we have only considered a queueing system with one server; we do not
currently know how the ACA mitigation problem scales with more than one server.

Heuristics: As described in §3.5.2, any practical implementation of SurgeProtector must
rely on application-specific heuristic functions for estimating job sizes. Our experience im-
plementing SurgeProtector in the context of TCP reassembly and IDS/IPS Full Matching
suggests that even simple, easy-to-compute heuristics can be powerful job sizes estimators.
However, the design of heuristics for a broader range of packet processing engines remains an
open problem. In particular, there are two questions of interest. First, is there some funda-
mental property of network subsystems that makes job size estimation feasible? Second, for
subsystems in which job size estimation is feasible, how do we reason about the efficacy of dif-
ferent heuristic functions? Parallel work in our group [40] has formalized sufficient criteria for
an ‘ideal’ heuristic, and has shown that non-ideal heuristics can still provide an upper-bound
on the DF achievable under WSJF.

Preemption: In this work, we have only explored the space of non-preemptive scheduling
(i.e., a job, once started, must run to completion). However, given recent advances in the design
and implementation of lightweight preemption handlers [34], it is reasonable to ask: can we do
even better with preemptive scheduling policies? This is particularly relevant for subsystems
where developing accurate heuristics is challenging. In this case, preemption may help tolerate
some error in job size estimates by allowing the scheduler an additional degree of freedom (e.g.,
by preempting jobs that far exceed their job size estimates).

Fairness: As we have seen in §3.4.2, fair queueing is fundamentally vulnerable to ACAs be-
cause of the adversary’s ability to spawn many flows. However, fairness is an important con-
sideration for many systems. While WSJF alone does not provide any fairness guarantees, we
conjecture that an augmentation of this policy (e.g., using FQ as a second-stage queueing disci-
pline, or switching between the two based on some goodput watermark) may be able to provide
both ACA resilience and flow-level fairness.
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Memory Complexity Attacks: Finally, we have not considered the impact of ACAs onmem-

ory. In many systems, memory is just as precious (and exhaustible) a resource as processing
cycles, andmay be an important consideration in the design and analysis of adversarial schedul-
ing policies for packet processors.

3.8 Related Work

ACAs andmitigation: Crosby et al. were the first to characterize ACAs as DoS vectors in [45],
and empirically evaluated their impact in the context of an IDS. Others have since explored
ACAs on several applications, including hash tables [16, 22], automata-based string pattern-
matching [130], regular expression matching [49, 129, 156], PDF decompression [70], and TCP
reassembly [52, 143]. [112] provides both an excellent survey of priorwork and a novel approach
for automatically crafting ACAs in a domain-independent manner (using fuzzing).

Many works have proposed application-specific mitigation strategies. For example, [133]
implements TCP reassembly by maintaining statically-allocated, fixed-sized buffers for each
flow; this renders the design impervious to ACAs at the cost of significantly higher memory
overhead (every flow is allocated 64KB of memory regardless of its peak usage). Similarly,
many regular expression engines restrict the number of states a single packet may invoke to
avoid ReDoS attacks [137] (limiting the length of regular expressions in the common case).
Other systems place a cap on the number of cycles spent decompressing a file or webpage
for deep packet inspection [67] (limiting the size of files or web pages that can be served).
Still other systems rely on universal hashing to prevent attacks on hash tables [45] (imposing
computational and memory overheads). In a slightly different direction, [2] leverages a multi-
core architecture to mitigate ACAs on DPI engines.

Scheduling: Scheduling and queueing theory has garnered significant research attention in
recent years. While the vast majority of queueing literature focuses on optimizing various re-
sponse time metrics in stochastic settings, some recent works in OS and packet scheduling are
notable due to the focus on fairness and performance isolation. In particular, Fair Queueing
(FQ) [51] aims to equitably partition the available link bandwidth between multiple contend-
ing flows. Dominant Resource Fair Queueing (DRFQ) [65] generalizes this idea to multiple
resources [64], and [151] provides a low-overhead approximation to DRFQ. However, as de-
scribed in §3.4.2, FQ and its variants are ineffective in the adversarial setting [157].

Recent works have also explored the use of queueing theory to analyze volumetric DoS at-
tacks (e.g., SYN-floods). [152] proposes a two-dimensional embedded Markov chain to model
DoS attacks, and derives various performance metrics (e.g., connection loss probability) by ana-
lyzing its stationary distribution. Along these lines, [33] evaluates how dynamic TCP timeouts
can be used as a mitigation strategy against SYN-floods. [118] proposes a composite model
to jointly analyze memory and bandwidth resource exhaustion during an attack. More re-
cently, [61] derived the feasibility criteria for a successful volume-based DDoS attack on a
multi-hop network following the Join-the-Shortest-Queue (JSQ) policy. We reiterate that the
distinguishing factor here is the type of DoS attack considered in this work: complexity-based
instead of volumetric.

76



Finally, we are aware of two works that consider the ACAmitigation problem from a queue-
ing theoretic perspective, and are therefore most closely related to this work. First, [84] mod-
els DoS attacks using an M/M/1/k queueing model with the goal of detecting both flood- and
complexity-based attacks. However, they only perform analysis for FCFS, and they only con-
sider exponentially-distributed service times (which may not be an accurate assumption in the
adversarial setting). Second, [22] analyzes the impact of using two different hashing schemes
on the efficacy of ACAs on hash tables. They also develop a metric called the ‘Vulnerability
Factor’ to quantify the impact of ACAs. However, they limit their analysis to FCFS. Moreover,
since their analysis is based on a job’s average waiting time, they are fundamentally constrained
to scenarios where the system is not overloaded.

To the best of our knowledge, this is the first work to analyze scheduling policies beyond
the simple FCFS and to propose a policy-based mitigation strategy for ACAs.

3.9 Conclusion

Network services on the Internet are prone to algorithmic complexity attacks (ACAs), a potent
class of Denial-of-Service (DoS) attacks. In this chapter, we described how these attacks are, in
fact, an artifact of workload incongruity in our classical model of packet processing. Refining
this model (treating the input as a superposition of stochastic innocent traffic and rate-limited
adversarial traffic) allows us to systematically reason about the attacker’s actions and their col-
lateral on innocent users. Using this abstraction, we develop SurgeProtector, a framework to
mitigate temporal ACAs on network subsystems using novel insights from adversarial schedul-
ing theory. WSJF, the scheduling algorithm underpinning SurgeProtector, provides provable
upper bounds on the maximum “harm per unit effort” an adversary can induce, regardless of
the underlying algorithm, the load on the system, and the parameters of the innocent traffic dis-
tribution. Our proofs and evaluation show that SurgeProtector, provides resilience to ACAs
without limiting the system in ways that existing ad hoc mitigation strategies do.
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“People don’t want to buy a quarter-inch

drill. They want a quarter-inch hole!”

Theodore Levitt

Chapter 4

Deployable Hardware Packet

Scheduling

Packet scheduling, the problem of deciding what order and/or time network packets ought to
be served or transmitted, has long occupied a prominent position in networking literature.
Prior work in this space has resulted in a rich repertoire of packet scheduling algorithms with
a variety of different properties: fairness and starvation avoidance [24], attack resilience [13],
burst reduction [116], optimal flow completion time [8], etc. At the heart of these algorithms is
a priority queue data-structure, which allows the scheduler to map packets’ relative order (or
scheduling time) to unique priorities, sort them, and subsequently extract the highest-priority
item (i.e., the next packet to schedule) from the queue.

Despite these strong theoretical foundations, network switches and NICs have historically
failed to provide anything beyond a small suite of simple scheduling algorithms. The key prob-
lem is the complexity associated with implementing a fast, scalable, and generic priority queue in

hardware. PIFO [135], published in 2016, was a foundational paper in this regard: it showed that
packet priorities can almost always be determined at enqueue time (reducing functional com-
plexity), and that queue operations can be parallelized by leveraging the spatial nature of switch
or NIC hardware (i.e., by unrolling the operations in space instead of time). Since then, several
prior works have improved upon PIFO’s design using more sophisticated parallelization tech-
niques [23, 131, 158]. Nonetheless, despite having been a “solved” problem for almost a decade,
none of these designs were ever deployed in practice. This made us wonder: why?

In this chapter, we argue that the reason is design incongruity: a fundamental mismatch
between the operational constraints imposed on the scheduler by modern switches and Smart-
NICs, and the objectives that hardware designers today are (implicitly) optimizing for. We
present a quantitative analysis of the minimum performance, scalability, and functionality re-
quirements for deployment today (§4.1), and show that there is a significant gap between what
existing designs provide and what the surrounding dataplane expects. Based on our analysis, we
find that the shortest path to hardware deployment is an unconventional priority queue design
(previously used in software) that altogether eschews comparison-based sorting.
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The remainder of this chapter is organized as follows. In §4.2, we present an overview of
the Bitmapped BucketQueue (BBQ), a hardware priority queue design that leverages integer
priority queueing to circumvent the performance-scalability barrier imposed by comparison-
based sorting. We then provide a more detailed description of the architecture in §4.3, focusing
on the challenges due to parallelism and hazards. In §4.5, we describe extensions to the BBQ
design that (a) counteract the latency artifacts introduced by pipelining, and (b) allow it to
operate over dynamic priority ranges. In §4.6 we evaluate BBQ, showing that it enables, for the
first time, line-rate packet scheduling for 100K+ flows on a commodity FPGA-based SmartNIC,
and a state-of-the-art 32 � 400Gbps switch [108]. In §4.7, we discuss how the design can
be incorporated into modern networks. We then discuss limitations and future work in §4.8,
describe related work in §4.9, and conclude in §4.10.

4.1 Background and Motivation

More than ever, there is a need for programmable packet scheduling in hardware. Switches
have long offered a limited set of packet scheduling algorithms and NICs are increasingly tak-
ing over dataplane tasks traditionally performed in software [121], including end-host packet
scheduling [95, 116, 140]. In the case of switches, having a programmable packet scheduler
could not only vastly expand the catalog of scheduling algorithms available to network op-
erators, but also pave the way for faster innovation and customization [32, 135]. With NICs,
system administrators already expect to be able to customize the packet scheduler that runs on
the end host [121].

PIFO [135] is a seminal work in this regard. It makes the observation that, when consid-
ering a single node [101], all scheduling algorithms can be expressed in how they make two
decisions: which packet to schedule next and when to schedule it. The authors observe that
for many scheduling algorithms this behavior can be captured simply with a hardware priority
queue. This priority queue can be used in one of two ways: it can implement work conserving
algorithms by sorting flows by rank, or it can implement non-working conserving algorithms
by sorting flows by scheduling time. While PIFO was initially conceived to run on switches, it
has also been shown to be a useful primitive to schedule packets on NICs [95, 140].

4.1.1 Design Incongruity

Unfortunately, existing solutions for programmable packet scheduling in hardware fail to meet
the requirements for both state-of-the-art NICs and switches. In what follows, we elaborate
on these two use cases, highlighting how their stringent performance requirements are at odds
with existing proposals for programmable hardware packet schedulers.

Line-Rate Switches

In order to support packet scheduling without impeding the rest of the switch’s dataplane func-
tionality, any realistic proposal for a scheduler ought to satisfy two key requirements:

(A1)Match the switch’s aggregated packet rate: For scheduling in output-queued switches,
the worst-case throughput demand corresponds to the scenario where ingress traffic from all
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ports is incident on a single egress port (i.e., incast behavior). In order to avoid backpressuring
the switch fabric, the packet scheduler must be able to process packets at the same rate as the
switch backplane (i.e., its aggregated packet rate) at any given port. For instance, in NVIDIA’s
Spectrum SN4700 (a state-of-the-art 400GbE switch with 32 ports), the packet scheduler for a
single port must be able to handle an aggregated packet rate of 8.4 billion pps [108].

(A2) Allow every port to address all buffered packets: In order to efficiently utilize on-
chip memory, switches use a shared packet buffer that is dynamically partitioned between its
output ports [135]. In the worst case, every packet in the shared buffer might be destined for
the same output port, and each packet might map to a different flow to be scheduled. If the
packet scheduler at a given port could only address a subset of buffered elements, it would
impose additional constraints on the switch’s ability to handle such bursts. Thus, a second key
requirement for schedulers is the ability to allow any output port to address every buffered
packet. In modern switches, shared packet buffers are provisioned for hundreds of thousands of
packets [108].
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partitioning. In a k-port switch us-
ing priority queues without logical
partitioning, we need k2 +k priority
queues in order to both implement
output queueing and absorb incast
traffic from all the ports. Support
for logical partitioning reduces the
number to 2k.

In 2016, a single physical PIFO instance could handle the full aggregated packet rate for a
64-port 10GbE switch (1 Bpps) [135]. Today, state-of-the-art switches, e.g., the SN4700, offer
400GbE line rates with 32 ports (20� higher aggregated throughput). Given the large (and
ever-widening) gap between network and processing speeds, a single priority queue instance
can no longer sustain aggregated packet rates. Consequently, to satisfy (A1), packet schedulers
for modern switches must “scale out” using a mesh of priority queues.

Unfortunately, priority queue designs that do not support logical partitioning, i.e., the ability

to multiplex several independent queues atop a single physical queue, require prohibitively large

meshes. To the best of our knowledge, PIFO and PIEO are the only existing design that support
logical partitioning, while more recent proposals (e.g., BMW-Tree [158]) do not. Generously
assuming that a single priority queue instance could handle 400Gbps line-rate input in a k-
port switch, these designs would require, at minimum, a (k2 + k) mesh of instances to realize
per-output-port scheduling while supporting the full aggregated throughput due to incasts; an
example mesh for k = 4 is depicted in Figure 4.1 (a). Further, every instance would have to

be provisioned with hundreds of thousands of queue elements to satisfy (A2). Overall, a 32-port
switch operating at 400Gbps line-rate would require at least 322 + 32 BMW-RPU instances,
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each provisioned with 100K+ entries, to implement priority queueing alone. Based on synthesis
numbers reported by the authors and considering that a switch chip area ranges from 200mm2

to 800mm2 [135] this corresponds to 1:5� 6� the total area.

The ability to logically partition a physical priority queue enables a significantly simpler
mesh architecture. Assuming, again, that each priority queue instance can sustain 400Gbps
input, we would only need 2k instances, as depicted in Figure 4.1 (b). Each physical instance in
the first layer ingests packets from a single ingress port, but enqueues into one of k logically

independent queues corresponding to the k possible destination ports. The second layer then
periodically schedules packets among their k inputs, feeding traffic to their respective egress
ports. Despite the fact that PIFO benefits from this architecture, its inability to scale beyond 2,048

elements means that it does not satisfy (A2). Conversely, while PIEO scales marginally better, it

does not provide the requisite performance, violating (A1).

SmartNICs in the Public Cloud

Another key driver for programmable packet schedulers in hardware are SmartNICs in the
public cloud, either ASIC [95, 116, 121, 140] or FPGA-based [11, 58, 60, 73, 99, 121, 122]. Packet
schedulers for such NICs ought to satisfy three requirements:

(B1) Scale to tens of thousands of flows: The packet scheduler on the SmartNICmay need to
implement scheduling policies for a large number of active (concurrent) flows. This might seem
surprising because NIC packet buffers are typically orders of magnitude smaller than those used
in switches; however, unlike switches, modern SmartNICs may be required to make schedul-
ing decisions for flows not just in their local TX or RX queues, but also those residing in host

memory. This is a popular theme in the cloud setting where, in order to save valuable CPU cy-
cles, the hypervisor dataplane (including scheduling functionality) is offloaded to the NIC [58].
The packet scheduler aboard the NIC is then responsible for deciding which backlogged flow
queues in host memory to serve at any point, with the number of scheduling candidates scal-
ing as (tenants � flows per tenant). For instance, across 1M+ VMs in Azure, VFP [57] reports
4:8K active connections per VM at the 99th percentile, and as high as 12K at P99.9. We ex-
pect the scalability problem to become all the more apparent given trends of increasing core
counts [9] (and therefore potential for multi-tenancy), and as more services that traditionally
used multiple physical NIC queues (e.g., RDMA) become amenable to virtualization [71].

(B2) Sustain 100GbE+ line-rates: While state-of-the-art NICs have lower throughput re-
quirements compared to switches, they still need to support line rates of 100Gbps and be-
yond [107]. This is particularly relevant in the context of public clouds because network band-
width is a commoditized resource and an important driver for many high-performance cloud-
based applications [122].

(B3) Implement scheduling both across and within tenants: Finally, in the context of
multi-tenant clouds, the NIC scheduler should be able to provide, at minimum, the ability to
schedule traffic across tenants (to enforce cloud providers’ policy requirements, e.g., fairness or
bandwidth quotas) and within tenants (to provide application-level priority queueing), without
imposing significant resource overhead.
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Recent priority queue designs (e.g., PIEO [131], BMW-Tree [158]) symbolize a concerted
effort towards addressing the scalability requirement outlined in (B1). For instance, we can
synthesize a PIEO instance with up to 64K entries, and a BMW-RPU instance with 350K entries
on a state-of-the-art FPGA (§4.6.2). Unfortunately, these designs do notmeet both the performance

(B2) and provider policy (B3) requirements.

In the context of (B2), the problem with existing designs is that performance degrades
rapidly as the number of elements increases, a fundamental tradeoff associatedwith comparison
based sorting. Moreover, scaling out using a mesh is not feasible because NICs are consider-
ably smaller and more resource-poor than switches; as such, single-instance performance is
the key factor in determining feasibility. For example, [158] reports that a single BMW-RPU
instance can sustain 200Mpps with 85K elements using a 28nm ASIC process; this is sufficient
to drive line rate at 100GbE (148.8Mpps), but not at 200GbE. The picture is even more dire for
packet scheduling on FPGA-based SmartNICs[58, 73]. For instance, as we will show in §4.6.2,
BMW-Tree achieves a packet rate of 55Mpps for 85K elements on a state-of-the-art, Intel Stratix
10 MX FPGA, 37% of line rate even at 100Gbps.

A second, more fundamental problem with these designs is that it is impossible to disentan-
gle their function (implementing priority queueing) from their form (a fixed tree [29, 78, 158]
of queue elements). As a result, implementing n distinct priority queues (e.g., for n tenants)
requires duplicating the underlying data structure, imposing significant resource overhead,
fragmentation of queue memory, or both. As before, the key enabler for (B3) is logical par-
titioning.

Incongruity: In the context of modern deployments (both switches and SmartNICs),
existing hardware priority queue designs are not viable alternatives for packet scheduling
because they treat one or more operational requirements as objectives that can be traded-

off rather than constraints that must be met — whether in terms of scaling (e.g., PIFO),
performance (e.g., PIEO), or their ability to provide logical partitioning (e.g., BMW-Tree).

4.1.2 Exploring a Different Tradeoff

In order to circumvent the performance-scalability barrier, in this work we explore a differ-
ent tradeoff: sacrificing a small amount of precision to achieve the best of both worlds. In this
regard, we are motivated by prior work’s observation that a large fraction of networked ap-
plications do not require particularly high precision [6, 128]. For instance, both VLAN and
DSCP support up to 8 traffic classes (3-bit priority tags), priority-qdisc (tc-prio) in the Linux
kernel provides at most 16 priority bands, and state-of-the-art commercial switches support
up to 32 strict-priority queues [6]. These, in turn, provide sufficiently fine-grained priority
queueing to support a variety of higher-level abstractions: transport protocols and frameworks
(e.g., Homa [102], PASE [104], PIAS [15]), congestion and interference controllers (RC3 [100],
qJump [69]), and high-performance overlay networks (e.g., GRIN [3], SLIM [163]). In what fol-
lows, we describe the design of a highly scalable and performant priority queue exploiting this
observation.
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4.2 BBQ Overview

BBQ is a new hardware-based priority queue architecture for packet scheduling that is designed
with three goals in mind: (1) scalability, the maximum number of concurrent flows that the
queue can support, (2) performance, the maximum steady-state packet rate that the queue can
sustain, and (3) logical partitioning, the ability to multiplex several logical queues atop a single
physical queue. In this section, we give an overview of BBQ’s design before diving into the
architectural details in §4.3. We start with a brief introduction to the data structure underlying
BBQ in §4.2.1, followed by a high-level description of the BBQ primitive in §4.2.2. Finally, in
§4.2.3, we describe the challenges the hardware architecture must address in order to meet our
system goals.

4.2.1 Data Structure

Integer Priority Queueing: BBQ leverages an Integer Priority Queue (IPQ) scheme to allevi-
ate the tension between scalability and performance (§4.1). Unlike traditional priority queues
where elements can have arbitrary priorities, an IPQ requires elements to map to a finite set of
integer priorities, called its priority span; for an IPQ that supports P integer priorities, the span
is represented by the set f0; : : : ; P � 1g. Quantizing the priority range allows IPQs to imple-
ment a simple counting sort-like algorithm: the IPQ maintains an array of P priority buckets,
each representing a unique priority in its span; when a new element is enqueued, it is inserted
into the bucket indexed by the element’s priority.

The only remaining challenge is to find the right priority bucket to dequeue from. Since only
a subset of buckets may be occupied at any time, dequeueing entails finding the highest-priority
bucket containing at least one element. A naive approach is to sequentially check buckets in
decreasing order of priority, stopping at the first non-empty bucket; however, this may turn
out to be expensive, necessitating O(P ) sub-operations in the worst case.

Building efficient IPQs using Find-First Set: One approach to improve the run-time effi-
ciency of dequeue operations is to encode the occupancy of the IPQ’s priority buckets as a P -bit
wide bitmap, with ‘0’s representing empty buckets, and ‘1’s representing buckets containing at
least one element. Then, the most-significant set bit (MSSb) in the bitmap yields the required
bucket to dequeue from. Finding the MSSb, an operation known as Find First Set (FFS), can be
performed with �(logP ) simple bit operations (bit-shifts and additions) using a binary search
algorithm. Unfortunately, scaling to large values of P (e.g., 32K) using FFS Queues quickly
becomes impractical due to constraints on the maximum word size that the hardware can ef-
ficiently operate upon. For example, general-purpose processors provide FFS intrinsics for at
most 64-bit words; similarly, implementing FFS on bitmaps larger than 64 bits would result in
low operating frequency even in more specialized circuits (e.g., ASICs or FPGAs).

Scaling to larger priority spans usingHierarchical FFS: [148] novelly observed a recursive
structure to the problem: given an array of bitmaps ordered by priority, the highest-priority

non-zero bitmap can also be identified via a single FFS operation using a schema similar to the
one described above. This observation naturally leads to aHierarchical FFS (HFFS) Queue.
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The idea is to construct a tree of bitmaps, with leaf nodes representing regular FFS Queues.
The bitmaps are encoded such that, at any level in the tree, a ‘1’ in any bit position indicates a

non-empty priority bucket in the subtree rooted at that node. Now, to dequeue the highest-priority
element, we recursively perform FFS at each level of the tree starting with the root, following
the MSSb until we arrive at the required priority bucket. BBQ uses a variant of the HFFS Queue
as its underlying data-structure.

4.2.2 BBQ Primitive

Bitmap
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Priority
Bucket (PB)

7 6
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L2
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Free List (FL)
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0    2    0
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FFS

At the heart of BBQ is a priority index
structure inspired by HFFS Queues: a
perfectw-ary tree ofw-bit bitmaps rep-
resenting the queue occupancy. The
bitmap tree in a BBQ can be composed
of an arbitrary number of levels, which
in turn dictates the queue’s priority
span. In general, for a BBQ with w-bit
bitmaps and D � 1 levels, the num-
ber of supported priorities is P = wD.
Figure 4.2 depicts a BBQ with w = 3
and D = 2, representing P = 32 = 9
unique priorities.

Figure 4.2: 2-level BBQ with w = 3 bit
bitmaps. To dequeue the highest-priority
element, we recursively perform FFS at
each level starting with the root, following
themost-significant set bit (MSSb) until we
arrive at the required priority bucket.

The bitmap tree has a recursive structure: at the leaf level of the tree (e.g., the L2 bitmaps
in Figure 4.2), each bit maps to a unique priority bucket; at non-leaf levels (e.g., L1), each bit
maps to a unique subtree of bitmaps. In either case, we maintain the invariant that a bit in
any bitmap is 1 if and only if there is a priority bucket containing at least one element in the
corresponding subtree. In BBQ, we additionally associate with every bit a subtree occupancy

counter (StOC) that indicates the total number of elements in that subtree; a StOC is non-zero
if the corresponding bit is 1, and vice versa. As we will see in §4.3, the design choice of storing
additional counters enables us to achieve stall-free execution of the BBQ pipeline, yielding high
performance (i.e., full pipelining) with a relatively small memory overhead.

IPQs group queue elements (QEs) with identical priority in the same priority bucket (PB). In
BBQ, PBs are implemented as doubly-linked lists of QEs. In particular, each PB stores a pair of
pointers: HEAD and TAIL, pointing to the first and last QE in the linked list, respectively. QEs
themselves are composed of two attributes: (1) a pair of pointers (PREV and NEXT) to other
QEs, allowing them to interface with the PBs’ doubly-linked lists, and (2) a DATA field to store
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arbitrary, user-supplied identifiers.1

The final component of the BBQ is the Free List (FL): a FIFO queue containing pointers to QEs
that are currently unallocated (i.e., not enqueued in the BBQ). Table 4.1 depicts the operations
supported by BBQ.

Operation Description

ENQUEUE(X,p) Inserts the given data,X, into the BBQ
with priority p.

DEQUEUE(t)
�! (Y,p) or ?

t 2 fMAX;MINg

Extracts the data, Y, corresponding to
either the highest-priority QE (when
t is MAX) or the lowest-priority QE
(when t is MIN) currently enqueued
in the BBQ. Returns ? if empty.

Table 4.1: Priority Queue operations supported by BBQ.

4.2.3 Goals and Challenges

Recall that we sought out to build BBQ with three key goals in mind: scalability, performance,
and logical partitioning. In this section, we describe how BBQ meets these goals, and the chal-
lenges the underlying hardware architecture must address to achieve them.

Scalability. Using an IPQ-based design breaks the dependence between run-time complexity of
operations and queue size, allowing BBQ to support a large number of QEs without necessitat-
ing a fundamental performance trade-off. In many ways, scalability “falls out” of this high-level
design choice, allowing us to explicitly optimize for the other goals.

Performance. While the data structure underlying BBQ is conceptually simple, realizing it in
hardware in a manner that achieves high performance remains a challenging proposition.

The overall performance of the hardware queue (measured in packets per second) is the
product of two independent metrics: (C1) fmax or the maximum frequency that the queue op-
erates at, which is dictated by its critical path (i.e., the worst-case combinational delay in the
hardware circuit), and (C2) the number of operations that can be issued every cycle.2 Given
the logical complexity of the queue operations (i.e., ENQUEUE or DEQUEUE), it is impractical
to perform them in a single hardware clock cycle because it would significantly throttle fmax,
hurting (C1). Instead, operations must be divided into a sequence of n stages, where each stage
involves a smaller quantum of work. While this improves fmax of the resulting circuit by re-
ducing combinational delay, doing so naively (e.g., trying to avoid concurrency problems by
issuing one operation every n cycles) would slash (C2) by a factor of n, once again degrading
performance.
1BBQ, likemost priority queues, is agnostic of the data contained in theQEs. TheDATA attribute has a configurable
bit-width and could be used to store a pointer to a packet, flow ID, or even a reference to another BBQ. Unless
specified otherwise, we will assume that QEs represent flows [135].

2In architectural terms, this is the queue’s IPC (instructions-per-cycle).
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The key to high performance — and simultaneously the most challenging aspect of BBQ’s
architectural design — is pipelined parallelism. In this context, pipelining refers to designing
the hardware architecture such that multiple stages may simultaneously be active at the same
time, thereby allowing operations to be issued fewer than n cycles apart. Unfortunately, there
are several sources of complexity that make it non-trivial to achieve a high degree of pipelined
parallelism: practical limitations on the number of R/W ports on physical memory blocks, data
hazards (i.e., ephemeral memory dependencies between active pipeline stages), and control
hazards (i.e., logical and algorithmic dependencies between stages).

Our key finding in this context is that by carefully architecting BBQ’s hardware pipeline,
we can, in fact, achieve fully-pipelined execution (i.e., guaranteed throughput of 1 operation
per cycle) without compromising on the maximum clock frequency. This is realized by: (a)
employing deep pipelining to preserve fmax, and (b) using a variety of architectural techniques
(speculation, write-forwarding, and instruction coloring) to handle pipeline hazards without
stalling or discarding operations. We describe the BBQ pipeline in detail in §4.3.

Logical Partitioning. Full decoupling between BBQ’s queue memory (i.e., its QEs) and its
priority index structure (i.e., the bitmap tree) gives BBQ a unique opportunity to provide logical
partitioning with no resource overhead. The idea is to treat the bitmap tree as a collection of

n disjoint subtrees, each of which maps to an independent BBQ. This effectively partitions the
original BBQ’s priority span into n disjoint regions; then, in order to DEQUEUE an element
from a logical BBQ, we simply “mask” the appropriate bits in the bitmap tree while performing
FFS such that we only traverse down the corresponding subtree.

This technique allows us to fully reuse all of the physical BBQ’s resources without any per-
formance degradation or fragmentation of queue memory. There is, however, a cost in terms
of precision, because each logical BBQ can only address 1

n
’th of the priority span of the un-

derlying instance. For use-cases where the number of logical partitions is not too large (e.g.,
32–64 port switches [108], or cloud servers hosting 16–128 tenants), this is simply a matter of
appropriately provisioning the priority span of the underlying BBQ.

Since logical partitioning is, (a) a key enabler for building efficient priority queue meshes
for line-rate switches and realizing hierarchical scheduling in multi-tenant cloud NICs (§4.7),
and (b) adds negligible overhead in the BBQ datapath, we natively support this feature in the
BBQ primitive. We describe logical partitioning (both for prior work, as well as BBQ) in more
detail in §4.4. Logical partitioning also enables us to extend the BBQ primitive to operate over
dynamic priority ranges with zero overhead, an idea we describe in §4.5.2.
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4.3 BBQ Architecture

In this section, we describe the architectural details that enable us to map BBQ’s design to hard-
ware in a manner that achieves our performance goals. We begin by describing the hardware
pipeline (§4.3.1), followed by a description of the hurdles we encountered while trying to fully
pipeline the design in (§4.3.2), and finally some key implementation details that reduce memory
pressure and further improve fmax (§4.3.3).

Cycle Description PHR

0 Register inputs

If ENQUEUE:
F  � FreeList.POP() // Pop free list

1 Compute L1 bitmap index�

Read the corresponding L1 StOC L1

2 Compute, Write: L1 StOC L1 bitmap
Read L2 bitmap

L2

3 // Read delay for L2 bitmap
4 Compute L2 bitmap index�

Read the corresponding L2 StOC
5 // Read delay for L2 StOC
6 Compute, Write: L2 StOC L2 bitmap

Read the corresponding PB

PB

7 // Read delay for PB
8 If DEQUEUE:

(a) Read X  � QEDATA[PB.TAILnew]
(b) Read Y  � QEPREV[PB.TAILnew]

9 // Read delay for QEDATA and QEPREV

10 If ENQUEUE: // Enqueue at the HEAD
(a) QEDATA[F] � Data to enqueue
(b) Write QENEXT[F] � PB.HEAD
(c) Write QEPREV[PB.HEAD] � F

(d) Write PB.HEAD new � F

If DEQUEUE: // Dequeue from TAIL
(a) FreeList.PUSH(PB.TAIL)
(b) Write PB.TAILnew � Y

(c) Output X

Table 4.2: 11-stage hardware pipeline for a 2-level BBQ (without operation coloring) highlighting in-
dependent pipeline hazard regions (PHRs).

�

and indicate same-stage dependencies, which result in
more complex combinational logic. In general, a BBQ with D > 1 levels entails a pipeline depth of
p = 7 + 4� (D � 1) stages.
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4.3.1 Hardware Pipeline

In principle, enqueueing and dequeueing follow a similar blueprint, yielding an intuitive algo-
rithm for mapping them to a unified datapath: for each level of the tree starting with the root
(i.e., L1), compute the bitmap index (for DEQUEUE(t), the index is computed by performing
FFS on the bitmap, while for ENQUEUE(X,p), it is computed using simple bit manipulations
on p), increment/decrement the corresponding StOC, then update the bitmap; finally, enqueue
into or dequeue from the doubly-linked list corresponding to the target priority bucket. To
maximize performance, we take a careful two-pronged approach.

(1)Maximizing fmax: Our first objective is tomaximize fmax, or themaximum clock frequency
at which the BBQ circuit can operate. To do this, we use a deep pipeline where individual stages
are designed to do both little and roughly equal amounts of work. Table 4.2 depicts the events
that occur at cycle-level in a 11-stage pipeline for a 2-level BBQ.3 By load balancing expensive
operations across stages, we minimize the number and severity of same-stage dependencies
(depicted by

�

and  ). For instance, chaining FFS and StOC updates (multi-bit addition or
subtraction) would result in a large combinational delay, so we split this work across stages
(e.g., cycles 1 and 2).

(2) Maximizing operations per cycle: As described in §4.2.3, high fmax is only useful if we
are not rate-limited by the pipeline latency or even a portion of it. Our second objective is to
fully pipeline the BBQ design so it can concurrently process as many operations as there are
pipeline stages, thereby achieving its maximum rate of 1 op/cycle. There are several challenges
we encounter in this process, which we address in detail next.

4.3.2 A Fully-Pipelined Architecture

Pipeline Hazard Regions: The first key enabler for BBQ’s stall-free architecture is the de-
sign choice of associating every bit in the bitmap tree with a subtree occupancy counter. Recall
that for a given bit, the associated StOC indicates the total number of elements contained in the

corresponding subtree.

To understand how this enables pipelining, consider a strawman design with n pipeline
stages where we only store the bitmaps for each level of the HFFS tree, but not the associ-
ated StOCs. Here, the earliest time we know whether a DEQUEUE operation causes a priority
bucket to become empty is when the operation is committed (i.e., the final pipeline stage). Now,
consider what happens if this causes a bit in any bitmap along the path to that priority bucket
to flip (i.e., become ‘0’). Any subsequent DEQUEUE operations in the pipeline may have been
routed along the tree based on stale state, creating an incorrigible control hazard. As a result, we
would have to either: (a) discard and re-issue the subsequent DEQUEUE operation(s), hurting
worst-case performance, or (b) only issue DEQUEUEs every n cycles, defeating the purpose of
pipelining altogether.
3Since the L1 level has a small memory footprint, we choose to store the associated metadata (bitmaps and StOCs)
in registers with single-cycle access latency. The larger arrays (e.g., L2 bitmaps and StOCs, priority buckets, and
queue elements) use substantially more memory and involve more complex address decoding logic; as such, we
store these in SRAM with a 2-cycle access latency in order to optimize fmax.
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Instead, StOCs allow us to divide the BBQ pipeline into independent pipeline hazard regions
(PHRs) mapping to different levels of the bitmap tree, as shown in Table 4.2. When exiting a
PHR, the outcome of every operation (either an ENQUEUE or a DEQUEUE) is committed to
the StOC. This has two implications: (1) two operations can only be conflicted (i.e., have data or
control dependencies between them) if they are in a PHR at the same time, and (2) conflicts are
limited to intra-PHR state (e.g., the bitmap or StOC data at that tree level). As a result, we only
have to address intra-PHR hazards (i.e., dependencies between active operations in the same
PHR), which are far more localized — and therefore more tractable — than hazards spanning
the entire pipeline. We characterize our implementation of StOCs in detail in §4.3.3.

While StOCs enable us to achieve stall-free operation, they are not sufficient to guarantee
a fully-pipelined design on their own. In what follows, we describe three types of intra-PHR
hazards we encountered in our endeavor to fully-pipeline BBQ, and the architectural techniques
used to address them.

(H1) Data Hazards: The simplest form of hazards we encounter are data hazards, where one
stage of the pipeline either: (a) issues a memory read, or (b) waits on completion of a memory
read at an address that is concurrently updated by a different pipeline stage.

For instance, consider the BBQ pipeline depicted in Table 4.2. If Stage 2 issues a read for
an L2 bitmap that is simultaneously being modified by Stage 6, it will receive either a stale or
invalid value 2 cycles later.4 Similarly, if Stage 3 has a read in progress for the same memory
address, it will receive a stale value on the next cycle. This is a common problem in processor
design, where the standard solution — and the one we use here — is to perform write forward-
ing from a later pipeline stage to its predecessors when a read-after-write conflict occurs.

In order to resolve data hazards, we need to first compute whether and which pairs of oper-
ations in a PHR access the same state (e.g., bitmaps, StOCs, PBs). BBQ exploits the hierarchical
nature of the queue to make this computation efficient: since bitmap and StOC addresses also
have a hierarchical structure to them (e.g., the address of an L3 bitmap is generated by splic-
ing together the address of its L2 parent and its own index in the parent bitmap), we can both
reduce address comparator logic and improve fmax by memoizing address conflicts at higher
levels and propagating them down the pipeline; then, when we need to compute address con-
flicts for lower levels, we reuse the memoized results, necessitating comparison of only the
lower address bits.

(H2) Non-atomic bitmap accesses: A second type of intra-PHR hazard arises due to the
non-atomic nature of bitmap accesses, causing back-to-back DEQUEUE operations to be routed
down incorrect paths in the bitmap tree.

To illustrate this problem, consider the example depicted in Figure 4.3. Initially, at 1 , both
the MSb and LSb of an L2 bitmap are set, and the corresponding StOC values are 1 and 2,
respectively. Now, consider two DEQUEUE-MAX operations, OPA and OPB , issued one cycle
apart. Since the highest-priority (left-hand) subtree has just one element and becomes empty
4Certain hardware platforms may guarantee a consistent memory view, but this is not true in general (e.g., FPGA
SRAM).
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after the first DEQUEUE operation (i.e., OPA), we would expect to see OPB to be routed down
the right-hand subtree (corresponding to the LSb). Instead, we find that both operations are
incorrectly routed down the left-hand subtree. The problem arises at 3 , the moment OPB and
OPA reach Cycles 4 and 5 of the pipeline, respectively. At this point,OPA is waiting on the read
for the MSb’s StOC (issued one cycle earlier, at 2 ) to complete, while OPB computes the same
MSSb as OPA and issues a read for the same StOC. It is only on the following cycle — at 4 ,
whenOPA decrements the MSb’s StOC down to 0 — that we discover that the left-hand subtree
becomes empty, and that OPB should have been steered to the right-hand subtree instead;
unfortunately, it is far too late by this point. Note that this is not simply a rare performance
issue that can be addressed by, e.g., discarding trailing operations in case of conflicts; rather, it is
a correctness bug. In this case, since OPB may have already been “committed” to StOCs earlier
in the pipeline, the operation cannot simply be discarded. Once again, we would have to either:
(a) stall the pipeline, hurting worst-case performance, or (b) enforce that DEQUEUE operations
are issued at least 2 cycles apart, throttling the queue’s DEQUEUE throughput.

Bitmap

StOCs

1  0  1
Cycle Description

4
5
6

Compute FFS, read StOC
Read delay for StOC
Update StOC and bitmap
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Figure 4.3: Non-atomic read-modify-write accesses to bitmaps
cause OPB (the second of two consecutive DEQUEUE-MAX op-
erations) to be incorrectly routed to the left-hand subtree.

To address this problem, we adopt another technique from the architecture literature: spec-
ulation. The idea is as follows: within Li PHRs, if we have two back-to-back DEQUEUE-MAX
operations (say, OPA and OPB , issued in that order, respectively) that access the same bitmap,
we compute the bitmap index for OPB speculating that OPA causes the MSSb to become ‘0’. Con-
sequently, OPB will issue a read for the next-MSSb. On the following cycle, if we find that
OPA indeed caused the MSSb to flip (i.e., the corresponding StOC becomes 0), our specula-
tion was correct, and OPB proceeds as usual. Otherwise, OPB simply discards its own state,
and adopts both the MSSb index and StOC values computed by OPA for the remainder of the
pipeline. The speculation logic is illustrated in Figure 4.4 (updated steps 3 and 4 are depicted
in Figure 4.4.)

The key observation here is that instead of squandering OPB’s one available read on data
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Figure 4.4: If there are conflicting operations in theLi PHRs, operations
issued later compute bit indices speculating that earlier operations will
change the bitmap.

that are going to be available anyway (via inter-stage forwarding), we can “hedge” our bet on
multiple bits simultaneously, ensuring that at least one of them yields the desired outcome. We
also note that, while the description presented here involves only DEQUEUE-MAX operations
for the sake of simplicity, the same technique generalizes to any combination and order of
operations (i.e., ENQUEUE, DEQUEUE-MIN, and DEQUEUE-MAX).

(H3) Non-atomic PB accesses: Conceptually similar to (H2), the third and final type of
hazard arises due to the non-atomic nature of priority bucket accesses, causing back-to-back
DEQUEUE operations to potentially corrupt state within the PB PHR. To see why, consider
stages 6 � 10 of the BBQ pipeline. In Stage 10, DEQUEUE operations cause the PB’s TAIL
pointer to be updated (now denoted by PB.TAILnew). In stage 8, DEQUEUE operations per-
form a read that is supposed to be addressed by the most up-to-date TAIL pointer for the corre-
sponding PB. However, consider what happens when two back-to-back DEQUEUE operations
(say,OPA andOPB , issued in that order, respectively) land at the same priority bucket. At Stage
9, OPB is waiting on completion of the read addressed by PB.TAIL available on the previous
cycle. However, OPA, now at Stage 10, modifies the TAIL pointer, causing the read issued
by OPB (for QEDATA and QEPREV) to become stale. Unfortunately, write-forwarding does not
help here because the stale variable (PB.TAIL) is being used to address other state, creating a
control hazard.

To address this problem, we introduce the notion of operation coloring (inspired by graph
coloring, problems where vertices in a graph must be assigned colors such that no two adjacent
vertices have the same color), which works as follows. First, we tag each operation with a Color
attribute, which assumes one of two values: Purple ( ) or Orange ( ). An operation’s color
determines which end of the PB’s doubly-ended linked-list it interacts with: operations colored
purple operate on the HEAD of the PB, while those colored orange operate on the TAIL. All
ENQUEUE operations are always colored purple, while DEQUEUE operations are, by default,
colored orange. Finally, we add a single constraint on color: a DEQUEUE operation must not
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have the same color as a conflicting operation issued immediately before it (i.e., one cycle earlier).
In the first cycle of the PB PHR (Cycle 7), if the active operation is a DEQUEUE that conflicts
with another operation in the subsequent pipeline stage, it is recolored. Table 4.3 depicts the
relevant portion of the BBQ pipeline post operation coloring (extraneous details are omitted for
the sake of brevity).

C Description

7 // Color operation
8 If DEQUEUE :

Rd QEDATA[PB.HEADnew]
Rd QENEXT[PB.HEADnew]

If DEQUEUE :
Rd QEDATA[PB.TAILnew]
Rd QEPREV[PB.TAILnew]

9 // Read delay
10 If ENQUEUE :

Update PB.HEAD new

If DEQUEUE :
Update PB.HEAD new

If DEQUEUE :
Update PB.TAIL new

Table 4.3: Updated stages 7� 10 showing operation coloring.

Observe that, so long as the DEQUEUE operations are colored differently from any oper-
ation immediately preceding them in the pipeline, they will not incur stale reads. The key idea
here is that each operation (whether an ENQUEUE or a DEQUEUE) only affects one pointer
in the PB’s (HEAD,TAIL) pair.5 As a result, picking a mutually exclusive color also guaran-
tees exclusivity on the data structure itself. Operations spaced more than one cycle apart can
be safely handled via write forwarding. An artifact of this design choice is that back-to-back
DEQUEUEs landing at the same priority bucket will not dequeue elements in FIFO order; how-
ever, since DEQUEUEs are bound to be interleaved with ENQUEUEs during typical operation,
we do not expect this case to arise often.

Summary. Together, these optimizations realize a fully-pipelined priority queue architecture
with both high fmax, and a guaranteed throughput of 1 op/cycle independent of workload.

4.3.3 Implementing Subtree Occupancy Counters (StOC)

In §4.3.2, we described how every bit in BBQ’s bitmap tree is associated with a StOC, which
represents the total number of elements contained in the corresponding subtree. StOCs are an im-
portant component in BBQ because they are a key enabler for its fully-pipelined architecture. In
this section, we characterize two practical details regarding our implementation of StOCs: how
they are sized, and a general optimization technique that improves their performance.

5The only situations in which both pointers are affected is when the priority bucket becomes empty (i.e., due to
a DEQUEUE), or a priority bucket that was previously empty becomes non-empty (i.e., due to an ENQUEUE).
Speculation precludes the first possibility (attempting to DEQUEUE an empty PB), so we are left with the second
corner case, which we handle explicitly.
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Sizing: In order to handle the worst case (i.e., all elements in the BBQ being contained in a
single priority bucket), every StOC must be provisioned to represent the range [0; N ], where
N is the number of supported queue elements. Conventionally, N is configured to be a power
of two (i.e., 2k) to avoid wasting resources such as pointer address bits. However, in the case
of BBQ, naively provisioning the queue with N = 2k elements would entail (k + 1)-bit StOCs,
with the most-significant bit (MSb) only ever being used to encode the maximum occupancy of
2k. Instead, in BBQ, we snap N to a value of the form (2k � 1), allowing us to use k-bit StOCs.
Thus, carefully sizing the queue (and deliberatelywasting one element’s worth of address space)
saves 1 bit per StOC, yielding a sizeable reduction in memory footprint.

Waterlevel Bit Optimization: Since StOC bit-widths scale with the queue size, performing
arithmetic or logical operations on these counters can be expensive for large BBQ instances. As
we will see, these operations sometimes need to be chained together with other combinational
logic in a single pipeline stage, which in turn inflates the critical path and significantly de-
grades fmax. Here, we describe a general optimization technique that alleviates counter-related
performance bottlenecks, yielding up to 17% higher fmax for some BBQ configurations.

(a) 15-bit Reduce-OR 
Logically: (x15 ∨ ... ∨ x1)

Predicate

(b) Complex logic
(Bitmap update or

speculation)

Long critical path

16-bit StOC
(X−1) ≠ 0   if (Y) ... 

X−1

X'

Updated StOC

X = {x15 ... x0}

Re
gi

st
er

Y

Figure 4.5: Dependency chain involving 16-bit counter logic for
a DEQUEUE operation. The critical path comprises of (a) a 15-bit
Reduce-OR (to determine whether the StOC becomes 0), chained
with (b) more combinational logic (which uses (a) as a predicate).

To illustrate the problem, consider a DEQUEUE operation in stage 6 of the BBQ pipeline
depicted in Table 4.2. This stage comprises of several sub-operations, two of whichwewill focus
on here: (a) decrementing an L2 StOC and checking if the resulting value becomes zero, and
(b) updating the L2 bitmap predicated on the result of (a). Note that (a) operates on a log2(N +
1)-bit counter and (b) operates on a w-bit bitmap, and chaining these sub-operations together
inevitably puts them on the critical path. The problem is further exacerbated if (b) entails more
complex combinational logic (e.g., resolving speculation outcomes, which, as shown in step 4
of Figure 4.4, follows the same blueprint). The critical path for this sequence of sub-operations
is depicted in Figure 4.5.
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To address this performance bottleneck, we augment every StOC in BBQ with an additional
bit called the waterlevel bit (WLb). We maintain the invariant that the WLb is set to ‘1’ if the
current StOC value is greater than or equal to 2, otherwise it is set to ‘0’. The key idea is that the
WLb opportunistically memoizes the future result of (a),6 allowing it to directly serve as the pred-
icate for (b) instead of having to compute it from scratch (Figure 4.6). This avoids chaining the
expensive Reduce-OR computation with other complex combinational logic, thereby shrinking
the critical path. Moreover, the updated value of the WLb (corresponding to the current StOC
value minus 2) can be efficiently computed using another 16-bit operation; however, since this
is not chained with additional logic, it does not appear on the critical path.

if (Y) ...

X'

WLb
X = {x15 ... x0}

(b) Complex logic
(Bitmap update or

speculation)

Y'

Updated StOC

Y

(X−2) ≠ 0  

(x15 ∨ ... ∨ x2 
       ∨ (x1 ∧ x0))

Logically:

17-bit StOC

X−1

Shorter critical path

Waterlevel bit
replaces (a)

Re
gi

st
er

Figure 4.6: The waterlevel bit (WLb) replaces (a), improving fmax

by removing the counter operations from the critical path.

In the context of BBQ, this optimization yields between 5� 17% higher fmax on the Stratix
10 MX FPGA for configurations with (217�1) queue entries (i.e., 17-bit StOCs). This does come
at a resource cost, since every StOC must now be one bit wider to accommodate the WLb (cor-
responding to approximately 4:75kB higher SRAM usage for a BBQ that supports 32K priorities
with 8-bit bitmaps). However, we find that the resulting performance improvements justify this
resource overhead, and we enable this optimization by default in the BBQ artifact.

Finally, we note that the underlying technique (i.e., memoizing useful counter arithmetic
results in the counter structure itself) is a general one that may benefit any design which uses
occupancy counters that might ultimately appear on the critical path (e.g., BMW-Tree [158]).

4.4 Logical Partitioning in Practice

In §4.1.1, we motivated logical partitioning (i.e., the ability to multiplex several logical priority
queues atop a single physical queue) as a key requirement for deployability in modern switches
and SmartNICs. In this section, we first characterize the extent to which existing priority queue
designs can realize logical partitioning (§4.4.1), followed by a detailed description of the mech-
anisms that enable BBQ to achieve this functionality (§4.4.2).
6Observe that, for positive values of X , the expression evaluated by (a), (X � 1) 6= 0, is logically equivalent to
X � 2, the value encoded in the WLb.
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4.4.1 Existing Designs

The goal of logical partitioning is to allow a single, physical priority queue to emulate a collec-
tion of multiple, logically-independent priority queues. Simply realizing this abstraction is not
particularly challenging, but doing so efficiently turns out to be a major impediment for most
priority queue designs. We can evaluate efficiency along three axes: (1) queue fragmentation,
or the worst-case fraction of queue elements (QEs) lost to external fragmentation when an in-
stance is partitioned q ways; (2) performance overhead, or the throughput degradation resulting
from logical partitioning; and, (3) resource overhead, or the resource cost (e.g., logic, memory)
required to support q logical partitions relative to an unpartitioned priority queue.

PIFO supports logical partitioning with zero queue fragmentation, a small perfor-

mance overhead, and a resource overhead that scales linearly with queue size: Con-
sider the example depicted in Figure 4.7, where a physical PIFO (provisioned with N = 8 QEs)
is partitioned into q = 2 logical PIFOs. Per usual, PIFO maintains a sorted list of QEs ordered
by priority [135]. To realize logical partitioning, PIFO annotates every QE with a Logical PIFO
ID (in this case, q0 or q1) at enqueue time. Then, in order to dequeue from the i’th logical PIFO,
it first “selects” the subset of elements with the corresponding ID (q1 in our example), then
performs priority decoding to extract the highest-priority element from that subset. Since ev-
ery QE in the physical instance can always be independently addressed by every logical PIFO,
queue memory is fully multiplexed, yielding zero fragmentation. Every element must be an-
notated with a log2 q bit wide ID, resulting in a resource overhead that scales with queue size.
Finally, selecting the appropriate subset of elements involves an extra comparator per element,
incurring a small performance cost.

A, 2
q1

D, 4
q0

G, 7
q1

B, 9
q1

C, 12
q0

E, 16
q0

Priority Decoder

B

PIFO

F, 1
q0

Figure 4.7: A single physical PIFO partitioned into 2 logical PIFOs:
q0 consisting of 4 elements, and q1 consisting of 3 elements. Avail-
able queue memory is fully multiplexed among the logical PIFOs,
resulting in zero fragmentation.

Withmodest changes, PIEO can support logical partitioningwith zero queue fragmen-

tation, and performance/resource overheads that scalewith queue size: Architecturally,
PIEO is organized as a matrix: an array of 2

p
N sublists, each consisting of

p
N QEs sorted by

priority. Besides standard priority queue operations, PIEO allows specifying eligibility predi-

cates: a programmable function that “selects” a subset of elements to dequeue from. In principle,
this is similar to the mechanism PIFO uses to implement logical partitioning (Figure 4.7), and
an appropriate predicate function can be used in PIEO to the same effect. Unfortunately, the
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vanilla PIEO design does not allow QEs belonging to different logical PIEOs to coexist in the same

sublist. The reason is that, as a first step, PIEO must perform predicate filtering at sublist level,
which only supports range-based queries (e.g., a � f � b) but not set queries (e.g., f 2 X) that
are required for logical partitioning. Consequently, it would incur external fragmentation at the
granularity of sublists. However, we note that this is not a fundamental limitation, and with
minor changes to the design (e.g., by annotating every sublist with a q-bit bitmap representing
the logical PIEO QEs contained therein), PIEO can, in theory, achieve logical partitioning with
no external fragmentation while incurring a resource/performance cost similar to PIFO.

B, 16
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D, 9

1

C, 12

1

A, 4

1

flow, priority

counter

BMW-Tree

q0 q1

E, 7
Flow is dropped
despite available
QEs in physical

instance

Figure 4.8: A 2-level 2-way BMW-Tree instance partitioned into
2 logical queues. Each logical queue must be mapped to a physi-

cal subtree, resulting in external fragmentation. Once a subtree be-
comes full, enqueues into the corresponding logical queue are im-
possible even if there are available QEs in other subtrees.

Other comparison-based priority queue designs cannot efficiently implement logical

partitioning: PIFO and PIEO both satisfy a property that is key to achieving zero fragmen-
tation in fixed-layout priority queues: maintaining a total ordering over elements at all times.
In their effort to leverage spatial and pipelined parallelism, other designs violate this property,

inducing significant queue fragmentation. We illustrate this point using the 2-way BMW-Tree
depicted in Figure 4.8. To implement partitioning between q = 2 logical BMW-Trees, each log-
ical queue must be statically mapped to a physical subtree as shown in the figure;7 any other
arrangement might result in inadvertently dequeueing from the wrong logical queue. The re-
sult is that, for a BMW-Tree instance of size N , each logical queue can address only N

q
QEs,

incurring a fragmentation cost that scales with q. For instance, with q = 8 partitions, we would
risk losing up to 87% of the queue memory to external fragmentation (and still not be able to
support N flows). Instead, over-provisioning the physical instance to account for the worst
case (allN elements being enqueued in a single logical queue, while the other 7 queues remain
empty) would incur a 700% memory overhead. Other tree-like priority queue designs, such as
pHeap [29] and Pipelined Heap [78], encounter precisely the same issue.

Summary. Overall, we find that besides the designs that maintain a total ordering over el-
ements (PIFO and PIEO), realizing logical partitioning in comparison-based designs incurs pro-

hibitively high resource overhead, queue fragmentation cost, or both.

7Heap property is intentionally violated at root level to enable partitioning.
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4.4.2 Logical Partitioning in BBQ

Given a BBQ instance with w-bit bitmaps, we illustrate how to partition it into q logical BBQs
by means of two exemplar configurations: one where q � w, and another where q > w.

(1) Fewer logical partitions than the bitmap width (q � w): Consider a 2-level BBQ with
4-bit bitmaps (i.e., w = 4, D = 2) that we would like to partition into q = 2 logical BBQs.
The physical BBQ has a priority span of P = 42 = 16 priorities. As a first step, we partition
this range equally between the two logical instances, allocating priorities [0; 7] to queue q0,
and [8; 15] to q1. Observe that, in order to facilitate this split, the L1 bitmap also needs to be
partitioned as shown in Figure 4.9, with the lower two bits corresponding to q0, and the upper
two bits corresponding to q1. Enqueueing an entry,X , into logical queue i 2 [0; 1] with relative
priority j 2 [0; 7] is simple: first, we compute the absolute priority corresponding to the physical
BBQ as p = (i � 8) + j,8 then perform ENQUEUE(X, p) as usual. In order to dequeue the
highest (or lowest) priority entry from the i’th logical queue, we first mask the bits in the root
bitmap not corresponding to qi (e.g., for i = 1, we would apply the mask 0xC), perform FFS on
them, then proceed down the bitmap tree as in a typical DEQUEUE operation.

1  0  1  1

1  0  0  1 0  0  0  0 0  0  1  0 1  1  0  1
7    6    5    4

Queue q1 (Mask: 0xC) Queue q0 (Mask: 0x3)

15   14   13   12 3    2    1    011   10   9   8 

Figure 4.9: Bitmap tree for a 2-level BBQ with 4-bit bitmaps parti-
tioned into 2 logical BBQs, q0 and q1. Each logical BBQ is allocated
disjoint ranges of 8 priorities. To DEQUEUE from a logical BBQ,
we first apply the correspondingmask to the L1 bitmap before per-
forming FFS on it.

(2) More logical partitions than the bitmap width (q > w): Consider again a (w = 4,
D = 2) BBQ that we would now like to partition into q = 8 logical BBQs. Observe that each
bit in the root bitmap now corresponds to two different logical BBQs, and therefore does not
offer any discriminatory power.9 Consequently, we eliminate this level of the bitmap tree; in its
place, we insert a single pipeline stage that steers operations to their respective subtrees based
on the logical queue index (e.g., ENQUEUE and DEQUEUE operations on i 2 f2; 3g are steered
to the second-from-right subtree). The updated bitmap tree structure is depicted in Figure 4.10.
Each L2 bitmap now maps to q0 = 2 different logical BBQs, and we apply the idea described in
(1) (since q0 � w) to achieve this partitioning.

8Logically, this corresponds to simply concatenating together i and j.
9Since either of the logical BBQs contained thereinmay be empty, a ‘1’ in any bit position of theL1 bitmap provides
no guarantee that a DEQUEUE operation on that subtree will succeed.

98
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Steering Logic
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q7 q6 q5 q4 q3 q2 q1 q0

L2 bitmap

Figure 4.10: Bitmap tree for a 2-level BBQ with 4-bit bitmaps par-
titioned into 8 logical BBQs. The root (L1) bitmap no longer adds
any value, so we replace it with a steering stage that simply routes
operations on logical BBQs to the corresponding subtree.

Thus, with nominal changes to the BBQ pipeline, we can support a broad range of LP con-
figurations without any performance overhead. In contrast to PIFO and PIEO, the resource cost
(corresponding to over-provisioning the priority range) scales with the degree of logical par-

titioning rather than queue size. Finally, full decoupling between its priority index structure
(i.e., the bitmap tree) and QEs enables BBQ to achieve zero queue fragmentation. Overall, these
techniques make it possible for BBQ to efficiently realize logical partitioning.

4.5 Extensions to the BBQ Primitive

In this section, we describe two useful extensions to the BBQ primitive that ameliorate some of
the limitations of the original design.

4.5.1 BBQ : A Latency-Free BBQ

While deep pipelining is key to BBQ’s high performance, the resulting pipeline latency (i.e., the
number of clock cycles that elapse between when an operation is issued and when it completes)
introduces a new source of error in the relative ordering of elements compared to an “ideal”
priority queue.10

The problem manifests due to a confluence of two factors: (a) since it takes several cycles
for an operation to traverse the pipeline, in order to use BBQ at full throughput (1 op/cycle),
multiple operations need to be issued concurrently; and (b) for a pipeline of depth p, the mini-

mum delay for a high-priority element to be dequeued, served, and re-enqueued into the queue
is also p. Consequently, any DEQUEUE operations that are issued in the p cycle interval that

the highest-priority element is not present in the queue might ultimately dequeue lower-priority

elements. The aforementioned problem is inextricably tied to our decision of using a pipelined
architecture, implying that the BBQ primitive alone cannot guarantee absolute accuracy at full
throughput.
10We note, here, that there is a more obvious source of error in relative ordering that results from our decision
to use an IPQ-based approach. Since IPQs only operate over fixed, integral priority ranges, quantization (i.e.,
“binning” elements into a smaller number of priority buckets than the original universe of priorities) might also
cause the relative ordering to deviate from ideal. In keeping with convention, we call this loss in precision instead
of accuracy.
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However, we find that a simple augmentation to the BBQ primitive allows us to hide this
latency and avoid the accuracy issues that come with it: use a tiny PIFO as a “cache” in front of
the BBQ to hold the highest-priority elements. Whenever this tiny PIFO overflows, it “leaks” the
lowest priority element to the BBQ. This PIFO only needs to be able to hold as many elements
as the BBQ’s pipeline depth (order of tens of elements). Because of its small size, this instance
does not face the scalability limitations associated with the PIFO architecture and only adds a
small footprint to the design.

The augmented design, BBQ , provably guarantees zero loss in accuracy (i.e., any dequeued

element is always the highest-priority one in the system at that time) while providing full through-

put (1 op/cycle). We can show this by proving the sufficient condition in Theorem 4: with a
PIFO whose size exceeds the pipeline latency of the BBQ, the highest-priority element is al-
ways served from the PIFO, such that we never experience the accuracy or latency artifacts
introduced by the accompanying BBQ. We start with a concrete example motivating the prob-
lem, then dive into BBQ ’s design, followed by a proof of its correctness.
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Figure 4.11: Issuing concurrent DEQUEUE requests, in combina-
tion with BBQ’s pipeline latency, incorrectly causes a lower-priority
flow, B, to be extracted (at t = 3) and scheduled (at t = 6).

Motivating Example: Consider the scenario depicted in Figure 4.11, where we use a BBQ
instance with a pipeline latency of p = 4 cycles to implement strict priority scheduling at a
bottleneck switch. There is a single high-priority flow, A, competing with 3 lower-priority
flows (B, C, and D); if none of the flows are application-limited, we expect A to receive the full
share of bandwidth, while the other flows should starve (i.e., never be served). Assume now that
a single packet can be transmitted every other cycle (i.e., line rate corresponds to one packet
every two cycles). Since it takes 4 cycles for the BBQ instance to complete a DEQUEUE request
and yield the appropriate flow to schedule, we are faced with two alternatives for managing
priority queue state.
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First, when a flow is scheduled, we might re-enqueue the flow in the BBQ and immediately
issue another DEQUEUE request, wait 4 cycles for the BBQ to respond with the next flow to
schedule, and so on. This guarantees accuracy (i.e., the scheduled flow is always the highest-
priority one), but implies that flows can only be scheduled every 4 cycles, wasting half the link
bandwidth.11

The second option is to preemptively maintain multiple concurrent DEQUEUE requests in
flight such that a flow is always available to be scheduled. In our example, this corresponds to
issuing DEQUEUE operations 2 cycles apart such that a flow gets dequeued every other cycle
(e.g., at t = 5 in Figure 4.11). While this saturates the link bandwidth, it also implies that
not all active flows are enqueued in the BBQ at dequeue time. For instance, at t = 1, the first
issued DEQUEUE operation extracts flow A from the BBQ. Consequently, at t = 3, the next
DEQUEUE operation results in the extraction of a lower-priority flow, B. Flow A eventually
returns to the BBQ at t = 4, but it is far too late by this point: at t = 6, the second DEQUEUE
operation completes, yielding B. In effect, this violates the strict priority scheduling requirement
we sought to enforce.

BBQ Design: BBQ is composed of two components: a BBQ and a PIFO instance, which
are connected as shown in Figure 4.12. To simplify the theoretical analysis of this system, we
assume that both components run at the same clock frequency (say 250MHz), and the system
clock, denoted by CLOCKsys runs at half the frequency. On each CLOCKsys cycle, we can insert
one element into the BBQ , extract the highest-priority element, or both.

BBQ

PIFO

1 ENQUEUEPIFO

3 DEQ-MAXPIFO2 DEQ-MINPIFO

4
R
eq
ue
st

5 DEQ-MAXBBQ

BBQ

Figure 4.12: BBQ design.

At a high level, our goal is to keep the PIFO full, only inserting into the BBQ when low-
priority elements “spill over” from the PIFO. When a new element arrives at the system, it
is first ENQUEUE’d into the PIFO 1 ; if this causes the PIFO to overflow its capacity (k), we
perform a DEQUEUE-MINPIFO operation 2 , inserting the resulting element into the BBQ.
Extracting the highest-priority element from the system involves two steps: (a) we perform
a DEQUEUE-MAXPIFO operation to get the highest-priority element in the PIFO 3 , which
completes immediately, and (b) we issue a DEQUEUE-MAXBBQ request to fetch the highest-
priority element from the BBQ 4 , which takes p timesteps to complete (where p is the pipeline
latency of the BBQ in units of CLOCKsys cycles). Finally, when a DEQUEUE-MAXBBQ operation
11Alternatively, we might schedule bursts of packets at a time so as to hide the pipeline latency, but this effectively
imposes a leaky bucket atop the underlying scheduling policy, which may not always be desirable.
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completes 5 , we insert the resulting element into the PIFO; as before, if this causes the PIFO
to overflow, we move the lowest-priority element in the PIFO to the BBQ. Observe that on
every CLOCKsys cycle (corresponding to 2 clock cycles for each component), we issue at most 2
BBQ operations and 4 PIFO operations (2 ENQUEUEs and 2 DEQUEUEs), which matches their
respective operation throughputs.

Proof of Zero Accuracy Loss: In this section, we prove a sufficient condition for BBQ
to guarantee zero accuracy loss when using an appropriately-sized PIFO. We start by proving
a lower bound on PIFO occupancy when the associated BBQ is not empty, followed by an
invariant regarding the subset of priorities contained in the PIFO at any time. In the remainder
of the section, we use P(t) to denote the set of elements contained in the PIFO at time t, and
jP(t)j to denote the cardinality of this set (and transitively the PIFO occupancy).

Lemma 4 (Lower-Bound on PIFO Occupancy). In a BBQ instance composed of a BBQ with

pipeline latency p cycles and a PIFO of size k > p, if jP(t)j < (k� p), the BBQ is empty at time t.

Proof. The intuition behind the Lemma is that, so long as the BBQ is not empty, it will prevent
the PIFO occupancy from dropping below a certain threshold (corresponding to k � p). We
prove this claim via contradiction, showing that if jP(t)j < (k � p) starting with a full PIFO
(a necessary condition for the BBQ to be non-empty), at least one DEQUEUE-MAXBBQ request
resulted in ? after p timesteps, implying that the BBQ is empty at time t.

Let t1 denote the latest time that the PIFO was full, and let t2 denote the earliest time such
that jP(t2)j < (k � p). Note that no elements are inserted in the BBQ in the period [t1; t2];
otherwise 9 t01 > t1 where the PIFO is still full, implying that t1 was not the latest time. As-
sume towards a contradiction that a total of n1 DEQUEUE-MAXPIFO operations and n2 � 0
ENQUEUEPIFO operations were performed in [t1; t2], and n3 DEQUEUE-MAXBBQ operations
completed in the same period, all of which returned non-? values.

n1 � (n2 + n3) > p; (4.1)
n3 � max(0; n1 � p) (4.2)

where (4.1) is true because the difference between the number of departures from the PIFO
(n1) and the number of arrivals to the PIFO (n2 +n3) in [t1; t2] must correspond to an occupancy
drop from k to jP(t2)j < k� p, i.e., exceeding p. (4.2) is true because a DEQUEUE-MAXBBQ re-
quest is issued for every DEQUEUE-MAXPIFO operation, and the maximum number of requests
still outstanding is at most p. Substituting (4.1) into (4.2), we get: n3 � (n1 � p) > n2 + n3, a
contradiction.

Theorem 4 (Priority Set Invariant for BBQ ). In a BBQ instance composed of a BBQ with

pipeline latency p cycles and a PIFO of size k > p, the top (k � p) highest-priority elements are

always in the PIFO.

Proof. Given Lemma 4, we only need to consider the scenario where (k � p) � jP(t)j � k.
Assume that the BBQ is not empty, otherwise all jP(t)j � (k � p) elements in the PIFO are
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trivially the highest-priority ones. Now, assume towards a contradiction that only the m <
(k�p) highest-priority elements in the system are in the PIFO at a certain time t2. It follows that
the highest-priority element in the BBQ, x, has a higher priority than the remaining jP(t2)j�m
elements in the PIFO at t2. Observe that x may only have been inserted in the BBQ if, at the
time of insertion, t1: (1) the PIFO was full, and (2) all k elements in the PIFO had higher priority
than x.

Now, for x to be the (m+ 1)’th highest-priority element in the system at time t2, we must
have performed n = (k � m) > (k � (k � p)) = p number of DEQUEUE-MAXPIFO op-
erations since t1, implying that n (> p) DEQUEUE-MAXBBQ operations were issued in the
interval [t1; t2]. Since at most one DEQUEUE-MAXBBQ operation can be issued every timestep
and each such operation takes exactly p timesteps to complete, it follows that at least one
DEQUEUE-MAXBBQ operation completed and returned x. Thus, x is in the PIFO at time t2,
a contradiction.

4.5.2 Dynamic Priority Ranges

As described in §4.2.1, the standard BBQ primitive operates over a priority range that is both
finite and static. While this is sufficient in some contexts (e.g., strict priority scheduling), many
policies implicitly assume an infinite priority set (e.g., fair queueing). IPQs such as BBQ are fun-
damentally incapable of upholding this assumption (§4.8). Fortunately, prior work has shown
that in most cases, a dynamic — albeit finite — priority range is sufficient to realize these poli-
cies [124, 128]. In this section, we describe how BBQ can be extended to provide the abstraction
of a rolling priority window.

To handle dynamic priority ranges, we directly adapt Eiffel’s [124] idea of using a Circu-

lar Hierarchical FFS-based Queue (cFFS). The idea is to have two independent HFFS queues,
each with priority span P , working in tandem: a primary HFFS queue, q0, that stores elements
with priorities [0; P ), and a secondary HFFS queue, q1, mapping to elements with priorities
in [P; 2P ) (i.e., just outside q1’s range). Together, these queues represent a logical priority
window of [0; 2P ). Once the primary queue becomes completely empty, the logical priority
window advances by P , and the queue designations are swapped, with q0 (now the secondary
queue) buffering elements with priorities in [2P; 3P ), and so on and so forth.

We follow precisely the same blueprint for BBQ, with logical partitioning enabling us to
multiplex both q0 and q1 atop a single physical BBQ instance with no resource overhead (or
modification to the primitive, for that matter). The only additional component required is a
simple controller to orchestrate the two logical queues. We have not implemented this feature
as part of our research artifact yet, but we do not expect it to have much impact on BBQ’s
performance.
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4.6 Evaluation

We now evaluate BBQ. Our main goal is to understand BBQ’s performance and viability for
both ASICs and FPGA designs. We also compare BBQ with PIFO [135], PIEO [131], and BMW-
Tree [158]. PIFO is the state-of-the-art hardware priority queue in terms of throughput while
BMW-Tree is the state of the art in terms of scalability. Throughout this evaluation, we show
that BBQ can surpass PIFO’s throughput while achieving similar scalability to BMW-Tree.

4.6.1 Setup and Methodology

We implement BBQ in SystemVerilog. Given the recurring and composable structure of the de-
sign, we implement a Python script to automatically generate different configurations of BBQs
by stitching together modular blocks of handwritten SystemVerilog code. Users can specify the
number of levels in the tree (D), the bitwidth of every node (W), and the maximum number of
elements (N). We synthesize BBQ targeting both an FPGA (Intel Stratix 10 MX FPGA [77]) as
well as an ASIC. The Stratix 10 MX contains 702,720 Adaptive Logic Modules (ALMs), 140Mb
of SRAM, and two 100Gb Ethernet ports. For comparison, we also synthesize PIFO, PIEO, and
BMW-Tree targeting the same board. For each design and configuration, we conduct a bisection
search to find the maximum clock frequency achievable with 3MHz precision, picking the best
synthesis across 10 seeds. To synthesize the FPGA we use Intel Quartus [76]. To synthesize the
ASIC, we use Synopsys Design Compiler [141] using a 7 nm Standard Cell Library [146] based
on the ASAP7 PDK [44].

All the designswe evaluate have deterministic performance that is independent of thework-
load. As such, our analysis focuses on the packet rate that each design is able to sustain, as well
as the cost [123] (in terms of die area and FPGA resources).

4.6.2 FPGA

As described in §4.1.1, FPGA-based NICs are increasingly used to achieve programmable of-
floads [58, 60, 75, 121, 122], and having a programmable packet scheduler on the NIC would
allow administrators to change the packet scheduling algorithms at run time. In this section,
we evaluate how BBQ and the baseline designs perform, both in terms of throughput and FPGA
resources. We also explore how the different BBQ design parameters affect its performance
when running on an FPGA.
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Figure 4.13: Clock frequency as we scale the queue capacity.
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Throughput Scalability: Queue capacity can influence throughput by increasing the hard-
ware critical path, which in turn reduces the maximum clock frequency that we can achieve
with the design (fmax). To understand this effect, we synthesize BBQ (with 8-bit bitmaps) and
the baselines while changing both the queue capacity and the number of bits used to express
the priorities (precision). We report both the clock frequency as well as the overall throughput
achievable by each design.

Figure 4.13 shows the clock achievable by each design when we increase the queue capacity.
BBQ achieves a clock as high as 500MHzwith 9-bit precision and 400MHzwith 15-bit precision,
significantly higher than the baseline designs. Moreover, BBQ is able to scale to up to 217

elements while still sustaining a 300MHz clock. In comparison, PIFO can only scale to up to
211 elements.
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Figure 4.14: Throughput as we scale the queue capacity.

In addition to achieving a higher clock frequency, BBQ’s fully pipelined design allows it to
execute an operation (enqueue or dequeue) every clock cycle. As a result, the throughput dif-
ference is even higher compared to BMW-Tree (that consumes 1 cycle to enqueue and 2 cycle to
dequeue) and PIEO (that consumes 4 cycles to enqueue and 4 cycles to dequeue). However, dif-
ferent from the other designs, PIFO is able to execute both an enqueue and a dequeue operation
in the same cycle, allowing its packet rate to match its clock frequency. Figure 4.14 shows the
throughput of the different designs for different queue capacities. BBQ is able to drive 100Gbps
line rate (148.8Mpps) with as many as 217 elements. Also note that PIFO is able to achieve
similar throughput to BBQ, but only for small queues (128 elements or less).
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Figure 4.15: ALM utilization as we scale the queue capacity.
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Resource Scalability: We also evaluate how the different designs scale in terms of FPGA
resources. We report ALM utilization and SRAMblocks, both as a fraction of the overall number
of resources available in the target FPGA. Figure 4.15 shows how the ALM utilization scales as
we increase the number of elements that the queue can support. In BBQ, scaling the queue
capacity has little effect on the logic utilization. This is a direct consequence of BBQ’s use of an
integer priority queue, which lets it avoid comparison-based sorting. BMW-Tree’s hierarchical
design also gives it much better scalability, using only slightly more ALM resources than BBQ.
In contrast, both PIFO and PIEO use significantly more resources as we scale the capacity.
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Figure 4.16: SRAMblock utilization as we scale the queue capacity. PIFO
is not included in the plot as it does not use SRAM.

While BBQ’s ALM utilization remains low even for 131,072 elements (217), BBQ, like PIEO
and BMW-Tree, relies on SRAM to store its elements. As a result, we expect SRAM utilization
to increase with the queue capacity for all these designs. Figure 4.16 shows this effect. Note that
BBQ’s SRAM utilization is in between PIEO’s and BMW-Tree’s. However, PIEO and BMW-Tree
require multiple copies in order to match BBQ throughput, which causes them to use vastly
more SRAM if provisioned to meet the same performance target.

BBQ Sensitivity Analysis: To understand the impact of BBQ’s configuration on performance,
we perform a sensitivity analysis of the bitmap tree parameters: the number of levels (D), and
the bitmap width (W) (recall that the number of priorities is computed as P = WD), while
keeping the number of elements fixed.

Figure 4.17 depicts how BBQ’s throughput behaves as a function of the bitmap width. We
sweep the number of levels in the bitmap tree from D = 3 to 15 (or until we reach 215 priori-
ties) for different bitmap widths. Then we plot the attained throughput for the corresponding
priority count. We find that bitmap widths between 2 and 8 yield similar performance (with 4
being optimal), but this deteriorates as the bitmap width increases. In particular, starting with
W = 16, FFS computation becomes the primary fmax bottleneck. We can similarly infer from
the same graph that level count has little impact on performance; for instance, we observe that
a (D = 4;W = 2) BBQ achieves the same throughput as a (D = 8;W = 2) BBQ despite the
latter containing 16� as many priorities. Figure 4.18 shows the complementary view of the
data, depicting change in throughput as a function of priorities for different numbers of tree
levels.
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Figure 4.17: BBQ throughput as we
increase the number of priorities when
using different bitmap widths (W).
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Figure 4.18: BBQ throughput as we
increase the number of priorities when
using different number of levels (D).

4.6.3 ASIC

We now evaluate BBQ in the context of designs targeting ASICs. Here we compare BBQ with
PIFO for two reasons: (1) it is one of the two baseline designs that supports logical partitioning,
which, as we discussed in §4.1.1, is essential to allow them to be efficiently incorporated into
state-of-the-art switches, and (2) it offers the best throughput among all baseline designs.

We synthesize both BBQ and PIFO using a 7 nm process. PIFO only meets timing at 1GHz
with up to 211 elements, which is consistent with [135]. BBQ meets timing at 3.1 GHz with 217

elements, but we did not try scaling beyond this point. The difference in the clock frequency
achieved by BBQ and PIFOmeans that BBQ is able to run at 55% higher throughput. To evaluate
the cost of the design, we compare the chip area when synthesizing a single queue. We use the
synthesis results to calculate the area used by the logic gates and estimate the SRAM area using
the cost of 0.027mm2/Mb reported by TSMC for their 7 nm process [38, 155].

Area (mm2)

Design Elements Priorities Clock Logic SRAM Total

PIFO 211 29 1GHz 0.043 0.043
211 215 1GHz 0.058 0.058

BBQ

211 29 3.1 GHz 0.00071 0.0029 0.0037
211 215 3.1 GHz 0.00110 0.035 0.036
217 29 3.1 GHz 0.00095 0.24 0.24
217 215 3.1 GHz 0.00140 0.29 0.29

Table 4.4: Chip area for the different designs. BBQ uses little
logic, causing its area to be primarily determined by SRAM.
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Table 4.4 shows the chip area breakdown, divided in logic and SRAM for both BBQ and
PIFO, using 9b and 15b priorities. BBQ uses very little area with logic; most of its area is taken
up by SRAM. BBQ is not only able to scale to manymore elements than PIFO, but also consumes
less area when both are provisioned for the same capacity.

4.7 Applications

In §4.1, we motivated the need for a hardware priority queue capable of supporting packet
scheduling for two rapidly emerging use-cases: terabit-scale switches, and NICs in multi-tenant
cloud datacenters. Having evaluated its scalability, throughput, and resource usage, in this
section we describe how BBQ can fill these application-level gaps.

4.7.1 Packet Scheduling on Switches

As described in §4.1.1, a key enabler for priority queue deployment in modern switches is the
ability to realize logical partitioning, allowing the packet scheduler to leverage the simpler pri-
ority queue mesh architecture depicted in Figure 4.1(b). BBQ achieves this by treating disjoint
subtrees in its priority index structure as independent queues (§4.4.2), enabling multiplexing of
the underlying instance; as noted earlier, this comes at a cost in terms of precision (each log-
ical queue gets 1

k
’th the original priority range), but with no resource overhead, performance

penalty, or fragmentation of queue memory.

In terms of performance and scalability, we can synthesize BBQ instances with 100K+ entries
and 32K priorities at 3.1GHz using a 7nm ASIC process; at two operations per packet, each BBQ
instance can sustain a packet rate of 1.55Bpps. Our target switch (NVIDIA SN4700, 400GbE x32)
supports an aggregated packet rate of 8.4Bpps, implying that a total of

�
8:4
1:5

�
� 2 = 12 BBQs

that are logically partitioned among the 32 output ports in a shared scheduler pipeline are
sufficient to match the switch fabric’s processing speed. Based on our ASIC synthesis results
for a single BBQ (§4.6.3), we estimate that provisioning each of these 12 instances with 131K
queue entries and 32K priorities (1K priorities per port) would require a total area of 3.48mm2.
Considering that a switch chip area ranges from 200mm2 to 800mm2 [135] this corresponds
to 0.4–1.74% of the total chip area. Thus, BBQ’s scalability, performance, and ability to be
logically partitioned make it, for the first time, a plausible candidate to realize priority queueing
in modern switches.

4.7.2 Packet Scheduling on Cloud SmartNICs

A key requirement for NIC-based packet schedulers in public clouds is the ability to indepen-
dently perform scheduling both across tenants and within each tenant (§4.7.1). By allowing
several logical BBQs (each representing one tenant) to share a single BBQ instance, we can
efficiently use the available resources (e.g., queue memory) without having to provision one
priority queue per tenant. In order to enforce cross-tenant traffic policies, we instantiate an-
other, smaller BBQ that stores references to the tenant BBQs. Conceptually, this corresponds
to the two-level hierarchical scheduler depicted in Figure 4.19, with the lower and upper levels
handling intra- and inter-tenant scheduling decisions, respectively.
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Figure 4.19: A two-level hierarchical NIC scheduler using BBQ. The first
BBQ schedules traffic across tenants. The second BBQ (which is logically
partitioned) is used to schedule traffic within each tenant.

Previously, we evaluated the feasibility of operating BBQ on an ASIC in the context of
switches (§4.7.1). We now frame our discussion about scalability and performance for Smart-
NICs in the context of the more resource-constrained device family: FPGAs. On an Intel Stratix
10MX we can synthesize a BBQ instance with 100K+ entries and 32K priorities that meets tim-
ing at 302MHz, and uses 0.45% of the available ALMs and and 9% of the total FPGA SRAM,
respectively. Consequently, a single instance can sustain 151Mpps, surpassing 100GbE line rate
with minimum-sized packets (148.8 Mpps).

On FPGAs, scaling to higher line rates (e.g., 400GbE [74]) is beyond the capability of any
single priority queue instance, and would require augmenting the scheduler pipeline with mul-
tiple BBQs. However, given the resource cost of each instance relative to total FPGA resources,
this is currently impractical; any priority queue design would have to significantly reduce its
SRAM footprint (e.g., offloading elements to DRAM) in order to make scaling out on FPGAs
practical.

4.8 Limitations and Open Questions

Limitations: A key limitation of IPQ-based designs such as BBQ is that they operate over
priority ranges that are both finite

12 and static. While we can, in fact, augment the vanilla
BBQ primitive to support dynamic priority ranges (§4.5.2), boundedness of the priority span
remains an immutable constraint. The fundamental reason is that we must map every priority
in BBQ to a bucket in physical memory, so SRAM usage scales linearly with the priority span.
Notably, this scheme becomes altogether impractical when the required precision grows beyond
a certain threshold (e.g., supporting 232 priorities would require over 500MB of SRAM just to

12Technically, priority ranges are always finite (regardless of the underlying priority queue design) because they
are ultimately upper-bounded by the maximum precision afforded by the priority tag (i.e., number of priority
bits). However, the point here is that comparison-based priority queue designs (e.g., PIFO) can, in principle,
create the illusion of an infinite priority range using large priority tags; for instance, a time-based PIFO scheduler
that uses nanosecond-granularity timestamps as priorities would require well over 500 years to exhaust a 64-bit
priority range (264 = 1:8� 1019 priorities). Conversely, IPQs hit their priority scaling limits far earlier than any
reasonable interpretation of infinity.
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store bitmaps). In §4.6, we demonstrated the feasibility of synthesizing a BBQ instance with
15-bit priority tags (32K priorities), but we don’t expect this number to scale much further.
Thus, the ideal operating point for BBQ corresponds to a setting where we need to support a
large number of queue entries falling in a small (possibly dynamic) priority range. Some priority
queue architectures also enable richer abstractions (e.g., PIEO’s predicate-based filtering allows
scheduling based on eligibility criteria such as virtual or wall-clock time [131]), which BBQ
does not support.

Future Work: Today, we are at an inflection point with regard to the scalability of hardware
priority queue designs. On the one hand, support for 100K+ queue entries is the culmination of
a decade-long concerted effort towards jointly optimizing scalability and performance. On the
other hand, this appears to be the end of the scalability roadmap: since every queue element
must be stored somewhere, we are ultimately bottlenecked by available memory. For the sake
of performance, today’s designs exclusively use SRAM, which offers deterministic, single-cycle
memory access. However, SRAM is a scarce resource, and even highly scalable designs such
as BBQ and BMW-Tree [158] would require over 10% of the available FPGA SRAM (§4.6.2) to
support 200K queue entries — a highly impractical proposition. However, given the trend of
increasingmulti-tenancy in datacenters, it is not far fetched to believe that schedulers will some
day need priority queueing for 1M+ flows. A natural question then is: how do we get there? We
believe the key to this lies in offloading queue entries to DRAM, which provides much slower
(and non-deterministic) access latencies compared to SRAM, but is a farmore abundantmemory
resource. The clean decoupling between BBQ’s priority index structure and its queue memory
(i.e., BBQ’s ability to locate the highest-priority entry without needing access to the entry itself)
makes it feasible to offload queue memory to DRAM, but there are several challenges that need
to be addressed along the way. We leave it to future work to realize this lofty goal.

4.9 Related Work

Counting priority index: The data structure used in BBQ is similar to the counting prior-
ity index (CPI) proposed by Wang and Lin [148]. They were the first to hypothesize that an
integer priority queue could be used to speed up packet scheduling in both software and hard-
ware. Unfortunately, CPI is not implementable in hardware in its original form as it fails to
account for the many practical issues that arise when building a pipelined hardware design,
e.g., memory access latency, hazards, and limited memory. As we discussed in §4.2.3 and §4.3,
the challenging aspects of BBQ’s design stem from these very issues. BBQ is also orthogonal to
Eiffel [124], which deals with the practical issues of using a priority index to schedule packets
in software.

Hardware priority queueing: PIFO [135] is the current state-of-the-art priority queue imple-
mentation in terms of throughput, and BMW-RPU [158] is the current state-of-the-art in terms
of scalability. As confirmed in our evaluation, BBQ is able to match PIFO’s throughput while
scaling beyond BMW-RPU’s maximum capacity. Another notable hardware priority queue de-
sign is pHeap [29], unfortunately pHeap can only process an operation every two clock cycles,
which makes it unsuitable for line-rate switches. Further, besides PIFO and PIEO, none of the
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designs that close the gap in terms of scalability (including BMW-Tree and pHeap) support
logical partitioning efficiently, making them impractical for deployment in both switches and
SmartNICs in the cloud setting. We characterize the efficiency that existing designs achieve in
implementing logical partitioning in §4.4.1.

Approximate priority queueing: There is also a line of work that proposes approximating
different scheduling algorithms to make them amenable to hardware implementation [6, 7, 62,
128, 161]. BBQ borrows from these works the observation that a small priority set (at the hard-
ware level) is sufficient for most use cases. These works provide exciting theoretical insights
and a path to implement some scheduling policies on existing programmable switches. In some
ways, BBQ is complementary to some of these works; for instance, both SP-PIFO [6] and pro-
grammable calendar queueing (PCQ) [128] assume that the underlying switch hardware pro-
vides a certain number of strict-priority queues, and their accuracy (or in case of PCQ, precision)
improves with the number of available queues. Today, switches provide 8–32 strict-priority
queues [6]; however, as we have shown, BBQ’s tree-based priority index structure enables scal-
ing the priority count by 3 orders of magnitude. Thus, a switch that implements BBQ’s priority
index structure would benefit both SP-PIFO and PCQ. However, BBQ’s design also shows that
it is unnecessary to sacrifice accuracy in order to achieve scalability and speed.

4.10 Conclusion

PIFO’s bold vision — a programmable packet scheduler that operates at line rate even on state-
of-the-art network hardware — has been hampered by throughput, scalability, and functionality
(or lack thereof) issues of existing priority queue designs. In this chapter, we used a quantitative
analysis of modern switch and SmartNIC dataplanes to demonstrate that the lack of suitable
priority queue candidates is, in fact, the result of design incongruity: a fundamental mismatch
between prescribed hardware design objectives and operational requirements. Drawing in-
spiration from software-based priority queues with constant worst-case time-complexity, we
designed and implemented BBQ, a hardware priority architecture, which, for the first time,
makes it feasible to deploy programmable packet scheduling in modern networks.
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Chapter 5

Conclusion

In this dissertation, we have argued that our contemporary models of systems are increas-
ingly misaligned with operational realities, resulting in a problem we callmodel incongruity.
Through detailed case studies of three foundational network subsystems — caches, packet pro-
cessors, and schedulers — we showed that incongruities (a) subvert our ability to make in-
telligent design and deployment decisions, and (b) result in degraded performance, scalability
bottlenecks, and security vulnerabilities. In each case, we demonstrated that modest refine-
ments to existing models not only improve our ability to understand system behavior, but also
provide actionable insights that ultimately enable us to build better systems.

In Chapter 2, we saw that the classical model of caching (which we have relied on since
the 1960s) fails to account for delayed hits, impairing both our and our algorithms’ ability to
make the “right” caching decisions. Addressing this incongruity engendered two new caching
algorithms: belatedly, and MAD, offering significant latency improvements over the status

quo with little-to-no overhead.

In Chapter 3, we turned to packet processing engines, which are commonly susceptible to
algorithmic complexity attacks (ACAs). We showed that ACAs are fundamentally artifacts of
workload incongruity, a transient mismatch between static designs (fixed at deployment time)
and dynamic inputs (which can vary at run-time). In this context, we proposed an incongruity-
aware workload model that apropos captures the reality of Internet traffic: a superposition of
stochastic and adversarial traffic, instead of just one or the other. This formalization allowed us
to develop SurgeProtector, a novel adversarial scheduling framework that provably defends
network subsystems against ACAs.

Finally, in Chapter 4, we explored the limitations of programmable packet schedulers, using
a quantitative analysis of modern network dataplanes to show that the glaring lack of deploy-
ment potential we have today stems from a deeper design incongruity: a fundamental discon-
nect between network requirements and hardware designers’ objectives. We proposed BBQ, a
novel priority queue based design which, for the first time, makes it feasible to deploy packet
scheduling at line rate on modern switches and SmartNICs.
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The models and systems presented in this thesis are not intended as final answers, but
rather a small step toward bridging the ever-increasing gap between system complexity and
model sophistication. As network line-rates and scalability demands continue to evolve at an
inconceivable pace, it is only a matter of time before we must revisit these models once more;
we hope that the lessons learned here will help guide similar endeavors in the future.

Looking forward, we believe there are three broad directions that are ripe for exploration.
� A Library of System Models. In this dissertation, we explored a small set of subsystems
(network caches, packet processors, and hardware packet schedulers) that are ubiquitous in
today’s network deployments. Yet, these represent only a fraction of the components un-
derpinning modern systems, which today comprise network interface cards, load-balancers,
accelerators, storage devices, host and data-center fabrics, and so on. Indeed, the evidence
presented in this thesis suggests that there are model incongruities lurking in each of these
components, and systematically addressing them promises significant performance, scalabil-
ity, and robustness improvements across the stack. Beyond en masse model refinement, our
long-term vision is to develop and maintain a library of system models that designers can
draw upon based on their deployment contexts. Such a resource would parallel the scien-
tific mosaic [17] in the hard sciences (e.g., Physics), where theories are invoked selectively
depending on the scale and precision required (Newton’s Laws to reason about pendulums
and push-carts, versus relativistic mechanics for satellite navigation).

� Finding Incongruities Automatically. In each of the three case studies presented in this
dissertation, characterizing the underlying incongruity entailed substantial manual effort:
reconstructing the best-known system model, identifying where and when it diverged from
reality, and tracing back to the violated assumptions. A natural next step is to ask whether
this process can be automated. Doing so will likely require a synthesis of formal methods,
high-performance telemetry, and machine learning: formal tools to make model assumptions
explicit, vast amounts of empirical measurements to test them against reality, and learning-
based techniques to detect recurring mismatches that may point to structural flaws in the
model. Such automation would not only accelerate the discovery of incongruities across a
much broader range of systems (as a first step towards fixing them), but also democratize the
methodology by making it more accessible to practitioners without deep modeling expertise.

� Workload-AdaptiveDataplanes. Today, the usual process of building systems entails com-
mitting upfront to a single design that is highly tailored to a particular objective (e.g., memory
efficiency, or worst-case performance) in the context of a specific workload. Unfortunately,
this one-size-fits-all strategy leaves significant improvements on the table, whether in terms
of performance or attack resilience (§3.1). The ability to quickly detect workload incongruity
(as described above) also unlocks the possibility of quickly reacting to it: segueing between a
set of Pareto-optimal designs in response to workload changes. In principle, this would allow
system designers to optimize for multiple disjoint objectives in a workload-dependent man-
ner (e.g., “Optimize for objective X when the workload looks like Y”). There are a number
of interesting research challenges that must be addressed to make this feasible, but solving
them paves the way to building systems that truly work well in any context.
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