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Abstract

Symbolicmodelcheckinghasbeensuccessfullyappliedin verificationof variousfinite statesystems,rang-
ing from hardwarecircuits to softwareprotocols.A coretechnologyunderlyingthis successis theBinary
DecisionDiagram(BDD) representation.Giventheimportanceof BDDsin modelchecking,it is surprising
thattherehasbeenlittle or nowork onstudyingBDD computationsin thecontext of modelchecking.As a
result,thecomputationalaspectsof BDDsarenotwell understoodandmany BDD-basedalgorithmstendto
beunstablein termsof performance.This thesisaddressestheperformanceinstability issuebothby devel-
opingageneralevaluationmethodologyfor studyingBDD computationsandby proposingnew BDD-based
optimizationsto stabilizeandto improve theoverall performance.

The evaluationmethodologyconsistsof two parts: (1) a setof evaluationmetricscharacterizingkey
componentsof BDD computations,and(2) atrace-basedevaluationplatformfor generatingrealisticbench-
marksfrom computationaltracesof BDD-basedtoolsandfor replayingthesetracesonBDD packages.This
methodologyallows BDD-packagedesignersto studyandtunetheir packagesbasedon realisticcomputa-
tions.This is thefirst evaluationmethodologyfor studyingBDD computationsystematically.

Basedon this evaluationmethodology, we have designedand conducteda BDD performancestudy
in the context of model checking. This study is a collaborative effort amongsix BDD designersusing
their own BDD packages.The study hasresultedin significantperformanceimprovements(with some
speedupsover 100)andseveralcharacterizationsof model-checkingcomputations;e.g.,this studyshowed
thatcomputationalcharacteristicsof modelcheckingareinherentlydifferentfrom thoseof combinational
equivalencechecking.Theseresultsdemonstratethe importanceof systematicevaluationandvalidateour
methodology.

Using a similar systematicapproach,I have stabilizedandimproved theperformanceof an important
model-checkingoptimizationcalledconjunctivepartitioningandhavederivedanew algorithmfor verifying
constraint-richsystems.In bothcases,theinformationencodedin theBDD representationis usedto drive
the optimizations. For conjunctive partitioning, the setof variables,the graphsizes,and tentativeBDD
operationsareusedto heuristicallyorderandmerge thepartitionsof the transitionrelation. For verifying
constraint-richsystems,I developeda new BDD-basedalgorithm,calledassignment-extraction algorithm,
to establishrelationshipsbetweenstatevariables. This assignment-extraction algorithmdecomposesany
Booleanexpressioninto assignmentexpressions.Fromtheseassignments,wecanmorepreciselydetermine
thesetof variablesthatcanbereplacedwith equivalentexpressions(macro expansion). Thegoal is to re-
moveunnecessarystatevariablesto reducetheoverallstatespace.As with theimprovementsto conjunctive
partitioning,BDD characteristicsareusedhereto stabilizetheoptimization.

Our systematicapproachto studyandto improve the underlyingBDD computationsculminatedin a
significantly improved versionof the SMV model checker that hashelpedother researcherstackle real-
world applications.In particular, our approachhasenabledtheverificationof thefault diagnosismodelof
NASA’sDeepSpaceOnespacecraft.
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Chapter 1

Intr oduction

Model checkingis an automaticverification paradigmthat checkstemporalproperties(e.g., safetyand
liveness)of finite statesystems.It hasbeensuccessfullyappliedto a varietyof applications,rangingfrom
hardwaredesignsto softwareprotocols. A coretechnologyenablingthesesuccessesis the useof Binary
DecisionDiagrams(BDDs) to modelthestatespaceandto performtheunderlyingcomputation.

Researchefforts in this field focusmainly on high-level optimizations,suchasabstraction, composi-
tional reasoning, and symmetryreductionto reducethe size of the statespace,while the computational
aspectsof BDDs have largely beenignored. As a result,the performanceof many modelcheckingalgo-
rithmscanbeunstable;i.e., smallchangesto theparameterscanhave dramaticperformanceimpact. This
performanceinstability diminishesmodel-checking’s advantageof beingfully automatic,becauseexpert
knowledgeis often neededto fine tunethe parameters.Furthermore,the performanceinstability hasim-
pededresearchprogressbecausetheimpactof new algorithmsis difficult to evaluate.

In this thesis,I addressthe performanceinstability problemby systematicallystudyingBDD compu-
tations. The maincontribution is the first evaluationmethodologyfor generalBDD computations.Using
this evaluationmethodologyandin collaborationwith otherBDD packagedesigners,I have conducteda
BDD performancestudyin thecontext of modelchecking.This studyresultedin betterunderstandingof
model-checkingcomputationsandsignificantperformanceimprovements.Thisevaluationmethodologyhas
helpedto raiseBDD evaluationsto amorescientificbasis,andit is now graduallybeingadoptedby theBDD
community. For example,researchershave usedthis methodologyto extenda BDD variantcalledMORE
to cover modelcheckingcomputations.

Using a similar approach,I have systematicallystudiedcomputationalaspectsof variousstagesof
model-checkingcomputations. In particular, I have stabilizedthe performanceof an importantmodel-
checkingoptimizationcalled conjunctivepartitioning, and have derived a new algorithm for verifying
constraint-richsystems. This thesisculminatedin a much improved SMV model checker [58] that has
enabledthe verificationof complex systemssuchas the fault diagnosismodelsof the Nomadrobot (an
Antarcticmeteoriteexplorer)andtheNASA DeepSpaceOnespacecraft(Figure1.1).

In therestof this introductionchapter, I will explain theimportanceof modelcheckinganddescribethe
performanceinstabilityproblemthatmotivatesmy thesis.

1.1 Why Model Checking?

Today, thecomplexity of bothhardwareandsoftwaredesignsis growing very rapidly. Ensuringtheir cor-
rectnesshascorrespondinglybecomea much moredifficult problem. On the otherhand,hardware and
softwarearenow an integral partof our daily life. Their correctnessis alsocorrespondinglybecomingan
indispensablepartof thedesignprocess.In particular, for securityandsafetycritical applications,suchas

1



2 CHAPTER1. INTRODUCTION

(a) (b)

Figure1.1: Autonomoussystems:(a)Nomad(b) DeepSpaceOne.

automobiles,medicalinstruments,highwayandair traffic controlsystems,andelectroniccommerce,failure
canhave catastrophicconsequences.For example,on June4th,1996,a softwareerrorcausedtheAriane5
rocket to explodeshortlyafterit waslaunched.Evenfor non-safetycritical devices,designerrorscanhave
hugeeconomiccost,asdemonstratedby the Pentiumbug that costedIntel almosthalf a billion dollarsin
1994.

Therearefour principalverificationtechniques:simulation,testing,theoremproving, andmodelcheck-
ing. Beforewe proceedto describeeachof thesetechniques,it is importantto note that the conceptof
correctnessis not absolute.We canonly ensurea designsatisfiesa given specification.We cannotdeter-
mineif thespecificationcoversall thenecessaryproperties.

Traditionally, simulationandtestingarethevalidationtechniquesof choice.Bothtechniquesvalidatethe
designby observingtheoutputsof testinputpatterns.Thesimulationis performedonamodelof thedesign,
while thetestingis performedontheactualproduct.Thesetwo methodsareveryeffective,particularlyearly
in thedesignprocesswhentherearemany errors.However, they oftencannotguaranteetheabsenceof error
ascheckingall input combinationsis rarely possiblefor complex systems.Theoremproving andmodel
checkingareformal techniquesusedto addressthis problem.

Theoremproving usesaxiomsandproof rulesto prove the correctnessof systems.Historically, such
proofswereconstructedentirelyby hand.Today, therearepowerful softwaretools(theoremprovers), such
asHOL [43] andPVS [65], that enforcethe correctuseof axiomsandproof rulesandsuggestpossible
waysto make progressin theproof. Theoremproving is a very powerful approachandcanbeappliedto
infinite statesystems.However, proving thecorrectnessof asinglecircuit or aprotocolcaninvolve manual
guidancein proving hundredsandthousandsof lemmasin detail. For example,over 1600definitionsand
lemmasareinvolvedto provethecorrectnessof thefloating-pointdivisionalgorithmusedin theAMD 5K86
processor[14]. Evenfor themoremathematicallyinclineddesigners,thistaskcanbeprohibitively daunting.
Thusdesignersoftenchooseto rely on simulationandtestingtechniquesinstead.Anotherdisadvantageof
thetheorem-proving approachis thatthereis noboundon theamountof timeandmemoryneededto find a
proof.

Model checking,on the otherhand,is an automatictechniquefor verifying finite statesystems.By
restrictingthescopeto finite statesystems,this techniqueautomaticallyandexhaustively exploresthestate
spaceto checkwhetheror notthespecificationholds.Givenenoughcomputationalresources,thisprocedure
will alwaysterminate.If a propertydoesnot hold, anerror tracecanoften begeneratedautomaticallyas
a witness.For example,if a safetypropertycanbeviolated,a modelchecker will generateanerror trace
indicatinghow thesystemcantransitionfrom aninitial stateto a fault statewherethesafetypropertyfails
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to hold.
Thefully automaticaspectof modelcheckingmakesit apreferablechoiceover theoremproving. Even

thoughmodelcheckingis limited to finite-statesystems,many real-world applicationsareeitherfinite state
or canbereducedto finite-statesystems.In particular, modelcheckinghasbecomeanimportantpartof the
verificationprocessin hardwarecompaniessuchasIntel, IBM, andMotorola.Notethattherewill alwaysbe
importantapplicationswheremodelcheckingfails dueto largeor infinite statespaceandtheoremproving
is necessary. A recentresearchtrendhasbeento mergethesetwo approachesby usingmodelcheckingfor
verifying subcomponentsandtheoremproving to composetheresultsbacktogether[68].

1.2 StateSpaceExplosion

Historically, modelcheckingwasperformedby explicit statetraversal. An inherentproblemof this ap-
proachis that the numberof statesis exponentialin the numberof systemcomponents.Symbolicmodel
checking [58] addressesthisstateexplosionproblemby usingagraphrepresentationcalledBinaryDecision
Diagram(BDD) [3,17]. In symbolicmodelchecking,BDDsareusedthroughouttheentiremodelchecking
process:from modelingthesystemto verifying propertiesandgeneratingcounter-examples.

Theuseof BDDshasgreatlyincreasedthepowerof modelcheckingroughlyfrom ����� to �����	� states(i.e.,
from 17 to around100statebits). Occasionally, systemswith up to 1000statebits have beensuccessfully
verified. However, in termsof real-world applications,100 statebits (or even 1000)arefairly small. For
example,thenumberof latchesin today’s digital systemsareeasilyordersof magnitudelarger. Thus,there
have beenmany researchefforts in reducingthestatespace.Themain focushasbeenin designinghigh-
level methodologiessuchasabstraction,compositionalreasoning,partialorderingreductionandsymmetry
reduction.

Abstraction[6, 25, 34, 33, 52] reducesthe statespaceby mappingcomplex componentsto simple
abstractrepresentations.This is particularlyusefulfor datapaths,wherelargesetof datavaluesaremapped
to a smallsetof abstractvalues.

Compositionalreasoning[27, 44, 45, 51, 50, 53, 77] exploits the modularstructurein the designby
verifying eachpartof acomplex systemseparatelyandthencomposestheresultsto infer thecorrectnessof
theoverall system.By focusingtheverificationon thecomponentsratherthantheoverall system,thesize
of thestatespacecanbesignificantlyreduced,becausethesizeis exponentialin thenumberof components
beingverified.Whentherearemutualdependenciesbetweencomponents,aspecialstrategy calledassume-
guaranteereasoning[45,51,50,62] is used.In thisapproach,propertiesof eachpartareverifiedby making
assumptionsof otherparts’ behaviors. Theseassumptionsmustbe proved later whenthe correctnessof
otherpartsareproved to be correct. Sincethesepartsmay be mutually dependent,this approachseems
circular; i.e., proving thecorrectnessof onepartdependson makingassumptionsaboutthecorrectnessof
anotherpartof thesystemandviceversa.Thisseeminglycircularreasoningis addressedby usinginduction
on time[1, 59]. Morespecifically, thepropertiesof onepartareverifiedfor thecurrenttimestepby making
theassumptionsbasedon thebehavior of otherpartsin theprevioustimestep.

Partialorderreduction[41,42,79] is targetedto reducethestatespacefor concurrentasynchronoussys-
tems.Thisoptimizationis basedontheideathatif differentexecutionsequencesof asynchronousprocesses
cannotbedistinguishedby thepropertywe wantto check,we only needto consideronerepresentative se-
quence.Usingthis approach,thestatespacecanbegreatlyreducedbecausewe no longerneedto consider
all possibleexecutionsequences.

Symmetryreduction[24, 37, 48] reducesthestatespaceby replacingsymmetricstructuresin thesys-
tem by a representative. Symmetryoften occurswhencomponentsarereplicated.This replicationarises
naturally in both software protocolsandhardware designs;e.g.,many communicationprotocolsinvolve
interactionsbetweenidenticalprocesses;in superscalarprocessors,the functionalunitsarereplicated;the
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memoryhierarchyis alsofull of replicatedcomponentssuchasregisters,cachelines,andthemainmemory.
Thesestate-spacereductiontechniquestarget differentinherentstructuresin a modelandarecomple-

mentaryto eachother. Currently, onedisadvantageof theseapproachesis that they often requirehuman
interventionto identify theinherentstructuresandto describehow to exploit thesestructures.Thisprocess
canbe labor intensive andmay even be error-prone. Much of currentresearchwork focuseson how to
automatethesetechniques.

1.3 BDD PerformanceInstability

Usingoptimizationsdescribedin theprevioussection(Section1.2),symbolicmodelcheckinghasbeensuc-
cessfullyappliedto avarietyof applications,rangingfrom thecomputerhardwaredomain,includingdigital
circuit designs,cachecoherency protocols,andinstructionschedulingalgorithmsin superscalarprocessors,
as well as to other domainssuchas the protocolsin the airplaneTraffic Alert and Collision Avoidance
System(TCAS), telephonesystems,andreactorsystems.The useof BDDs hasplayeda key role in this
success.

Giventheimportanceof BDDsin modelchecking,it is surprisingthattherehasbeenlittle researcheffort
to studythecomputationalaspectsof BDD andBDD-basedalgorithmsin thecontext of modelchecking.
SinceBDD computationsaregenerallyvery timeandmemoryintensive, this lackof attentionoftenresulted
in performanceinstability in model-checkingalgorithms.For example,Figure1.2plotstheperformanceof
amodelchecker while varyingthepartition-sizelimit of apopularconjunctive-partitioning algorithm[69].
Conjunctive partitioningis usedto representtheoverall transitionrelationof afinite statesystemasasetof
conjuncts.Thepartition-sizelimit (rangingfrom 1 to 10 million BDD nodesin this experiment)is usedto
limit thegraphsizeof theBDD representationfor eachconjunct.Theresultsshow that for eachpartition-
sizelimit, therearealwayssomemodelsthatcannotbeverified. Furthermore,for many models,improper
choiceof thepartition-sizelimit canresultin a factorof 10 to 100slowdown andsometimesevenresultin
completefailure.

In general,performanceinstability is oftendueto poorevaluationmethodologieswherevalidationsof
new algorithmsarebasedon a few syntheticbenchmarksor theuseof runningtime astheonly evaluation
metric. Whenevaluatingheuristicsolutionsto complex problems,this lack of systematicanalysisoften
leadsto algorithmsthatperformwell only with expertusersfine tuningtheparameters.As a result,today’s
modelcheckersoftencomewith many run-timeparametersandmanuallyfine-tuningtheseparametersis a
routinepart of the model-checkingprocess.Overall, this performanceinstability not only diminishesthe
model-checking’s advantageof beingfully automatic,it alsoimpedesresearchprogressbecauseit makes
theimpactof new algorithmsdifficult to evaluate.

1.4 Scopeand Overview of The Thesis

This thesisaddressesthe performanceinstability issueby systematicallystudyingthe computationalas-
pectsof BDD-basedmodel-checkingalgorithmsandderiving new heuristicsandalgorithmsto stabilizeand
improve the overall performance.This systematicapproachculminatedin a significantlyimproved SMV
modelchecker both in termsof stability (Figure1.3) andrunningtime (Figure1.4). Figure1.3 shows the
stability-improvementresultsfor the conjunctive-partitioning algorithmdescribedin the previous section.
In comparisonto theresultsfrom theoriginalversion(Figure1.2),our improvementshavegreatlystabilized
this algorithm. In particular, the resultsshow that for a wide rangeof partition-sizelimits (from 10 thou-
sandto 1 million BDD nodes),wecanverify all themodels.Furthermore,within this range,theworstcase
penaltyis reducedto a factorof 15 slowdown in comparisonto manuallychoosingthebestpartition-size
limit for eachbenchmarkmodel.Figure1.4shows theperformanceimprovementover thelatestversionof
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PerformanceStability of a
Conjunctive-Partitioning Algorithm
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Figure 1.2: Normalizedrunning time of a popularconjunctive-partitioning algorithm on 27 benchmark
models. Six partition-sizelimits usedare: 1, 1000, 10,000,100,000,1,000,000,and 10,000,000BDD
nodes.For eachbenchmarkmodel,the runningtime is normalizedagainstthe bestrunningtime for that
modelacrossdifferentpartition-sizelimits. Notethatthesix curvesshown logically belongto onechart.It
is separatedinto 3 chartsfor clarity.
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PerformanceStability of
Our Impr ovedConjunctive-Partitioning Algorithm
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Figure1.3: Normalizedrunningtime of our improvedconjunctive-partitioning algorithmon27 benchmark
models. Six partition-sizelimits usedare: 1, 1000, 10,000,100,000,1,000,000,and 10,000,000BDD
nodes.For eachbenchmarkmodel,the runningtime is normalizedagainstthe bestrunningtime for that
modelacrossdifferentpartition-sizelimits. Notethatthesix curvesshown logically belongto onechart.It
is separatedinto 3 chartsfor clarity.
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the SMV modelchecker from Carnegie Mellon University. The resultsshow that we have achieved over
anorderof magnitudeperformanceimprovementfor mostof cases.In this dissertation,I will describethe
mainmethodologyandoptimizationsthatareresponsiblefor suchsignificantimprovementsin bothstability
andrunningtime.

SpeedupHistogramsover SMV version2.5
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Figure1.4: Overallperformanceimprovementof ouroptimizationsover SMV 2.5.

Beforepresentingthe contributionsof this thesis,Chapter2 first providesan overview of BDDs and
symbolicmodelchecking.

Chapter3 describesa generalevaluationmethodologyto studyBDD computations.This methodology
hastwo parts:theevaluationmetricsandanevaluationplatform. In this chapter, themetricsarepresented
asadependencegraphto indicatehow onemetricinfluencesanother. Usingthisdependencegraph,wecan
systematicallydiagnosetheimpactof anew BDD algorithmandidentifyperformancebottlenecks.Theeval-
uationplatformconsistsof a tracerecorderfor recordingcomputationtracesandatraceplayerfor replaying
thesetraces.Thepurposeof thetracerecorderis to generatebenchmarksbasedonrealBDD computations.
Thepurposeof thetraceplayeris to provideasimpleinterfaceandanuniformplatformfor studyingvarious
BDD packages.Note that in otherfields suchasdynamicstorageallocationandnetwork protocols,the
trace-basedevaluationmethodologyhasbeendemonstratedasa powerful techniqueto study, characterize,
andoptimizerealcomputations.TheBDD trace-basedevaluationplatformandthesetof BDD evaluation
metricstogetherform thefirst evaluationmethodologyto systematicallystudyBDD computations.

Chapter4 describesaBDD performancestudywheretheevaluationmethodologyis usedto studyBDD
computationsin thecontext of modelchecking.Thiswork is acollaborationof six BDD-packagedesigners
from both the industryandthe academia,eachusingtheir own BDD packages.EachBDD packagehas
its own distinguishingfeatures.By systematicallystudyingthesepackages,we areableto determinewhat
featuresare importantfor model-checkingcomputations.Using this systematicapproach,our collabora-
tive efforts have resultedin several characterizationsof modelingcheckingcomputationsandsignificant
performanceimprovement(two ordersof magnitudespeedupsin somecases)acrossall theBDD packages
involved. This not only is thefirst time thatBDD computationsarestudiedin thecontext of actualmodel-
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checkingcomputations,but it is alsothefirst time thatBDD-packagedesignerscollaboratedto shareideas
andto helpeachotherwith performancedebugging.

Chapter5 describesimprovementsto addressthe issueof performanceinstability in the conjunctive-
partitioningalgorithmdescribedin Figure1.2. In any conjunctive-partitioning algorithm,therearetwo main
phases:orderingandmerging. Theorderingphasecomputestheorderamongtheconjuncts(i.e., compute
the associativity). After the conjunctsareordered,the merging phasecombinesneighboringconjunctsto
reducethenumberof partitions.Themainideabehindmy improvementsis to pre-mergestronglyinteracting
conjunctstogetherbeforetheorderingphase.Theconceptof stronglyinteracting is definedbasedon BDD
characteristicssuchas the numberof commonvariablesbetweentwo conjunctsand the merged result’s
graphsize. An extensive experimentalevaluationis usedto demonstratethatour improvementshasmade
theconjunctive-partitioning algorithmmuchmorestable.

Chapter6 presentsa casestudywhereby studyingBDD computations,I derivednew BDD-basedopti-
mizationsandtogether, with otherimprovementsmentionedearlier, this work hasenabledtheverification
of a classof constraint-richapplications.This researchis motivatedby thesymbolicmodelsdevelopedby
NASA for on-linefault diagnosis[81] of autonomoussystemssuchasspacecraftandrobotexplorers.The
modelsfor thesesystemsarevery large with thenumberof statebits rangingfrom 600 to 1200,whereas
thecapacityof today’s modelchecker is around100statebits. Onecommoncharacteristicof thesemodels
is that they aredominatedby time-invariant constraintsthat areusedto specify the relationshipbetween
expectedandtheactualbehavior of thesystemandto encodeinterconnectionsbetweensystemcomponents.
To verify suchconstraint-richsystems,weintroducetwo new optimizations.Thefirst optimizationis asim-
pleextensionof our improvedconjunctive-partitioning algorithm.Thesecondis acollectionof BDD-based
macro-extractionandmacro-expansionalgorithmsto remove statevariables.We show thatthesetwo opti-
mizationsareessentialin verifying constraint-richproblems;in particular, theseoptimizationshaveenabled
theverificationof faultdiagnosismodelsfor theNomadrobotandtheNASA DeepSpaceOnespacecraft.

Chapter7 finisheswith concludingremarkson theoverall contributionsof this thesisandfuturedirec-
tionsfor research.In particular, eventhoughourapproachhasresultedin a muchimprovedmodelchecker,
the performanceinstability issueis by no meansolved. For example,the resultsin Figure1.3 show that
improperchoiceof parameterscanstill costa factorof 15 in performance.This chapterdescribesanother
fundamentalcausefor performanceinstability: the lack of accurateobjective functions. For example,for
conjunctive-partitioning algorithms,theorderingandthemergingheuristicsuseobjective functionsthatare
basedon BDD characteristicssuchasthe numberof variablesandthe graphsizes. However, we do not
know exactly how theseobjective functionsor even theresultingconjunctive-partitioning schedulesaffect
theoverallperformance.Thus,evenif wefind theoptimalsolutionfor theseobjective functions,it maystill
performpoorly in comparisonto othernot-so-optimalsolutions.In this chapter, I discussongoingresearch
thattriesto addressthis issuealongwith otherinterestingdirectionsfor futureresearch.



Chapter 2

BDDsand SymbolicModel Checking

In 1978,AkersintroducedBinaryDecisionDiagrams(BDDs)ascompactrepresentationsfor Booleanfunc-
tions[2]. In themid-1980s,BryantproposedOrderedBinaryDecisionDiagrams(OBDDs)ascanonicalrep-
resentationsfor BooleanfunctionsandOBDDalgorithmsfor computingBooleanoperationsefficiently [17].
SinceBryant’s work, therehasbeenanexplosionin OBDD relatedresearch,particularlyin thefield of for-
malverification.In thisprocess,a largenumberof BDD-variantshavebeenproposedrangingfrom ADD to
ZDD [18]. In general,wewill referto all theseBDD variantsasBDDsunlessotherwisespecified.

Parallel to the BDD development,Clarke andEmersoninventedmodelcheckingin early 1980s[22,
36]. They introducedalgorithmsto automaticallyreasonabouttemporalpropertiesof finite statesystemsby
exploring thestatespace.Thepropertiesarespecifiedin a temporallogic calledCTL—ComputationTree
Logic. Eventhoughtheearlymodelcheckerswerefairly limited in thesizeof theproblemsthey couldsolve
(about ������
������ states),they wereableto verify anumbersequentialcircuitsandnetwork protocols[15,16,
23,35,61].

In late 1980sand early 1990s,several researchersindependentlyrealizedthat BDDs canbe usedto
extendthe scopeof modelchecking[10, 30, 58, 66]. The useof BDDs to representfinite statesystems
andto performsymbolicstatetraversalis calledsymbolicmodelchecking. The useof BDDs hasgreatly
extendedthemodelchecker’s capacity, wheremodelswith up to �� �	� statesareroutinelybeingverified.

Thischaptergivesanoverview of BDDsandsymbolicmodelcheckingin abottom-upfashion.Wefirst
definewhatBDDs areanddescribetheBDD constructionprocess.We thendescribethemaincomponents
andcommonimplementationfeaturesin aBDD package.Wethendescribehow to mapfinite-statesystems
into Booleandomainso that BDDs canbe usedto performmodelchecking. Finally, we describea CTL
model-checkingalgorithmto tie all theseconceptstogether.

2.1 BDD

A BinaryDecisionDiagram(BDD) is a directedacyclic graph(DAG) representationof a Booleanfunction
whereequivalentBooleansubexpressionsareuniquelyrepresented.Dueto thisuniquenessproperty, aBDD
canbeexponentiallymorecompactthanits correspondingtruth tablerepresentation.Figure2.1 illustrates
this conceptwith threerepresentationsof the Booleanfunction ����������������� . Note that we areusing
0 to representfalseand1 to representtrue. Figure2.1(a)is the truth tablerepresentationfor this function
andFigure2.1(b) is thecorrespondingbinary decisiontreerepresentation.In a binarydecisiontree,each
internalvertex is labeledwith avariableandhasedgesdirectedtowardtwo children:the0-branch(shown as
a dashedline) correspondsto thecasewherethevariableis assigned0, andthe1-branch(shown asa solid
line) correspondsto thecasewherethevariableis assigned1. Eachleafnodeis labeled0 or 1 to correspond
to thevalueof thefunction.Eachpathfrom theroot to a leaf nodecorrespondsto a truth tableentrywhere

9
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theedgesin thepathcorrespondsto theassignmentof theBooleanvariables,andthevalueof theleafnode
is thevalueof thefunctionunderthatassignment.Noticethatbinarydecisiontreerepresentationscanhave
a lot of unnecessarynodes. In this example,therearemultiple copiesof 0’s and1’s, andthreeof the �
subgraphsareisomorphicto eachother. Oneof themainideasbehindtheBDD representationis to remove
all theredundanciesandrepresentthegraphasa DAG. Figure2.1(c)shows theBDD representationfor the
samefunction. Clearly, theBDD representationis morecompactthanboth the truth tableandthe binary
decisiontreerepresentation.

 "!$#&%('*),+"-/.
a b c f
0 0 0 0
0 0 1 0
0 1 0 0
0 1 1 1
1 0 0 0
1 0 1 1
1 1 0 0
1 1 1 1

(a)

a

b

c

0 0

c

0 1

b

c

0 1

c

0 1

(b)

a

b

c

0 1

(c)

Figure2.1: A Booleanfunctionrepresentedwith (a) truth table,(b) binarydecisiontree,(c) binarydecision
diagram.Thedashed-edgesare0-branchesandthesolid-edgesarethe1-branches.

Onecriterionfor guaranteeingtheuniquenessof theBDD representationis thatall theBDDsconstructed
mustfollow thesamevariableorder;i.e., all variablesmustappearin thesameorderfor any pathfrom the
root to a leaf. More formally, for any two variables0 and 1 that areon a pathfrom the root to a leaf, if0 precedes1 ( 03241 ) basedon the chosenvariableorder, then 0 mustappearbefore 1 on this path. For
example,thevariableorderusedin Figure2.1(c)is �52��627� .

The variableorderusedcan have a significantimpacton the size of the BDD graph,from linear to
exponentialin the numberof variables. Let us illustratethe impactof variableorderwith a comparator-
circuit example. In 8 -bit comparatorcircuit, thereare two setsof 8 -bit inputs �9�:��� � 
�;<;<;<
���=�> � � and�?�@�A� � 
�;<;<;<
B� =�> � � andthecircuit returns1 if andonly if �����C�4�D� , i.e., E =�> �FHG � ��� FJI � F � , wherethe “==”
representsthe equality operatorin a predicate(similar to the C programminglanguage). Figure 2.2(a)
shows a 2-bit comparatorcircuit. By interleaving thevariableordersbetween� F ’s and � F ’s (Figure2.2(b)),
essentially, theBDD is computingtheequalitycomparisons(theexclusive-norgatesin thecircuit) onebit at
a timeandonly moveson to comparethenext bit if all previouscomparisonsreturnstrue.As Figure2.2(b)
shows, with theinterleavedvariableorder, theBDD structurefor eachcomparisonrequiresonly 3 internal
nodes.For 8 -bit comparator, thiscomparisonstructureis duplicated8 timesandthustheBDD sizeis linear
in thenumberof input variables.On theotherhand,if thevariableorderusedis all the � F ’s beforeall the� F ’s (Figure2.2(c)),thenwe needto first encodeall possibleassignmentsof � F ’s asa completebinarytree.
We thenperformthecomparisonsas � F ’s areintroduced.Becausewe needto constructa completebinary
treefor � F ’s, theBDD sizefor thisvariableorderis exponentialin thenumberof inputvariables.
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Figure2.2: Effectsof variableorderontheBDD for the2-bit comparatorcircuit: (a)thecircuit, (b) BDD for
the interleavedvariableorder, and(c) BDD for thevariableorderwith all the � F ’s beforeall the � F ’s. Note
thattheBDD node0 is duplicatedto avoid crossedges.In practice,thereis only onenodefor theconstant
0.

2.2 Terminology and Notation

Beforedescribinghow BDDs arebuilt, we first introducesometerminologyandnotation. We use0 to
representfalseand1 to representtrue. We useaddition to representBooleanOR and multiplication to
representBooleanAND. Weuse�C� to representthetheequalityoperatorin apredicateto distinguishfrom
theequalityoperator� in deriving equations.

Let K bethesetof Booleanvariablesusedin thesystemandlet 8L�NMOK5M . Wedefine�PM Q*R � and �PM QSR � to
becofactorsof function � with respectto BooleanvariableT5ULK , where�PM QSR � , the0-cofactor, is equalto �
with thevariableT assignedthevalueof 0, and �PM Q*R � , the1-cofactor, is equalto � with T assignedthevalue
of 1. WedefinelogicaloperationsonBooleanfunctionsasfollows. Given TVUWKX
B�ZY�[\��
]�_^ =V` [\��
]�_^ , anda Y�[\��
]�_^ = ` [\��
]�_^ , then bc0LU�[\��
]�_^ = ,

�A� op a �D�d0e�fYg�h�X�d0e� op a �d0e�*

�jikT/;l�m�D�d0n�oYg�p�A�PM Q*R � �D�d0n�rq3�A�PM QSR � �D�d0e�*


whereop is any binarylogicaloperator.
A reachablesubgraphof anodes is definedto beall thenodesthatcanbereachedfrom s by traversing

0 or more(directed)edges.BDD nodesaredefinedto be internalverticesof BDDs. Givena BDD � , the
function � representedby � is recursively definedby Shannondecomposition:

�t� Tvu_�PM Q*R � qwTxu\�PM Q*R � (2.1)

(illustratedin Figure2.3) where T is the variablein � ’s root nodeandthe 0-cofactor �PM Q*R � is recursively
definedby the reachablesubgraphof � ’s 0-branchchild. Similarly, the 1-cofactor �PM Q*R � is recursively
definedby thereachablesubgraphof � ’s 1-branchchild.
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f  |v ← 0 f  |v ← 1

v

f

v=0 v=1

BDD b

Figure2.3: TheBooleanfunction � representedby theBDD � .
We saythat a function � dependson a Booleanvariable T if �PM QSR ��y�z�PM QSR � . We definethe support

variablesof a functionto bethevariablesthatthefunctiondependson,andthesupportof a functionto be
thesetof supportvariables.

We definethe ITE operator(if-then-else)asfollows: givenany two sets{ and | , andthreefunctions�ZY}{ ` | , a Y~{ ` | , and��Y~{ ` [\��
]�_^ , thenfor all 0�UL{ ,

ITE �g��
B��
 a �D�d0e��Yg��� �X�d0e� if ���d0e� is true�a �d0e� otherwise;
We definea care-spaceoptimizationas any algorithm care-opt that hasfollowing properties: given an
arbitraryfunction � where � maybeanon-Booleanfunction,andaBooleanfunction � , then

care-opt�A��
��]�oYg� ITE ���_
B��
����*

where � is definedby the particularalgorithmusedandmay dependon the function � and � . The usual
interpretationof this is that we only care aboutthe valuesof � when � is true. We will refer to � asthe
carespaceand ��� asthedon’t-care space. Thegoalof care-spaceoptimizationsis to heuristicallyminimize
therepresentationfor � by choosinga suitable� in thedon’t-carespace.Descriptionsanda studyof some
care-spaceoptimizations,includingthecommonlyusedrestrictalgorithm[31], canbefoundin [76].

2.3 BDD Construction

BDD constructionis a memoization-baseddynamicprogrammingalgorithm. A cacheknown asthecom-
putedcache is usedto recordpreviously computedresults.We usea cacheinsteadof a traditionalmemo-
ization tablebecausethenumberof distinctsubproblemsis so large (someareover a billion) thatusinga
completetableis infeasible.GivenaBooleanoperation,theconstructionof its BDD representationconsists
of two main phases.In the top-down expansionphase, the Booleanoperationis recursively decomposed
into subproblems.In thebottom-upreductionphase, theresultof eachsubproblemis put into thecanonical
form. The uniquenessof the result’s representationis generallyenforcedby hashtablesknown asunique
tables.

Thissectiondescribeseachof theseconceptsin detail.

2.3.1 Basisof BDD Construction

Let usfirst look thetheorybehindBDD construction.Givena variableorder, two BDDs � and a , andany
logical operatorop. The resultingBDD � of the operation� op a is constructedbasedon the Shannon
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expansion ���3� op a � �?u��A�PM � R � op a M � R � �nq��?u��A�PM � R � op a M � R � � (2.2)

where � , the top variable, is the variablewith the highestprecedenceamongall thevariablesin � and a .
Thisequationsplitstheoperation� op a into two subproblemsbasedthevalueof thevariable� . If � is false
( � is true), thenthe valueof this operationcanbe computedfrom the 0-cofactors,i.e., ( �PM � R � op a M � R � ).
Otherwise,if � is true,thenthevalueof this operationis ( �PM � R � op a M � R � ). TheBDDs for thesecofactors
canbeeasilyobtained.If thetopvariableis therootof agraph,thentheBDD representationsfor its cofactors
aresimply thechildrenof thatroot node.Otherwise,by definition,the top variabledoesnot appearin the
graph;thustheBDD representationfor bothcofactorsis just thegraphitself.

In the top-down expansionphase, this Shannon-expansionprocessrepeatsrecursively following the
givenvariableorderfor all theBooleanvariablesin � anda . Thebasecase(alsocalledtheterminalcase) of
this recursive processis whentheoperationcanbetrivially evaluated.For example,theBooleanoperation�V�L� is a terminalcasebecauseit canbetrivially evaluatedto � . Similarly, �V��� is alsoa terminalcase.
Therecursive processwill terminatebecauserestrictingall thevariablesof a functionproducesa constant
function,andall Booleanoperationsinvolving only constantoperand(s)canbe trivially evaluated.At the
endof theexpansionphase,theremaybereduciblesubexpressionssuchas � 0�u��?q�05u_��� . Thus,to ensure
uniqueness,a reductionphaseis necessaryto reduceexpressionslike � 0&u���q�0�u��c� to � . This bottom-up
reductionphaseis performedin thereverseorderof theexpansionphase.

Shannonexpansionsof subproblemscanbeperformedin any order. In particular, thedepth-firstcon-
structionalwaysexpandsthesubproblemswith thegreatestdepth(lowestvariable-orderprecedence);simi-
larly, thebreadth-firstconstructionexpandsthesubproblemswith thesmallestdepth(highestvariable-order
precedence).

For therestof thisdocument,wewill referto theBooleanoperationsissuedby auserof aBDD package
asthe top-level operationsto distinguishthemfrom sub-operations(subproblems)generatedinternallyby
theShannon-expansionprocess.

2.3.2 BDD Algorithms: Depth-First Approach

TypicalBDD algorithmsarebasedon thedepth-firsttraversalintroducedin Bryant’s originalBDD publica-
tion. Here,I will describethreeimportantBDD algorithmsusedin symbolicmodelchecking.

Thefirst algorithmcomputesany basiclogicaloperationssuchasAND, OR, andXOR. Bryanthasshown
that the complexity of theseoperationsis quadraticin the graphsizesof the input arguments.Figure2.4
shows a typical depth-firstalgorithmusedin modernBDD packagesfor this classof operations[11, 55].
Thisalgorithmtakesalogicaloperator(op) andits two BDD operands( � anda ) asinputsandreturnsaBDD
for the resultof the operation� op a . The resultBDD is constructedby recursively performingShannon
expansionin the depth-firstmanner. This recursive expansionendswhenthe new operationcreatedis a
terminalcase(line1) or whenit is foundin thecomputedcache(line 2). A computedcachestorespreviously
computedresultstoavoid repeatingwork thatwasdonebefore.Line3determinesthetopvariableof � anda .
Line4and5 recursively performShannonexpansiononthecofactors.At theendof thisrecursiveexpansion,
thereductionstep(line 6) ensuresthattheBDD resultis a reducedBDD node.Thentheuniquenessof the
resultingBDD nodeis checkedagainsta uniquetablewhich recordsall existing BDD nodes(lines7–11).
Finally, the operationwith its result is insertedinto the computedcache(line 12) andthe BDD result is
returned(line 13). Typically, both the computedcacheand the uniquetableare implementedwith hash
tables.Thecomputedcachereplacementpolicy variesfrom directmap,n-wayassociative, to LRU.

The secondalgorithmis calledrelational product(alsoknown asAndExistsor and-smooth) [19] that
computesi��Tc;l�5� a . Therelationalproductis thecoreoperationin symbolicmodelcheckingasit is used
to performboth forward and backward statetraversal. This processis describedin Section2.5.1. The
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df op(op, � ,a )
/* compute� op a , where� and a aretwo BDDsandop is a logicaloperator. */

1 if (terminalcase)returnsimplifiedresult
2 if theoperation(op, � ,a ) is in computedcache,returnresultfoundin cache
3 let � bethetopvariableof � and a
4 � �J� df op(op, �PM � R � , a M � R � )
5 � ��� df op(op, �PM � R � , a M � R � )
6 if ( � � �v��� � ) return � �
7 � � BDD node( � , � � , � � )
8 result � lookup(uniquetable, � )
9 if (BDD node� doesnotexist in theuniquetable)
10 insert � into theuniquetable
11 � � �
12 insertthisoperationandits resultinto thecomputedcache
13 return �

Figure2.4: Depth-firstBDD algorithm.

basicideais that theproduct �5� a selectsthesetof valid transitionsandtheexistentialquantificationi��T
extractsandunionsdestinationstatesfrom the selectedtransitions.This operationhasbeenproven to be
NP-hard[58].

Figure2.5 shows a typical BDD algorithmfor computingthe relational-productoperation.This algo-
rithm is structurallyvery similar to theabove algorithmfor basicBooleanoperations.Themaindifference
is that whenthe top variable( � ) needsto be quantified,a new BDD operation(OR(� � , � � )) is generated
(lines5–11).Dueto this additionalrecursion,theworstcasecomplexity of this algorithmis exponentialin
thegraphsizeof theinputarguments.

Thethird algorithmis acare-spaceoptimizationalgorithm(asdefinedin Section2.2)calledrestrict[31].
It is a commonlyusedalgorithmto minimize the BDD representationof a Booleanfunctionby choosing
appropriatevaluesfor thedon’t-carespace.Figure2.6 shows a typical BDD algorithmfor computingthe
restrictoperation.Thisalgorithmis alsostructurallyverysimilar to thedf opalgorithm.Therearetwo main
differences.First,whenthetop variable( � ) only appearsin thecarespace� (line 4), this algorithmavoids
introducingthenew variableinto theresultby quantifyingout � (OR(��M � R � , �}M � R � )) andthenrecurseson
theresult(line 5). Theotherdifferenceis thatwhenoneof � ’s cofactoris in thedon’t-carespace,thenthe
restrictalgorithmtries to reducethegraphsizeby replacingboth � ’s root nodeandits don’t-care cofactor
with theminimizedresultof � ’s othercofactor(lines6–9). For example,line 6 andline 7 show that if the
0-cofactor �PM � R � is in the don’t-carespace,i.e., �}M � R � �v�@� , thenthe resultgraphis the restrict of the
1-cofactor �PM � R � . Theworstcasecomplexity of this algorithmis exponentialin thegraphsizeof theinput
argumentsbecausetheadditionalrecursionintroducedby thequantificationin line 5.

2.3.3 Breadth-First Approach

Theotherpopularapproachof performingBDD constructionis thebreadth-firstapproach.In thisapproach,
theShannonexpansionfor a top-level operationis performedtop-down from thehighestto thelowestvari-
ableorder. Thus,all operationswith thesamevariableorderwill beexpandedat thesametime. Similarly,
thereductionphaseis performedbottom-upfrom the lowestto thehighestvariableorderwhereall opera-
tionsof thesamevariableorderwill bereducedat thesametime. Notethatthis levelizedaccesspatternis a
little differentfrom thetraditionalnotionof breadth-firsttraversal.We will continueto refer to this access
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RP(�T , � , a )
/* computerelationalproduct: i��T/;l��� a , where �T is asetof variablesto bequantifiedand
* � and a aretwo BDDs.
*/

1 if (terminalcase)returnsimplifiedresult
2 if theresultof (RP, �T , � , a ) is cached,returntheresult
3 let � bethetopvariableof � and a
4 � � � RP(�T , �PM � R � , a M � R � ) /* Shannonexpansionon0-cofactors*/
5 if ( �&U7�T ) /* existentialquantificationon �x� OR(� � , RP(�T , �PM � R � , a M � R � )) */
6 if ( � � �v��� ) /* OR(1,RP(�T , �PM � R � , a M � R � )) � 1 */
7 � � � .
8 else
9 � �X� RP(�T , �PM � R � , a M � R � ) /* Shannonexpansionon1-cofactors*/
10 � � df op(OR, � � , � � )
11 else
12 � � � RP(�T , �PM � R � , a M � R � ) /* Shannonexpansionon1-cofactors*/
13 � � reduced,uniqueBDD nodefor ( � , � � , � � )
14 cachetheresultof thisoperation
15 return �

Figure2.5: A typical relationalproductalgorithm.

restrict(� , � )
/* computecare-spaceoptimization:
* if � then � elsechoosesomevalueto minimizetheresult
* Precondition:� y��� .
*/

1 if ( � is constant)or ( ���C��� ) return �
2 if theresultof (restrict, � , � ) is cached,returntheresult
3 let � bethetopvariableof � and �
4 if ( � is not thetopvariableof � ) /* � hasvariablesnot in � . quantify, thenrecurse*/
5 � � restrict(� , df op(OR, �}M � R � , ��M � R � ))
6 elseif ( �}M � R � �C��� ) /* don’t careabout0-branch*/
7 � � restrict(�PM � R � , �}M � R � )
8 elseif ( �}M � R � �C��� ) /* don’t careabout1-branch*/
9 � � restrict(�PM � R � , �}M � R � )
10 else /* normalShannondecomposition*/
11 � � � restrict(�PM � R � , �}M � R � ) /* 0-cofactors*/
12 � �X� restrict(�PM � R � , �}M � R � ) /* 1-cofactors*/
13 � � reduced,uniqueBDD nodefor ( � , � � , � � )
14 cachetheresultof thisoperation
15 return �

Figure2.6: restrictcare-spaceoptimizationalgorithm.
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patternasbreadth-firstto be consistentwith previous work. Basedon this structuredaccesspattern,we
canexploit memorylocality by usingper-variablememorymanagersandper-variablebreadth-firstqueues
to clusterthe nodesof the samevariabletogether. This clusteringis beneficialonly if many nodesare
processedfor eachbreadth-firstqueueduringeachexpansionandreductionphase.

In thissubsection,wewill illustratethebreadth-firstBDD constructionprocessby introducinga graph-
ical approachto visualizethe BDD constructionprocess. Figure 2.7 illustratesthe Shannonexpansion
(Equation2.2) for theoperation� op a . On theleft sideof this figure,theoperationis representedwith an
operator node(therectangularnode)whichrefersto BDD representationsof � and a asthisoperation’s left
andright operands,respectively1. Theright sideof this figureshows theShannonexpansionof this opera-
tion with respectto thevariable� . Theoriginaloperatornodenow storesthetopvariable� . Thetwo newly
createdchildrenoperatornodesrepresenttheoperationon the0-cofactors(dashedge)andtheoperationon
the1-cofactors(solid edge).A small circle is placedon theedgesto thesenewly generatedoperationsto
distinguishtheseedgesfrom internaledgesof actualBDD nodes.

Notice that this expansionis very much like sifting down the operatoralong both the left and right
branches.Thisview of BDD constructionis a generalizationof thecodingvariableapproachin [46] which
essentiallyis an OR operation.This generalizationallows representationof differenttypesof operations,
includingbit-level andword-level operations.Furthermore,this sifting view integratesBDD construction
processwith the level exchange method[39] in dynamicvariablereordering.The only differencehereis
thatthelevel exchangemethodsiftsdown BDD variables,while BDD constructionsiftsdown operators.

op

f g

expand τ

op

f  |τ ← 0 g  |τ ← 0

op

f  |τ ← 1 g  |τ ← 1

Figure2.7: Graphicalview of Shannonexpansion.The dashededgewith a circle represents0-cofactors
sub-operationandthesolidedgewith acircle represents1-cofactorssub-operation.

Figure2.8illustratesthetwo rulesusedin thereductionphase.Figure2.8(a)illustratesthecasewhenthe
resultsof bothbranches(bdd� andbdd� ) aredistinct. Figure2.8(b)illustratesthecasewhenbothbranches
arethesameandthustheresultingBDD doesnotdependonthevariable� . In bothcases,thereductionstep
changestheoperatornodeto forwardto theuniqueBDD resultfor thisoperation.

Therestof thissectionillustratesthebreadth-firstBDD constructionwith anexample.Figure2.9(a)and
(b) show theBDDsfor theoperands� and a . Figure2.9(c)shows theinitial graphrepresentationfor ��q a .
Notethatin thefollowing figures,theconstantnode0 is duplicatedmultiple timesto avoid excessive cross
edges.In practice,thereis only onenodefor theconstant0.

Figure2.10 illustratesthe top-down expansionphase.Figure2.10(a)shows the resultafter Shannon
expandingthevariable � . Figure2.10(b.1) illustratesShannonexpansionon thevariable � . In this figure,
note that the secondand the fourth OR operatornodescanbe trivially evaluated. Furthermore,the first
andthe third ORoperatornodeareidentical. Figure2.10(b.2) shows theresultafter thesesimplifications.
Figure2.10(c.1)shows theexpansionon thevariable� andFigure2.10(c.2)shows theresultof simplifying
(c.1).At thispoint, theexpansionphaseendssincetherearenomoreunexpandedoperations.

1Thedepth-firstalgorithmsdoesnotexplicitly storetheoperationsasoperatornodes.Instead,theoperationis implicitly stored
in thestackasargumentsto therecursive calls.
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Figure2.8: Reduction. A reductionchangesan operatornodeto a forwarding nodeandforwardsto the
resultingBDD: (a) reductionwhen the children’s result BDDs are distinct, and (b) reductionwhen the
children’s resultBDDsarethesame.
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Figure2.9: BDD constructionexample:(a)BDD for � , (b) BDD for a , and(c) graphicalrepresentationfor
theoperation��q a .

Figure2.11illustratesthebottom-upreductionphase.Figure2.11(a.1)shows theresultafterreduction
on variable � . In this figure,a new BDD node(labeled� ) is createdandthecorrespondingoperatornodeis
thenchangedto a forwardingnodesothattheparentscanaccessthenewly createdresult.Figure2.11(a.2)
shows theparentsupdatingtheforwardingpointer. Figure2.11(b)shows theresultafterreductionon vari-
able � . Finally, Figure 2.11(c) shows the result after updatingthe forwarding pointersand performing
reductiononvariable� . In thisfinal figure,theBDD graphreferredto by theforwardingpointeris theresult
of theoperation��q a in Figure2.9(c).

2.3.4 Depth-First or Breadth-First?

BDD constructioncanbe very memoryintensive, especiallywhenlarge graphsareinvolved. It not only
requiresa lot of memory, it alsorequiresfrequentaccessesto many smalldatastructures(thenodesizeis
typically 16byteson32-bitmachines).ConventionalBDD constructionalgorithmsarebasedondepth-first
traversalof theBDDs[11,55]. Thisapproachmayhavepoormemorybehavior asthereis notagoodwayto
ensurethattheBDD nodesaccessedareclosein memory. Theperformanceimpactis especiallyseverefor
BDDs larger thanthephysicalmemory. Recently, therehasbeenmuchinterestin BDD constructionbased
onbreadth-firsttraversal[4,46,63,64,71,83]. In abreadth-firsttraversal,boththeexpansionphaseandthe
reductionphaseprocessall thenodesof thesamevariableat thesametime. Thebreadth-firstconstruction
exploits this structuredaccessby clusteringnodes(for bothBDD andoperatornodes)of thesamevariable



18 CHAPTER2. BDDSAND SYMBOLIC MODEL CHECKING

d

b b

1

c

0 0

b b

a

OR OR

(a)expansiononvariablea

d

1

c

0 0

a

OR OR OR OR

b b

(b.1) expansiononvariableb

d

1

c

0 0

a

OR

b b

(b.2) simplificationof b.1

0 d

1 0

a

b b

c

OR OR

(c.1)expansiononvariablec

1 0

d

a

b b

c

(c.2)simplificationof c.1

Figure2.10:Breadth-firstBDD construction:expansionphase.
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togetherin memorywith specializednodemanagers.
Despiteits poorermemorylocality, the depth-firstconstructionhasvery low memoryoverhead.The

numberof unsolvedsubproblemsthatit keepstracksof atany giventimeis thedepthof therecursion,which
isatmostthenumberof variables.Sincethenumberof variablesis typicallyaverysmallconstant,thedepth-
first constructiondoesnot requiremuchmemoryto storethesesubproblems.In contrast,for eachtop-level
operation,thebreadth-firstconstructionkeepsall thesubproblems(operatornodes)generatedby Shannon
expansionof this top-level operationuntil theresultfor this top-level operationis constructed.Becausethe
numberof subproblemscanbe quadraticin the sizeof the BDD operands,the breadth-firstapproachcan
incur a large memoryoverhead.In particular, for borderlinecaseswherethe depth-firstconstructionfits
in the physicalmemorywhile the breadth-firstconstructiondoesnot, theperformanceof the breadth-first
constructioncandegradesignificantlydueto pagefaults.

To limit memoryoverhead,wehave introducedapartialbreadth-firstconstruction[83] basedoncontext
switch. Within eachevaluationcontext, thebreadth-firstexpansionisuseduntil thenumberof operatornodes
(unsolved subproblems)reachesa fixed evaluationthreshold. Upon reachingthis threshold,the current
context is pushedonto a context stack and a new child context is started. Then the yet-to-be-expanded
operatornodesof theparentcontext arepartitionedinto smallgroupsandthechild context evaluatesthese
operationsonegroupatatime. If thechildcontext reachesits evaluationthreshold,it will alsocontext switch
andthis processrepeats.Whenall yet-to-be-expandedoperationsfrom the parentcontext areevaluated,
the child context terminates.This techniqueboundsthe memoryoverheadto O(numberof variables §
threshold). By keepingtheevaluationthresholdto beasmallfractionof availablephysicalmemory, wecan
limit the memoryoverheadandcontrol the working setsizeto gain bettermemorylocality. Finally, this
approachcanbenaturallyparallelizedby distributing thecontexts acrosstheprocessors[84].

Otherthanthememoryoverhead,thebreadth-firstbasedapproacheshaveotherperformancedrawbacks.
In termsof runningtime,onedrawbackis in theimplementationof thecache.In thebreadth-firstapproach,
thesub-problemsareexplicitly representedasoperatornodesandtheuniquenessof thesenodesis ensured
by using a hashtable with chainingfor collision resolution. Accessesto this hashtable are inherently
slower thanaccessesto a typical directmapped(1-way associative) computedcacheusedin thedepth-first
approaches.Furthermore,handlingof boththecomputedandyet-to-be-computedoperatornodesaddseven
moreoverhead.Dependingontheimplementationstrategy, thisoverheadcouldbein theform of anexplicit
cachegarbagecollectionphaseasa cachereplacementstrategy or asa transferof computedresultsfrom
operatornodes’hashtableto a computedcache.Maintenanceof thebreadth-firstqueuesis anothersource
of overhead.Thisoverheadcanbehigherfor operationssuchasrelationalproductsbecauseof thepossible
additionalrecursion(line 7 in Figure2.5). Given that eachsub-problemrequiresonly a couplehundred
cyclesonmodernmachines,theseoverheadscanhave anon-negligible impacton theoverallperformance.

2.4 BDD PackageComponentsand Their CommonFeatures

ModernBDD packagestypically sharecommonimplementationfeaturesbasedon[11,72]. Therearethree
main componentsin a BDD package:the BDD algorithm component,the dynamicvariablereordering
component,andthe garbagecollectioncomponent.In this section,we describethe commonfeaturesin
eachof thesecomponents.

BDD Algorithm

This componentcomputesthe resultBDDs for variousBooleanoperations(asdescribedin previous sec-
tions).Theimplementationof thesealgorithmsis typically basedondepth-firsttraversal.Theuniquetables
arehashtableswith the hashcollisionsresolved by chaining. A separateuniquetableis associatedwith
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eachvariableto facilitatethedynamic-variable-reordering process.Thecomputedcacheis ahash-baseddi-
rectmapped(1-way associative) cache.BDD nodessupportcomplementedges[3] wherefor eachedge,an
extra bit is usedto indicatewhetheror not thetargetfunctionshouldbecomplemented(Booleannegation).
Theadvantageof this encodingis thata functionandits complementcanberepresentedby thesameBDD
andusethis extra bit in thereferenceedgeto interprettheBDD eitherin thepositive or thenegatedform.
Implementation-wise,this extra bit is typically encodedin the leastsignificantbit of the addresspointer
(thereferenceedge)to avoid incurringextramemorycost.Thisencodingexploits thepropertythataddress
pointersin modernmachinesarealways at least4-bytealigned,which meansthe leastsignificantbit is
always0. Thusit canbeusedto encodethecomplementinformation.

Dynamic Variable Reordering

As thevariableordercanhave significantimpacton thesizeof a BDD graph,dynamicvariablereordering
is anessentialpartof all modernBDD packages.Thegoal for this componentis to dynamicallyestablish
a goodvariableorderas the computationprogresses.Typically, whena variablereorderingalgorithmis
invoked,all top-level operationsthatarecurrentlybeingprocessedareaborted.Whenthevariablereordering
algorithm terminates,theseabortedoperationsare restartedfrom the beginning. The dynamicvariable
reorderingalgorithmsaregenerallybasedon thesiftingalgorithm[72]; i.e., thevariableordersarechanged
by exchangingnodesin onelevel with nodesin theadjacentlevel. Figure2.12illustratesthis process.This
figureshows thesifting processfor exchangingtheordersof thevariable ¨ andthevariable © . We tageach
nodewith a numberso that we canrefer to themeasily. To understandthis operation,let us first recall
Equation2.1thatdefinesthefunctionrepresentedby aBDD in termsof its cofactors.Usingthis definition,
theBDD in Figure2.12(a)canberepresentedas¨�ª�« ©�ª�¬�P®�©�ª�¬�¯*°n®�¨vªk« ©±ª]²�±®�©�ªD²k¯S°*³
By rearrangingthis formula,weget©�ª�« ¨�ª�¬�P®�¨�ª�²�]°m®,©±ªk« ¨vª�¬�¯�®�¨�ªD²k¯S°*´
which is theBDD after thesifting process(Figure2.12(b)). Implementation-wise,node4 andnode5 are
createdto representthenew childrenof node1. Node1 is updatedto referencethesenew childrenandis
relabeledwith variable © . As for node2 andnode3, they remainunchangedandif thereareno references
to them,they will begarbagecollectedlater. Notethatbecausenode1 might bereferencedby others,it is
importantthatnode1 is reusedwith its reachablegraphrepresentingthesamefunction.Without this reuse,
we will needto createa new nodein placeof node1 andwill have to locateall the referencesto node1
andupdatethemto referencethis new node,which is very inefficient. Thenode-reusetechniqueallows the
sifting algorithmto bea localoperationinvolving only thenodeandits children.

Figure 2.13 illustratesthe sifting processfor the 2-bit comparatorexample from Section2.1. Fig-
ure2.13(a)is theBDD representationfor thevariableorderwith all the ¨~µ ’sbeforeall the ©*µ ’s. By exchang-
ing theordersof variable ¨k and ©\¯ , we obtaintheBDD for theinterleavedvariableorder(Figure2.13(b)).
In thisexample,node1 andnode2 arereusedsothatwedonotneedto updatereferencesfrom their parent
(node0). As for nodes3, 4, 5, and6, they areno longerpart of thecomparatorfunctionandif thereare
no otherreferencesto them,they canbegarbagecollected.Notethat thereachablesubgraphof node0 in
Figure2.13(b)hasaninterleavedvariableorderandis identicalto theBDD in Figure2.2(c).

GarbageCollection

BDD computationsareinherentlymemoryintensivebecauseafterall, it is all abouttraversingandconstruct-
ing graphs.Furthermore,in verification,many intermediateBDD resultsarecreatedto arrive at a simple
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Figure2.12:Sifting operationfor dynamicvariablereordering:(a) beforesifting and(b) aftersifting down
variable ¨ . The nodesaretaggedwith numbersto show which nodesarereused(node1) andwhich are
newly created(node4 and5).
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Figure2.13: Variablereorderingexamplefor 2-bit comparator. (a) BDD for ¨ µ ’s before © µ ’s variableorder.
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final
¶

answer—trueor false.Thus,it is importantto have a goodgarbagecollectorto automaticallyremove
BDD nodesthatareno longeruseful. We will refer to a BDD nodeasreachableif it is in someBDD that
externaluserhasareferenceto. As externalusersfreereferencesto BDDs,someBDD nodesmaynolonger
bereachable(deaths). Wewill referto thesenodesasunreachableBDD nodes.

Typical garbagecollectorsusedin modernBDD packagesare basedon referencecountingand the
reclaimednodesaremaintainedin a free-listfor later reuse.Garbagecollectionis invoked whentheper-
centageof theunreachableBDD nodesexceedsapresetthreshold.BecausetheunreachableBDD nodesare
notgarbagecollectedassoonastheir referencecountsreachzero,garbagecollectionin theBDD world has
anunusualconceptcalledrebirth, whereunreachablenodesbecomereachableagain. This rebirth further
introducesanunexpectedpropertythatthegarbagecollectionalgorithmnotonly hasimpactonthememory
usage,but canalsohave significantimpacton theoverall runningtime. In thefollowing, we will describe
how rebirthoccursandhow it caninfluencerunningtime.

Therebirthof aBDD nodecanoccurasfollows. BDD nodesarereferencedbothexternallyby usersof
a BDD packageandinternallyby theuniquetablesandalsopossiblyby thecomputedcache.WhenBDD
nodesbecomeunreachablefrom external references,they arenot garbagecollectedimmediately. Thus,
someof theseunreachableBDD nodesmay becomereachableagain(rebirths)if they endup being the
resultsfor new subproblems.

So,in presenceof rebirths,how doesgarbagecollectionaffect therunningtime?Let ususeanexample
to demonstratethis. Figure2.14shows a snapshotof a BDD package.In this example,nodesin theBDD¬ arenot reachablefrom any externalreferencesand ¬ hasan internalreferencefrom the ·A¸d¹ entryof the
computedcache. Since ¬ hasno external references,the entireBDD canbe garbagecollected. During
garbagecollection,we mustalsoremove all danglingreferences.In particular, we mustclear the cache
entry · . Let usassumethat lateron, ¬ is rebornasa resultof a new subproblem,andwe needto compute
thesameoperationthatwaspreviousrecordedin cacheentry · . In this case,becausethegarbagecollection
hasalreadyclearedthat cacheentry, we will needto recomputethe entire operation. Thus, in the case
that BDD nodestogglebetweenreachableandunreachablefrequently, garbagecollectioncanreducethe
effectivenessof thecomputedcacheandsignificantlydegradetheoverall performance.In fact, for model
checkingcomputations,we found that this is onemain sourceof the performancebottlenecksin modern
BDD packages(Chapter4).

2.5 BooleanRepresentationsof Finite StateSystems

To useBDDs in modelchecking,wewill needto mapthemodelcheckingproblemto theBooleandomain.
Thismeansmappingthesetof states,thetransitionrelation,andthestatetraversalto Booleanfunctions.

In general,we may also needto model non-Booleanfunctionsor non-Booleanvariablesto repre-
senta finite statesystem.Thesenon-Booleanfunctionscanbe representedusingvariantsof BDDs (e.g.,
MTBDD [28]) thatextendtheBDD conceptto includenon-Booleanvalues.Theseextensionsalsoinclude
algorithmsfor Booleanoperatorswith non-Booleanargumentssuchasthe“ º ”, “ » ”, “ ¼C¼ ” and“ ½ ”. Unless
clarificationis necessary, wewill continueto referto all theseBDD-variantssimplyasBDDs.

2.5.1 StateSetsand StateTransitions

For finite statesystems,a statetypically describesthevaluesof many components(e.g.,latchesin digital
circuits)andeachcomponentis representedby a statevariable. Let ¾¿¼¿À]Á��´�³<³<³<´	Á�Â�Ãn¯]Ä betheuniverseof
statevariablesin asystemand ÅÇÆ	È bethesetof possiblevaluesfor variableÁ�µ , thenastatecanbedescribed
by assigningvaluesto all thevariablesin ¾ andthesetof possiblestatesÉnÊ is

ÉeÊ�Ëg¼�Å�Æ	ÌÍ§tÅ�ÆSÎ�§�³<³<³c§tÅ�Æ	Ï\Ð�Î�³
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Figure2.14: A snapshotof a BDD package: ¬ is a BDD whosenodesarenot reachablefrom external
references.

Thisvaluationcanin termbewrittenasaBooleanfunctionthatis trueexactly for thevaluationasÂ�Ãn¯ÑµHÒe «dÁ_µr¼C¼ÔÓSµÕ°*´
whereÓSµ�½tÅÇÆ	È is thevalueassignedto thevariableÁ�µ . A setof statescanberepresentedasadisjunctionof
theBooleanfunctionsthatrepresentthestates.WedenotetheBDD representationfor asetof statesÉwÖÔÉnÊ
by É�«j¾x° to indicatethatthesetof variables¾ is usedin theBDD representation.

Letusillustratethisusinga3-bit counter(Figure2.15).A statein a3-bit counteris a3-tuplerepresenting
the valuesof threestatevariablesÁ�× , Á ¯ , and Á  . For example,a state «�Ø�´]Ù�´]Ù\° representsthestatewhere
thevalueof Á × is 0, Ák¯ is 1, and Á� is 1. Its correspondingBooleanrepresentationis «dÁ × ¼C¼ÚØ~°�ÛÜ«dÁk¯Ý¼C¼Ù\°PÛ7«dÁ�&¼C¼ÞÙ\° or moreconcisely, Á × Ák¯�Á� . Representinga setof statesasa Booleanfunction is just as
straightforward.Forexample,theset À�«�Ø�´�Ø�´]Ù\°*´\«�Ø�´]Ù�´]Ù\°SÄ canberepresentedasÁ × Á/¯	Á��® Á × Á�¯	Á� . Essentially,
for Booleanvariables,a statecanbe representedby a mintermanda setof statescanbe representedby a
sumof minterms.

 v1 v2  v0

Figure2.15:3-bit counter.
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In additionto thesetof states,wealsoneedto mapthesystem’sstatetransitionsto theBooleandomain.
Weextendtheaboveconceptof representingasetof statesto representingasetof ordered-pairsof states.To
representapairof states,weneedtwo setsof statevariables:¾ thesetof present-statevariablesfor thefirst
tupleand ¾�ß thesetof next-statevariablesfor thesecondtuple. Eachvariable Á in ¾ hasa corresponding
next-statevariable Á�ß in ¾Cß . A valuationof variablesin ¾ and ¾Cß canbeviewedasa statetransitionfrom
a presentstate(valuationof variablesin ¾ ) to its next state(valuationof variablesin ¾ ß ). A transition
relationcanthenberepresentedasasetof thesevaluations,or adisjunctionof theircorrespondingBoolean
representations.WedenotetheBDD representationof a transitionrelation à as àx«j¾P´*¾ ß ° .

For the3-bit counter, onevalid transitionis from «�Ø�´�Ø�´]Ù\° to «�Ø�´]Ù�´�Ø~° . This transitioncanthenberep-
resentedas Á × Á¡¯	Á� Á~ß× Á~ß¯ Á~ß , where Á × Á/¯áÁ� encodesthe presentstate «�Ø�´�Ø�´]Ù\° and Á�ß× Á�ß¯ Á�ß encodesthe next
state «�Ø�´]Ù�´�Ø~° . Thisprocesscanbeappliedto obtainthemintermsrepresentingall thevalid transitions.The
transitionrelationcanthenbecomputedasthesumof theseminterms.

In modelingfinite statesystems,theoverallstatetransitionsaregenerallyspecifiedby definingthevalid
transitionsfor eachstatevariableseparately. To supportnon-deterministictransitions,a statevariable Á�µ ’s
transitionrelationis definedby afunctionf µ thatmapseachstateof thesystemto asetof possiblenext-state
valuesfor variableÁ_µ , i.e., f µ�Ë~ÅÇÆáÌ6§�Å�ÆSÎo§Z³<³<³â§VÅÇÆ	Ï]ÐkÎoãåä�æ�ç È , whereÅÇÆáÈ is thesetof all possiblevalues
for variable Á µ . We usethebold facefont to emphasizethatthefunction f µ returnsa setpossiblenext-state
values(insteadof asinglenext-statevaluefor thedeterministiccase).Let f µ bethefunctionthatdefinesthe
statetransitionsof thestatevariable Á µ . ThentheBDD representationfor Á µ ’s transitionrelation à µ canbe
definedas àeµ�«j¾X´*¾ ß °oËg¼p«dÁ ßµ ½ f µ	«j¾x°	°*³
For deterministicsystemswith ¬ µ ’sasthetransitionfunctions,wecanreplacethesetoperator½ with ¼v¼ as

àeµá«j¾P´*¾ ß °�Ëg¼N«dÁ ßµ ¼C¼h¬_µá«j¾x°	°*³
For synchronoussystems,all thestatevariablestransitionat thesametime. Thus,theBDD for theoverall
statetransitionrelation à is theconjunctionof all thestatevariables’transitionrelations;i.e.,

àx«j¾P´*¾ ß °oËg¼ ÂÑµ<Òe à µ «j¾X´*¾ ß °*³
Detaileddescriptionsonthis formulation,includingmappingof asynchronoussystems,canbefoundin [19,
58].

Let usrevisit the3-bit counterexampleto illustratethismapping.TheBooleanfunctionsfor thelatches’
transitionrelationsare

àn�«j¾P´*¾ ß °èËg¼ «dÁ ß ¼C¼ Ák\°*´à�¯]«j¾P´*¾ ß °èËg¼ «dÁ ß ¯ ¼C¼p«dÁk¯�éwÁ�]°	°*´à × «j¾P´*¾ ß °èËg¼ «dÁ ß× ¼C¼p«dÁ × é3«dÁ�±Û5Ák¯*°	°*³
àn saysthatthenext statevalueof theleastsignificantbit Á� is alwaysthecomplementof its currentvalue;
i.e., it togglesat every clock. à�¯ saysÁk¯ will togglein the next stateif Á� is currently1. à × saysÁ × will
togglein the next stateif all the lower bits arecurrently1. Using this formulation,the overall transition
relation à is

àx«j¾X´*¾ ß °oËg¼pê<«dÁ ß ¼C¼ Ák\°nÛ�«dÁ ß ¯ ¼C¼p«dÁk¯�éwÁ�]°	°mÛ�«dÁ ß× ¼C¼p«dÁ × é3«dÁ�±Û5Ák¯*°	°	°Õëj³
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2.5.2
ì

SymbolicStateTraversal

To reasonabouttemporalproperties,the image and the pre-image of the transitionrelationareusedfor
forwardandbackwardstatetraversal,respectively. Basedon theBDD representationsof a stateset É and
thetransitionrelation à , wecancomputethe image andthepre-image of É asfollows:

imageínîï«jÉP°$Ëg¼ ð/¾X³ñê àx«j¾P´*¾ ß °rÛtÉ�«j¾x°Õëj´
pre-imageí «jÉP°$Ëg¼ ð/¾ ß ³ñê àx«j¾P´*¾ ß °nÛtÉJ«j¾ ß °Õëj³

whereimageínîï«jÉP° denotestheBDD resultfor image«jÉ±° representedwith variablesin ¾ ß , andpre-imageí�«jÉP°
denotestheBDD resultfor pre-image «jÉP° representedwith variablesin ¾ . Theintuition is thatfor bothcases,
theconjunctionà5Û�É selectsthesetof valid transitionsandtheexistentialquantificationextractsandunions
thedestinationstatestogether. Notethatboth the imageandthepre-imageoperationcanbecomputedby
therelational-productalgorithm( ð�òÁ/³l¬�Û5² ) in Figure2.5.

In Figure2.16, we illustratehow the imageoperationcan be computedusing the relational-product
operation.In thisfigure,theleftmosttablerepresentsthesetof statesÉó¼ÚÀ�«�Ø�´�Ø�´�Ø~°*´\«áÙ�´]Ù�´�Ø~°BÄ thatwewant
to computetheimagefrom. ThecorrespondingBooleanfunctionis

ÉJ«j¾�°P¼ Á × Á¡¯ Á�P®wÁ × Á�¯ Á�_³
Thetransition-relationtable à in thecenterrepresentsthesetof valid transitionsfor the3-bit counter. Each
row representsa valid transitionwith the left-hand-sideof the tablerepresentingthe currentstateandthe
right-hand-sideof thetablerepresentingthenext state.ThecorrespondingBooleanfunctionis

à?«j¾X´*¾ ß °ô¼ Á × Á/¯ Á� Á ß × Á ß ¯ Á ß ® Á × Á/¯áÁ� Á ß × Á ß ¯ Á ß  ® Á × Ák¯ Ák Á ß × Á ß ¯ Á ß ® Á × Á�¯	Á�DÁ ß× Á ß ¯ Á ß  ®Á�× Á ¯ Á  Á ß× Á ß ¯ Á ß ®wÁ�× Á ¯ Á  Á ß× Á ß ¯ Á ß  ®wÁ�×SÁ ¯ Á  Á ß× Á ß ¯ Á ß ®wÁ�×DÁ ¯ Á  Á ß × Á ß ¯ Á ß  ³
The rightmosttable is the setof statesthat canbe reachedfrom É in onestep, i.e., the image( É ). The
conjunctionÉJ«j¾�°�Û�àx«j¾P´*¾�ßñ° usesthestatesin É to selectthevalid transitionrelationsby matchingÉ to
thepresent-statepart(theleft part)of table à . Theexistentialquantificationextractstheresultby removing
thepresent-statepartof table à andby unioningtheselectednext-statepart (the right part)of à . For the
pre-imagecomputation,we simply reversethis processandfrom right to left, performtheselectionon the
next-statepartof à andtheextractionfrom present-statepartof à .

 v2’  v1’  v0’

0    0    1
1    1    1

   present     next

v2 v1 v0 v2’ v1’ v0’
0 0 0  0  0  1
0 0 1  0  1  0
0 1 0  0  1  1
0 1 1  1  0  0
1 0 0  1  0  1
1 0 1  1  1  0
1 1 0  1  1  1
1 1 1  0  0  0

states S

v2   v1  v0

0    0    0
1    1    0

image(S)

extractselect

transition relation T

     S(V)  T(V, V’) 

= v2 v1 v0 v2’ v1’ v0’ +
v2 v1 v0 v2’ v1’ v0’ 

∃ V. S(V)  T(V, V’) 

= v2’ v1’ v0’ + v2’ v1’ v0’

Figure2.16:Forwardstatetraversalfor 3-bit counter.



2.6. CTL TEMPORALLOGIC AND MODEL CHECKING 27

2.5.3
ì

Conjunctive Partitioning of Transition Relations

Onelimitation of theBDD representationis that themonolithicBDD for the transitionrelation à is often
too large to build. A solutionto this problemis theconjunctivepartitioning [19] of thetransitionrelation.
In conjunctive partitioning,the transitionrelationis representedasa conjunctionõ±¯�ÛZõ × ÛÜ³<³<³~ÛZõ�ö with
eachconjunct õ�µ representedby a BDD. Then, the pre-imagecanbe computedby conjunctingwith oneõ�µ at a time, andby usingearly quantificationto quantify out variablesassoonaspossible. The early-
quantificationoptimizationis basedon thepropertythatsub-formulascanbemovedout of thescopeof an
existentialquantificationif they do not dependon any of thevariablesbeingquantified.Formally, let ¾ µ , a
subsetof ¾ , bethesetof variablesthatdo not appearin any of thesubsequentõe÷ ’s, where Ù?øh·�ø¤ù and·±ºwú�ø�ù . Thentheimagecanbecomputedasû ¯:Ëg¼ ð¡¾n¯�³ñê õP¯�«j¾P´*¾ ß °mÛ�É�«j¾�°Õëû × Ëg¼ ð¡¾ × ³ñê õ × «j¾P´*¾ ß °mÛ û ¯áë

...û ö Ëg¼ ð¡¾/ö}³ñê õ�ök«j¾P´*¾ ß °nÛ û ö Ãn¯ ë
imageíeîï«jÉP°$Ëg¼ û ö

For example,in the3-bit counter, if we chooseõ±¯�¼hà × «j¾X´*¾vßñ° , õ × ¼3à�¯�«j¾P´*¾CßH° , and õ�ü�¼hàe}«j¾P´*¾vß<° ,
(whereàeµ ’s for the3-bit countersaredefinedin Section2.5.1)thenthe image( É ) is equalto

ð�Á�_³ñê àn}«j¾X´*¾ ß °mÛtðkÁk¯�³ñê à�¯�«j¾X´*¾ ß °mÛtðkÁ × ³ñê à × «j¾P´*¾ ß °rÛ&É�«j¾ ß °Õë�ëkëj³
Here,we canquantify thevariable Á�× earlybecausefor the3-bit counter, neither à  «j¾P´*¾CßH° nor à ¯ «j¾X´*¾vßñ°
dependson Á × . Similarly, Ák¯ canbeearlyquantifiedbecauseàn}«j¾X´*¾ ß ° doesnot dependon it. Now, if we
wereto reversetheorderof conjunctionswith õ±¯�¼¤àn}«j¾P´*¾CßH° , õ × ¼¤à�¯\«j¾X´*¾vßñ° , and õ�üC¼¤à × «j¾X´*¾vßH° then
both ¾¡ and ¾e¯ areempty, thusearlyquantificationis notpossibleandthe image( É ) is equalto

ðkÁ�_³gðkÁk¯]³gðkÁ × ³ñê à × «j¾P´*¾ ß °mÛ�«ýà�¯�«j¾P´*¾ ß °mÛW«ýàn}«j¾X´*¾ ß °nÛtÉ�«j¾ ß °	°	°Õëj³
This shows that the orderingof the partitionscanaffect the numberof variablesthat we canquantifyout
early.

In general,thedeterminationandorderingof partitions(the õ µ ’s in above) canhave significantperfor-
manceimpact. Commonlyusedheuristics[40, 69] treat the statevariables’transitionrelations( àeµ ’s) as
the partitions. The orderingstepthengreedilyschedulesthe partitionsto quantify out morevariablesas
soonaspossible,while introducingfewernew variables.Then,theorderedpartitionsaretentatively merged
with their predecessorsto reducethenumberof intermediateresults.Eachmergedresultis keptonly if the
resultinggraphsizeis lessthana pre-determinedlimit calledpartition-sizelimit.

Theconjunctive partitioningfor thepre-imagecomputationis performedsimilarly with next-statevari-
ablesin ¾Cß beingthevariablesto bequantifiedinsteadof present-statevariablesin ¾ . Notethatbecausethe
setof variablesto bequantifiedis different,theresultingconjunctsfor theimagecomputationaretypically
differentfrom thosefor thepre-imagecomputation.

2.6 CTL Temporal Logic and Model Checking

In model checking,temporallogic is usedto specify the behavior of a systemas time progresses.The
particulartemporallogic that we are interestedin is a logic calledCTL [22, 36]. In this section,we in-
formally describeCTL andmodelcheckingbasedon CTL. Descriptionsof othertemporallogics suchas
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CTL*
þ

andLTL andmoredetaileddescriptionsof CTL modelchecking,includingmodificationsto restrict
theverificationonly to fair computationpaths2, canbefoundin [19,21,58].

2.6.1 CTL

In CTL, eachtemporaloperatorhastwo parts:apathquantifierfollowedby a tenseoperator. Therearetwo
pathquantifiers:A representingfor all computationpaths, andE representingthere existsa computation
path. Therearefour maintenseoperators:

X : thenext timeoperator,

F : theeventuallyoperator,

G : thegloballyoperator, and

U : theuntil operator.

Combiningthetwo pathquantifierswith thefour tenseoperators,thereis atotalof eightCTL operators.
In the following, we first defineCTL formulausingthe threebasicCTL operators:EX, E [ U ], andEG.
We thenshow how theremainingfiveoperatorscanbeexpressedusingthesethreebasicoperators.

Let õ bethesetof atomicpropositions, thenaCTL formulais definedasfollows:ÿ Everyatomicpropositionû ½�õ is a formulain CTL.ÿ If ¬ and ² areCTL formulas,thensoare �X¬ , ¬ � ² , EX ¬ , E êO¬ U ²}ë , andEG ¬ .

The propositionaloperator � and
�

are negation and disjunction,respectively. The other propositional
operatorscanbe definedin term of thesetwo operators.The definitionsof the temporaloperatorsareas
follows:ÿ EX ¬ : ¬ holdsatsomesuccessorstateof thecurrentstate.ÿ E êO¬ U ²}ë : for somecomputationpathstartingfrom currentstate,thereexistsastatesuchthat ² holds,

and ¬ holdsfor all previousstatesin thiscomputationpath.ÿ EG ¬ : thereexistsacomputationpathsuchthat ¬ holdsoneverystateof thepath.

TheremainingfiveCTL operatorscanbeexpressedasfollows:ÿ AX ¬���� EX �X¬ : ¬ holdsfor all successorstateof thecurrentstate.ÿ EF ¬�� E ê ���	��
 U ¬cë : for somecomputationpathstartingfrom currentstate,thereexistsastatesuch
that ¬ holds.ÿ AF ¬���� EG �X¬ : for everycomputationpathstartingfrom thecurrentstate,thereexistsastatesuch
that ¬ holds.ÿ AG ¬���� EF �X¬ : for everypath, ¬ holdsfor everystateon thepath.ÿ A êO¬ U ²}ë��p«� E ê���² U «�P¬�Û���²�°Õëd°nÛW«� EG ��²â° : for everycomputationpathstartingfrom thecur-
rentstate,thereexistsastatesuchthat ² holds,and ¬ holdsfor all previousstatesin thiscomputation
path.

2A computationpathis fair underaconstraint� if � is trueinfinitely oftenin thispath.Oneusageof thefairnessconstraint � is
to restricttheverificationto pathswhereevery processexecutesinfinitely often;i.e.,nostarvation.
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Thefollowing aresometypicalCTL formulas:ÿ EF « thruster.state ¼C¼ nominal ° : it is possibleto reachthe statewherethe thruster’s statusis
nominal.ÿ AG « EF restart° : from any state,wecanalwaysreachtherestartstate.ÿ AG « req ã AF ack° : if a requestoccurs,it will eventuallybeacknowledged.ÿ AG « AF deviceEnabled° : thedevice is enabledinfinitely oftenalongall computationalpaths.

2.6.2 CTL Model Checking

In modelchecking,a CTL propertyis expressedby a notation“ «��¤´���°�� ¼�¬ ” which meansthat the CTL
formula ¬ is truein state� of thefinite statemodel � . A CTL formula ¬ canbeinterpretedasasetof states
which satisfies¬ , i.e., À�����«��9´��_°�� ¼3¬�Ä . In the following, we will usea formula ¬ to representboth the
formula itself andthesetof stateswherethe formula is true. Underthis interpretation,theCTL operators
canbecomputedasfollows [22]:

EX ¬ ¼ pre-image «A¬m°
E êO¬ U ²}ëÞ¼ lfp �3ê ² � «A¬�Û EX «�Ý°	°Õë

EG ¬ ¼ gfp �3êO¬�Û EX «�Í°Õë
wherelfp �"ê���«�Í°Õë andgfp �4ê���«�Ý°Õë computethe leastandthe greatestfixed-point,respectively, of the
function � . In the following, we describealgorithmsfor computingeachof thesethreeoperationsand
provide intuition onhow it works.For detailedproofs,pleaseseeClarke andEmerson’s work [22].

EX ¬ computesthe setof statessuchthat ¬ holds for somesuccessorstate. Thus, if we interpreta
formula ¬ asthesetof statesthat ¬ is hold, thenEX ¬ computesthepredecessorsof ¬ , i.e., pre-image( ¬ ).
TheBDD algorithmfor computingthepre-imageoperationis shown in Section2.5.

Similarly, E êO¬ U ²~ë computesthesetof statesthat for any of thesestates� , thereexistsa computation
pathsuchthatalongthis pathstartingfrom � , ¬ mustbetrueuntil thefirst statewhere ² is true. Thus,we
cancomputeE êO¬ U ²}ë by startingfrom ² andincludeall thestatesthatcanreach² while satisfying ¬ . In
anotherwords,this is thebackward reachabilitycomputationstartingfrom ² andtraversesthestatespace
backwardwhile restrictingthevalid predecessorstatesto ¬ .

Figure2.17 shows the algorithmfor computingE êO¬ U ²}ë . Note that all the Booleanoperationscan
be computedusingthe BDD algorithmdf op in Figure2.4 andthe pre-imageoperationcanbecomputed
usingthe BDD algorithmshown in Section2.5. In the eval eu() subroutine,the resultof the leastfixed-
point is storedin variable� andit is initially setto ² (line 1), thestartingstatesfor thereversereachability
computation.Thevariable ��� storesthesetof newly reachedstatesandit is alsoinitially setto ² (line 2).
Thenthisalgorithmcomputesthesetof statesthatsatisfies¬ andcanbereachedfrom ��� in onebackward
step(line 4). Thenit updatesthesetof newly reachedstate(line 5) andthesetof reachedstates(line 6).
This processrepeatsuntil no new statesarereached(line 7). At this point, we have reacheda fixedpoint
andtheprocessterminates.Notethatbecausewe aretraversinga finite statespace,sooneror later, we will
have exploredall thereachablestates.Thusthisalgorithmalwaysterminates.

EG ¬ computesthesetof statesthatfor any of thesestates� , thereexistsacomputationpathû suchthat
alongthispathstartingfrom � , ¬ is alwaystrue.Basedonthisdefinition,wecandefineEG ¬ recursively as
thefollowing:

EG ¬ is truein state� if andonly if ¬ is truein � andEG ¬ is truein somesuccessorstateof � .
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eval eu(¬ , ² )
/* computeE êO¬ U ²}ë */

1 ���Þ² /* initial resultsfor theleastfixed-point*/
2 � �!�Þ² /* changesin Y from oneiterationto thenext */
3 do
4 û �!� «A¬�Û pre-image«"� �?°	°
5 ���!� û ��Ûó«�#�?°
6 �!�$� � ���
7 while ( ���&%¼ false °
8 return �

Figure2.17:Algorithm for evaluatingtheE êO¬ U ²~ë .
Or moreconcisely,

EG ¬t¼�¬�Û EX « EG ¬m°*³
This equationsaysthatEG ¬ is a fixedpoint for thefunction �r«�Í°f¼�¬ÇÛ EX � . In Figure2.17,we show
thealgorithmfor computingthis fixedpoint.

eval eg(¬ )
/* computeEG ¬ */

1 ��� ¬ /* initial resultsfor thegreatestfixed-point*/
2 do
3 � ß �'� /* rememberpreviousvalueof Y */
4 �!�è«��hÛ pre-image«���°	°
7 while ( �&%¼(� ß °
8 return �

Figure2.18:Algorithm for evaluatingtheEG ¬ .

2.7 Summary

Symbolicmodelcheckingverifiestemporalpropertiesof finite statesystemsby traversingthestatespaceto
ensurethepropertieshold for all valid states.TheBDDs have beenprovento beanefficient representation
for model-checkingcomputations.

Becausethis thesisfocuseson thecomputationalaspectsof BDDs in thecontext modelchecking,we
havedevotedthischapterto describeBDD characteristics,BDD construction,BDD packages,andsymbolic
statetraversalwith a fair amountof detail. However, on the subjectof the CTL temporallogic andCTL
modelchecking,we have provided only enoughdetail to demonstratehow basicBooleanoperationsand
the statetraversalcan be usedto perform model checking. For more detaileddescriptionsof the CTL
modelcheckingprocess,we referinterestedreadersto Burchetal.’s paperonsymbolicmodelcheckingfor
sequentialcircuit verification[19]. Also, McMillan’s book on symbolicmodelchecking[58] providesa
morecompletetreatmentof symbolicmodelchecking,includinga descriptionof theSMV modelchecker.
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Finally
)

, Clarke et al.’s upcomingbook [21] is perhapsthe mostcompleteguideto dateon the subjectof
modelchecking.
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Chapter 3

BDD PerformanceEvaluation Methodology

Giventheimportanceof theBDD representation,therehavebeenmany researcheffortsfocusedondevelop-
ing new BDD constructionalgorithms.Traditionally, thevalidationsareoftenbasedon a setof benchmark
circuits (e.g.,building BDDs for the combinationalpartsof ISCAS’85 [13] or ISCAS’89 [12]) with the
runningtime as the evaluationmetric for comparingdifferentalgorithms. This approachhastwo major
drawbacks:(1) theBDD computationsfor constructingbenchmarkcircuitscanbeverydifferentfrom other
applicationssuchasmodelchecking,and(2) validationssolelybasedon runningtime oftenfail to account
for implementation-dependent effects. Thesedrawbackscan result in misleadingconclusionsaboutthe
impactof new optimizations.

Recently, in studyingmemorylocality issues,hardwarespecificmetricssuchashardware-cache miss
rate and translation-lookaside buffer (TLB) missrate have beenintroduced[57]. Thesemetricsare im-
portantin studyingmemorylocality, but by themselves, they still do not sufficiently decouplethe effects
of implementationdetails. For example,different implementationscanhave very differentstrategies for
controllingthegarbage-collectionfrequency andthecomputed-cachesize.Thesestrategiescangreatlyaf-
fect theamountof work performed,which,in turn,canhavesignificantimpactonhardwaremetricssuchas
cacheandTLB missrates.Thus,thesehardwaremetricsalonearestill notsufficientfor drawing conclusions
aboutmemorylocality of differentalgorithms.

Thischapteraddressestheissuesof evaluationmetricsandrealisticbenchmarksby proposingageneral
evaluationmethodologyfor studyingBDD performance.This methodologyproposesa setof evaluation
metricsfor characterizingkey componentsof BDD computationsanda trace-basedevaluationplatformto
studyBDD computationsbasedonrealworkloads.

In general,thismethodologyis designedto putBDD evaluationsonamorescientificbasis.

3.1 Evaluation Metrics

Thissectiondefinesasetof metricsfor characterizingBDD computations.Ourgoalis tofind metricsthatare
usefulfor moreaccuratelymeasuringtheperformanceimpactof differenttechniquesusedto performBDD
computations.To achieve this goal,we try to accountfor othersecondaryeffects(suchasimplementation
details)asmuchaspossible,andusemachine-andimplementation-independent metricsto characterizethe
BDD computationswhenever possible.

Along with descriptionsof metrics,we usedependencegraphsto illustratehow the metricsinfluence
eachother. In thesedependencegraphs,eachmetric is representedby a nodeandthereis a directededge
betweentwo nodeswhenthesourcenode’s metric influencesthedestinationnode’s metric. For example,
theeffectivenessof cachingstronglyinfluencesthenumberof subproblemsgeneratedin BDD construction;
thus,in thecorrespondingdependencegraph,weputanedgefrom thenodefor theeffectivenessof caching

33



34 CHAPTER3. BDD PERFORMANCEEVALUATION METHODOLOGY

to the nodefor the numberof sub-operations.In drawing the dependencegraphs,we usea rectangular
node to representa metric thatcanbedirectly measured.A shadedrectangularnode * * * * ** * * * ** * * * *+ + + + ++ + + + ++ + + + + representsa
qualitative metricthatcannotbedirectly measured,but canbeapproximatedby studyingthemetricsin its
descendants.A double-rectangularnode or , , , ,, , , ,- - - -- - - - indicatesthedescendantsof thatnodearenot shown in
thefigureandcanbefoundin otherdependencegraphsshown in thissection.Thissimplificationmakesthe
dependencegraphseasierto readandemphasizetheprimarymetricsfor studyingeachcomponentsof BDD
computations.

In Figure3.1, we show the overall dependencegraphof all the metricsto be definedin this section.
Thisdependencegraphprovidesanoverview of whatthemetricsareandhow they all fit together. Detailed
descriptionsof thesemetricsandexplanationson their usagewill be presentedlater. In this figure, each
nodeis labeledwith a number.r³�/ to indicatethatthemetricis the /~¸d¹ new metricdefinedin Section3.1.. .
For consistency, themetricswill belabeledthesameway throughoutthissection.

A dependencegraphof metricsprovidesa simpleway to determinewhatsetof metricsis necessaryto
evaluatenew BDD algorithms.For example,in studyingtheimpactof thebreadth-firstBDD construction,
the commonpracticeis to comparea breadth-firstBDD packagewith a state-of-the-artdepth-firstBDD
packageandusetherunningtime (node7.1) to demonstratethe impactof thebreadth-firstapproach.And
whenever applicable,thepagefault rate(node5.2), thehardwarecachemissrate(node5.3),andtheTLB
missrate(node5.4)areusedto explain thatthemaincauseis dueto memorylocality (node5.1). However,
what is often ignoredis that thenumberof sub-operations(node4.1) generatedcandiffer greatlydepend-
ing on thecomputed-cachemanagementalgorithms(node1.5)andthegarbage-collectionfrequency (node
2.5). Thuswithout first ensuringthat theresultsof thesemetricsareaccountedfor, we cannotbesurethat
the performanceimpactwe observed is truly dueto memorylocality. This informationis encodedin the
dependencegraphasedgesfrom thenumberof sub-operations(node4.1) to thehardwarecachemissrate
(node5.3)andtheTLB missrate(node5.4).

Using a similar approach,this dependencegraphcan be usedfor systematicperformancediagnosis
andperformancetuning. For example,the graphshows that the overall performance(node7.1) depends
on CPU time (node7.2) andthe pagefault rate(node5.2). Thus,we canmeasurethesetwo metricsto
determinethe causesfor performancedifferences.Supposethe discrepancy is in CPU time, thenwe can
follow down the dependencegraphandmeasurethe metricsthat the CPU time dependson, namelytime
spentondynamicvariablereordering(node3.2),garbagecollection(node2.4),andBDD algorithms(node
7.3). We canrepeatthis processuntil themaincausesfor performancedifferencesareidentified.Oncethe
maincausesareidentified,wecanmakeimprovementsto addressperformanceissuesdueto implementation
detailsandrepeatthisprocessuntil theperformancedifferencesaremainlydueto theinherentlyalgorithmic
differences.Thusthisdependencegraphservesasaroadmapfor performingsystematicperformancetuning
andfor understandingthetrueimpactof theunderlyingalgorithms.For example,in theBDD performance
studyto bepresentedin thenext chapter, we usedthis approachto identify the impactof thebreadth-first
BDD constructionto model-checkingcomputationsandfoundthatthebreadth-firstbasedapproachhasno
measurableadvantageover thedepth-firstbasedapproach.

Eachof the following subsectionsdescribesthe metricsfor evaluatinga componentof BDD compu-
tations. We presentthecomponentsin a bottom-upfashion,from metricsfor nodehashingto metricsfor
thespaceandthetime usageandfor characterizingthesize(or thedifficulty) of thegivenBDD computa-
tions. Themetricsfor eachcomponentarealsopresentedasa dependencegraph. Theroot of eachgraph
representsthecomponentthatthecorrespondingsubsectionfocuseson. Nodesthathave somepathsto the
root representthemetricsthatcaninfluencethatcomponent.Nodesthatarereachablefrom theroot repre-
sentthemetricsfor measuringthatcomponent’s impact. Note that thedefinitionof eachmetric is labeled
to correspondto thenodesin Figure3.1. Somemetricsarerepeatedin differentsubsectionsasthey con-
tribute to severalcomponentsof BDD computations(sometimesin differentways). Therepeatedversions
of metricsareannotatedwith squarebracketsasin ê .r³�/�ë to reflectthatthemetric’s mainuseis describedin
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Figure3.1: Theoverall dependencegraphof metricsfor studyingBDD computations.Thedescriptionsof
metricsandhow they areusedaredescribedin therestof this sectiononecomponentat a time. Thenode
label .r³�/ indicatesthatthemetricis the /~¸d¹ new metricdefinedin Section3.1.. .
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Section3.1.. asthe /~¸d¹ new metricin thatsubsection.

3.1.1 Metrics for Hashing

Hashingis a fundamentalpartof typical BDD packages.It is usedboth to ensuretheuniquenessof BDD
nodesandto cachetheresultsof previously computedsubproblems.For eachsubproblemgenerated,there
canbeup to 3 hash-tableaccesses(a computed-cachelookupandacomputed-cacheinsertplusacombined
BDD unique-tablelookup-and-insert).Becausethe time spentprocessingeachsubproblemis only a few
hundredCPUcycles,hashingcanbeasignificantpartof theoverallcostin theBDD computation.Figure3.2
shows thedependencegraphsof metricsfor monitoringandcomparingtheimpactof thehashfunctionson
bothBDD uniquetablesandcomputedcaches.Thenodesin thisgraphare:

1.1 BDD-nodehashing: the quality of the hashingalgorithmusedfor the BDD uniquetables. This in-
cludesboththequalityandthecostof thehashfunctionplusthetableresizingstrategy. Thisqualita-
tive metriccannotbedirectlymeasured.

1.2 costof BDD hashfunction: the time neededto computethe BDD hashfunction. The metric mea-
suresthecostof arithmeticoperationsusedto computethehashfunctionexcludingthetimespenton
fetchingtheoperandsfrom memory. It canbeusedto show thetradeoff betweenthequality andthe
costof hashfunction. This metric is independentof BDD packagesandhashkey values. It canbe
measuredby averagingover thetimeusedfor computingthehashvalueof somearbitraryinput keys
a largenumberof times.

1.3 # of BDD nodesvisited per BDD table access:thetotal numberof BDD nodesexaminedduringac-
cessesto theBDD uniquetables/ thetotalnumberof accessesto theBDD uniquetables.Thismetric
measuresthedegreeof nodeclusteringandthusindicatesthequalityof thehashfunctionused.

1.4 max BDD table size: themaximumnumberof total entriesin theBDD uniquetables.Thetablesize
directly affectsthe clusteringof the nodes.Thus,to comparethe quality of the hashfunctions,we
mustensurethetablesizesareroughlythesame.

1.5 cache-nodehashing: the quality of the hashingalgorithmusedfor the computedcache.This value
includesboth the quality and the cost of the hashfunction plus the table resizingstrategy. This
qualitative metriccannotbedirectlymeasured.

1.6 costof cachehashfunction: the time neededto computethehashfunction for the computedcache.
The metric is usedto measurethe costof arithmeticoperationsusedto computethe hashfunction
excludingthetime spenton fetchingtheoperandsfrom memory. It canbeusedto show thetradeoff
betweenthequality andthecostof hashfunction. Similar to the “costof BDD hashfunction”, this
metric is independentof BDD packagesandhashkey values.It canbemeasuredby averagingover
thetimeusedfor computingthehashvalueof somearbitraryinputkeys a largenumberof times.

1.7 quality of cachehashfn: thequality of thecache’s hashfunction. For a fully associative cache,the
“total numberof cachenodesexaminedduringaccessesto thecomputedcaches/ thetotal numberof
accessesto thecomputedcaches”servesasa goodmetric to measurethedegreesof collision. For a
direct-mapcache(alsoknown as1-wayassociativecache),wemeasurethepercentageof emptycache
entriesandcompareit with >±« Â�Ãn¯Â °@? , where> is thesizeof thecomputedcacheand A is thenumber
of thecacheinsertionssofar. Theformula >±« Â�Ãn¯Â ° ? (providedby FabioSomenzifrom theUniversity
of Colorado)is theexpectednumberof emptycacheentrieswith acompletelyrandomhashfunction.
For othertypesof cache(e.g., ù -way associative where ÙxºhùLº(> ), bothof theabove measurescan
beusedto quantifythequalityof thehashfunction.
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The formula for the expectednumberof empty entriesfor a direct-mapcachecan be derived as
follows: for eachinsertion,theprobabilityfor a cacheentrynot to bechosenis Â~Ãn¯Â for a cacheof >
entries.Thus,for A insertions,theprobabilitythatacacheentryis still emptyis « Â~Ãn¯Â ° ? . Sincethere
are > entries,theexpectednumberof emptyentriesis >±« Â�Ãn¯Â °@? .

1.8 max computedcachesize: themaximumnumberof total entriesof thecomputedcaches.Thetable
sizedirectly affectstheclusteringof thenodes.Thus,to comparethequality of thehashfunctions,
wemustensurethetablesizesareroughlythesame.
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Figure3.2: Metrics for studyingthe effectivenessof hashingof (a) BDD nodes,and(b) computedcache
nodes.

Notethatsomeresearchersusethehit rateof thecomputedcacheasa measurefor theeffectivenessof
the computedcache.This measurehasbeenempirically observed to be unreliable. In the following, we
show thatwhenthehit rateis lessthan50%,a cachemisscanactuallyincreasetheoverall hit rate.

Let > bethenumberof cachelookupsand � bethenumberof cachehitsatsomepointof BDD computa-
tions.Let H bethenext BDD operationto becomputed.Considerthefollowing two scenarios.(1) Suppose
that theresultof operationH waspreviously computedandis currentlystoredin thecomputedcache,then
executingoperationH will resultin the cachehit rateof IKJ ¯Â J ¯ . (2) On the otherhand,if the operationH is
not storedin the computedcache,thenwe have a cachemissandat leasttwo new sub-operationswill be
generated.In this case,supposethat theresultof thesetwo new sub-operationsarecurrentlystoredin the
computed-cache.Thentheoverall cachehit rateaftercompletingtheoperationH will be IKJ ×Â J ü .Basedthesetwo scenarios,a computed-cachemisscanincreasethecomputed-cachehit ratewhenthe
hit ratefor scenario1 is lessthanthehit ratefor scenario2; i.e.,

�x®�Ù
>Ç®�Ù º �x®,ä

>V®ML



38 CHAPTER3. BDD PERFORMANCEEVALUATION METHODOLOGY

«"�?®�Ù\°D«N>5®ML}°$º «"�x®�ä}°D«N>�®�Ù\°
�O>5®MLP�?®Q>V®ML º �O>5®R�?®�ä	>V®�ääP� º >TS7Ù�

> º Ø�³VUWS Ùä	>
Thus,for sufficiently largenumberof lookups> , whenthecachehit rate( IÂ ) is lessthan50%,thena cache
misscanresultin highercachehit rate.

3.1.2 Metrics for GarbageCollection

The effectivenessof garbagecollectioncan have significantimpacton both spaceand time usage. The
impacton time is a bit unusualin comparisonto conventionalsoftwaresystems,suchasLISP, that also
performgarbagecollectionautomatically. The main differenceis that unlike theseconventionalsystems
wherememoryassociatedwith a deadobjectremainsunusableuntil it is recycled by garbagecollection,
for BDD packages,adeadobjectcanbecomelive or reachableagainandthis rebirth processcanaffect the
overall runningtime. Thisprocessis describedin Section2.4.Hereis abrief summary.

Garbagecollection’s impact on running time is causedby its effect on the computedcache. When
garbagecollectionreclaimsdeadBDD nodes,thecomputed-cacheentriesthat referencethesenodesmust
alsoberemoved to eliminatedanglingreferences.However, if therebirthrateof BDD nodesis high, then
it is very likely thatcomputed-cacheentriesbeingremovedmayactuallybeuseful.Thus,invoking garbage
collectiontoofrequentlycanincreasethetotalnumberof operationsdueto cachemisses.Ontheotherhand,
invokinggarbagecollectiontoo infrequentlycangreatlyincreasethememoryusage.Thus,theeffectiveness
of garbagecollectioncanhave significantimpactonboththespaceandthetimeusages.

Figure3.3(a)shows thedependencegraphof themetricsthatcanbeusedto measuretheeffectiveness
of garbagecollection.Thenodesin thegraphsare:

2.1 GC effectiveness: theeffectivenessof thegarbage-collectionalgorithmin reducingthe time andthe
memoryusages.Thisqualitative metriccannotbedirectlymeasured.

2.2 rebirth rate: thenumberof rebirths/ thenumberof deaths.This metricprovidesa measureon how
muchmemoryis truly reclaimedby garbagecollection. Notethat for BDD packagesthatusemark-
and-sweepgarbagecollectors,the numberof rebirthsis not readily available. For reference-count
basedgarbagecollectors,therebirth ratecanbemeasuredasthe referencecountstogglebetween0
and1. For theseBDD packages,rebirthrateis agoodmetricto usefor triggeringgarbagecollection.

2.3 # of deadBDD nodes: the numberof deadBDD nodes. This metric is the measureon how much
memorycanbereclaimedby garbagecollectionat any givenpoint in time. Traditionally, this is the
mainmetricusedfor triggeringgarbagecollection. However, sincerebirthscanoccur, this metric is
not anaccuratemeasureof its effectivenessin reclaimingmemory. Thus,this metricshouldbeused
with therebirthrateto determinewhento performgarbagecollection.

2.4 death rate: thenumberof deaths/ thenumberof operations.This metricmeasuresthe frequency of
deaths.It is yetanotherusefulmetricto determinewhento triggergarbagecollection.

Figure3.3(b)shows thedependencegraphof metricsusedto measurethecostof garbagecollection. The
nodesin thegraphare:

2.5 GC time: time spenton performinggarbagecollection.This is measuredin thenumberof CPUsec-
onds.
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2.6 # of GCs: thenumberof timesgarbagecollectionis invoked. As mentionedbefore,thefrequency of
garbagecollectioncanhave significantimpactin bothspaceandtime.

[3.4] # of reorderings: thenumberof timesthatthedynamicreorderingalgorithmis invoked.Sincegarbage
collectionis typically invokedbeforeandafterthedynamicvariablereorderingto clearawaythedead
nodes,thefrequency of dynamicvariablereorderingaffectsthefrequency of garbagecollection.

[1.1] BDD-nodehashing: thequalityof thehashingalgorithmusedfor theBDD uniquetable.Thisonly in-
fluencesgarbage-collectionalgorithmsthatneedto rehashtheBDD uniquetable(e.g.,dueto memory
compaction).
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Figure3.3: Metrics for studyinggarbagecollection: (a) effectivenessof garbagecollection,and(b) effort
spentongarbagecollection.

3.1.3 Metrics for Dynamic Variable Reordering

Dynamicvariablereorderingis an importantpartof BDD packages,becausetheBDD graphsizestrongly
dependson thevariableorderused.Dynamic-variable-reordering algorithmsaregenerallybasedon sifting
andwindowpermutationalgorithms[72] whosecoreoperationis exchangingnodesin the adjacentlevel
(level-exchange). When the initial variableorder usedis not “good enough”to finish the computation,
dynamicvariablereorderingis invoked to find a bettervariableorder. Whenthis occurs,thetime spentin
thereorderingprocesstypically dominatestheoverall computationtime.

Dynamicvariablereorderingis inherentlyadifficult problemfor many reasons.First,findinganoptimal
orderingis NP-hard.Second,smallchangesin thetriggeringandterminationcriteriamayhave significant
impactin boththespaceandtimerequirements.Third, someBDD algorithms(e.g.,therestrictalgorithmin
Figure2.6)producedifferentresultswith differentvariableorders.Thesedifferentresultsleadto different
subsequentcomputations.Thusit is difficult to isolatetheeffectsof differentreorderingalgorithms.These
difficulties make dynamicvariablereorderinga very challengingproblemandalsomake this the weakest
partof our evaluationmethodology. Figure3.4 shows thedependencegraphof themetricsproposed.The
nodesin thegraphare:
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3.1 reordering effectiveness: the impactof dynamicvariablereordering.This qualitative metric cannot
bedirectlymeasured.

3.2 reordering time: the time spentin dynamicvariablereordering.This is measuredin the numberof
CPUseconds.Themetricmeasuresthepercentageof timespentin thereorderingprocess.

3.3 # of nodessifted: thenumberof nodessifteddown; i.e., thenumberof nodesthatswappedthevari-
ableorderwith their childrenduringthevariablereorderingprocess.Thebasicoperationin variable
reorderingis sifting down nodesto swapthevariableorderwith theirchildrento reordertheadjacent
variables.Thus,this metricprovidesa goodmachine-independentmeasureon the amountof work
performedby (or thecostof) thereorderingprocess.

3.4 # of reorderings: thenumberof timesthatthedynamic-variable-reordering algorithmis invoked.

[1.1] BDD-nodehashing: the quality of the hashingalgorithm usedfor the BDD uniquetable. During
dynamicvariablereordering,the BDD uniquetableis usedto ensurethe uniquenessof new nodes
created.

[4.1] # of ops: thenumberof operationsrecursively generatedby theBDD computations.Thismetriccanbe
usedto reflecttheimpactof dynamicvariablereorderingontheamountof work thatBDD algorithms
needto performed.

[6.3] max # of live BDD nodes: themaximumnumberof liveBDD nodes.Thismetriccanbeusedto reflect
theimpactof dynamicvariablereorderingon theminimummemoryrequirement.
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Figure3.4: Metricsfor studyingdynamic-variable-reordering algorithms.
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3.1.4
`

Metrics for Work

Wedefinetheamountof work performedby BDD computationsto bethenumberof operationsrecursively
generated.Figure3.5shows thedependencegraphof metricsfor work. Thenodesin thegraphare:

4.1 # of ops: thenumberof operationsrecursively generatedby BDD computations.Thismetricprovides
a machine-independentmeasurefor evaluatingthe impactof differentalgorithms,suchasdynamic-
variable-reorderingalgorithmsor computed-cachestrategies.

[3.1] reordering effectiveness: theimpactof dynamicvariablereordering.Thequalityof thevariableorder
producedcanhave a very strongimpacton BDD graphsizes,which in turn, affect the numberof
operationsgenerated.

[2.6] # of GCs: thenumberof timesgarbagecollectionis invoked.Thefrequency of garbagecollectioncan
have a significantimpacton thetotal numberof operationsbecauseduringgarbagecollection,com-
putedcacheentrieswith referencesto deadBDD nodesmustbecleared.A moredetaileddescription
of thiseffectcanbefoundin Section2.4andSection3.1.2.

[1.5] cache-nodehashing: thequalityof thehashingalgorithmusedfor thecomputedcache.Thecomputed-
cachehashingstrategy affectsboth which andhow many computedresultsarerecorded,andthus
directly influencesthenumberof operationsbeingrepeated.
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Figure3.5: Metricsfor studyingtheamountof work performedby theBDD algorithms.

3.1.5 Metrics for Memory Locality

BDD computationis verymemoryintensive,andthusmany researcheffortshavefocusedonnew algorithms
for bettermemorylocality [4, 56,63,64,71,83] andto studythememorylocality of BDD packages[57].
Onecommondrawbackof all theseapproachesis that theevaluationmetricsuseddo not accountfor im-
plementationdetails that could have significantoverall performanceimpact. For example, the garbage
collectionfrequency andthe computedcachesizecanimpactthe overall performanceby over 100 times
(seeSection4.2).Withoutaccountingfor theseeffects,theconclusionsdrawn canbemisleading.

Figure3.6showsthedependencegraphof metricsfor studyingmemorylocality. Thenodesin thegraph
are:

5.1 memory locality: thespatialandtemporallocality of memoryreferences.Thisqualitative metriccan-
notbeeasilymeasureddirectly.
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5.2 page-fault rate: the numberof pagefaults / elapsedtime. This measuresthe locality of memory
accessesatpagelevel andis effectiveonly whenthecomputationdoesnotfit in thephysicalmemory.

5.3 hardware-cachemissrate: the numberof hardware-cachemisses/ CPU time. This measuresthe
locality of memoryaccessesatcache-linelevel. Thismetricrequireseitherhardwaresupportto report
thenumberof cachemissesor canbeobtainedthroughsoftwaresimulation.Oneway to simulatethe
cacheis to instrumenttheBDD packageswith softwaresuchasATOM [38] andmeasurethecache
missratethroughasoftwaresimulatedcache.

5.4 TLB missrate: themissrateof thetranslation-lookaside buffer (TLB). TheTLB is usedto cachethe
translationbetweenvirtual andphysicalpage.This metricmeasuresthelocality of memoryaccesses
at pagelevel. Unlike thepage-fault rate,this metric is usefulwhenthecomputationsfits in themain
memory. Similarto “hardware-cachemissrate”, thismetricrequireseitherhardwaresupportto report
thenumberof cachemissesor canbeobtainedthroughsoftwaresimulation.Oneway to simulatethe
TLB is to instrumentthe BDD packageswith softwaresuchasATOM [38] andmeasurethe cache
missratethroughasoftwaresimulatedTLB.

5.5 # of opsprocessedper BF queuevisit: thenumberof operationsprocessedby thebreadth-firsttech-
nique/ thetotalnumberof visits to thebreadth-firstqueues.Thebreadth-firsttechniquescanimprove
memorylocality by clusteringBDD nodesandoperationsof the samevariabletogether. Thus,this
metric providesan indicationon the maximumbenefitonecanderive from suchclustering. If this
valueis small,thenbreadth-firsttechniqueshave little impactonmemorylocality. Ontheotherhand,
whenthis numberis high, we have an indirect indicationthatbreadth-firsttechniquesmay improve
memorylocality. In this case,the metricsdescribedabove canbe usedto further substantiatetheir
impact.

[6.1] max memory usage: the maximumamountof memoryused. Whenthe memoryusageexceedsthe
availablephysicalmemory, it becomesa majorcontributing factorto thepage-fault rateandthuscan
have significantoverallperformance.

[4.1] # of ops: the numberof operationsrecursively generatedby theBDD computations.This metricdi-
rectlyaffectsthehardware-cachemissrateandtheTLB missrate.

This graphindicatesthateventhoughthepage-fault rate,hardware-cachemissrate,andTLB missrateare
goodmeasuresof memorylocality, onemustalsotake into accountthememoryusageandtheamountof
work performedto properlyassesstheimpactof differentalgorithmsonmemorylocality.

3.1.6 Metrics for Memory Usage

Figure3.7shows thedependencegraphof themetricsfor memoryusage.Themetricsare:

6.1 max memory usage: themaximumamountof memoryused.

6.2 max # of BDD nodes: themaximumnumberof BDD nodes.In BDD computations,BDD nodesare
typically thelargestsourceof memoryconsumption.

6.3 max # of live BDD nodes: the maximumnumberof live BDD nodes. Whenvariablereorderingis
disabled,themaximumnumberof live BDD nodesis generallyfixed for givenBDD computations.
Thusthis is amachine-andimplementation-independent metricfor measuringtheminimummemory
requiredto solve BDD computations.
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Figure3.6: Metricsfor studyingmemorylocality.

Theoneexceptionwherethis metric fails to measuretheabsoluteminimummemoryrequirementis
whentheBDD operationshave morethanonelevel of recursion,suchasthe relational-productop-
erationwhich generatesnew OR operationsasa second-level of recursionto quantifyout specified
variables(line 7 in Figure 2.5). For theseoperations,a computed-cachemiss can meangenerat-
ing temporaryBDD resultsfrom the first level of recursion(for relationalproduct,this is recursive
decompositionof therelational-productoperation),andthenthesetemporaryBDDs areusedto con-
structthe resultof this operationthrougha secondlevel of recursion(for relationalproduct,this is
theOR operationto performquantification).ThesetemporaryBDDs not only canincreasethemax-
imum numberof BDD nodes,they alsocanincreasethemaximumnumberof live BDD nodesin the
following way. Supposea relational-productoperationwaspreviously computedandtheresultBDD
alreadyexists in memory, but this operationis no longercached.Thenrecomputingthis relational
productmaygeneratemany new temporaryBDDs dueto two levelsof recursionandthusincreases
the numberof live BDD nodes.This increasewould not have happenedif the resultof this opera-
tion werekept in thecache.Sinceboththe frequency of garbagecollectionandtheeffectivenessof
computed-cachehashingbothcanattributeto cachemisses,themaximumnumberof liveBDD nodes
dependson thesetwo metrics.

Despitethis exception,themaximumnumberof live BDD nodesstill servesasa goodmeasurefor
theminimumamountof memoryrequiredfor BDD computations.

[2.6] # of GCs: the numberof timesgarbagecollectionis invoked. The frequency of garbagecollection
affects the percentageof the deadBDD nodesin the systemand thusaffects the overall memory
usage.

[3.1] reordering effectiveness: theeffectivenessof dynamicvariablereordering.Dynamicvariablereorder-
ing directlyaffectstheBDD graphsizesandthuscanbeamajorcontributing factorin memoryusage.

[1.8] max computedcachesize: themaximumnumberof totalentriesof thecomputedcaches.Thesizeof
thecomputedcacheis amajorsourceof memoryusagein BDD computations.



44 CHAPTER3. BDD PERFORMANCEEVALUATION METHODOLOGY

[1.5] cache-nodehashing: thequalityof thehashingalgorithmusedfor thecomputedcache.Foroperations
thathave two levelsof recursion,a cachemissmayresultin generatingadditionaltemporaryBDDs
andthusit canaffect both the maximumnumberof BDD nodesandthe maximumnumberof live
BDD nodes.For moredetail,pleasereferto thedescriptionfor themetric“max# of live BDD nodes”.
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Figure3.7: Metricsfor studyingmemoryusage.

3.1.7 Metrics for Time

Theultimateperformancemeasureis runningtime. Figure3.8 shows thedependencegraphof themetrics
relatedto time. Themetricsare:

7.1 elapsedtime: thetotalamountof timeused.This is alsoknown asthewall-clock timeor realtime.

7.2 CPU time: theamountof timeusedby theCPU.

[2.5] GC time: time spenton performinggarbagecollection. This is measuredin CPUseconds.Garbage
collectionis oneof thethreemajorpartsof a typicalBDD package.

[3.2] reordering time: the time spentin dynamicvariablereordering.This is measuredin CPU seconds.
Dynamicvariablereorderingis anothermajorpartof a typicalBDD package.

7.3 BDD alg time: thetimespentin computingBDD operations.This is measuredin CPUseconds.This
partis thethird majorpartof a typicalBDD package.

[4.1] # of ops: thenumberof operationsrecursively generatedby theBDD computations.Thisis amachine-
independentmetricfor measuringtheamountof work performedby theBDD algorithms.

[1.1] BDD-nodehashing: the quality of the hashingalgorithmusedfor the BDD uniquetable. Hashing
BDD nodesis necessaryto guaranteetheuniquenessof BDD nodesin bothdynamicvariablereorder-
ing andin generatingtheresultingBDDs for BDD operations.For garbagecollection,dependingon
thealgorithmused,rehashingBDD nodesmayor maynotbenecessary.
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[5.2] page-fault rate: the numberof pagefaults / elapsedtime. This measuresthe locality of memory
accessesat pagelevel. If thenumberof page-faultsis high, theelapsedtime canbeover anorderof
magnitudelargerthantheCPUtime.

[6.1] max memory usage: themaximumamountof memoryused.If thepagefault rateis high, thenthis
metriccanprovide anindicationof its causes.In particular, if themaximummemoryusageexceeds
theavailablephysicalmemory, thepage-fault ratewill increasedramatically.

CPU time

time
reordering

elapsed time
(performance)

rate
page fault
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memory usage
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Figure3.8: Metricsfor studyingoverallperformance.

3.1.8 Metrics for the Sizeof BDD Computations

In this section,we proposesthreemachine-and implementation-independent metricsfor quantifyingthe
sizeof BDD computations.Figure3.9shows thedependencegraphof themetricsfor this. Themetricsare:

8.1 sizeof BDD computations: ameasureon thedifficulty of thegivenBDD computations.Thisqualita-
tive metriccannotbemeasureddirectlybut canbecharacterizedby themetricsdescribednext.

8.2 # of BDD vars: thetotal numberof BDD variablesused.This metricgivesa very roughestimateon
thedifficulty of thecomputationsinvolved.

8.3 min # of ops: theminimumnumberof recursiveoperationswith dynamicvariablereorderingdisabled.
This metricprovidestheminimumamountof work necessaryto computethegivenBDD computa-
tions.Thismetriccanbemeasuredby (1) disablingthedynamicvariablereordering,(2) maintaining
a completecomputedcache,and(3) disablinggarbagecollection. Step(2) and(3) arenecessaryto
ensurethesubproblemsarenever computedmorethanonce.Notethatdue(2) and(3), theamountof
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memoryrequiredcanbevery large. For long runningBDD computations,thesetwo metricscanbe
approximatedby garbagecollectingonly whennecessaryandby keepingthecomputedcachesizeas
largeaspossible.

[6.3] max # of live BDD nodes: themaximumnumberof liveBDD nodeswith dynamicvariablereordering
disabled.With a fixedvariableorder, the maximumnumberof live BDD nodesaregenerallyfixed
for given BDD computations.Thus,this is a machine-andimplementation-independent metric for
measuringtheminimummemoryrequiredto solve BDD computations.Notethat thereis anexcep-
tion wherethis metricoverestimatestheabsoluteminimummemoryrequirement.This exceptionis
discussedin thedefinitionof this metricin Section3.1.6.

BDD vars
# of

m m m m m m m m m m m m mm m m m m m m m m m m m mm m m m m m m m m m m m mm m m m m m m m m m m m mm m m m m m m m m m m m m
n n n n n n n n n n n n nn n n n n n n n n n n n nn n n n n n n n n n n n nn n n n n n n n n n n n nn n n n n n n n n n n n n

min # of ops
(work)

max # of live BDD nodes
(minimum memory required)

8.1

8.2 8.3[6.3]

size of BDD
computations

Figure3.9: Metrics for quantifyingthesizeof BDD computations.With dynamicvariablereorderingdis-
abled,thesemetricsarebothmachine-andimplementation-independent.

3.2 Trace-BasedEvaluation Platform

Thissectiondescribesa framework for studyingBDD computationsusingrealisticworkloads.This frame-
work is basedonrecordingBDD executiontracesfrom BDD-basedtoolsandthenreplayingthesetraceson
BDD packages.This framework allows theevaluationto focuson selectedoperations.Thus,we canstudy
theimpactof new BDD techniqueswithout implementingall theauxiliary functionsneededby BDD-based
tools.For example,somemodel-checkingtoolssuchasSMV [58] usenon-Booleanvariantsof BDDs(e.g.,
MTBDDs [28]) to representnon-Booleanstatevariablesor to specifynon-deterministictransitions. Im-
plementingall thesefunctionsto studynew BDD techniquescanbetime consuming.In thecaseof SMV,
becausetheoverallcomputationtimeis generallydominatedby Booleanoperations,wecanfocusthestudy
on theseBooleanoperationsby recordingonly theseoperations.In general,this framework notonly allows
evaluationbasedon a realisticworkload,but it alsofacilitatesthe evaluationof new BDD techniquesby
eliminatingthe needto fully integratewith variousBDD-basedtools. Similar techniqueshave beenused
effectively for yearsby theprocessorandthecachedesigncommunity.

Ourevaluationframework consistsof thefollowing threeparts:

CommonDecisionDiagram Interface

To facilitatethe tracegenerationandreplay, we definean interfacestandardcalledDecisionDiagram In-
terface(DDI). Figure3.10shows aBDD-basedtool (Figure3.10(a))instrumentedwith DDI adaptors(Fig-
ure3.10(b)). In this figure,Po is thetool’s original interfaceto its own BDD packagei. TheadaptorPoqp
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DDI
r

translatesthetool’s BDD functioncallsto conformwith theDDI standard.TheadaptorDDI p Po re-
versesthisprocessandtranslatestheDDI callsbackto theBDD packages ’s interface.Implementation-wise,
eachadaptoris acollectionof wrapperfunctionsthattranslatetheBDD callsbetweentheinterfaces.

Otherthanfacilitatingtracegenerationandreplay, this commoninterfacehastheadditionaladvantage
of allowing BDD-basedtoolsto useotherBDD packages(Figure3.11).Notethatasin thedesignof other
softwaresuchascompilers,acommoninterfacereducesthecomplexity of portingeffort [29]. For example,
to port t BDD packagesto u BDD-basedtools would traditionally requirean vxwNt�uzy amountof effort.
With acommoninterface,this portingeffort is reducedto vxwNt|{Quzy .

Pi

BDD Package i

Tool

BDD Package i

DDI Pi

Pi DDI

Tool

DDI

(a) (b)

Figure3.10:InsertingDDI adaptorsto aBDD-basedtool. (a) thetool, wherePo is theinterfacebetweenthe
tool andits own BDD packages . (b) thetool with theDDI adaptorsinserted.

DDI

Pi DDI

Tool

BDD Package 0 BDD Package n

DDI P0 DDI Pn

Figure3.11:Usingacommoninterface,a BDD-basedtool cantheninterfacewith variousBDD packages.

Benchmark Generation

The tracerecorder is insertedinto a BDD-basedtool to recordtheBDD-functioncalls. Thetracerecorder
canbeusedto recordasubsetof BDD functioncalls.Theadvantageof this featureis to facilitatethestudy
of variousBDD packages(algorithms)without requiringeachpackageto implementthe full setof BDD
operations.

A sideeffect of recordingonly a subsetof BDD operationsis that the constructionprocessof some
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BDDs
}

is skipped,andtheseBDDs might beneededlaterby someof theselectedoperations.Thus,before
anoperationis recordedin thetrace,if theconstructionsof someof its argumentshavenotbeenrecorded,the
tracerecordermustgenerateadescriptiononhow theBDDsof themissingargumentscanbereconstructed.
In the currentimplementation,we generatethe reconstructiondescriptionof the missingBDD arguments
by traversingtheBDDs bottom-upandusethe if-then-elseoperatorto build eachBDD node.This process
is basedon thepropertythateachBDD node( ~�o , child � , child � ) essentiallyrepresentstheBooleanfunction
“if ~ o thenchild � elsechild � ”.

Anotherfeatureincorporatedinto thetracerecorderis to recordthesizeof resultBDDs andtheoutput
of the equality comparison. This featurecan be usedto generatetracesfor debugging purposesduring
developmentof aBDD package.

Similar to theDDI adaptors,thetracerecorderis mainly a collectionof wrapperfunctionsthatrecords
theBDD operations.AdditionalsupportisneededtoperformtheaforementionedBDD reconstructionwhere
the if-then-elseoperationsareaddedto the traceto reconstructthe necessaryBDD arguments. Another
implementationdetail is that we needto establisha mappingbetweenthe BDDs and the corresponding
namesin thetracefile. Duringgarbagecollection,thereneedsto beacall-backmechanismto remove dead
BDDsfrom this mapping.

Figure3.12showsincorporationof thetracerecorderinto thetool. Here,usingacommonDDI interface
hastheadvantagethatthesametracerecordercanbereusedto gathertracesfrom otherBDD-basedtools.

Execution
Trace

BDD Package i

DDI Pi

Trace Recorder

Execution
Trace

Tool

Pi DDI
DDI

Figure3.12:Benchmarkgeneration.

TraceReplay

The traceplayer is a platformthatprovidesa simpleinterfaceto BDD packagesandreplaysthe traceson
thesepackages(Figure3.13).Thisplatformcanthenbeusedto systematicallystudyvariousBDD packages
usingtracesfrom realworkloads.

Thetraceplayeralsoservesasaplatformfor developingnew BDD packages.With thetracesrecording
theattributesof resultBDDs of eachcomputation,we canusethetraceplayerto checkif a BDD package
is producingtheexpectedresultandthusit servesasa debuggingplatform. Furthermore,it alsoservesas
a performance-tuningplatform. We canusethetraceplayerto gathertheresultsfor theevaluationmetrics
for both theBDD packagewe aredevelopingandfor a state-of-the-artBDD packages.By comparingthe
results,wecanidentify theperformancebottlenecksandtry to comeupwith solutions.
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DDI

BDD Package n

DDI Pn

BDD Package 0

DDI P0

Execution
Trace

Trace Player

Figure3.13:Tracereplay.

3.3 Summary

This chapterdescribedthe first evaluationmethodologyto studygeneralBDD computations.The depen-
dencegraphsfor the evaluationmetricsserve asa roadmap for systematicallyidentifying performance
bottlenecks.Onepowerful wayto usethisdependencegraphis to incorporateit in aperformancevisualiza-
tion tool thatautomaticallyidentifiesthemaincomponentsfor performancebottlenecks.Our tracerecorder
andthe traceplayersoftwareserve asan evaluationplatform for generatingrealisticbenchmarksandfor
studyingBDD computations.We hopethat this work will help transformthis field’s future performance
evaluationto amoresystematicquantitative approach.
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Chapter 4

BDD PerformanceStudy

Even thoughBDDs are the core technologyfor symbolicmodelchecking,therehasbeenlittle work on
studyingthecomputationalaspectsof BDDs in modelchecking.Historically, characterizationsandcom-
parisonsof new BDD-basedalgorithmshave beenbasedon two setsof benchmarkcircuits: ISCAS85[13]
andISCAS89[12]. However, resultsbasedon thesecombinational-circuit benchmarksmaynot accurately
characterizeBDD computationsin a completelydifferentclassof problemssuchasmodelchecking.Fur-
thermore,thereare two qualitative differencesbetweenbuilding BDD representationsfor combinational
circuits versusmodel checking. The first differenceis that for combinationalcircuits, the outputBDDs
(BDD representationsfor thecircuit outputs)arebuilt andthenareonly usedfor constant-timeequivalence
checking.In contrast,a modelchecker first builds theBDD representationsfor thesystem’s transitionrela-
tion,andthenperformsaseriesof fixedpointcomputationsanalyzingthestatespaceof thesystem.In doing
so, it is solvingPSPACE-completeproblems.Anotherdifferenceis thatBDD constructionalgorithmsfor
combinational-circuitoperationshavepolynomialcomplexity in thegraphsizesof theinputarguments[17],
while thekey operationsin modelcheckingareNP-hard[58]. Thesedifferencesareour mainmotivations
for organizingaBDD studyonmodel-checkingcomputations.

Using the evaluationmethodologydescribedin Chapter3, we have organizedandconductedthe first
systematicBDD performancestudy. This study is a collaborationof six BDD designerswith their own
BDD packages.Themodel-checkingbenchmarkconsistsof 16 executiontracesfrom theSymbolicModel
Verifier (SMV) [58]. For comparisonwith combinationalcircuits,we alsostudied4 circuitsderived from
theISCAS85benchmark.

Thissystematicandcollaborative evaluationmethodologyhasled to betterunderstandingof theeffects
of cachesizeandgarbagecollectionfrequency andhasalsoresultedin significantperformanceimprove-
ments(someup to 2 ordersof magnitude)acrossall the BDD packages.Systematicevaluationalsoun-
coveredvastdifferencesin thecomputationalcharacteristicsof modelcheckingandcombinationalcircuits.
Thesedifferencesincludethe effectsof the cachesize,the garbagecollectionfrequency, the complement
edgerepresentation[3], andthe memorylocality of the breadth-firstBDD packages.For the difficult is-
sueof dynamicvariablereordering,we introducesomemethodologiesfor studyingtheeffectsof variable
reorderingalgorithmsandinitial variableorders.

It is importantto note that the resultsin this studyareobtainedbasedon a very small sampleof all
possibleBDD-basedmodel-checkingcomputations.Thus,in this chapter, theresultsarepresentedashy-
pothesesalongwith theirsupportingevidence.Theseresultsarenotconclusive. Instead,they raiseanumber
of interestingissuesandsuggestnew researchdirections.

The restof this chapteris organizedasfollows. We first presentthe experimentalsetupfor the study
(Section4.1).Thisis followedby threesectionsof experimentalresults.First,wereportthefindingswithout
dynamicvariablereordering(Section4.2). Then,we presentthe resultson dynamicvariablereordering
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algorithmsand the effectsof initial variableorders(Section4.3). Third, we presentresultsthat may be
generallyhelpful in studyingor improving BDD packages(Section4.4). After theseresultsections,we
wrapup with a discussionon someunresolved issues(Section4.5). Thework describedin this chaptercan
alsobefoundin [82].

4.1 Setupof the Study

4.1.1 Benchmark

The benchmarkusedin this studyis a setof executiontracesgatheredfrom the SymbolicModel Verifier
(SMV) [58] from Carnegie Mellon University. Thetracesweregatheredby recordingBDD functioncalls
madeduringtheexecutionof SMV. To facilitatetheportingprocessfor differentpackages,werecordedonly
asetof thekey Booleanoperationsanddiscardedall word-level operations.Thecoverageof theselectedset
of BDD operationsis greaterthan95%of thetotalSMV executiontime for all but onecase(abp11) which
spends21%of CPUtime in theword-level functionsconstructingthetransitionrelation.

For thisstudy, wehaveselected16SMV modelsto generatethetraces.Thefollowing is abrief descrip-
tion of thesemodelsalongwith theirsources.

abp11: alternatingbit protocol.
Source:Armin Biere,Universiẗat Karlsruhe.

dartes: communicationprotocolof anAdaprogram.

dpd75: diningphilosophersprotocol.

ftp3: file transferprotocol.

fur nace17: remotefurnaceprogram.

key10: keyboard/screeninteractionprotocolin awindow manager.

mmgt20: distributedmemorymanagerprotocol.

over12: automatedhighway systemovertake protocol.
Source:JamesCorbett,Universityof Hawaii.

dme2-16: distributedmutualexclusionprotocol.
Source:SMV distribution,CarnegieMellon University.

futur ebus: FutureBuscachecoherenceprotocol.
Source:SomeshJha,Carnegie Mellon University.

motor-stuck: batch-reactorsystemmodel.

valves-gates:batch-reactorsystemmodel.
Source:AdamTurk, Carnegie Mellon University.

phone-async: asynchronousmodelof asimpletelephonesystem.

phone-sync-CW: synchronousmodelof a telephonesystemwith call waiting.
Source:MaltePlathandMark Ryan,Universityof Birmingham,GreatBritain.
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tcas: traffic alertandcollisionsystemfor airplanes.
Source:William Chan,Universityof Washington.

tomasulo: abuggymodelof theTomasuloalgorithmfor instructionschedulingin superscalar
processors.
Source:YunshanZhu,CarnegieMellon University.

As we studiedandimproved on the model-checkingcomputationsduring the courseof the study, we
comparedtheir computationalcharacteristicswith theBDD constructionof combinational-circuitoutputs.
For this comparison,we usedthe ISCAS85benchmarkcircuits as the representative circuits. We chose
ISCAS85becauseit is perhapsthemostpopularbenchmarksuitefor BDD performanceevaluations.The
ISCAS85circuitswereconvertedinto thesameformatasthemodelcheckingtraces(courtesyof Yirng-An
Chen).Thevariableordersusedweregeneratedby theorder-dfs in SIS[75]. We excludedcasesthatwere
eithertoosmall( � 5 CPUseconds)or too large( � 1 GBytememoryrequirement).Basedon thiscriterion,
we wereleft with two circuits—C2670andC3540. To obtainmorecircuits,we derived 13-bit and14-bit
integermultipliers,basedon theC6288,which wereferto asC6288-13andC6288-14.For themultipliers,
the variableorderis �������������������������������T���������x���������T�&����������� , where ����� �����o������ o ��o and  � � �����o����¡� o � o arethetwo t -bit inputoperandsto themultiplier.

Figure4.1quantifiesthesizesof thetracesbasedon themetricsin Section3.1.8.Themetric“# of BDD
vars” is the numberof BDD variablesused. The metric “min # of ops” is the minimum numberof sub-
operations(or subproblems)neededfor thecomputation.Thismetriccharacterizestheminimumamountof
work for eachtrace.It wasgatheredusingaBDD packagewith acompletecacheandnogarbagecollection.
Thus,thismetricrepresentstheminimumnumberof sub-operationsneededfor atypicalBDD package.Due
to insufficientmemory, thereare4 cases(futurebus,phone-sync-CW, tcas,tomasulo) for whichwewerenot
ableto obtaintheresultsfor this metric. For thesecases,theresultsshown aretheminimumacrossall the
packagesusedin the study. Theseresultsaremarked with the “ � ” symbol. The third metric, “max# of
live BDD nodes”, representsthepeaknumberof reachableBDD nodesduringtheexecution.It providesa
lower boundon thememoryrequiredto executethecorrespondingtrace.Notethatneither“min # of ops”
nor “max# of live BDD nodes” reflectstheeffectsof thedynamicvariablereorderingprocess.

4.1.2 BDD Packages

The following is a list of the BDD packagesusedin the study. For eachBDD package,we notehow it
differsfrom thecommonimplementationdescribedin Section2.4. Althoughmany of theseBDD packages
containawidevarietyof usefulfeatures,only thosepertinentto thestudyaredescribedin thissection.

ABCD (Author: Armin Biere)
ABCD [9] is an experimentalBDD packagebasedon the classicaldepth-firsttraversal. Interesting
featuresincludemark-and-sweepbasedgarbagecollection, the integrationof BDD nodeswith the
BDD uniquetableby usingopenaddressing,andindex-based(insteadof pointer-based)references
to BDD nodes.ThesetechniquesreducetheBDD nodesizeby half (2 machinewordsinsteadof 4).
In addition,to avoid clusteringin openaddressing,ABCD usesa quadraticprobesequencefor the
hashingcollision resolution.

CAL (Authors:Rajeev RanjanandJageshSanghavi)
CAL [70] is a publicly availableBDD packagebasedon breadth-firsttraversalto exploit memory
locality. Thegarbagecollectionalgorithmis basedon reference-countingwith memorycompaction.
To increaselocality of reference,eachBDD nodecontainstheindicesof its cofactornodes.To keep



54 CHAPTER4. BDD PERFORMANCESTUDY

min # of ops max# of liveBDD nodes
Trace # of BDD vars ( ¢¤£¦¥P§ ) ( ¢¤£¦¥P¨ )

abp11 122 116 53
dartes 198 6 468
dme2-16 586 106 905
dpd75 600 41 1719
ftp3 100 132 763
furnace17 184 30 2109
futurebus 348 � 10270 4473
key10 140 91 626
mmgt20 264 35 1113
motors-stuck 172 29 325
over12 174 58 3008
phone-async 86 329 1446
phone-sync-CW 88 � 3803 22829
tcas 292 � 1323 19921
tomasulo 212 � 1497 26944
valves-gates 172 44 433

c2670 233 15 4363
c3540 50 57 7775
c6288-13 26 60 3378
c6288-14 28 178 9662

Figure4.1: Sizesof the benchmarktraces.“# of BDD vars” is the numberof BDD variables.“min # of
ops” is theminimumnumberof sub-operationswhichcharacterizeswork. Theentriesmarkedwith the“ � ”
symbolindicatethecaseswherewewerenotableto obtaintheresultsfor thismetric.Theresultsshown are
theminimumacrossall thepackagesusedin thestudy. “max# of live BDD nodes” is themaximumnumber
of reachableBDD nodes,whichcharacterizestheminimummemoryrequirement.
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thenodesizeto 4 machinewords,bit taggingis usedto storeandretrieve thevalueof thereference
countof a node. For this study, therelationalproductoperationis basedon thedepth-firsttraversal
with thequantificationstep(line 7 in Figure2.5)computedusingthebreadth-firsttraversal.

CUDD (Author: FabioSomenzi)
CUDD [78] is a publicly availableBDD packagebasedon depth-firsttraversal. In CUDD, the ref-
erencecountsof thenodeswerekeptup-to-datethroughoutthecomputation.To counterthe impact
on performanceof theseupdateswhenmany nodesare freedandreclaimed,CUDD enqueuesthe
requestsfor updatesandperformsthemonly if they arestill valid whenthey areextractedfrom the
queue.Thegrowth of thetablesin CUDD is determinedby a rewardpolicy. For instance,thecache
grows if thehit rateis high. CUDD partially sortsthe freelist duringgarbagecollectionto improve
memorylocality. Anotherdistinguishingfeatureis thatCUDD containsa suiteof heuristicsfor dy-
namicvariablereordering.

EHV (Author: GeertJanssen)
EHV [49] is a publicly availableBDD packagebasedon depth-firsttraversal. Themaindifferences
from thecommonimplementationfeaturesareadditionalsupportfor invertedinputs[60] andprovi-
sionsfor userdatato beattachedto a BDD node.Thelatterfeatureallows intermediateresultsto be
storedin theBDD nodes,which in turn removestheneedto useseparatecomputedcachesfor some
specialBDD operations.This featureincursa memoryoverheadof 2 extra machinewordsperBDD
node.

PBF (Authors:BwolenYangandYirng-An Chen)
PBF[83] is anexperimentalBDD packagebasedonpartialbreadth-firsttraversal.Thepartialbreadth-
first traversal along with per-variable memorymanagersand the memory-compactingmark-and-
sweepgarbagecollectorareusedto exploit memorylocality. Thepartialbreadth-firsttraversalalso
boundsthebreadth-firstexpansionto avoid thepotentialexcessivememoryoverheadof afull breadth-
first expansion.

TiGeR (Authors:Olivier Coudert,JeanC. MadreandHerveTouati)
TiGeR [32] is a commercialBDD packagebasedon the depth-firstapproach.Interestingfeatures
includethe segmentationof the computedcachesandthe garbagecollectionalgorithm. In TiGeR,
eachoperationtype hasits own cache.This allows the cachesto be tunedindependently. For this
study, thecachesfor thenon-polynomialoperationssuchasrelationalproductaresetto beaboutfour
timesassparseasthecachesfor thepolynomialoperations.TiGeR’s garbagecollectionalgorithmis
differentfrom typical garbagecollectionalgorithmsin two ways: the free-list is sortedto maintain
memorylocality, andthememorycompactionis performedwhenmemoryresourcesbecomecritical.

4.1.3 Evaluation Process

Theperformancestudywascarriedout in two phases.Thefirst phasestudiedperformanceissuesin BDD
constructionwithout variablereordering.Thesecondphasefocusedon theimpactof dynamicvariablere-
ordering. The evaluationprocesswas iterative, with the studyevolving dynamicallyasnew issueswere
raisedandnew insightsgained.Basedon theresultsfrom eachiteration,we collaboratively tried to iden-
tify the performanceissuesandpossibleimprovements. EachBDD packagedesignerthen incorporated
andvalidatedthesuggestedimprovements.During this iterative process,we alsotried to hypothesizethe
characteristicsof thecomputationanddesignnew experimentsto testthesehypotheses.
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4.2
©

Phase1 Results:No Variable Reordering

Figure4.2presentstheoverallperformanceimprovementsfor Phase1 with dynamicvariablereorderingdis-
abled.Thereare6 packagesand16model-checkingtraces,for a totalof 96cases.Figure4.2(a)categorizes
theresultsfor thesecasesbasedonspeedups.Notethatthespeedupsareplottedin acumulative fashion;i.e.,
the �«ª columnrepresentsthetotal numberof caseswith speedupsgreaterthan ª . Figure4.2(b)presents
a comparisonbetweentheinitial timing results(whenwe first startedthestudy)andthefinal timing results
(after theauthorsmadechangesto their packagesbasedon insightsgainedfrom previous iterations).The
n/a resultsrepresentcaseswhereresultscouldnotbeobtained.

Initially, 19 casesdid not completebecauseof implementationbugsor memorylimits. 13 of these19
caseswerecompletedat theendof thestudy(thenew casesin thecharts).Theother6 casesstill did not
completewithin the resourcelimit of 8 hoursand 900 MByte (the failed casesin the charts). Thereis
onecase(thebadcasein thecharts)that initially completed,but did not completeat theendof thestudy.
ThisbadcaseoccurredbecausetheparticularBDD packageinvolvedincreasedits overallmemoryusageto
improve its performanceacrossall thetraces.However, for onetrace,this packageusedtoo muchmemory
andexceededthememorylimit.

Figure4.2(a)showsthatsignificantspeedupshavebeenobtainedfor many cases.Mostnotably, 22cases
have speedupsgreaterthananorderof magnitude(the ��£¦¥ column),and6 out of these22 casesactually
achieve speedupsgreaterthantwo ordersof magnitude(the �¬£¦¥P¥ column)!

Figure4.2(b) shows that significantspeedupshave beenobtainedmostly from the small to medium
traces,althoughsomeof thelarger traceshave achievedspeedupsgreaterthan3. Anotherinterestingpoint
is that thenew cases(thosethat initially failedbut aredoableat theendof thestudy)rangeacrosssmall to
largetraces.

Overall, for the 76 caseswherethe comparisoncould bemade,the total CPU time wasreducedfrom
554,949secondsto 127,786seconds—aspeedupof 4.34.Anotherinterestingoverallstatisticis thatinitially
noneof the6 BDD packagescouldcompleteall 16 traces.At theendof thestudy, 3 BDD packagescan
completeall of them.

The remainderof this sectionpresentsresultson a seriesof experimentsthat characterizethecompu-
tationalaspectsof the BDD traces. We first presentresultson two aspectswith significantperformance
impact—computedcachesizeandgarbagecollectionfrequency. Thenwe presentresultson theeffectsof
thecomplementedgerepresentation.Finally, wegive resultsonmemorylocality issuesfor thebreadth-first
basedtraversal.

4.2.1 ComputedCacheSize

Wehave foundthatdramaticperformanceimprovementsarepossibleby usinga largercomputedcache.To
studytheimpactof thecomputedcache,we performedsomeexperimentsandarrivedat thefollowing two
hypotheses.

Hypothesis1 Model-checking computationshavea large numberof repeatedsubproblemsacrossthetop-
level operations. On the other hand, combinational-circuit computationsgenerally havefar fewer such
repeatedsubproblems.

Experiment: Measuretheminimumnumberof subproblemsneededby usinga completecache(denoted
CC-NO-GC).Comparethis with thesamesetupbut with thecacheflushedbetweentop-level opera-
tions(denotedCC-GC).For bothcases,BDD-nodegarbagecollectionis disabled.

Result: Figure4.3 shows the resultsof this experiment. Note that the resultsfor the four largestmodel
checkingtracesarenotavailabledueto insufficientmemory.
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Figure4.2: Overallperformanceimprovementswithoutdynamicvariableordering.Thenew casesrepresent
the casesthat failed initially andaredoableat the endof the study. The failed casesrepresentthosethat
still exceedthelimits of 8 CPUhoursand900MByte at theendof thestudy. Thebadshows thecasethat
finishedinitially, but cannotcompleteat theendof thestudy. Therestaretheremainingcases.(a) Results
shown ashistograms.For the76 caseswhereboththeinitial andthefinal resultsareavailable,thespeedup
resultsareshown in a cumulative fashion;i.e., the �ª columnrepresentsthe total numberof caseswith
speedupsgreaterthan ª . (b) Time comparison(in seconds)betweenthe initial andthe final results. n/a
representsresultsthatarenotavailabledueto exceedingresourcelimits.

Theseresultsshow thatfor model-checkingtraces,thereareindeedmany subproblemsrepeatedacross
thetop-level operations.For 8 traces,theratioof thenumberof operationsin CC-GCoverthenumber
of operationsin CC-NO-GCis greaterthan 10. In contrast,this ratio is lessthan 2 for building
outputBDDsfor theISCAS85circuits.For model-checkingcomputations,sincesubproblemscanbe
repeatedfurtherapartin time,a largercacheis crucial.

Hypothesis2 Thecomputedcacheis more importantfor modelchecking thanfor combinationalcircuits.

Experiment: Vary thecachesizeasa percentageof thenumberof BDD nodesandcollect theresultson
thenumberof subproblemsgeneratedto measuretheeffect of thecachesize. In this experiment,the
cachesizesvary from 10%to 80%of thenumberof BDD nodes.Thecachereplacementpolicy used
is FIFO(first-in-first-out).

Results: Figure4.4 plots the resultsof this experiment.Eachcurve representsthe resultfor a tracewith
varying cachesizes. The “# of ops” metric is normalizedover the minimum numberof operations
necessary(i.e., the CC-NO-GCresults). Note that for the four largestmodel-checkingtraces,the
resultsarenotavailabledueto insufficient memory.

Theseresultsclearlyshow that thecachesizecanhave muchmoresignificanteffectson themodel-
checkingcomputationsthanon building BDDs for the ISCAS85circuit outputs. In particular, the
traditionalwisdomof keepingthe cachesizeto bea small percentageof the total memoryusageis
notvalid for model-checkingcomputations.
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Figure4.3: Performancemeasurementon thefrequency of repeatedsubproblemsacrossthetop-level oper-
ations.CC-GCdenotesthecasein which thecacheis flushedbetweenthetop-level operations.CC-NO-GC
denotesthecasein which thecacheis never flushed.In bothcases,a completecacheis maintainedwithin
a top-level operationandBDD-nodegarbagecollectionis disabled. For four model-checkingtraces,the
resultsarenotavailable(andarenotshown) dueto insufficient memory.
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Figure 4.4: Effects of cachesize on overall performancefor (a) the model-checkingtracesand (b) the
ISCAS85circuits. Thecachesizeis setto bea percentageof thenumberof BDD nodes.Thenumberof
operations(subproblems)is normalizedto the minimum numberof subproblemsnecessary(i.e., the CC-
NO-GCresults).
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4.2.2
®

GarbageCollection Frequency

The othersourceof significantperformanceimprovementis the reductionof the garbagecollection fre-
quency. Wehave foundthatfor themodel-checkingtraces,therateat which reachableBDD nodesbecome
unreachable(deathrate)andtherateat which unreachableBDD nodesbecomereachable(rebirthrate)can
bequitehigh. This leadsto thefollowing conclusions:

¯ Garbagecollectionshouldoccurlessfrequently.

¯ Garbagecollectionshouldnotbetriggeredsolelybasedon thepercentageof theunreachablenodes.

¯ For reference-counting basedgarbagecollectionalgorithms,maintainingaccuratereferencecountsall
thetimemayincurnon-negligible overhead.

Hypothesis3 Model-checkingcomputationscanhaveveryhighdeathandrebirthrates,whereascombina-
tional-circuit computationshaveverylow deathandrebirth rates.

Experiment: Measurethedeathandrebirthratesfor themodel-checkingtracesandtheISCAS85circuits.

Results: Figure4.5(a)plotstheratioof thetotalnumberof deathsover thetotalnumberof sub-operations.
The numberof sub-operationsis usedto representtime. This chartshows that the deathratesfor
the model-checkingtracescanvary considerably. In 5 cases,the numberof deathsis higher than
the numberof sub-operations(i.e., deathrate is greaterthan1). In contrast,the deathratesof the
ISCAS85circuitsareall lessthan0.3.

Thedeathratesof greaterthan1 arequiteunexpected.To explain thesignificanceof this result,we
digressbriefly to describetheprocessof BDD nodesbecomingunreachable(death)andthenbecom-
ing reachableagain(rebirth).Whena BDD nodebecomesunreachable,its childrencanalsobecome
unreachableif this BDD nodeis its children’s only reference.Thus,it is possiblethatwhena BDD
nodebecomesunreachable,a largenumberof its descendantsalsobecomeunreachable.Similarly, if
anunreachableBDD nodebecomesreachableagain,its unreachabledescendants,whichcanbelarge
in numbers,canalsobecomereachable.Otherthanrebirth, the only way the numberof reachable
nodescanincreaseis whena sub-operationcreatesa new BDD nodeasits result.Becauseeachsub-
operationcanproduceatmostonenew BDD node,adeathrateof greaterthan1 canonly occurwhen
thecorrespondingrebirthrateis alsovery high. In general,high deathratecoupledwith high rebirth
rateindicatesthatmany nodesaretogglingbetweenbeingreachableandbeingunreachable.Thus,for
reference-countingbasedgarbagecollectionalgorithms,maintainingaccuratereferencecountsall the
time mayincur significantoverhead.This problemcanbeaddressedby usinga bounded-sizequeue
(known asthedeathrow1) to delaythereference-countupdatesuntil thequeueoverflows.

Figure4.5(b)plots the ratio of the total numberof rebirthsover the total numberof deaths.Since
garbagecollection is enabledin theseruns and doesreclaim unreachablenodes,the rebirth rates
shown maybelower thanwithout garbagecollection.This figureshows that therebirthratesfor the
model-checkingtracesaregenerallyveryhigh—8outof 16caseshaverebirthratesgreaterthan80%.
In comparison,therebirthratefor theISCAS85circuitsareall lessthan30%.

Thehighrebirthratesindicatethatgarbagecollectionfor themodelcheckingtracesshouldbedelayed
aslongaspossible.Therearetwo reasonsfor this: first, becausealargenumberof unreachablenodes
becomereachableagain,garbagecollectionwill notbevery effective in reducingthememoryusage.
Second,thehigh rebirthratemayresultin repeatedsubproblemsinvolving thecurrentlyunreachable
nodes.By garbagecollectingtheseunreachablenodes,their correspondingcomputed-cacheentries

1Thetermdeathrow is coinedby FabioSomenzifrom theUniversityof Colorado.
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mustalsobecleared.Thus,garbagecollectionmaygreatlyincreasethenumberof re-computations
of identicalsubproblems.

The high rebirth ratesandthe potentiallyhigh deathratesalsosuggestthat the garbagecollection
algorithm shouldnot be triggeredbasedsolely on the percentageof the deadnodes,as with the
classicalBDD packages.
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Figure4.5: (a)RateatwhichBDD nodesbecomeunreachable(death).(b) RateatwhichunreachableBDD
nodesbecomereachableagain(rebirth).

4.2.3 Effectsof the ComplementEdge

Thecomplement-edgerepresentation[3] hasbeenfoundto besomewhatusefulin reducingboththespace
andtimerequiredto build theoutputBDDsfor theISCAS85circuits[60]. In thefollowing experiments,we
studytheeffectsof thecomplementedgeon themodel-checkingtracesandcomparethemwith theresults
for theISCAS85circuits.

Hypothesis4 Thecomplement-edgerepresentationcansignificantlyreducetheamountofworkfor combina-
tional-circuit computations,but not for model-checking computations.However, in general, it has little
impactonmemoryusage.

Experiment: Measureandcomparethenumberof subproblems(amountof work) andtheresultinggraph
sizes(memoryusage)generatedfromtwoBDD packages—onewith andtheotherwithoutthecomple-
ment-edgefeature.For thegraphsizemeasurements,sumtheresultingBDD graphsizesof all top-
level operations.Notethatbecausetwo packagesareused,minordifferencesin thenumberof opera-
tionscanoccurdueto differentgarbagecollectionandcachingalgorithms.

Results: Figure 4.6(a)shows that the complementedgeshave no significanteffect for model-checking
traces.In contrast,for theISCAS85circuits,theratio of theno-complement-edgeresultsover with-
complement-edgeresultsrangesfrom 1.75to 2.00. Figure4.6(b)shows that thecomplementedges
have nosignificanteffecton theBDD graphsizesin any of thebenchmarktraces.
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Figure4.6: Effectsof thecomplement-edgerepresentationon (a) numberof theoperationsand(b) graph
sizes.

4.2.4 Memory Locality for Breadth-First BDD Construction

In recentyears,a numberof researchershave proposedbreadth-firstBDD constructionto exploit memory
locality [4, 63, 64,71,83]. Thebasicideais that for eachexpansionphase,all sub-operationsof thesame
variableareprocessedtogether. Similarly, for eachreductionphase,all BDD nodesof thesamevariableare
producedtogether. Basedon this structuredaccesspattern,we canexploit memorylocality by usingper-
variablememorymanagersandper-variablebreadth-firstqueuesto clusterthenodesof thesamevariable
together. This clusteringis beneficialonly if many nodesareprocessedfor eachbreadth-firstqueueduring
eachexpansionandreductionphase.

In this study, we have not foundany evidencethat thebreadth-firstbasedpackagesarebetterthanthe
depth-firstbasedpackageswhen the computationfits in main memory. Our conjectureis that sincethe
relational-productalgorithm (Figure 2.5) can have exponentialcomplexity, the graphsizesof the BDD
argumentsdo not have to be very large to incur a long runningtime. As a result, the numberof nodes
processedeachtimecanbeverysmall.Thefollowing experimentteststhisconjecture.

Hypothesis5 For our testcases,few nodesareprocessedeach timea breadth-first queueis visited.For the
sameamountof total work, combinational-circuit computationshavemuch better “breadth-first” locality
thanmodelchecking computations.

Experiment: Measurethe numberof sub-operationsprocessedeachtime a breadth-firstqueueis visited.
Thencomputethemaximum,mean,andstandarddeviationof theresults.Notethatthesecalculations
donot includethecaseswherethequeuesareemptysincethey havenoimpactonthememorylocality
issue.

Result: Figure4.7 shows the resultsfor this experiment. The top part of the tableshows the resultsfor
the model-checkingtraces. The bottompart shows the resultsfor the ISCAS85circuits. We have
alsoincludedthe “average / total # of ops” columnto show the resultsfor the averagenumberof
sub-operationsprocessedperpass,normalizedagainstthetotalamountof work performed.
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The resultsshow that on average,10 out of 16 model-checkingtracesprocessedlessthan300 sub-
operations(lessthanone8-KByte memorypage)in eachpass.Overall, theaveragenumberof sub-
operationsin abreadth-firstqueueis atmost4685,which is lessthan16memorypages(128KByte).
This numberis quitesmallgiventhathundredsof MByte of total memoryareused.This shows that
for thesetraces,thebreadth-firstapproachesarenotveryeffective in clusteringaccesses.

# of opsprocessedperBF queuevisit average/ total # of ops
Trace average max. std.dev. ( °q±�²P³µ´ )

abp11 228 41108 86.43 1.86
dartes 27 969 12.53 3.56
dme2-16 34 8122 17.22 0.31
dpd75 15 186 4.75 0.32
ftp3 1562 149792 63.11 8.80
furnace17 75 131071 42.40 2.38
futurebus 2176 207797 76.50 0.23
key10 155 31594 48.23 1.70
mmgt20 66 4741 21.67 1.73
motors-stuck 11 41712 50.14 0.39
over12 282 28582 55.60 3.32
phone-async 1497 175532 87.95 3.53
phone-sync-CW 1176 186937 80.83 0.19
tcas 1566 228907 69.86 1.16
tomasulo 2719 182582 71.20 1.95
valves-gates 25 51039 70.41 0.55

c2670 3816 147488 71.18 204.65
c3540 1971 219090 45.49 34.87
c6288-13 4594 229902 24.92 69.52
c6288-14 4685 237494 42.29 23.59

Figure4.7: Resultsonmemorylocality of thebreadth-firstapproach.

Anotherinterestingresult is that the maximumnumberof nodesin the queuesis quite large andis
generallymorethan100standarddeviationsaway from theaverage.This resultsuggeststhatsome
depth-firstandbreadth-firsthybrid(perhapsasanextensionto whatis donein theCAL package)may
obtainfurtherperformanceimprovements.

Theresultsfor “average / total # of ops” clearlyshow thatfor thesameamountof work, theISCAS85
computationshave much better locality for the breadth-firstapproaches.Thus, for a comparable
level of “breadth-first” locality, model-checkingapplicationsmight needto bemuchlarger thanthe
combinationalcircuit applications.

Wehave alsostudiedtheeffectsof thebreadth-firstapproach’s memorylocality whenthecomputations
donotfit in themainmemory. Thisexperimentwasperformedby varyingthesizeof thephysicalmemory.
The resultsshow that the breadth-firstbasedpackagesare significantly betteronly for the threelargest
cases(largestin termsof memoryusage).Theresultsarenot very conclusive becauseasanartifactof this
study, theparticipatingBDD packagestendto usea lot morememorythanthey did beforethestudybegan,
andfurthermore,becausetheseBDD packagesgenerallydo not adjustmemoryusagebasedon theactual
physicalmemorysizesandpagefault rates,theresultsareheavily influencedby excessive memoryusage.
Thus,they maynotaccuratelyreflecttheeffectsof thememorylocality of thebreadth-firstapproach.
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4.3
¶

Phase2 Results:Dynamic Variable Reordering

Evaluatingdynamicvariablereorderingis inherentlydifficult for many reasons.First, thereis a tradeoff
betweentimespentin variablereorderingandthetotalelapsedtime. Second,smallchangesin thetriggering
and terminationcriteria may have significantimpact in both the spaceand time requirements.Another
difficulty is thatbecausethespaceof possiblevariableordersis sohugeandvariablereorderingalgorithms
tendto be very expensive, many machinesarerequiredto performa comprehensive study. Due to these
inherentdifficulties andlack of resources,we wereonly ableto obtainvery preliminaryresultsandhave
performedonly oneroundof evaluation.

For this phase,only theCAL, CUDD, EHV, andTiGeRBDD packageswereused,becausetheABCD
andPBFpackageshavenosupportfor dynamicvariablereordering.Thereare4 packagesand16traces,for
a totalof 64cases.Figure4.8presentsthetiming resultsfor these64cases.In thisfigure,thecasesthatdid
notcompletewithin theresourcelimits aremarkedwith n/a. Thespeeduplinesrangingfrom ·µ¸�·O¹ x to ¹¦·P· x
areincludedto helpclassifytheperformanceresults.

Figure 4.8(a)comparesrunning time with and without dynamicvariablereordering. With dynamic
variablereorderingenabled,19 casesdo not finish within the resourcelimits. Six of these19 casesalso
cannotfinish without variablereordering(the failed casesin Figure4.8(a)).Thirteenof these19 casesare
doablewithoutdynamicvariablereorderingenabled(thebadcasesin Figure4.8(a)).Thereis onecasethat
doesnot finish without dynamicvariablereordering,but finisheswith dynamicvariablereorderingenabled
(thenew in Figure4.8(a)).Theremaining45casesaremarkedastherestin Figure4.8(a).Theseresultsshow
thatgivenreasonablygoodinitial orders(e.g.,thoseprovidedby theoriginalauthorsof theseSMV models),
dynamicvariablereorderinggenerallyslowsdown thecomputation.Thisslowdown maybepartiallycaused
by thecacheflushingin thedynamicvariablereorderingphase;i.e.,giventheimportanceof thecomputed
cache,cacheflushingcanincreasethenumberof repeatedsubproblems.

Toevaluatethequalityof theordersproduced,weusedthefinalordersproducedby thedynamicvariable
reorderingalgorithmsasnew initial ordersandreranthetraceswithout dynamicvariablereordering.Then
wecomparedtheseresultswith theresultsobtainedusingtheoriginal initial orderandalsowithoutdynamic
variablereordering.This comparisonis onegoodway of evaluatingthequality of thevariablereordering
algorithmsbecausein practice,goodinitial variableordersareoftenobtainedby iteratively feedingbackthe
resultingvariableordersfrom thepreviousvariablereorderingruns.

Figure4.8(b)plots the resultsfor this experiment. The y-axis representsthe casesusingthe original
initial variableorders. The x-axis representsthe caseswherethe final variableordersproducedby the
dynamicvariablereorderingalgorithmsareusedasthe initial variableorders.In this figure,thecasesthat
finishedusingthe original initial ordersbut failed usingthe new initial ordersaremarked asthe bad and
theremainingcasesaremarkedasthe rest. Theresultsshow that improvementscanstill bemadefrom the
original variableorders.A few casesevenachievedspeedupsof over10.

Theremainderof thissectionpresentsresultsof a limited setof experimentsfor characterizingdynamic
variablereordering.We first presentthe resultson two heuristicsfor dynamicvariablereordering.Then
we presentresultson sensitivity of dynamicvariablereorderingto the initial variableorders. For these
experiments,only theCUDD packageis used.Notethattheresultsin this sectionarevery limited in scope
andarefar from beingconclusive. Our intent is to suggestnew researchdirectionsfor dynamicvariable
reordering.

4.3.1 Present-and Next-StateVariable Grouping

We setup anexperimentto studytheeffectsof variablegrouping, wherethegroupedvariablesarealways
keptadjacentto eachother.
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Figure4.8: Overall resultsfor variablereordering.Thenew caserepresentsthecasethatfailedwithout the
dynamicvariablereordering,but canbecompletedwith thedynamicvariablereordering.The failed cases
representthosethat alwaysexceedthe resourcelimits. The bad casesrepresentthosethat areoriginally
doablebut failed with the new setup. The rest representthe remainingcases. (a) Timing comparison
betweenwith andwithout dynamicvariablereordering. (b) Timing comparisonbetweenoriginal initial
variableordersandnew initial variableorders.Thenew initial variableordersareobtainedfrom thefinal
variableordersproducedby thedynamicvariablereorderingalgorithms.For resultsin (b),dynamicvariable
reorderingis disabled.

Hypothesis6 Pairwisegroupingof present-statevariableswith their correspondingnext-statevariablesis
generally beneficialfor dynamicvariablereordering.

Experiment: Measuretheeffectsof thisgroupingonthenumberof subproblems(work),maximumnumber
of live BDD nodes(space),andnumberof nodessifted down during dynamicvariablereordering
(reordercost).

Results: Figure4.9plotstheeffectsof groupingonwork (Figure4.9(a)),space(Figure4.9(b)),andreorder
cost (Figure 4.9(c)). Note that the resultsfor two tracesare not available. One trace(tomasulo)
exceededthememorylimit, while theother(abp11) is toosmallto triggervariablereordering.

Theseresultsshow thatpairwisegroupingof thepresent-andthenext-statevariablesis agoodheuris-
tic in general. However, thereare a coupleof exceptions. A bettersolutionmight be to usethe
groupinginitially andrelaxthegroupingcriteriasomewhatasthereorderingprocessprogresses.

4.3.2 Reordering the Transition Relations

SincetheBDDs for thetransitionrelationsareusedrepeatedlyin model-checkingcomputations,we setup
anexperimentto studytheeffectsof reorderingtheBDDsfor thetransitionrelations.

Hypothesis7 Findingagoodvariableorderfor thetransitionrelationisaneffectiveheuristicfor improving
overall performance.
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Figure4.9: Effectsof pairwisegroupingof thepresent-andnext-statevariableson (a) thenumberof sub-
problems,(b) thenumberof maximumliveBDD nodes,and(c) theamountof work in performingdynamic
variablereordering.

Experiment: Reordervariablesonce, immediatelyafter the BDDs for the transitionrelationsare built,
andmeasuretheeffect on thenumberof subproblems(work), maximumnumberof live BDD nodes
(space),andnumberof nodessifteddown duringdynamicvariablereordering(reordercost).

Results: Figure4.10plots theresultsof this experimenton work (Figure4.10(a)),space(Figure4.10(b)),
andreordercost(Figure4.10(c)). Theresultsarenormalizedagainsttheresultsfrom automaticdy-
namicvariablereorderingfor comparisonpurposes.Notethattheresultsfor two tracesarenot avail-
able.With automaticdynamicvariablereordering,onetrace(tomasulo) exceededthememorylimit,
while theother(abp11) is toosmallto triggervariablereordering.

The resultsshow that reorderingonce, immediatelyafter the constructionof transitionrelations’
BDDs, generallyworkswell in reducingthe numberof subproblems(Figure4.10(a)). This heuris-
tic’s effectson the maximumnumberof live BDD nodesis mixed (Figure4.10(b)). Figure4.10(c)
shows that this heuristic’s reorderingcostis generallymuchlower thanautomaticdynamicvariable
reordering.Overall, thevariable-reorderingfrequency for automaticdynamicvariablereorderingis
5.75timesthevariable-reorderingfrequency usingthis heuristic.Theseresultsarenotstrongenough
to supportour hypothesisascacheflushingmaybe themain factorfor theeffectson thenumberof
subproblems.However, it doesprovide anindicationthattheautomaticdynamicvariablereordering
algorithmmaybeinvoking thevariablereorderingprocesstoo frequently.

4.3.3 Effectsof Initial Variable Orders

In thissection,westudytheeffectsof initial variableordersonBDD constructionwith andwithoutdynamic
variablereordering.We generatea suiteof initial variableordersby perturbinga setof goodinitial orders.
In thefollowing, wedescribethisexperimentalsetupin detailandthenpresentsomehypothesesalongwith
supportingevidence.
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Figure4.10:Effectsof variablereorderingthetransitionrelationson(a) thenumberof subproblems,(b) the
numberof maximumlive BDD nodes,and(c) theamountof work in performingvariablereordering.For
comparisonpurposes,all resultsarenormalizedagainsttheresultsfor automaticdynamicvariablereorder-
ing.

Experimental Setup

The first stepis the selectionof good initial variableorders—onefor eachmodel-checkingtrace. The
qualityof aninitial variableorderis evaluatedby therunningtimeusingthisorderwithoutdynamicvariable
reordering.

Oncethebestinitial variableorderis selected,we perturbit basedon two perturbationparameters:the
probability(º ), which is theprobabilitythata variablewill bemoved,andthedistance( » ), which controls
how far a variablemay move. The perturbationalgorithmusedis shown in Figure4.11. Initially, each
variableis assigneda weightcorrespondingto its variableorder(line 1). If thisvariableis chosen(with the
probabilityof º ) to beperturbed(by thedistanceparameter» ), thenwechangeits weightby ¼K½ , where ¼¾½
is chosenrandomlyfrom therange¿ÁÀ�»�ÂÃ»PÄ (lines3–5).At theend,theperturbedvariableorderis determined
by sortingthevariablesbasedontheirfinal weights(line 6). Thisalgorithmhasthepropertythatonaverage,
º fraction of the BDD variablesareperturbedandeachvariable’s final variableorderis at most Å�» away
from its initial order. Anotherpropertyis that theperturbationpair ÆÇºÉÈ�¹�ÂÃ»TÈÊÌË essentiallyproducesa
completelyrandomvariableorder.

Sincerandomnessis involved in the perturbationalgorithm,to gain betterstatisticalsignificance,we
generatemultiple initial variableordersfor eachpair of perturbationparametersÆÇºÍÂÃ»�Ë . For eachtrace,if
we study ÎÐÏ differentperturbationprobabilities,ÎÒÑ differentperturbationdistances,and Ó initial ordersfor
eachperturbationpair, we will generatea total of Ó�ÎÐÏ	ÎÒÑ different initial variableorders. For eachinitial
variableorder, we comparethe resultswith andwithout dynamicvariablereorderingenabled.Thus, for
eachtrace,therewill be ÅPÓ�ÎÐÏ�ÎÒÑ runs.Dueto lackof timeandmachineresources,wewereableto complete
thisexperimentonly for thesmallesttrace—abp11.

Theperturbedinitial variableordersweregeneratedfrom thebestinitial variableorderingwefoundfor
abp11. Usingthis order, theabp11tracecanbeexecuted(with thedynamicvariablereorderingdisabled)
using12.69secondsof CPUtimeand127MByte of memoryona248MHz UltraSparcII. This initial order
andits resultsareusedasthebasecasefor this experiment.Usingthis basecase,we setthe time limit of
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perturborder(Ô�¿ Î�Ä , º , » )
/* perturbthevariableorderwith probability º anddistance» .
ÔÕ¿¾Ä is anarrayof Î variablessortedbasedondecreasing
variableorderprecedence.*/

1 for Æ�· ÖM×ÙØÌÎÍËÒ½Ú¿ ×"Ä�Û$× /* initialize weight*/
2 for Æ�· ÖM×ÙØÌÎÍË /* for eachvariable,with probability º , perturbits weight.*/
3 with probability º do
4 ¼¾½¬Û randomlychooseanintegerfrom therange¿ÁÀ�»�ÂÃ»PÄ
5 ½Ú¿ ×"ÄÒÛÜ½Ú¿ ×ÄµÝM¼K½
6 sortvariablesin array Ô�¿KÄ basedon increasingweight ½¡¿¦Ä
7 return Ô�¿¦Ä

Figure4.11:Variable-orderperturbationalgorithm.

eachrun to 1624.32seconds(128timesthebasecase)and500MByte of memory.
For theperturbationparameters,we let º rangefrom ·µ¸�¹ to ¹�¸�· with anincrementof ·µ¸�¹ . Sinceabp11

has122BDD variables,we let » rangefrom ¹¦· to ¹¦·P· with anincrementof ¹¦· andaddedthe »xÈ«Ê case.
Thesechoicesresultin 110perturbationspairs(with ÎÐÏÞÈ!¹¦· and ÎÒÑ�È¹P¹ ). For eachperturbationpair, we
generate10 initial variableorders( ÓßÈà¹¦· ). Thus,therearea total of 1100initial variableordersand2200
runs.

Resultsfor abp11

Hypothesis8 Dynamicvariablereorderingimprovestheperformanceof modelchecking computations.

Supporting Results: Figure4.12plotsthenumberof casesthatdid notcompletewithin varioustimelimits
for runswith andwithout dynamicvariablereordering.For theseruns,thememorylimit is fixedat
500 MByte. The time limits in this plot arenormalizedto the basecaseof ¹¾Å�¸VáPâ secondsandare
plottedin log scale.

Theresultsclearlyshow thatgivenenoughtime, thecaseswith dynamicvariablereorderingperform
better. Overall, with a time limit of 128 times the basecase,only 10.1%of caseswith dynamic
variablereorderingexceededthe resourcelimits. In comparison,67.6%of caseswithout dynamic
variablereorderingfailedto complete.

Note that for the time limit of 2 timesthe basecase(the ãäÅ x casein the chart), the resultswith
dynamicvariablereorderingis worse.This reflectsthe fact thatdynamicvariablereorderingcanbe
expensive. As the time limit increases,the numberof unfinishedcasesfor with dynamicvariable
reorderingdropsmorequickly until at about32 timesthebasecase.After this point, thenumberof
unfinishedcasesfor both with andwithout dynamicvariablereorderingappearto be decreasingat
aboutthesamerate.

Anotherinterestingresultis thatnoneof thecasestakeslesstime to completethanthebasecaseof
12.69seconds(i.e.,the ã¬¹ x resultsareboth1100).This resultindicatesthattheinitial variableorder
of ourbasecaseis indeedaverygoodvariableorder.

To betterunderstandthe impactof the perturbationson runningtime, we analyzedthe distribution of
theseresults(in Figure4.12)acrosstheperturbationspaceandformedthefollowing hypothesis.
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Effects of Variable Reordering
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Figure4.12: Effectsof variablereorderingon abp11. This chartplots thenumberof unfinishedcasesfor
varioustime limits. Thetime limits arenormalizedto thebasecaseof ¹¾Å�¸VáPâ seconds.Thememorylimit is
setat500MByte.

Hypothesis9 Thedynamicvariablereorderingalgorithmperforms“unnecessary”workwhenit is already
dealingwith reasonablygoodvariableorders. Overall, givenenoughtime, dynamicvariablereorderingis
effectivein recoveringfrompoor initial variableorder.

Supporting Results: Figure4.13(a)shows the resultswith a time limit of 4 timesthebasecaseof ¹¾Å�¸VáPâ
seconds.Theseplotsshow thatwhentheperturbationlevel is low (ºzÈ�·µ¸�¹ or »�Èà¹¦· ), we arebetter
off without dynamicvariablereordering.However, for higherlevelsof perturbations,thecaseswith
dynamicvariablereorderingusuallydoesa little better.

Figures4.13(b)and4.13(c)show the resultswith time limits of 32 and128 times,respectively, the
basecase.Note that because128 timesis the maximumtime limit we studied,Figure4.13(c)also
representsthedistribution of thecasesthatdid notcompleteatall for thisstudy. Theseresultsclearly
show thatgivenenoughtime,thecaseswith dynamicvariablereorderingperformmuchbetter.

Hypothesis10 Thequalityof initial variableorderaffectsthespaceandtimerequirements,with or without
dynamicvariablereordering.

Supporting Results: Figure4.14classifiestheunfinishedcasesinto memory-out(Figure4.14(a))or timed-
out (Figure 4.14(b)). For clarity, we repeatedthe plots for the total numberof unfinishedcases
(memory-outplus timed-outresults)in Figure4.14(c). It is importantto notethatbecausetheBDD
packagesusedin this studystill do not adaptvery well uponexceedingmemorylimits, memory-
out casesshouldbe interpretedas indicationsof high memorypressureinsteadof that thesecases
inherentlydonotfit within thememorylimit.

Theresultsshow thatlevelsof perturbationdirectly influencethetimeandmemoryrequirement.With
averyhighlevel of perturbation,mostof theunfinishedcasesaredueto exceedingthememorylimit of
500MByte (theupper-left triangularregionsin Figure4.14(a)).For amoderatelevel of perturbation,
mostof theunfinishedcasesaredueto the time limit (thediagonalbandsfrom the lower-left to the
upper-right in Figure4.14(b)).

Note that the resultsin Figure4.14arenot very monotonic;i.e., the resultsarenot necessarilyworse
with a largerdegreeof perturbation.This leadsto thenext hypothesis.
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Figure4.13:Histogramson thenumberof casesthatcannotbefinishedwithin thespecifiedresourcelimits.
For all cases,thememorylimit is setat 500MByte. Thetime limit variesfrom (a)4 times,(b) 32 times,to
(c) 128timesthebasecaseof ¹¾Å�¸VáPâ seconds.
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Figure4.14:Breakdown onthecasesthatcannotbefinished.(a)memory-outcases,(b) timed-outcases,(c)
totalnumberof unfinishedcases.
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Hypothesis
å

11 Theeffectsof thedynamicvariablereorderingalgorithmandtheinitial variableorders are
verychaotic.

Supporting Results: Figure4.15plots thestandarddeviation of runningtime normalizedagainstaverage
runningtime. For thecasesthatcannotcompletewithin the resourcelimits, they areincludedasif
they useexactly the time limit. Note thatasanartifact of this calculation,whenall 10 variantsof a
perturbationpairexceedtheresourcelimits, thestandarddeviation is 0. In particular, withoutvariable
reordering,noneof thecasescanbecompletedin thehighly perturbedregion (upper-left triangular
region in Fig 4.14(c))andthustheseresultsareall shown as0 in thechart.

The resultsshow that the standarddeviationsaregenerallygreaterthanthe averagetime (i.e., with
thenormalizedresultof ã«¹ ). Thisfindingpartiallyconfirmsourhypothesis.It alsoindicatesthat ¹¦·
initial variableordersperperturbationpair ÆÇºæÂÃ»µË is probablytoosmallfor someperturbationpairs.

The resultsalso show that with very low level of perturbation(lower-right triangularregion), the
normalizedstandarddeviation is generallysmaller. This givesan indicationthathigherperturbation
level mayresultin moreunpredictableperformancebehavior.

Furthermore,thenormalizedstandarddeviation for without dynamicvariablereorderingis generally
smallerthanthesamemeasurefor with dynamicvariablereordering.This resultprovidesanindica-
tion thatdynamicvariablereorderingmayalsohave veryunpredictableeffects.
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Figure4.15: Standarddeviation of the running time for abp11with perturbedinitial variableorders(a)
withoutdynamicvariablereordering,and(b) with dynamicvariablereordering.Eachresultsarenormalized
to theaveragerunningtime.

4.4 GeneralResults

Thissectionpresentsresultswhichmaybegenerallyhelpful in studyingor improving BDD packages.

HashFunction
Hashingis a vital partof BDD constructionsinceboththeuniquenessof BDD nodesandthecache
accessesarebasedon hashing.Currently, we have not foundany theoreticallygoodhashfunctions
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for handlingmultiplehashkeys. In this study, we have empiricallyfoundthatthehashfunctionused
by theTiGeRBDD packageworkedwell in distributing thenodes.Thishashfunctionis of theform

çéè"êOëKì�êîíKïqð�èñè"êOëòÒëÍóMê�íKïôòõí¾ïñö�÷	øæùÐú
where

ê
’sarethehashkeys,

ò
’saresufficiently largeprimes,û is thenumberof bits in aninteger, and÷ ú

is thesizeof thehashtable. Note thatdivision by
÷ øæùÐú

is usedto extract the ü mostsignificant
bitsandis implementedby right shifting ( ûþýÿü ) bits.

Thebasicideais to distributeandcombinethebits in thehashkeys to thehigherorderbits by using
integer multiplications,andthento extract theresultfrom thehigh orderbits. Thepower-of-2 hash
tablesizeis usedto avoid the moreexpensive modulusoperation.Somesmall speedupshave been
observedusingthis hashfunction.Onepitfall is thatfor backwardcompatibilityreasons,somecom-
pilers might generatea functioncall to computeinteger multiplication,which cancausesignificant
performancedegradation(up to a factorof 2). In thesecases,architecture-specificcompilerflagscan
beusedto ensuretheinteger-multiplier hardwareis usedinstead.

CachingStrategy
Giventheimportanceof cache,anaturalquestionis: Canwecachemore intelligently?Oneheuristic,
usedin CUDD, is thatthecacheis accessedonly if at leastoneof theargumentshasareferencecount
greaterthan1. This techniqueis basedon the fact that if all argumentshave referencecountsof 1,
thenthis subproblemis not likely to be repeatedwithin the currenttop-level operation. In fact, if
a completecacheis used,this subproblemwill not berepeatedwithin thesametop-level operation.
Usingthis technique,CUDD is ableto reducethenumberof cachelookupsby up to half, with a total
time reductionof up to 40%.

Relational Product Algorithm
The relationalproductalgorithmin Figure2.5 canbe further improved. Thenew optimizationsare
basedon thefollowing derivations.Let ��� betheresultof the0-cofactors(line 4 in Figure2.5),

�� be
thesetof variablesto bequantified,and

�
beany Booleanfunction,then

����� è
	 ���� ���� � ï ð ����� è ���� 	 ���� � ï ð ���
and � � � è
	 ���� è
� � � ï  � ï ð � � � èñè
� � � ï  	 ���� � ï ð � � � 	 ���� �
The validity comesfrom the fact that ��� doesnot dependon the variablesin

�� . Basedon these
equations,we canaddthe following optimizations(betweenline 7 andline 8 in Figure2.5) to the
relationalproductalgorithm:

7.1 elseif ( ��� ð ð���� ���Úë
) or ( ��� ðÞð���� ���Úë

)
7.2 ����� �
7.3 elseif ( ��� ð ð������ ���Úë

)
7.4 ��������� è
	 ���� ��� ���Úë¦ï
7.5 elseif ( ��� ð ð���� � �!�¡ë

)
7.6 ��������� è
	 ���� ��� ���Úë�ï

In general,theseoptimizationsonly slightly reducethenumberof subproblems,with theexceptionof
thefuturebus trace,wherethenumberof subproblemsis reducedby over20%.
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BDD
"

PackageComparisons
In comparingBDD packages,one fairnessquestionis often raised: Is it fair to compare the per-
formanceof a bare-bonesexperimentalBDD package with a more completepublic domainBDD
package? This questionarisesparticularlywhenonepackagesupportsdynamicvariablereordering,
while the otherdoesnot. This is an issuebecausesupportingdynamicvariablereorderingrequires
additionaldatastructuresand indirectionoverheadsto the computationfor BDD construction.To
partiallyanswerthisquestion,westudiedapackagewith andwithout its supportfor variablereorder-
ing in place.Our preliminaryresultsshow that theadditionaloverheadto supportdynamicvariable
reorderinghasnomeasurableperformanceimpact.Thismaybedueto thefactthatBDD computation
is somemoryintensive,acoupleadditionalnon-memoryintensive operationscanbescheduledeither
by thehardwareor thecompilerwithoutany measurableperformancepenalty.

CacheHit Rate
The computed-cachehit rateis not a reliablemeasureof overall performance.In Section3.1.1,we
have shown thatwhenthecachehit rateis lessthan49%,a cachemisscanactuallyresultin a higher
hit rate. This is becausea cachemissgeneratesmoresubproblemsandthesesubproblems’results
couldhave alreadybeencomputedandarestill in cache.

Platform IndependentMetrics
Throughoutthis study, we have foundseveralusefulmachine-independentmetricsfor characterizing
theBDD computations.Thesemetricsare:# thenumberof subproblemsasameasurefor work,# themaximumnumberof live nodesasa measurefor thelowerboundonmemoryrequirement,# thenumberof subproblemsprocessedfor each breadth-first queuevisit to reflectthepossibility

of exploiting memorylocality usingthebreadth-firsttraversal,and# thenumberof nodesswappedwith their childrenduringdynamicvariablereorderingasamea-
sureof theamountof work performedin dynamicvariablereordering.

Thesemetricsareincorporatedin theBDD evaluationmethodologyasdescribedin Chapter3.

4.5 Issuesand OpenQuestions

CacheSizeManagement
In this study, we have found that the size of the computecachecan have a significantimpact on
model-checkingcomputations.Given that BDD computationsarevery memoryintensive, thereis
an inherentconflict betweenusinga larger cachefor betterperformanceandusinga smallercache
to conserve memoryusage. For BDD packagesthat maintainmultiple computecaches,thereare
additionalconflictsasthesecacheswill competewith eachotherfor thememoryresources.As the
problemsizesgetlarger, findingagooddynamiccachemanagementalgorithmwill becomemoreand
moreimportantfor building anefficientBDD package.

GarbageCollection Triggering Algorithm
Anotherdynamicmemorymanagementissueis the frequency of garbagecollection. The resultsin
Figure4.5(b)clearlysuggestthatdelayinggarbagecollectioncanbevery beneficial.Again, this is a
spaceandtime tradeoff issue.Onepossibilityis to invoke garbagecollectionwhenthepercentageof
unreachablenodesis highandtherebirthrateis low. Notethatfor BDD packagesthatdonotmaintain
referencecounts,therebirthrateis not readilyavailableandthusadifferentstrategy is needed.
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Resour
$

ceAwareness
Giventheimportanceof spaceandtimetradeoff, acommercialstrengthBDD packagenotonly needs
to know whento gobbleup the memoryto reducecomputationtime, it shouldalsobe ableto free
up spaceunderresourcecontention. This contentioncould comefrom differentpartsof the same
tool chainor from a completelydifferentapplication. Oneway to dealwith this issueis for BDD
packagesto becomemoreawareof the environment,in particular, the availablephysicalmemory,
variousmemorylimits, andthepagefault rate. This informationis readilyavailableto theusersof
modernoperatingsystems.Severalof theBDD packagesusedin thisstudyalreadyhavesomelimited
form of resourceawareness.However, this problemis still not well understoodandprobablycannot
beeasilystudiedusingthetrace-drivenframework.

CrossTop-Level Sharing
For the model-checkingtraces,why are thereso many subproblemsrepeatedacrossthe top-level
operations?This questionis particularly importantbecausethis may be the main reasonfor the
necessityof both muchbiggercacheand infrequentgarbagecollection. We have two conjectures.
First, thereis quitea bit of symmetryin someof theseSMV models.Theseinherentsymmetriesare
somehowcapturedby the BDD representation.If so, it might be moreeffective to usehigherlevel
algorithmsto exploit thesymmetriesin themodels.Theotherconjectureis thatthesameBDDsfor the
transitionrelationsareusedrepeatedlythroughoutmodelcheckingin thefixed-pointcomputations.
This repeateduseof thesamesetof BDDs increasesthe likelihoodof thesamesubproblemsbeing
repeatedacrosstop-level operations.At thispoint,wedonotknow how to validatetheseconjectures.
To betterunderstandthis property, onestartingpoint would be to identify how far apartare these
crosstop-level repeatedsubproblems;i.e., is it within one statetransition,within one fixed-point
computation,within onetemporallogic operator, or acrossdifferenttemporallogic operators?

Breadth-First’s Memory Locality
In thisstudy, wehave foundnoevidencethatbreadth-firstbasedtechniqueshaveany advantagewhen
the computationfits in the main memory. An interestingquestionwould be: As the BDD graph
sizesget much larger, is there goingto bea crossover point where thebreadth-first packageswill be
significantlybetter? If so,anotherissuewould befinding a gooddepth-firstandbreadth-firsthybrid
to getthebestof bothworlds.

InconsistentCrossPlatform Results
Inconsistency in timing resultsacrossmachinesis yet anotherunresolved issuein this study. More
specifically, for someBDD packages,theCPU-timeresultsonaUltraSparcII machineareupto twice
aslong asthecorrespondingresultsona PentiumPro,while for otherBDD packages,thedifferences
arenotsosignificant.Similar inconsistenciesarealsoobservedin theSentovich study[73]. A related
performancediscrepancy is that for the depth-firstbasedpackages,the garbagecollectioncost for
UltraSparcII is generallytwice ashigh asthatof PentiumPro.However, for thebreadth-firstbased
packages,the garbagecollection performancesbetweenthesetwo machinesare much closer. In
particular, for onebreadth-firstbasedpackage,theratio is verycloseto 1. Thisdiscrepancy maybea
reflectionof thememorylocality of theseBDD packages.To testthis conjecture,wehave performed
asetof simpleexperimentsusingsyntheticworkloads.Unfortunately, theresultsdid notconfirmthis
hypothesis.However, theseresultsdo indicatethatour PentiumPromachineappearsto have a better
memoryhierarchythanourUltraSparcII machine.A betterunderstandingof this issuecanprobably
shedsomelight onhow to improve memorylocality for BDD computations.

Pointer- vs. Index-BasedReferences
Another issueis that within the next ten years,machineswith memorysizesgreaterthan4 GByte
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aregoing to becomecommon.Thusthesizeof a pointer(i.e., memoryaddress)will increasefrom
32 to 64 bits. SincemostBDD packagestodayarepointer-based,thememoryusagewill doubleon
64-bit machines.Oneway to reducethis extra memoryoverheadis to useinteger indicesinsteadof
pointersto referenceBDDsasin thecaseof theABCD package.Onepossibledrawbackof anindex-
basedtechniqueis thatanextra level of indirectionis introducedfor eachreference.However, since
ABCD’s resultsaregenerallyamongthebestin this study, this providesa positive indicationthatthe
index-basedapproachmaybea feasiblesolutionto this impendingmemoryoverheadproblem.

ComputedCacheFlushing in Dynamic Variable Reordering
In Section4.3,weshowedthatdynamicvariablereorderingcangenerallyslow down theentirecom-
putationwhengivena reasonablygoodinitial variableorder. Sincethecomputedcacheis typically
flushedwhendynamicvariablereorderingtakesplace,it would beinterestingto studywhatpercent-
ageof theslowdown is causedby anincreasein theamountof work (numberof subproblems)dueto
cacheflushing. If this percentageis high, thenanotherinterestingissuewould be in finding a good
way to incorporatethecacheperformanceasaparameterfor controllingdynamicvariablereordering
frequency.

4.6 RelatedWork

In [73], Sentovich presentedaBDD studycomparingtheperformanceof severalBDD packages.Herstudy
coveredbuilding outputBDDsfor combinationalcircuits,computingreachabilityof sequentialcircuits,and
variablereordering.

In [57], Manneet al. performeda BDD studyexaminingthememorylocality issuesfor several BDD
packages.This work comparesthe hardware cachemiss rates,TLB miss rates,and pagefault ratesin
building theoutputBDDsfor combinationalcircuits.

In contrastto the Sentovich study, our studyfocusesin characterizingthe BDD computationsinstead
of doing a performancecomparisonof BDD packages.In contrastto the Mannestudy, our work uses
platformindependentmetricsfor performanceevaluationinsteadof hardwarespecificmetrics.Both types
of metricsareequallyvalid andcomplementary. Our studyalsodiffersfrom thesetwo prior studiesin that
ourperformanceevaluationis basedon theexecutionof amodelchecker insteadof benchmarkcircuits.

4.7 Summary

In this BDD performancestudy, we have significantlyimproved the overall performanceof variousBDD
packagesandhave alsolearneda numberinterestingcharacteristicsof BDD computationsin the context
of modelchecking.In particular, we have confirmedthatmodelcheckingandcombinationalcircuit com-
putationshave fundamentallydifferentperformancecharacteristics.Thesedifferencesincludethe effects
of thecachesize,thegarbagecollectionfrequency, thecomplementedgerepresentation,andthememory
locality for the breadth-firstBDD packages.For dynamicvariablereordering,we have introducedsome
new methodologiesfor studyingthe effectsof variablereorderingalgorithmsand initial variableorders.
Furthermore,from theseexperiments,we have uncovereda numberof openproblemsandfutureresearch
directions.

As this study is fairly limited in scope,especiallyfor the dynamicvariablereorderingphase,further
validationsof thehypothesesarestill necessary. It wouldbeespeciallyinterestingto repeatthesameexper-
imentsonexecutiontracesfrom otherBDD-basedtools.

Eventhoughthestudyis limited in scope,theresultsof this studyhave clearlydemonstratedthepower
of our evaluationmethodologyandtheimportanceof our collaborative efforts in advancingtheknowledge
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of BDD computations.



Chapter 5

BDD Optimizations for Conjunctive
Partitioning

Conjunctive partitioning is usedto representthe transitionrelation when the monolithic BDD represen-
tation is too big to build. The orderingand merging algorithmsof conjunctive partitionsplay an im-
portantrole in avoiding the BDD explosion of intermediateresults. In commonlyusedheuristics[40,
69], the orderingstepgreedilyschedulesthesepartitionsto quantify out morevariablesassoonaspos-
sible,while introducingfewer new variables.Themerging stepthententatively mergeseachof theordered
partitionswith its neighborsto reducethenumberof conjuncts,whichin turnreducesthenumberintermedi-
ateresultsduringimageandpre-imagecomputationsfor thesymbolicstatetraversal.Eachmergedresultis
keptonly if theresultgraphsizeis lessthana pre-determinedlimit, which wewill referto asthepartition-
sizelimit. Pleasereferto Section2.5.3for detailsof theconjunctive partitioningandtheearlyquantification
optimization.

Oneproblemwe have empiricallyobserved is that theperformanceimpactof conjunctive partitioning
algorithmstendsto beunstable;i.e.,smallperturbationsto adjustableparameters,suchasthepartition-size
limit, in the algorithmcanresult in big performancedifferences.In particular, differentmodel-checking
computationsoftenrequirevery differentpartition-sizelimits, wherea wrongchoiceresultsin eithercom-
pletefailureor significantperformancedegradationin bothspaceandtimeusage.

In this chapter, we describenew heuristicsthat utilize informationencodedin BDDs to helpstabilize
conjunctive partitioning.Our improvementsarebasedon theobservation thata potentialproblemwith the
previous approachesis that theorderingphasedoesnot accountfor its impacton thesubsequentmerging
phase.Our approachfor stabilizingconjunctive-partitioning algorithmis to useBDD characteristics,such
asthesupportvariablesandgraphsizes,to definethestrengthof interactionbetweeneachpairof partitions
andmergestronglyinteractingpartitionsasapreprocessingstep,andto applyaslightly modifiedversionof
theconventionalgreedyalgorithmfor orderingandmerging theconjunctive partitions. In Section5.1,we
describethiswork. Thenin Section5.2,wepresentexperimentalresultsontheimpactof our improvements
onperformancestability.

5.1 Our Conjunctive-Partitioning Algorithm

The main idea is to groupstrongly interacting partitionstogetherfirst. In our algorithm, the underlying
hypothesisis thattwo partitionsarestronglyinteracting if

1. they sharea large portionof supportvariables(variableswhosevalueshave direct influenceon the
function),and

77
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2. merging thesetwo partitionsresultsin aBDD thatis not too large.

Anotherkey ideaof ouralgorithmis theuseof tentativeBDD operationsto mergepartitions.A tentative
BDD operation is a BDD operationthat is restrictedto someresourcelimitations. Whena tentative BDD
operationexceedsthespecifiedresourcelimit, theoperationabortsassoonaspossibleandreturnsatokento
indicatethecomputationhasfailed. Our useof tentative BDD operationsis inspiredby ChenandBryant’s
short-circuiting techniquein the verificationof floating point adders[20], wherethe tentative operations
areusedto automaticallyremove the unnecessarypart of the circuit in conditionalsymbolicsimulation.
In our approach,we usetentative BDD operationsto boundthe cost of applying potentially expensive
optimizations.

In the implementationof tentative BDD operations,we usethenumberof sub-operationsgeneratedas
the time limit, anduseboth the resultinggraphsizeand the numberof newly generatedBDD nodesas
thespacelimit. Note that this definitionof thespacelimit boundsboth theadditionalmemoryusageand
theresultgraphsize. To implementthetime limit, we usea counterto trackthenumberof sub-operations
generatedsofar andabortwhenthecountexceedsthespecifiedlimit. For thespacelimit, we keepanother
counterto trackthenumberof new BDD nodesgeneratedandabortwhenthecountexceedsthespecified
spacelimit. Toproperlyimplementthespacelimit asdefined,whenthecomputationcompletessuccessfully,
weneedto checkthesizeof theresultgraphsincethisgraphmaycontainnodesthatexistedpreviouslyand
thusarenotaccountedfor by thecounterfor thenumberof new nodes.Notethatwhetheror nota tentative
operationwill be able to finish successfullyis somewhat unpredictablebecauseit dependson what sub-
operationsarecachedandwhatBDD nodesalreadyexist in thesystem.

Basedon theabove conceptof strongly interactingpartitionsandtentative operations,our conjunctive
partitioningalgorithmhasthreephases:pre-merging, ordering,andpost-merging. Notethatour algorithm
is basedon theRanjanet al.’s work [69]. Themaindifferenceis thatwe have addedthepre-merging phase
andthattheorderingphaseis basedondifferentheuristics(asdescribedbelow). Thephasesin ouralgorithm
are:

Pre-Merging

In this phase,stronglyinteractingpartitionsaremerged. Thestrengthof interactionis definedby theper-
centageof sharedsupportvariablesandthegrowth in thegraphsizeof themergedresult.Our pre-merging
algorithmis aniterativealgorithmwith eachsubsequentiterationrelaxingtheminimuminteraction-strength
requirementfor merging partitions.Thepurposeof this iterative approachis to mergemorestronglyinter-
actingpartitionsfirst. An alternative would beto usea priority queuethatprioritizesthemerging basedon
theinteractionstrength.

The corepre-merging algorithmthat we iterateover with different interactionstrengthrequirements
is shown in Figure5.1. The interactionstrengthrequirementsarecharacterizedby two input parameters:
minShareVarsRatio, which specifiestheminimumthresholdfor thenumberof supportvariablessharedby
two partitions,andgrowthLimit, whichspecifiesthemaximumgrowth in thegraphsizeof themergedresult
in comparisonto thegraphsizesof thetwo partitions.This algorithmalsotakestwo additionalparameters
sizeLimitandtimeLimitto limit thespaceandtimeusageof eachpairof partitionswe tried to merge.

The corepre-merging algorithmworks asfollows. For eachpair of partitions(line 1), we determine
if this pair satisfiestheminShareVarsRatiothreshold(lines2–5). If so,we tentatively tried to merge these
two partitions(line 6). If themergedresultcanbesuccessfullycomputed,thenwecheckto seeif theresult
BDD’sgraphsizesatisfiesthegrowthLimitconstraintonthemaximumgrowth limit (lines9–11).If so,then
this pair of partitionsis replacedby themergedresult(line 12) andthis processrepeatsfor thenext pair of
partitions.
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premerge cp tr(% , minShareVarsRatio, growthLimit, sizeLimit, timeLimit)
/* pre-merging for conjunctive partitioningof transitionrelation.
* % : thesetof partitionsascandidatesto bemerged.
* minShareVarsRatio: minimumvariable-sharingthresholdbeforetwo partitionsareto bemerged.
* growthLimit: limit on thegrowth of themergedgraphsize.
* sizeLimit: limit on themergedgraphsize.
* timeLimit: time limit setfor eachmergeoperation.
*/

1 for eachpair &(' and &*),+-% /* try to merge &.' with &/) */
2 numShareVars � �0�

support
è &(' ï 1 support

è &/) ï!�0�
3 minNumVars �325476 è8�0� support

è &(' ï!�0�Çì��0� support
è &/) ï!�0��ï

4 if (numShareVars / minNumVars) 9 minShareVarsRatio /* notenoughsharedvariables*/
5 go to beginningof theloop (line 1) andtry next pair
6 (merged, isSuccessful) � tentative and(&.' , &/) , sizeLimit, timeLimit)
7 if (

�
isSuccessful) /* exceededlimits */

8 go to beginningof theloop (line 1) andtry next pair
9 growth � graphsize(merged) / (graphsize(&(' ) + graphsize(&/) ))
10 if growth : growthLimit /* exceededgrowth limit */
11 go to beginningof theloop (line 1) andtry next pair

/* at thispoint,keepthemergedresult*/
12 %;� è %=<,>�&.' ì &/)@? ïBA > merged?
13 return %
Figure5.1: The corepre-merging algorithmfor merging strongly interacting componentsfor conjunctive
partitioningof transitionrelation. In this subroutine,thesupport()functionreturnsthesetof supportvari-
ables,thetentativeand()functionis thetentative operationof BooleanAND, andthegraph size()function
returnsthesizeof theBDD.
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Ordering

In this phase,a linearorderof thepartitionsis computedbasedon thenumberof earlyquantificationvari-
ables,the total numberof new variablesintroduced,the graphsizeof the partition, andthe growth ratio
if a partition is mergedwith its predecessorin the linear order. Basedon theseBDD characteristics,the
partitionsareorderedgreedily.

Our orderingalgorithmis shown in Figure5.2. This is a greedyalgorithmthatselectsthepartitionthat
scoresthehighestto bethenext partitionin theorder. Thescoringfunctionis shown in Figure5.3.

ordercp tr(% , quanVars)
/* orderingpartitionsof transitionrelation.
* % : thesetof partitionsto beordered.
* quanVars: thesetof quantifyingvariables.usedto determinebenefitsof earlyquantification.
*/

1 C=� emptylist /* initialize theresultorderedlist */
2 while % is notempty /* selectthenext partition*/
3 for each&D+E%
4 score[ & ] � cp computescore(& , C , %=<,>�&F? , C , quanVars)
5 & max � partition &G+-% with thehighestscore[ & ].
6 %;�3%=<,>�& maxH
7 CI� append

è C ì & max
ï

8 return C
Figure5.2: Algorithm for orderingpartitionsof transitionrelation. The orderingis performby greedily
orderingthe“best” partitionsbasedonascoringfunction.

Thescoringfunctionis basedon thefollowing six BDD characteristicsof apartition:

1. thenumberof supportvariablesin thesetof variablesto bequantified(line 1),

2. thenumberof variablesthatcanbequantifiedout if thepartitionis addednext to theorderedlist (line
2),

3. thenumberof variablesthatarenot in thesetof variablesto bequantified(line 3),

4. thenumberof new variablesintroducedif thepartitionis addednext (line 4),

5. theBDD graphsizeof thepartition(line5),and

6. the growth in the BDD graphsizeif this partition wereto be mergedwith the last partition in the
currentlyorderedlist C (lines6–7).

Thesecharacteristicsarechosenbecausethecostof a relational-productoperationdependsstronglyon the
numberof variables,thenumberof variablesto bequantified,andthegraphsizes.We addedthegrowth-
factorparameter(line 6) to accountfor thenext phase(post-merging) thatmergesneighboringpartitionsin
thelinearordertogether. Thevalueof thesecharacteristicsarethenweightedwith constantfactors( J ’s) to
computethescoreof thispartition(line 8).

The orderingalgorithm is a variant of the conjunctive partitioning by Ranjanet al. [69]. The only
differencesarein theheuristicscoringfunction“cp computescore”.Otherthantheadditionof thegrowth-
factorparameter(lines 6–7), anotherdifferenceis that we useabsolutenumbers,suchas the numberof
variablesto bequantified,insteadof relative numbers,suchasthepercentageof thenumberof variablesto
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cp computescore(& , C , K , quanVars)
/* computethescoreif & werethenext partitionto beaddto list C .
* & : thepartitionto bescored.
* C : list of partitionsorderedsofar.
* K : setof partitionsnotyetordered,excluding & .
* quanVars: thesetof quantifyingvariables.usedto determinebenefitsof earlyquantification.
*/
/* computethenumberof & ’s supportvariablesthatarein quanVars */

1 nInQuanVars � �0�
support

è & ïB1 quanVars
�0�

/* computethenumberof & ’s supportvariablesthatarein quanVars but not in any of partitionsin K */
2 nEarlyQuanVars � �0� è

support
è & ïB1 quanVars

ï <MLONQPSR support
è � ï!�0�

/* computethenumberof & ’s supportvariablethatarenot in quanVars */
3 nNonQuanVars � �0�

support
è
t
ï < quanVars

�0�
/* computethenumberof new variablesthat & would introduce*/

4 nNewNonQuanVars � �0� è
support

è & ï < quanVars
ï < LUT7PWV support

è/Xï!�0�
/* computethegraphsize & */

5 nNodes� graphsize(& )
/* computethegrowth factorif & is mergedwith thelastpartitionin C */

6 & last � lastpartitionin list C
7 growth � graphsize(&�Y& last) / (graphsize(& ) + graphsize(& last))

/* computetheoverall scoreof adding& next. J ’sarepre-selectedconstantweights.*/
8 score ��J ë[Z]\_^F\a`cbedS\Gfed@gih + J íDZj\_kMd@gFlnmo`cbod@\GfedSgFh + Jqp Z@\sr�tS\�`cbod@\GfedSgFh +Jvu Zj\_rOwyx�rztS\a`cbedS\Gfed@gih + Jq{ Zj\_rzt�|]wQh + Jq} Z�~@g�tSx����
9 returnscore

Figure5.3: Computethescoringfunctionfor choosingthenext partitionto beadded.In thissubroutine,the
support()functionreturnsthesetof supportvariables,andthegraph size()functionreturnsthesizeof the
BDD.
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be
�

quantified.Webelieve thatthecostof computingtherelational-productoperationis moredirectlyrelated
to absolutenumbersinsteadof relative numbers,

Post-Merging

In thisphase,theorderedpartitionsaremergedwith theirneighborsin linearorder. Thepurposeof thisstep
is to reducethenumberof partitionsandthusreducethenumberof intermediateresultsin computingthe
imageandthepre-imagecomputation.Ourpost-merging algorithmis aniterative algorithmwith themerg-
ing constraints(graphsizeandgraphgrowth) successively relaxedfrom oneiterationto thenext. Similar to
thepre-merging algorithm,thepurposeof this iterative approachis to mergethestronglyinteractingparti-
tionsfirst. However, sincethepartitionsarealreadylinearly ordered,themergeis only performedbetween
neighboringpartitionsin theorder.

Thecorepost-mergingalgorithm(Figure5.4)worksasfollows. Givenalinearlyorderedlist of partitionsC , remove thefirst partition( & ) in thelist (lines3–4)andtry to mergewith thenext partition( � ) in the list
(lines 6–7). If the merge doesnot exceedthe size limit, then checkthat the graphsize of the merged
resultalsosatisfiesthegrowth-factorconstraint(lines10–12). If thegraphsizesatisfiesthegrowth-factor
constraint,thencontinueto mergewith thenext partition in the list (lines13–14). If eitherthegraph-size
constraintor thegrowth-factorconstraintfails (lines8–9,11–12),thenkeepthemergedresult(line 15) and
repeatthisentireprocessuntil thelist C is empty(line 2).

postmerge cp tr( C , growthLimit, sizeLimit)
/* post-merging stepto mergepartitionsadjacentto eachotherin C with
* thefollowing constraints:
* growthLimit: limit on thegrowth of themergedgraphsize.
* sizeLimit: limit on themergedgraphsize.
*/

1 ��� emptylist /* initialize theresultorderedlist */
2 while C is notempty
3 &�� first elementin C
4 remove & from C
5 while C is notempty /* mergeasmany neighborsto & aspossible*/
6 �-� first elementin C
7 (merged, isSuccessful) � tentative and(& , � , sizeLimit)
8 if (

�
isSuccessful) /* exceededsizelimit */

9 gotoline 15 /* donewith thismerging. */
10 growth � graphsize(merged) / (graphsize(& ) + graphsize(� ))
11 if growth : growthLimit /* exceededgrowth limit */
12 gotoline 15 /* donewith thismerging */

/* mergeis successful*/
13 remove � from C
14 &�� merged
15 ��� append

è � ì & ï
16 return �
Figure5.4: The corepost-merging algorithmfor conjunctive partitioning. Merge adjacentpartitionswith
the specifiedsizeandgrowth constraints.In this subroutine,the tentativeand() function is the tentative
operationof BooleanAND, andthegraph size()functionreturnsthesizeof theBDD.
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5.2
�

Evaluation

5.2.1 Experimental Setup

The benchmarksuite usedis a collection of 58 SMV modelsgatheredfrom a wide variety of sources,
includingthe16modelsusedin theBDD performancestudydescribedin Chapter4. In 10 models,thereis
only onetransitionrelationfor thewholesystem(insteadof onetransitionrelationfor eachstatevariable)
andthusconjunctive partitioninghasno effect on thesemodels.Out of theremaining48 models,21 very
smallmodels( 9 10seconds)areeliminated.Thereis onemodelthatis toolargefor SMV to verify andmay
requireotherclassesof optimizations,suchascone-of-influenceanalysis,to reducethemodelfirst. Wealso
excludedthis modelfrom theexperiments.In thefollowing, theexperimentalresultsreportedarebasedon
theremaining27models.

Theresultsreportedin this sectionarelabeledwith thefollowing keys to indicatewhich optimizations
areenabled:

BASE: thebasecaseusingthealgorithmby Ranjanetal. [69]; i.e.,theirorderingheuristicplus
thepost-merging phase.

PreMerge: thebasecasewith theadditionof thepre-merging preprocessingstep.

ORDER: thebasecasewith theorderingphasemodifiedto useourscoringheuristicsinstead.

OURS: PreMerge plus ORDER case;i.e., with all the techniquesdescribedin this chapter
turnedon.

Thepartition-sizelimits usedin thisexperimentsare:1,1000,10,000,100,000,1million, and10million
BDD nodes.Thepartition-sizelimit of 1 meansthatonly theorderingphaseis active becausemerging can
only occurwhentheBDD sizeis lessthanthepartition-sizelimit. Note that thepartition-sizelimit of 10
million is quite large(i.e., eachBDD canuseup to 160MByte of memory).Theusualpracticeis to usea
limit of nogreaterthan10,000nodes.Westudiedtheresultsupto thepartition-sizelimit of 10million node
becausethat’s whenouralgorithmstartedto behave badly.

We performedthe evaluationusing the Symbolic Model Verifier (SMV) model checker [58] from
Carnegie Mellon University. For theorderingphaseusingour scoringfunction,thevaluesof theconstant
weights( Jv' ’s)areasfollows:

J ë ð �µì
J í ð ��ì
J�p ð ýM� ì

J u ð �µì
Jq{ ð �µì
J } ð ýz� �

Thesevaluesarenot determinedvery systematically. They werechosenbasedon experimentalresults
onasetof medium-sizemodels(roughly30–100secondsrunningtime)in thebenchmarksuite.Weadjusted
theweightsuntil theseexamples’runningtime for partition-sizelimit of 5000nodesis atmosta factorof 3
slowerthanwithoutconjunctivepartitioning(i.e.,usingamonolithicBDD for theoveralltransitionrelation).
Another generalcriteria we usedis to have as few non-zeroweightsas possible. Using thesecriteria,
only threeout of thesix parametersarechosen:(1) J í , theweight for thenumberof earlyquantification
variables,(2) Jqp , theweightfor thenumberof non-quantifyingvariables,and(3) J } , thegrowth factorif
mergedwith thelastpartitionin currentlyorderedlist.

Theevaluationwasperformedon a 200MHzPentium-Prowith 1 GB of memoryrunningLinux. Each
runwaslimited to 3 hoursof CPUtimeand900MByte of memory. All thetiming resultsshown laterin this
sectionwerenormalizedagainstthebestrunningtimeacrossall 24combinations—6differentpartition-size
limits over4 differentsetups(BASE, PreMerge, ORDER, andOURS).
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5.2.2 Overall Results

Figure5.5showstheoverall impactof our improvements.For thetwo boundarycases,partition-sizelimit of
1 and10 million, our optimizations(OURS) performaspoorly asthebasecase(BASE). For partition-size
limit of 1000,OURS begins to performbetterthanBASE. For theremainingpartition-sizelimits (10,000
to 1 million), OURS performsmuchbetterthanBASE. In particular, within this range,OURS canfinish
all the models. This resultshows that our improvementshave greatlystabilizedthe conjunctive-partition
algorithmbecauseit now workswell for a wide rangeof partition-sizelimits (10,000to 1 million) with the
worst casepenaltyto be arounda factorof 15 slowdown in comparisonthe bestof all combinationswe
tested.In thefollowing sections,weexaminetheimpactof our improvementsin moredetail.
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Figure5.5: Overall impactof ourimprovements.Theresultfor eachmodelis normalizedto thebestrunning
timeacrossall runs.
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5.2.3 Impact of Pre-Merging

To studytheimpactof ourpre-merging heuristic,wecompareits effectsbothwith andwithoutourchanges
to the orderingphase. Figure 5.6 comparesthe resultswithout our changesto the orderingphase;i.e.,
BASE vs.PreMerge. Theresultsshow thatoverall,addingthepre-merging phasedecreasesthenumberof
failed casesandgenerallyimprovesperformance.Onenotableexceptionis for the benchmarkmodel25,
PreMerge fails to completefor boththepartition-sizelimit of 10,000and100,000nodes.

Impact of Pre-Merging: BASE vs.PreMerge
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Figure5.6: Impactof pre-merging phase:without our improved orderingalgorithm. The result for each
model is normalizedto the bestrunningtime acrossall runs. Note that the partition-sizelimit of 1, the
mergingdoesnotoccurandthustheresultsarethesame.
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Figure5.7shows theimpactof thepre-mergephasein presenceof ourorderingheuristicby comparing
theresultsbetweenORDER andOURS. Similar to theprevioussetof results,theseresultsshow that the
pre-merging phasehelpsto decreasethe numberof failed casesandto improve the overall performance.
This andthe previous setof resultsprovide a strongevidencethat the pre-merging phase,independentof
ourorderingphase,is effective in stabilizingtheconjunctive-partition algorithm.

Impact of Pre-Merging: ORDER vs.OURS
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Figure5.7: Impactof pre-merging phase:with our improvedorderingalgorithm.Theresultfor eachmodel
is normalizedto the bestrunningtime acrossall runs. Note that thepartition-sizelimit of 1, the merging
doesnotoccurandthustheresultsarethesame.
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5.2.4 Impact of Our Ordering Heuristic

To studythe impactof our changesto the orderingphase,we compareits effectsboth with andwithout
thepre-merging phase.Figure5.8comparestheresultswithout thepre-merging: BASE vs.ORDER. The
resultsshow thatour orderingheuristichelpsto reducethenumberof failedcases.Onenotablecaseis that
for thelimit of 100,000nodes,usingourorderingheuristic,weareableto finishall thecaseswithin atmost
a factorof 15slower thanthebest.

Impact of Our Ordering: BASE vs.ORDER
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Figure5.8: Impactof our improvedorderingalgorithm:without pre-merging. Theresultfor eachmodelis
normalizedto thebestrunningtimeacrossall runs.



88 CHAPTER5. BDD OPTIMIZATIONSFORCONJUNCTIVEPARTITIONING

Figure5.9showstheimpactof ourorderingheuristicin presenceof thepre-mergingphasebycomparing
the resultsbetweenORDER andOURS. Similar to the resultswithout pre-merging phase,our ordering
heuristicimprovestheoverallperformancein general.

Combiningtheresultsfrom thissectionandfrom theprevioussection,weconcludethatthepre-merging
phaseand our orderingheuristiccomplementeachother in producinga much more stableconjunctive-
partitionalgorithm.

Impact of Our Ordering: PreMergevs.OURS
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Figure5.9: Impactof our improved orderingalgorithm: with pre-merging. The result for eachmodelis
normalizedto thebestrunningtimeacrossall runs.
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5.3
�

Summary

The main idea in our improvementsis to useBDD characteristicsto clusterpartitionsthat would merge
well together. Theexperimentalresultsshow thatouroptimizationshavesuccessfullyimprovedthestability
of theconjunctive-partitioning algorithm. In particular, for a wide rangeof partition-sizelimits (10,000to
1 million), the improvedalgorithmhastheworst-casepenaltyof arounda factorof 15 slowdown in com-
parisonto manuallyfinding the bestparameters.This stability result implies lessmanualintervention is
necessarybecausethepenaltyfor choosingthewrongparametersettingis now muchlesssevere. Further-
more,becausetherangeof goodparametersettingsis solarge,the likelihoodof makinga wrongchoiceis
alsosignificantlydecreased.

However, a factorof 15slower thanmanuallyfindingthebestsetof parametersstill leavesa lot of room
for further improvement. Onefundamentalproblemthat we did not solve in this thesisis that we do not
have a goodobjective functionfor quickly andaccuratelyevaluatingthegoodnessof theresultsproduced
by differentconjunctive-partitioning algorithms. From optimizationpoint of view, an accurateobjective
function,oncefound,canbeusedto designnew heuristics.In particular, givensuchanobjective function,
thereare powerful optimizationtechniquesfrom AI domainsthat will help us find a good heuristicfor
solving theseNP-hardproblems.In general,the lack of goodobjective functionsis a fundamentalreason
why many model-checkingoptimizationsareunstable.In Chapter7, we will discussour ongoingresearch
to addressthis issue.
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Chapter 6

BDD Optimizations for Constraint-Rich
Models

Thischaptercombinestheimprovementsmadein thepreviouschapterswith a new setof BDD-basedopti-
mizationsandappliesthemto enabletheverificationof aclassof real-world applicationsthathavecomplex
time-invariant constraints.An exampleof constraint-richsystemsis the symbolicmodelsdevelopedby
NASA for on-line fault diagnosis[81]. Thesemodelsdescribethe operationof componentsin complex
electro-mechanicalsystems,suchasautonomousspacecraftor robotexplorers.Themodelsconsistof inter-
connectedcomponents(e.g.,thrusters,sensors,motors,computers,andvalves)anddescribehow themode1

of eachcomponentchangesover time. Basedonthesemodels,theLivingstonediagnosticengine[81] mon-
itors sensorvaluesanddetects,diagnoses,andtries to recover from inconsistenciesbetweentheobserved
sensorvaluesandthepredictedmodesof thecomponents.Therelationshipsbetweenthemodesandsensor
valuesareencodedusingsymbolicconstraints.Constraintsbetweenstatevariablesarealsousedto encode
interconnectionsbetweencomponents.We have developedanautomatictranslatorfrom suchfault models
to SMV (SymbolicModel Verifier) [58], wheremodetransitionsareencodedas transitionrelationsand
state-variableconstraintsaretranslatedinto setsof time-invariantconstraints.

To verify constraint-richsystems,we introducetwo new optimizations.Thefirst optimizationis a sim-
ple extensionof the conjunctive-partitioning algorithm. The other is a collectionof BDD-basedmacro-
extractionandmacro-expansionalgorithmsto remove redundantstatevariables.We show that thesetwo
optimizationsareessentialin verifying constraint-richproblems.In particular, theseoptimizationshave en-
abledtheverificationof fault diagnosismodelsfor theNomadrobot (anAntarcticmeteoriteexplorer) [5]
andthe NASA DeepSpaceOne(DS1) spacecraft[7]. Thesemodelscanbe quite large, with up to 1200
statebits.

In this chapter, we first briefly describehow time-invariantconstraintsarisenaturallyfrom modeling
(Section6.1).Wethenpresentournew optimizations:anextensionto conjunctivepartitioning(Section6.2),
andBDD-basedalgorithmsfor eliminatingredundantstatevariables(Section6.3). We thenshow the re-
sultsof a performanceevaluationon the effectsof eachoptimization(Section6.4). Finally, we present
a comparisonto prior work (Section6.5). The work describedin this chaptercanalsobe found in [85,
86].

1A modeof acomponentqualitatively describesthestateof acomponent.For example,themodeof a thruster’s forceis oneof
thefollowing: low, nominal, or high.
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6.1
�

Time-Invariant Constraints and Their CommonUsages

In symbolicmodelchecking,time-invariantconstraintsspecifytheconditionsthatmustalwayshold. More
formally, let � ë , . . . , � T bethetime-invariantconstraintsandlet ��� ð � ë 5� í  �0�0� 5� T . Then,in symbolic
statetraversal,we consideronly stateswhere � is true. We refer to � as the constrained space. More
specifically, the image andthepre-image of the transitionrelation % on a stateset � , while restrictingthe
computationsto theconstrainedspace� , arecomputedasfollows:

image�B� è � ï � ð � è
����ï  	e� ��� % è
�qìF���ôï  è � è
�¡ï E� è
� ïñï��ì
pre-image� è � ï � ð � è
�Úï  	e��� ��� % è
�qìF�z��ï  è � è
����ï �� è
����ïñï�� �

To motivatehow time-invariantconstraintsarisenaturallyin modelingcomplex systems,we describe
threecommonusages.Onecommonusageis to makethesamenon-deterministicchoiceacrossmultipleex-
pressionsin transitionrelations.For example,in amaster-slave model,themastercannon-deterministically
choosewhich setof idle slavesto assignthependingjobs,andtheslaves’ next-statevalueswill dependon
thechoicemade.Tomodelthis,let f bethefunctionrepresentinghow themastermakesits non-deterministic
choice.Notethatwe areusingthebold-facefont to emphasizethatthefunction f returnsa set(of possible
choices). If the slaves’ transitionrelationsaredefinedusing f directly, theneachuseof f makes its own
non-deterministicchoiceindependentof otheruses.Thus,to ensurethat all the slavesseethe samenon-
deterministicchoice,a separatestatevariable � is usedto recordthe choicemade,and � is thenused(in
its presentstateform) to definetheslaves’ transitionrelations.This recordingprocessis expressedasthe
time-invariantconstraint��+ f.

Anothercommonusageis for establishingtheinterfacebetweendifferentcomponentsin a system.For
example,supposetwo componentsareconnectedwith a pipe of a fixed capacity. Then,the input of one
componentis theminimumof thepipe’s capacityandtheoutputof theothercomponent.This relationship
is describedasa time-invariantconstraintbetweentheinputandtheoutputof thesetwo components.

Thethird commonusageis specificusesof genericparts.For example,abi-directionalfuel pipemaybe
usedto connecttwo components.If wewantto makesurethefuel flowsonly oneway, weneedto constrain
thevalvesin thefuel pipe.Theseconstraintsarespecifiedastime-invariantconstraints.In general,specific
usesof genericpartsarisenaturallyin both thesoftwareandthehardwaredomainaswe oftenusegeneric
building blocksin constructingacomplex system.

In theexamplesabove, theuseof time-invariantconstraintsis notalwaysnecessarybecausesomethese
constraintscanbe directly expressedasa part of the transitionrelationandthe associatedstatevariables
canberemoved.For example,aspecificuni-directionalfuel pipecanbeusedin theabove exampleinstead
of a genericbi-directionalfuel pipeandthuswould eliminatetheextra statevariableneededto specifythe
directionof the valves. However, theseconstraintsareusedto facilitatethe descriptionof the systemor
to reflecttheway complex systemsarebuilt. Without theseconstraints,multiple expressionswill needto
be combinedinto possiblya very complicatedexpression.Performingthis transformationmanuallycan
be labor intensive and error-prone. Thus it is up to the verification tool to automaticallyperform these
transformationsandremove unnecessarystatevariables.Our optimizationsfor constraint-richmodelsare
to automaticallyeliminateredundantstatevariables(Section6.3) andpartition the remainingconstraints
(Section6.2).

6.2 ExtendedConjunctive Partitioning

Thefirst optimizationis theapplicationof theconjunctive-partitioning algorithmonthetime-invariantcon-
straints.Thisextensionis derivedbasedontwo observations.First,aswith thetransitionrelations,theBDD
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representationfor time-invariantconstraintscanbetoo largeto berepresentedasamonolithicgraph.Thus,
it is crucialto representtheconstraintsasasetof conjunctsratherthana monolithicgraph.

Second,in constraint-richmodels,many quantifyingvariables(variablesbeingquantified)donotappear
in thetransitionrelation.Therearetwo commoncausesfor this. First,whentime-invariantconstraintsare
usedto makethesamenon-deterministicchoices,variablesareintroducedto recordthesechoices(described
asthefirst examplein Section6.1). In thetransitionrelation,thesevariablesareusedonly in their present-
stateform. Thus,theircorrespondingnext-statevariablesdonotappearin thetransitionrelation,andfor the
pre-imagecomputation,thesenext-statevariablesarepartsof thequantifyingvariables.Theothercauseis
thatmany statevariablesareusedonly to establishtime-invariantconstraints.Thus,both thepresent-and
thenext-stateversionof thesevariablesdonotappearin thetransitionrelations.

Basedonthisobservation,wecanimprovetheearly-quantificationoptimizationby pulling outthequan-
tifying variables(

� �� ) thatdo notappearin any of thetransitionrelations.Then,thesequantifyingvariables
(
� �� ) canbeusedfor earlyquantificationin conjunctive partitioningof theconstrainedspace( � ) wherethe

time-invariantconstraintshold. Formally, let � ë �� í  �0�0� ���� betheconjunctive partitioningof thetran-
sition relationwith

� ' , a subsetof
�

, beingthesetof variablesthatdo not appearin any of thesubsequent� ) ’s,where ���¡ G� ê and  c9=¢Y� ê . Let
� � , a subsetof

�
, bethesetof quantifyingvariablesthatdo not

appearin any of the � ' ’s. Let £ ë ì £ í ì �0�0� ì £¥¤ bethepartitionsproducedby theconjunctive partitioningof
theconstrainedspace� , where � ð £ ë q£ í  �0�0� v£ ¤ . Let Jv' , a subsetof

� � , be thesetof variables
thatdo not appearin any of thesubsequent£ ) ’s, for �-�¦ ��¦§ and  �9¨¢��©§ . Then,theconjunctive
partitioningof theimagecomputationfrom Section2.5.3is extendedto beª ë � ð 	 J ë ��� £ ë�è
�¡ï �� è
�Úï��ª í � ð 	 J í ��� £ íîè
�¡ï  ª ë.�

...ª ¤ � ð 	 J ¤ ��� £ ¤ è
�¡ï  ª ¤ ù ë��
òæë � ð 	e��ë ��� � ë�è
� ìF� � ï  ª ¤ �òÕí � ð 	e��í ��� � íîè
� ìF� � ï  òÒë«�

...ò � � ð 	e� � ��� �¬� è
� ìF� � ï  ò � ù ë �
image��� è � ï � ð � è
� � ï  ò �

Similarly, thisextensionalsoappliesto thepre-imagecomputation.

6.3 Elimination of RedundantStateVariables

Our secondoptimizationfor constraint-richmodelsis targetedat reducingthe statespaceby removing
unnecessarystatevariables.Thisoptimizationis asetof BDD-basedalgorithmsthatcomputeanequivalent
expressionfor eachvariableusedin the time-invariant constraints(macro extraction) and then globally
replaceasuitablesubsetof variableswith theirequivalentexpressions(macro expansion) to reducethetotal
numberof variables.

The useof macrosis traditionally supportedby languageconstructs(e.g.,DEFINE in the SMV lan-
guage[58]) andby simplesyntacticanalysessuchasdetectingdeterministicassignments(e.g.,  ð ð®�
where is astatevariableand

�
is anexpression)in thespecifications.However, in constraint-richmodels,

thetime-invariantconstraintsareoftenspecifiedin a morecomplex mannersuchasconditionaldependen-
cieson otherstatevariables;e.g.,

ò�¯ è  ð ð��Òï
astheconditionalassignmentof expression

�
to variable
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 when
ò

is true.To identify thesetof valid macrosin suchmodels,weneedto combinetheeffectsof mul-
tiple constraints.Onedrawbackof syntacticanalysisis that,for eachtypeof expression,syntacticanalysis
will needto adda templateto patternmatchtheseexpressions.Anothermoreseveredrawbackis that it is
difficult for syntacticanalysisto estimatethe actualcostof instantiatinga macro. Estimatingthis cost is
importantbecausereducingthenumberof variablesby macroexpansioncansometimesresultin significant
performancedegradationcausedby large increasesin otherBDDs’ sizes.Thesetwo drawbacksmake the
syntacticapproachunsuitablefor modelswith complex time-invariantconstraints.

Our approachusesBDD-basedalgorithmsto analyzetime-invariantconstraintsandto derive thesetof
possiblemacros. The corealgorithmis a new assignment-extractionalgorithmthat extractsassignments
from arbitraryBooleanexpressions(Section6.3.1).For eachvariable,by extractingits assignmentform,we
candeterminethe variable’s correspondingequivalentexpression,andwhenappropriate,globally replace
the variablewith its equivalentexpression(Section6.3.3). The strengthof this algorithmis that by using
BDDs,thecostof macroexpansioncanbebettercharacterizedbecausethemodel-checkingcomputationis
performedusingBDDs.

Notethattherehavebeenanumberof researcheffortsonBDD-basedredundantstate-variableremoval.
To bettercompareour approachto thesepreviousresearchefforts,we postponethediscussionof this prior
work until Section6.5,afterdescribingouralgorithmsandtheperformanceevaluation.

6.3.1 BDD-BasedAssignmentExtraction

Theassignment-extractionproblemcanbestatedasfollows: given anarbitraryBooleanfunction
�

anda
variable� (where� canbenon-Boolean),find g and

�
suchthat

# ��ðè � + g
ï  � ,

# g doesnotdependon � , and

# �
is aBooleanfunctionanddoesnotdependon � .

Wereferto theexpression
è � + g

ï
asanon-deterministicassignmentto thevariable� from thevaluesin the

setreturnedby thefunctiong. This terminologyis derivedfrom thefact that this expressionis structurally
similar to theassignmentof thenext-statevaluesof statevariablesasdescribedin Section2.5.1.

In thecasethatg alwaysevaluatesto asingletonset,theassignment
è � + g

ï
is deterministic.A solution

to this assignment-extractionproblemis asfollows:� ð 	 ��� �
t
ð °

� PS±[² ITE
è*��� ³ � � ì > ê ? ìi´îï

g
ð

restrict
è
t
ì � ï

where µ ³ is thesetof all possiblevaluesof variable � , andrestrict (describedin Section2.3.2)is a care-
spaceoptimizationalgorithmthat tries to reducethe BDD size(of t) by collapsingthe don’t-carespace
(
� �

). The BDD algorithm for the L � P@± ² operatoris similar to the BDD algorithm for the existential
quantificationwith the � operatorreplacedby the

A
operatorfor variablequantification. A correctness

proofof thisalgorithmis shown in thenext subsection.
Note that in theassignment-extractionalgorithm,theuseof the restrictalgorithmis not necessary. In

fact,any care-spaceoptimizationalgorithmscanbeusedinsteadof therestrictalgorithm.Wechooseto use
therestrictalgorithmbecauseit workswell in practicefor otherpartof model-checkingcomputations.
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6.3.2 CorrectnessProof for Assignment-ExtractionAlgorithm

In this section,we presenta correctnessproof for the assignment-extraction algorithm in Section6.3.1.
Beforepresentingthemainresult,wefirst stateandprove two supportinglemmas.

Lemma 1 Givenanycare-spaceoptimizationcare-opt. Then,for anyfunctiont, Booleanfunction
�
, and

variable � , è � + care-opt
è
t
ì � ïñï  � ð care-opt

è � + t
ì � ï  � �

Proof
By thedefinitionof thecare-spaceoptimization,wehave thefollowing properties:� ¯ è

care-opt
è
t
ì � ï ð ð

t
ï�ì� ¯ � care-opt

è � + t
ì � ïÙð ð!è � + t

ï�� �
Therefore,

è � + care-opt
è
t
ì � ïñï  � ð è � + t

ï  �ð
care-opt

è � + t
ì � ï  � � ¶

Lemma 2 Givenanarbitrary Booleanfunction
�

anda variable � . Let

t
ð °� P@± ² ITE

è*��� ³ � � ì > ê ? ìi´îï�ì
where µ ³ is thesetof all possiblevaluesof variable � . Then,

è � + t
ïqð�� �

Proof � + t
ð ·

� � PS±[²
è � ð ð ê � ï  è"ê � + t

ï
ð ·

� � PS± ²
è � ð ð ê � ï  � ê � + °� PS± ² ITE

è*��� ³ � � ì > ê ? ìi´îï��
ð ·

� � PS±[²
è � ð ð ê � ï  ·

� PS±[² �
ê � + ITE

è*��� ³ � � ì > ê ? ìi´îï��
ð ·

� � PS± ²
è � ð ð ê � ï  ·� PS± ² ITE

è*��� ³ � � ì�ê � +�> ê ? ì�ê � + ´îï
ð ·

� � PS± ²
è � ð ð ê_��ï  ·

� PS±[² ITE
è*��� ³ � � ì�ê_� +�> ê ? ì8��ï

ð ·
� � PS± ²

è � ð ð ê � ï  ITE
è*��� ³ � � � ì�ê � +�> ê � ? ì8��ï

ð ·
� � PS± ²

è � ð ð ê � ï  ITE
è*��� ³ � � � ì � ì8��ï

ð ·
� � PS±[²

è � ð ð ê � ï  ��� ³ � � �
ð � � ¶
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Usingthetwo lemmasabove,wecannow prove thecorrectnessof theassignment-extractionalgorithm.

Theorem 1 Givenanarbitrary Booleanfunction
�

anda variable � . Let� ð 	 ��� �Õì
t
ð °

� PS± ² ITE
è*��� ³ � � ì > ê ? ìi´îï�ì

g
ð

care-opt
è
t
ì � ï�ì

where care-opt is any care-spaceoptimizationalgorithm and care-opt
è
t
ì � ï

doesnot dependon any new
variables(otherthanthosealreadyin t and

�
). Then,thefollowingconditionsare true.

1.
��ðè � + g

ï  � ,

2. g doesnotdependon � , and

3.
�

is a Booleanfunctionanddoesnotdependon � .

Proof
To prove Condition1, weapplybothLemma1 andLemma2 in thefollowing derivation:

è � + g
ï  � ð è � + care-opt

è
t
ì � ïñï  �ð

care-opt
è � + t

ì � ï  �ð
care-opt

è*�Õì � ï  �ð �  �ð �  	 ��� �ð �
Condition2 is truebecauset doesnot dependon � (by construction)andthecare-optalgorithmdoes
not introducenew variabledependencies(given).Condition3 is truebecause

�
is aBooleanfunction

and
� ð�	 ��� � is aBooleanfunctionthatdoesnotdependon � . ¶

6.3.3 Macro Extraction and Expansion

In this section,we describethe elimination of statevariablesbasedon macroextractionand macroex-
pansion. The first stepis to extract macroswith the algorithmshown in Figure6.1. This algorithmex-
tractsmacrosfrom the constrainedspace( � ), which is representedasa setof conjuncts.It first usesthe
assignment-extractionalgorithmto extractassignmentexpressions(line 5). It thenidentifiesthedetermin-
istic assignmentsascandidatemacros(line 6). For eachcandidate,thealgorithmdeterminesif instantiating
themacromaybebeneficial(line 7). Thistestis basedontheheuristicthatif theBDD sizeof amacrois not
too largeandits instantiationdoesnotcauseexcessive increasein otherBDDs’ sizes,theninstantiatingthis
macromaybebeneficial.If theresultingright-hand-sideg is not a singletonset,it is keptseparately(line
9). Theseg’s arecombinedlater (line 10) to determineif their intersectionwould resultin a macro(lines
11–13).Finally, thisalgorithmreturnsthesetof selectedmacros(line 14).

After themacrosareextracted,thenext stepis to determinethe instantiationorder. Themainpurpose
of this algorithm(in Figure6.2) is to remove circular dependencies.For example,if onemacrodefines
variable� ë to be

è � í  � p ï anda secondmacrodefines� í to be
è � ë � � u ï , theninstantiatingthefirst macro

resultsin a circulardefinition in thesecondmacro( � íxð è � í  � p ï � � u ) andthusinvalidatesthis second
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extract macros(¸ , ¹ )
/* Extractmacrosfor variablesin ¹ from

theset ¸ of conjunctsrepresentingtheconstrainedspace*/
1 º¼»¾½ /* initialize thesetof macrosfoundsofar */
2 for each¿�ÀU¹
3 Á©»¾½ /* initialize thesetof non-singletonsfoundsofar */
4 for eachÂÃÀU¸ suchthat Â dependson ¿
5 Ä g Å«ÆÈÇB» assignment-extraction ÄÉÂ_Å(¿SÇ /* ÂzÊ�Ä7¿zÀ gÇoËUÆ */
6 if (g alwaysreturnsa singletonset) /* macrofound*/
7 if (is-this-result-good(g))
8 º¼»ÍÌWÄ�¿ÈÅ gÇ«Î�ÏUº
9 elseÁ¦»ÐÌ g Î�ÏOÁ
10 g’ »ÒÑ g Ó�Ô g
11 if (g’ alwaysreturnsasingletonset) /* macrofound*/
12 if ((is-this-result-good(g’))
13 º�»ÍÌWÄ�¿ÈÅ g’ Ç«Î¬ÏOº
14 return º
Figure6.1: Macro-extractionalgorithm.In lines7 and12, “is-this-result-good” usesBDD properties(such
asgraphsizes)to determineif theresultshouldbekept.

macro. Similarly, thereverseis alsotrue. To determinethesetof macrosto remove, thealgorithmbuilds
a dependencegraph(line 1) andbreakscircular dependenciesbasedon graphsizes(lines 2–4). It then
determinestheorderingof theremainingmacrosbasedon thetopologicalorder(line 4) of thedependence
graph.

Finally, in the topologicalorder, eachmacro
è � ì gï is instantiatedin the remainingmacrosandin all

otherexpressions(representedby BDDs) in the system,by substitutingthe variable � with its equivalent
expressiong.

ordermacros(º )
/* Determinetheinstantiationorderof themacrosin set º */
/* first build thedependencegraphÕÖÊ×Ä�ºIÅ(ØÙÇ */

1 Ø�Ê=ÌWÄ7Ú�Å�ÛjÇiÜ ÚOÊ×Ä7¿�ÝÈÅ gÝ Ç¬ÀÞºIÅ(ÛßÊ�Ä7¿�àSÅ gà Ç¬À5ºIÅ gà dependson ¿�Ý@Î
/* thenremovecirculardependences*/

2 while therearecyclesin Õ ,
3 º�á-» setof macrosthatarein somecycle
4 removethemacrowith largestBDD sizein ºEá
5 returna topologicalorderingof theremainingmacrosin Õ

Figure6.2: Macro-orderingalgorithm.

6.4 Evaluation

6.4.1 Experimental Setup

The benchmarksuite usedis a collection of 58 SMV modelsgatheredfrom a wide variety of sources,
including the 16 modelsusedin the BDD performancestudy describedin Chapter4. Out of these58
models,37 modelshave no time-invariant constraints,and thus our optimizationsare not triggeredand
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ha
â

ve no influenceon theoverall verificationtime. Out of theremaining21 models,10 very smallmodels
( 9 10 seconds)areeliminated.On theremaining11 models,our optimizationshave madenon-negligible
performanceimprovementson7 models,wheretheresultschangedby morethan10CPUsecondsand10%
from thebasecasewhereno optimizationsareenabled.In Figure6.3,we briefly describethese7 models.
Notethatsomeof thesemodelsarequitelarge,with up to 1200statebits.

Model # of StateBits Description

acs 497 thealtitude-controlmoduleof NASA’sDS1spacecraft
ds1-b 657 a buggyfaultdiagnosismodelfor NASA’sDS1spacecraft
ds1 657 correctedversionof ds1-b
f-bus 174 FutureBuscachecoherency protocol
nomad 1273 faultdiagnosismodelfor anAntarcticmeteoriteexplorer
v-gate 86 reactor-systemmodel
xavier 100 faultdiagnosismodelfor CMU’sXavier robot

Figure6.3: Descriptionof modelswhoseperformanceresultsareaffectedby ouroptimizations.

Theresultsreportedin this sectionarelabeledwith thefollowing keys to indicatewhich optimizations
areenabled:

None: nooptimizations.

Quan: the“early quantificationon theconstrainedspace”optimization(Section6.2).

SynM: syntacticanalysisfor macro-extractionandmacro-expansion.This algorithmpattern
matchesdeterministicassignmentexpressionsã�ä�ä�å , where ã is a statevariableand å
is anexpression,asmacrosandexpandsthesemacros.

BDDM: theBDD-basedmacroextractionandmacroexpansion(Section6.3).

Q+SynM: bothQuan andSynM optimizations.

Q+BDDM: bothQuan andBDDM optimizations.

We performedthe evaluationusing the Symbolic Model Verifier (SMV) model checker [58] from
Carnegie Mellon University. Conjunctive partitioningwasusedonly whenit wasnecessaryto complete
theverification. In thesecases(includingacs,ds1-b,ds1andnomad), thesizelimit for eachpartitionwas
setto 10,000BDD nodes.For theremainingcases,thetransitionrelationswererepresentedasmonolithic
BDDs. Theconstrainedspaceæ wasrepresentedasa conjunctionwith eachconjunct’s BDD sizelimited
to 10,000nodes.Without partitioning,we couldnot constructtheBDD representationfor theconstrained
spacefor 4 models.Theevaluationwasperformedona200MHzPentium-ProrunningLinux. Eachrunwas
limited to 6 hoursof CPUtimeand900MByte of themainmemory.

In Figure6.4,weshow therunningtimeof differentoptimizations.Notethatfor all benchmarks,thetime
spentby ouroptimizationsis very small( ç 5 secondsor ç 5%of total time)andis includedin therunning
timeshown. In therestof thissection,weanalyzetheseresultsin thefollowing order:theoverall impactof
our optimizations(Section6.4.2),theimpactof earlyquantificationon theconstraintspace(Section6.4.3),
andthe impactof macrooptimization(Section6.4.4). We thenfinish with a brief studyon the impactof
differentsizelimits for conjunctive partitioning(Section6.4.5).

6.4.2 Overall Results

Theresultsin Figure6.5 show theoverall performanceimpactof our optimizations.Theseresultsdemon-
stratethatour optimizationshave significantlyimproved theperformancefor 2 models(with speedupsup
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None Quan SynM BDDM Q+SynM Q+BDDM
Model (sec) (sec) (sec) (sec) (sec) (sec)

acs m.o. 32 m.o. 1059 76 7
ds1-b m.o. 321 t.o. m.o. 138 54
ds1 m.o. m.o. m.o. t.o. t.o. 37
f-bus 1410 53 78 37 35 19
nomad m.o. t.o. m.o. t.o. 7801 633
v-gates 36 35 51 50 53 50
xavier 16 5 6 5 1 2

Figure6.4: Runningtime with differentoptimizationsenabled.The m.o.’s and t.o.’s are the resultsthat
exceededthe900-MBytememorylimit andthe6-hourtime limit, respectively.

to 74) andhave enabledtheverificationof 4 models.For thev-gatesmodel,theperformancedegradation
(speedup= 0.7) is in thecomputationof thereachablestatesfrom theinitial states.Uponfurtherinvestiga-
tion, webelieve thatit is causedby themacrooptimization,which increasesthegraphsizeof thetransition
relationfrom 122-thousandto 476-thousandnodes. This casedemonstratesthat reducingthe numberof
statevariablesdoesnotalwaysimprove performance.

1

10

100

1000

10000

100000

acs ds1-b ds1 ds4 f-bus nomad v-gates xavier

None

Q+BDDM

failed

Figure6.5: Overall impactof our optimizations.The failed’s aretheresultsthatexceededthe900-MByte
memorylimit.

6.4.3 Impact of Early Quantification

Theresultsin Figure6.6show theimpactof applyingearlyquantificationontime-invariantconstraints.The
impactis measuredbothin thenumberof quantifyingBDD variablesextractedfrom thetransitionrelations
andin theperformancespeedups.Thespeedupresultsfor None/ Quan show thataddingthisoptimization
hasenabledtheverificationof acsandds1-b, andachievedsignificantperformanceimprovementon f-bus
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(speedupof 26). Theresultsin theQuan columnsshow thatthisimprovementis mostlydueto thefactthata
largenumberof variablescanbepulledoutof thetransitionrelationsandappliedto conjunctive partitioning
andearlyquantificationof thetime-invariantconstraints.

FromtheQ+BDDM andBDDM / Q+BDDM columns,weobservesimilar resultsin presenceof BDD-
basedmacrooptimization.Notethatfor theQ+BDDM columns,the“# of BDD varsextracted”resultsalso
includethenumberof BDD variablesthatareremovedby themacrooptimization.This is doneto make the
comparisonbetweenQuan’sandQ+BDDM ’seffectson“# of BDD varsextracted”easier.

Theresultsin Figure6.6show two additionalinterestingpoints.First, thenumberof variablesextracted
for pre-imagecomputationis morethanthatextractedfor imagecomputation.This is becausesomevari-
ablesareonly usedin theirpresent-stateform in thetransitionrelation(seethefirst examplein Section6.1).
Second,comparingthe resultsbetweenQuan andQ+BDDM columnsindicatesthat themacrooptimiza-
tion generallydoesnot interferewith theearly-quantificationoptimization.Theoneexceptionis thenomad
model,wherethemacrooptimizationintroduced114additionalBDD variables((1121- 1067)present-state
variablesplus(1174- 1114)next-statevariables)to theoverall transitionrelation.

Total Effectsof CP Optimization
# of # of BDD varsextracted performancespeedup
BDD Quan Q+BDDM None/ BDDM /

Model Vars img p-img img p-img Quan Q+BDDM
acs 994 439 449 437 449 enabled 151.0
ds1-b 1314 550 566 546 566 enabled enabled
ds1 1314 550 566 546 566 n/a enabled
f-bus 348 58 110 54 110 26.6 1.9
nomad 2546 1121 1174 1067 1114 n/a enabled
v-gates 172 0 17 8 17 1.0 1.0
xavier 200 69 86 69 86 3.2 2.5

Figure6.6: Effectivenessof theextendedconjunctive-partitioning optimization.Theeffectivenessmeasures
are(1) thenumberof quantifyingBDD variablesthatarepulledout of thetransitionrelationfor theearly
quantificationof thetime-invariantconstraints,and(2) the impacton overall runningtime asperformance
speedups.For bothmeasures,we presentresultsbothwith (+BDDM) andwithout theBDD-basedmacro
optimization. The n/a indicatesthat the speedupcannot be computedbecauseboth casesfailed to finish
within theresourcelimits. Note: thenumberof BDD variablesis twice thenumberof statevariables—one
copy for thepresentstateandonecopy for thenext state.

6.4.4 Impact of Macro Extraction and Macro Expansion

Theresultsin Figure6.7show theimpactof theBDD-basedmacrooptimization.This impactis measured
both in thenumberof BDD variablesremovedandin theperformancespeedups.Theperformanceresults
in the None / BDDM columnshow that addingthis optimizationhasenabledthe verificationof acsand
achievedsignificantperformanceimprovementon f-bus(speedupof 38). Theresultsaresimilar in presence
of the early-quantificationoptimization(the Quan / Q+BDDM column). The resultsfor “# of BDD vars
removed” show that theseperformanceimprovementsaredue to the effectivenessof BDD-basedmacro
optimizationin removing variables;in particular, over a third of variablesareremovedfor 4 models.

Toevaluatetheeffectivenessof syntactic-basedvs.BDD-basedmacroextraction,wecomparetheimpact
of thesetwo approachesusingboththenumberof BDD variablesremovedandtherunningtime(Figure6.8).
Thecomparisonis donefor bothwith andwithouttheearly-quantificationoptimization.Notethattheearly-
quantificationoptimizationdoesnot affect the numberof BDD variablesremoved. Thus,the “# of BDD
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Effectsof BDD-basedMacro Optimization
Total # of BDD performancespeedup

# of BDD variables None/ Quan /
Model Variables removed BDDM Q+BDDM
acs 994 352 enabled 4.5
ds1-b 1314 492 n/a 5.9
ds1 1314 496 n/a enabled
f-bus 348 18 38.1 2.7
nomad 2546 844 n/a enabled
v-gates 172 16 0.7 0.7
xavier 200 116 3.2 2.5

Figure6.7: Effectivenessof macrooptimizations.Theeffectivenessmeasuresare(1) thenumberof BDD
variablesremoved by the macrooptimization,and(2) the impacton overall runningtime asperformance
speedups.For bothmeasures,wepresentresultsbothwith andwithouttheearly-quantificationoptimization.
Then/a indicatesthatthespeedupcannotbecomputedbecausebothcasesfailedtofinishwithin theresource
limits. Note: thenumberof BDD variablesis twicethenumberof statevariables—onecopy for thepresent
stateandonecopy for thenext state.

varsremoved” resultsarethesamefor bothwith andwithout theearly-quantificationoptimization.
Without the early-quantificationoptimization(the SynM / BDDM column),the resultsshow that the

BDD-basedapproachis betterwith theverificationof acsenabled.With theearly-quantificationoptimiza-
tion (the Q+SynM / Q+BDDM column),the resultsshow that the BDD-basedapproachhasenabledthe
verificationof ds1andgenerallyhasbetterperformance,with speedupsof over 10 in acsandnomad. In
thexaviercase,theslowdown is 2 (speedupof 0.5) becausetheQ+BDDM usedoneextra CPUsecondin
macroextraction.Theoverall performanceimprovementsaredueto thefact thattheBDD-basedapproach
is moreeffective in reducingthenumberof variables(“# of BDD varsremoved” columns).In particular, for
theacs,ds1-b,ds1andnomadmodels,è¨é�êSë additionalBDD variables(i.e., è¡ìSê additionalstatebits)are
removedin comparisonto usingsyntacticanalysis.

Total Syntaxvs.BDD-basedMacro Optimization
# of # of BDD varsremoved performancespeedup
BDD SynM or BDDM or SynM / Q+SynM /

Model Vars Q+SynM Q+BDDM BDDM Q+BDDM
acs 994 82 352 enabled 10.8
ds1-b 1314 148 492 n/a 2.5
ds1 1314 220 496 n/a enabled
f-bus 348 12 18 2.1 1.8
nomad 2546 688 844 n/a 12.3
v-gates 172 16 16 1.0 1.0
xavier 200 64 116 1.2 1 / 2 = 0.5

Figure6.8: Syntactic-basedvs. BDD-basedmacrooptimization. The effectivenessmeasuresare(1) the
numberof BDD variablesremoved,and(2) the impacton overall runningtime asperformancespeedups.
For bothmeasures,we presentresultsbothwith andwithout theearly-quantificationoptimization.Then/a
indicatesthatthespeedupcannotbecomputedbecausebothcasesfailedto finishwithin theresourcelimits.
Note: thenumberof BDD variablesis twice thenumberof statevariables—onecopy for thepresentstate
andonecopy for thenext state.
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6.4.5 Impact of Conjunctive-Partitioning SizeLimit

Becausethe conjunctive-partitioning algorithmoften producessignificantlydifferentperformanceresults
with differentpartition-sizelimits, we have alsore-evaluatedthe above resultsusinga partition-sizelimit
of 100,000nodes.The new resultsgenerallyfollow the sametrendasbeforewith the exceptionof ds1-b
andds1. For thesetwo models,theresults(Figure6.9)show that if we choosetheright partition-sizelimit
for eachcase,we do not needto performthe macrooptimizationto verify them. (Note that this is not
alwaystrue;e.g.,thenomadmodelcannotbeverifiedwithout themacrooptimization.)However, with the
BDD-basedmacrooptimization(theQ+BDDM column),theperformanceresultsaremorestableandare
generallymuchbetter.

Partition
SizeLimit None Quan SynM BDDM Q+SynM Q+BDDM

Model (# of nodes) (sec) (sec) (sec) (sec) (sec) (sec)

ds1-b 10,000 m.o. 321 t.o. m.o. 138 54
ds1-b 100,000 t.o. 309 t.o. m.o. t.o. 101
ds1 10,000 m.o. m.o. m.o. t.o. t.o. 37
ds1 100,000 m.o. 255 t.o. m.o. 92 74

Figure6.9: Effectsof the partition-sizelimit. The m.o.’s and t.o.’s arethe resultsthat exceededthe 900-
MByte memorylimit andthe6-hourtime limit, respectively.

6.5 RelatedWork

Therehave beenmany researchefforts on BDD-basedredundantstate-variableremoval in both logic syn-
thesisandverification.Theseresearchefforts all usethereachablestatespace(setof statesreachablefrom
initial states)to determinefunctionaldependenciesfor Booleanvariables(macroextraction).Thereachable
statespaceeffectively playsthe samerole asa time-invariantconstraint,becausethe verificationprocess
only needsto checkthecorrectnessof specificationswithin thereachablestatespace.

Berthetetal.proposethefirst redundantstate-variableremoval algorithmin [8]. In [54], Lin andNewton
describea branch-and-boundalgorithmto identify themaximumsetof redundantstatevariables.In [74],
Sentovich etal. proposenew algorithmsfor latchremoval andlatchreplacementin logic synthesis.Thereis
alsosomework ondetectingandremoving redundantstatevariableswhile thereachablestatespaceis being
computed[47,80].

From the algorithmicpoint of view, our approachis different from prior work in two ways. First, in
determiningthe relationshipbetweenvariables,the algorithmsusedto extract functionaldependenciesin
previous work can be viewed asdirect extractionof deterministicassignmentsto Booleanvariables. In
comparison,our assignmentextractionalgorithmis moregeneralbecauseit canalsohandlenon-Boolean
variablesandextract non-deterministicassignments.Second,in performingthe redundantstate-variable
removal, the approachusedin theprevious work would needto combineall theconstraintsfirst andthen
extract the macrosdirectly from the combinedresult. However, for constraint-richmodels,it maynot be
possibleto combineall the constraintsbecausethe resultingBDD is too large to build. Our approach
addressesthis issueby first applyingtheassignmentextractionalgorithmto eachconstraintseparatelyand
thencombiningtheresultsto determineif amacrocanbeextracted(seeFigure6.1).

Anotherdifferenceis that in previouswork, thegoal is to remove asmany variablesaspossible.How-
ever, wehaveempiricallyobservedthatin somecases,removing additionalvariablescanresultin significant
performancedegradationin overall verificationtime (slowdown over 4). To addressthis issue,we usesim-



6.6. SUMMARY 103

ple heuristics(sizeof themacroandthegrowth in graphsizes)to choosethesetof macrosto expand.This
simpleheuristicworks well in the testcaseswe tried. However, to fully evaluatethe impactof different
heuristics,weneedto gathera largersetof constraint-richmodelsfrom awider rangeof applications.

6.6 Summary

Thischapterdescribedacasestudywhereweappliedthesamesystematicapproachto studytheverification
of constraint-richapplications.As a result,we developednew BDD-basedoptimizationstargetingthis new
classof applications.Combiningtheseoptimizationswith improvementsto theBDD package(Chapter4)
andconjunctive partitioning(Chapter5), wehaveenabledtheverificationof real-world applicationssuchas
theNomadrobotandtheNASA DeepSpaceOnespacecraft.
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Chapter 7

Conclusionsand Futur eWork

Thecomplexity of modelcheckingcomputationstogetherwith poorevaluationmethodologiesoftenresults
in unstablealgorithms.In this thesis,I have demonstratedthatrigorousquantitative analysisis a powerful
tool in obtainingbothperformancestabilityandperformanceimprovement.

This thesis’contribution to the field of modelcheckingis at two levels: methodologyandoptimiza-
tions. In termsof methodology, I have proposedandvalidateda generalBDD evaluationframework. This
framework allows usto systematicallystudyall typesof BDD computationsmoreeasily. It not only helps
BDD packagedesignersin performancetuning,it canalsohelpsdesignersunderstandtheunderlyingcom-
putationalcharacteristics.This methodologyis graduallybeingadoptedand is makingan impact in this
field. For example,researchershave usedit to extenda BDD variantcalledMORE [46] to performmodel-
checkingcomputations.Furthermore,thebenchmarktracesandthetraceplayerserveasaplatformfor other
researchersto studyotheraspectsof BDD computations,e.g.,in evaluatingnew dynamicvariablereordering
algorithms.Sinceits websitewassetup6 monthsago,therehave beenmorethan450accessesfrom over
20differentcountries.

In termsof new optimizations,I have proposedheuristicsto stabilizetheconjunctive-partitioning algo-
rithm,whichplaysanimportantroleof modelcheckingcomputation,andhaveintroducedanew assignment
extractionalgorithmthat enabledthe verificationof real-world applicationssuchasthe DeepSpaceOne
spacecraft.

Combiningthe improvementsobtainedfrom systematicevaluationof underlyingBDD packageswith
theimprovementsfrom thehigherlevel optimizationsplusincorporatingexisting algorithmssuchasbetter
counter-examplegeneration[26], I havedramaticallyimprovedtheperformanceof theSMV modelchecker
with speedupsof over10for mostcases(Figure1.4in Chapter1). Thekey to thesesuccessesis abottom-up
approachwherewesystematicallystudyBDD computationsat everystageof themodelcheckingprocess.

Anothercontributionof this thesisis thatit introducesanumberof interestingfutureresearchdirections.
TheBDD performancestudydescribedin Chapter4 raisesa numberof openquestions.Oneissuein par-
ticular is thelargenumberof repeatedsubproblemsacrosstop-level operations.This questionis important
becauseit maybethemainreasonwhy thecomputedcachesizeandthegarbagecollectionfrequency have
sucha significantimpacton model-checkingcomputations.Thus,understandingthis issuemay help us
designevenbetterBDD packagesfor model-checkingcomputations.

Another interestingresearchdirection is to apply our evaluationmethodologyto study other BDD-
basedtools—bothin modelcheckingandin otherareas.In modelchecking,studyingotherBDD-based
tools,suchasVIS from UC Berkeley, is importantto testwhetheror not theinsightsgainedfrom studying
SMV computationsareparticularto SMV or generalcharacteristicsof model-checkingcomputations.As
for otherBDD-basedapplications,I amparticularlyinterestedin studyinghow BDDs canbeusedin terms
of integerprogramming.In particular, exploiting how BDDs canbeusedin satisfyingresourceconstraints
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in
í

network optimization(Kosak,Carnegie Mellon) andin job scheduling(Zhu,IowaStateUniversity).
Finally, an exciting future researchdirectionis statisticalmodelingof BDD computations.This is an

ongoingresearchto addressa fundamentalcausefor the performanceinstability problem—thelack of an
accurateobjectivefunctionfor optimizations.Previouslyin Section5.3,I havebrieflydescribedthisproblem
in thecontext of theconjunctive partitioning. In therestof thechapter, I will describehow this problemis
prevalentin modelcheckingcomputationsandourongoingeffort to addressthis issue.

7.1 In Search of an Accurate ObjectiveFunction

A fundamentalreasonfor performanceinstability of optimizationalgorithmsis the lack of anaccurateob-
jective functionthatcanquickly andaccuratelyestimatethe impactof eachoptimization.For example,in
macroexpansion,weusevery crudeheuristicssuchasgraphsizeto determinewhichmacrosmaybebene-
ficial to instantiate.However, wedonotknow how accuratelythismeasurecorrespondsto its actualimpact.
Similarly, in dynamicvariablereordering,all the algorithmsarebasedon a simpleobjective function—
minimize the total numberof BDD nodes.However, having smallerBDDs now, do not necessarilymean
cheapercomputationsin thefuture.For conjunctive-partitioning algorithms,again,wehave thesameprob-
lem. We cannotpredict(not evenroughly) theperformanceimpactof oneorderedsetof conjunctsversus
another. The lack of accurateobjective functionsto predictperformanceimpactsmeansthatwe canonly
optimizebasedon crudeheuristics,suchasgraphsizesandthesetof variables.However, becausewe do
not know how thesemetricscorrelateto futureperformance,even if we find anoptimalsolutionfor these
crudeobjective functions,theperformance-instability problemwill continueto persist.

How canan accurateobjective functionhelp? For starters,we canusevariousalgorithmsto produce
solutionsandusethe objective function to choosethe bestsolution. Furthermore,the objective function
itself mayshedsomelight onwhatparametersareimportantandthuscanbeusedto designnew algorithms
for finding bettersolutions.Ultimately, givenanaccurateobjective function,therearepowerful techniques
suchasgeneticalgorithmsthatcanbeusedto automaticallyfind agoodsolution.

To find agoodobjective function,wecurrentlyfocusoncharacterizingtherelational-productoperation.
This is becausetherelationalproductsof transitionrelationsandsetof statesarethecoreof thesymbolic
statetraversalandthey areoftenthemosttime-consumingoperationsin modelchecking.Thusby finding
a function that canaccuratelyestimatethe costof relational-productoperations,we canuseit asthe cost
functionfor theconjunctive-partitioning of transitionrelations.Fordynamicvariablereordering,anaccurate
objective functionfor relationalproductcanalsobeusedto predictthe impactof differentvariableorders
on futurerelational-product operations.

The procedurewe useto find the cost-estimatorfunction for the relational-productoperationhastwo
phases.In thefirst phase,we gatherdataon theattributesof a largenumberof top-level relational-product
operations.Theseattributesincludethe graphsizesof the BDD argumentsandthe result,the numberof
variablesinvolved,andthecostof computingtheoperationin bothspaceandtime. In thesecondphase,we
fit thesedataby constructingacost-estimatefunctionbasedon theattributes.

This is anongoingresearch.At thispoint,wehavecompletedthefirst phaseandgatheredafew hundred
thousanddatapoints. We arecurrentlytrying to fit the datausingstatisticaltechniques.Our first attempt
basedon leastsquaresfit [67] failedto produceany meaningfulresults.

7.2 Summary

As hardware and software are both becomingan integral part of our daily life, the issueof correctness
will be an essentialpart of the designprocess. Symbolic model checkinghasproven to be a powerful
paradigmto automaticallyverify real-world applications.This thesistook a systemsapproachon studying
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andimproving theunderlyingcomputationsatevery level of modelcheckingcomputations.Thisbottom-up
approachcomplementsthis field’s currenttop-down approachwhich emphasizesalgorithmicor theoretic
improvements.Together, wehopeanindustrialstrengthverificationtool will emergein theverynearfuture
andmodelcheckingwill becomeayet-another-useful-tool in thedesigners’tool-box.
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